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Foreword

Hosting the European Conference on Computer Vision (ECCV 2020) was certainly an
exciting journey. From the 2016 plan to hold it at the Edinburgh International
Conference Centre (hosting 1,800 delegates) to the 2018 plan to hold it at Glasgow’s
Scottish Exhibition Centre (up to 6,000 delegates), we finally ended with moving
online because of the COVID-19 outbreak. While possibly having fewer delegates than
expected because of the online format, ECCV 2020 still had over 3,100 registered
participants.

Although online, the conference delivered most of the activities expected at a
face-to-face conference: peer-reviewed papers, industrial exhibitors, demonstrations,
and messaging between delegates. In addition to the main technical sessions, the
conference included a strong program of satellite events with 16 tutorials and 44
workshops.

Furthermore, the online conference format enabled new conference features. Every
paper had an associated teaser video and a longer full presentation video. Along with
the papers and slides from the videos, all these materials were available the week before
the conference. This allowed delegates to become familiar with the paper content and
be ready for the live interaction with the authors during the conference week. The live
event consisted of brief presentations by the oral and spotlight authors and industrial
sponsors. Question and answer sessions for all papers were timed to occur twice so
delegates from around the world had convenient access to the authors.

As with ECCV 2018, authors’ draft versions of the papers appeared online with
open access, now on both the Computer Vision Foundation (CVF) and the European
Computer Vision Association (ECVA) websites. An archival publication arrangement
was put in place with the cooperation of Springer. SpringerLink hosts the final version
of the papers with further improvements, such as activating reference links and sup-
plementary materials. These two approaches benefit all potential readers: a version
available freely for all researchers, and an authoritative and citable version with
additional benefits for SpringerLink subscribers. We thank Alfred Hofmann and
Aliaksandr Birukou from Springer for helping to negotiate this agreement, which we
expect will continue for future versions of ECCV.

August 2020 Vittorio Ferrari
Bob Fisher

Cordelia Schmid
Emanuele Trucco



Preface

Welcome to the proceedings of the European Conference on Computer Vision (ECCV
2020). This is a unique edition of ECCV in many ways. Due to the COVID-19
pandemic, this is the first time the conference was held online, in a virtual format. This
was also the first time the conference relied exclusively on the Open Review platform
to manage the review process. Despite these challenges ECCV is thriving. The con-
ference received 5,150 valid paper submissions, of which 1,360 were accepted for
publication (27%) and, of those, 160 were presented as spotlights (3%) and 104 as orals
(2%). This amounts to more than twice the number of submissions to ECCV 2018
(2,439). Furthermore, CVPR, the largest conference on computer vision, received
5,850 submissions this year, meaning that ECCV is now 87% the size of CVPR in
terms of submissions. By comparison, in 2018 the size of ECCV was only 73% of
CVPR.

The review model was similar to previous editions of ECCV; in particular, it was
double blind in the sense that the authors did not know the name of the reviewers and
vice versa. Furthermore, each conference submission was held confidentially, and was
only publicly revealed if and once accepted for publication. Each paper received at least
three reviews, totalling more than 15,000 reviews. Handling the review process at this
scale was a significant challenge. In order to ensure that each submission received as
fair and high-quality reviews as possible, we recruited 2,830 reviewers (a 130%
increase with reference to 2018) and 207 area chairs (a 60% increase). The area chairs
were selected based on their technical expertise and reputation, largely among people
that served as area chair in previous top computer vision and machine learning con-
ferences (ECCV, ICCV, CVPR, NeurIPS, etc.). Reviewers were similarly invited from
previous conferences. We also encouraged experienced area chairs to suggest addi-
tional chairs and reviewers in the initial phase of recruiting.

Despite doubling the number of submissions, the reviewer load was slightly reduced
from 2018, from a maximum of 8 papers down to 7 (with some reviewers offering to
handle 6 papers plus an emergency review). The area chair load increased slightly,
from 18 papers on average to 22 papers on average.

Conflicts of interest between authors, area chairs, and reviewers were handled lar-
gely automatically by the Open Review platform via their curated list of user profiles.
Many authors submitting to ECCV already had a profile in Open Review. We set a
paper registration deadline one week before the paper submission deadline in order to
encourage all missing authors to register and create their Open Review profiles well on
time (in practice, we allowed authors to create/change papers arbitrarily until the
submission deadline). Except for minor issues with users creating duplicate profiles,
this allowed us to easily and quickly identify institutional conflicts, and avoid them,
while matching papers to area chairs and reviewers.

Papers were matched to area chairs based on: an affinity score computed by the
Open Review platform, which is based on paper titles and abstracts, and an affinity



score computed by the Toronto Paper Matching System (TPMS), which is based on the
paper’s full text, the area chair bids for individual papers, load balancing, and conflict
avoidance. Open Review provides the program chairs a convenient web interface to
experiment with different configurations of the matching algorithm. The chosen con-
figuration resulted in about 50% of the assigned papers to be highly ranked by the area
chair bids, and 50% to be ranked in the middle, with very few low bids assigned.

Assignments to reviewers were similar, with two differences. First, there was a
maximum of 7 papers assigned to each reviewer. Second, area chairs recommended up
to seven reviewers per paper, providing another highly-weighed term to the affinity
scores used for matching.

The assignment of papers to area chairs was smooth. However, it was more difficult
to find suitable reviewers for all papers. Having a ratio of 5.6 papers per reviewer with a
maximum load of 7 (due to emergency reviewer commitment), which did not allow for
much wiggle room in order to also satisfy conflict and expertise constraints. We
received some complaints from reviewers who did not feel qualified to review specific
papers and we reassigned them wherever possible. However, the large scale of the
conference, the many constraints, and the fact that a large fraction of such complaints
arrived very late in the review process made this process very difficult and not all
complaints could be addressed.

Reviewers had six weeks to complete their assignments. Possibly due to COVID-19
or the fact that the NeurIPS deadline was moved closer to the review deadline, a record
30% of the reviews were still missing after the deadline. By comparison, ECCV 2018
experienced only 10% missing reviews at this stage of the process. In the subsequent
week, area chairs chased the missing reviews intensely, found replacement reviewers in
their own team, and managed to reach 10% missing reviews. Eventually, we could
provide almost all reviews (more than 99.9%) with a delay of only a couple of days on
the initial schedule by a significant use of emergency reviews. If this trend is confirmed,
it might be a major challenge to run a smooth review process in future editions of
ECCV. The community must reconsider prioritization of the time spent on paper
writing (the number of submissions increased a lot despite COVID-19) and time spent
on paper reviewing (the number of reviews delivered in time decreased a lot pre-
sumably due to COVID-19 or NeurIPS deadline). With this imbalance the peer-review
system that ensures the quality of our top conferences may break soon.

Reviewers submitted their reviews independently. In the reviews, they had the
opportunity to ask questions to the authors to be addressed in the rebuttal. However,
reviewers were told not to request any significant new experiment. Using the Open
Review interface, authors could provide an answer to each individual review, but were
also allowed to cross-reference reviews and responses in their answers. Rather than
PDF files, we allowed the use of formatted text for the rebuttal. The rebuttal and initial
reviews were then made visible to all reviewers and the primary area chair for a given
paper. The area chair encouraged and moderated the reviewer discussion. During the
discussions, reviewers were invited to reach a consensus and possibly adjust their
ratings as a result of the discussion and of the evidence in the rebuttal.

After the discussion period ended, most reviewers entered a final rating and rec-
ommendation, although in many cases this did not differ from their initial recom-
mendation. Based on the updated reviews and discussion, the primary area chair then
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made a preliminary decision to accept or reject the paper and wrote a justification for it
(meta-review). Except for cases where the outcome of this process was absolutely clear
(as indicated by the three reviewers and primary area chairs all recommending clear
rejection), the decision was then examined and potentially challenged by a secondary
area chair. This led to further discussion and overturning a small number of preliminary
decisions. Needless to say, there was no in-person area chair meeting, which would
have been impossible due to COVID-19.

Area chairs were invited to observe the consensus of the reviewers whenever
possible and use extreme caution in overturning a clear consensus to accept or reject a
paper. If an area chair still decided to do so, she/he was asked to clearly justify it in the
meta-review and to explicitly obtain the agreement of the secondary area chair. In
practice, very few papers were rejected after being confidently accepted by the
reviewers.

This was the first time Open Review was used as the main platform to run ECCV. In
2018, the program chairs used CMT3 for the user-facing interface and Open Review
internally, for matching and conflict resolution. Since it is clearly preferable to only use
a single platform, this year we switched to using Open Review in full. The experience
was largely positive. The platform is highly-configurable, scalable, and open source.
Being written in Python, it is easy to write scripts to extract data programmatically. The
paper matching and conflict resolution algorithms and interfaces are top-notch, also due
to the excellent author profiles in the platform. Naturally, there were a few kinks along
the way due to the fact that the ECCV Open Review configuration was created from
scratch for this event and it differs in substantial ways from many other Open Review
conferences. However, the Open Review development and support team did a fantastic
job in helping us to get the configuration right and to address issues in a timely manner
as they unavoidably occurred. We cannot thank them enough for the tremendous effort
they put into this project.

Finally, we would like to thank everyone involved in making ECCV 2020 possible
in these very strange and difficult times. This starts with our authors, followed by the
area chairs and reviewers, who ran the review process at an unprecedented scale. The
whole Open Review team (and in particular Melisa Bok, Mohit Unyal, Carlos
Mondragon Chapa, and Celeste Martinez Gomez) worked incredibly hard for the entire
duration of the process. We would also like to thank René Vidal for contributing to the
adoption of Open Review. Our thanks also go to Laurent Charling for TPMS and to the
program chairs of ICML, ICLR, and NeurIPS for cross checking double submissions.
We thank the website chair, Giovanni Farinella, and the CPI team (in particular Ashley
Cook, Miriam Verdon, Nicola McGrane, and Sharon Kerr) for promptly adding
material to the website as needed in the various phases of the process. Finally, we thank
the publication chairs, Albert Ali Salah, Hamdi Dibeklioglu, Metehan Doyran, Henry
Howard-Jenkins, Victor Prisacariu, Siyu Tang, and Gul Varol, who managed to
compile these substantial proceedings in an exceedingly compressed schedule. We
express our thanks to the ECVA team, in particular Kristina Scherbaum for allowing
open access of the proceedings. We thank Alfred Hofmann from Springer who again
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serve as the publisher. Finally, we thank the other chairs of ECCV 2020, including in
particular the general chairs for very useful feedback with the handling of the program.

August 2020 Andrea Vedaldi
Horst Bischof
Thomas Brox

Jan-Michael Frahm
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Abstract. Emergent hardwares can support mixed precision CNN mod-
els inference that assign different bitwidths for different layers. Learning
to find an optimal mixed precision model that can preserve accuracy
and satisfy the specific constraints on model size and computation is
extremely challenge due to the difficult in training a mixed precision
model and the huge space of all possible bit quantizations.

In this paper, we propose a novel soft Barrier Penalty based NAS (BP-
NAS) for mixed precision quantization, which ensures all the searched
models are inside the valid domain defined by the complexity constraint,
thus could return an optimal model under the given constraint by con-
ducting search only one time. The proposed soft Barrier Penalty is dif-
ferentiable and can impose very large losses to those models outside the
valid domain while almost no punishment for models inside the valid
domain, thus constraining the search only in the feasible domain. In
addition, a differentiable Prob-1 regularizer is proposed to ensure learn-
ing with NAS is reasonable. A distribution reshaping training strategy
is also used to make training more stable. BP-NAS sets new state of the
arts on both classification (Cifar-10, ImageNet) and detection (COCO),
surpassing all the efficient mixed precision methods designed manually
and automatically. Particularly, BP-NAS achieves higher mAP (up to
2.7% mAP improvement) together with lower bit computation cost com-
pared with the existing best mixed precision model on COCO detection.
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1 Introduction

Deep convolutional neural networks (CNNs) have achieved remarkable perfor-
mance in a wide range of computer vision tasks, such as image classification
[6,10], semantic segmentation [14,26] and object detection [17,18]. To deploy
CNN models into resource-limited edge devices for real-time inference, one clas-
sical way is to quantize the floating-point weights and activations with fewer bits,
where all the CNN layers share the same quantization bitwidth. However, differ-
ent layers and structures may hold different sensibility to bitwidth for quantiza-
tion, thus this kind of methods often causes serious performance drop, especially
in low-bit quantization, for instance, 4-bit.

Currently, more and more hardware platforms, such as Turning GPUs [16]
and FPGAs, have supported the mixed precision computation that assigns dif-
ferent quantization bitwidths to different layers. This motivates the research of
quantizing different CNN layers with various bitwidths to pursue higher accu-
racy of quantized models while consuming much fewer bit operations (BOPs).
Furthermore, many real applications usually set a hard constraint of complexity
on mixed precision models that their BOPs can only be less than a preset bud-
get. However, it is computational expensive to determine an appropriate mixed
precision configuration from all the possible candidates so as to satisfy the BOPs
constraint and achieve high accuracy. Assuming that the quantized model has
N layers and each layer has M candidate options to quantize the weights and
activations, the total search space is as large as (M)N .

To alleviate the search cost, an attractive solution is to adopt weight-sharing
approach like DARTS [13] which incorporates the BOPs cost as an additional
loss term to search the mixed precision models. However, there exist some prob-
lems for this kind of methods: i) Invalid search. The framework actually seeks
a balance between the accuracy and the BOPs cost, may causing the returned
mixed precision models outside the BOPs constraint. To satisfy the application
requirement, the search process has to be repeated many times by trial-and-error
through tuning the BOPs cost loss weight. This is time consuming and often leads
to suboptimal quantization. ii) Very similar importance factors. The importance
factors corresponding to different bitwidths in each CNN layer often have sim-
ilar values, which makes it hard to select a proper bitwidth for each layer. iii)
Unstable training. Empirically, high-bit quantization and low-bit quantization
prefer different training strategies. To balance the favors between high-bit and
low-bit, the training of mixed precision models maybe fluctuate a lot and cannot
achieve high accuracy.

To ensure the searched models to satisfy the BOPs constraint, we model the
mixed precision quantization task as an constrained optimization problem, and
propose a novel loss term called soft barrier penalty to model the complexity
constraint. With the differentiable soft barrier penalty, it bounds the search in
the valid domain and imposes large punishments to those mixed precision models
near the constraint barrier, thus significantly reducing the risk that the returned
models do not fulfill the final deploy requirement. Compared to existing methods
[2,21,22] which incorporate the complexity cost into loss function and tune the
corresponding balance weight, our soft barrier penalty method does not need
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to conduct numerous trial-and-error experiments. Moreover, our search process
focuses on the candidates in the valid search space, then the search will be more
efficient to approach much more optimal mixed precision model while satisfying
the BOPs cost constraint.

To make the importance factors more distinguishable, we propose a differen-
tiable Prob-1 regularizer to make the importance factors converge to 0–1 type.
With the convergence of the importance factors in each CNN layer, the mixed
precision configuration will be gradually determined. To deal with the unsta-
ble training issues and improve the accuracy of mixed precision model, we use
the distribution reshaping method to train a specific float-point model with
uniformly-distributed weights and no long-tailed activations, and use the float-
point model as the pretrained mixed precision model. Experiments show that
the pretrained model and uniformization method can make the mixed precision
training much more robust and achieve higher accuracy.

In particular, our contributions are summarized as the followings:

– We propose a novel and deterministic method in BP-NAS to incorporate the
BOPs constraint into loss function and bound the search process within the
constraint, which saves numerous trial and error to search the mixed precision
with high accuracy while satisfying the constraint.

– A novel distribution reshaping method is introduced to mixed precision quan-
tization training, which can address the unstable mixed precision training
problems while achieve high accuracy.

– BP-NAS surpasses the state-of-the-art efficient mixed precision methods
designed manually and automatically on three public benchmarks. Specif-
ically, BP-NAS achieves higher accuracy (up to 2.7% mAP) with lower
bit computation compared with state-of-arts methods on COCO detection
dataset.

2 Related Work

Mixed precision quantization techniques aims to allocate different weight and
activation bitwidth for different CNN layers. Compared to the traditional fixed-
point quantization methods, the mixed precision manner can efficiently recover
the quantization performance while consuming less bit operations (BOPs). It
mainly involves mixed precision quantization training and mixed precision search
from the huge search space.

Quantization involves high-bit quantization training and low-bit quantiza-
tion training. For the former, ELQ [27] adopts incremental strategy to fixes part
of weights and update the rest in the training, HWGQ [3] introduces clipped
ReLU to remove outliers, PACT [5] further proposes adaptatively learns and
determines the clipping threshold, Tensorflow Lite [11] proposes asymmetric lin-
ear scheme to quantize the weights and activations with Integer-arithmetic-only.
For the later, Dorefa [28] and TTN [29] focus on extremely low bit such as one
or two bit. Wang et al. [20] proposes two-step to train the low-bit quantization.
Gu et al. [8] proposes Bayesian-based method to optimize the 1-bit CNNs. These
quantization methods simply assign the same bit for all layers, while we consider



4 H. Yu et al.

to apply the uniformization to robustly train the mixed precision quantization
model with different bitwidth. Shkolnik et al. [15] also consider the uniformiza-
tion for robustness but for post-training quantization.

Mixed precision search focuses on efficiently searching the mixed precision
model with high accuracy while consuming less bit operations(BOPs). By treat-
ing the bitwidth as operations, several NAS methods could be used for mixed
precision search: RL-based method [19] consider to collect the action-reward
involving the hard-ware architecture into the loop, and then use these data to
train the agent to search better mixed precision model. But it does not consider
to use the loss-aware training model data to search the mixed precision. Single-
Path [9] proposes to use evolutionary algorithm to search the mixed precision to
achieve high precision and satisfy the constraint. But the search will cost huge
resources to train numerous of mixed precision models in the early stage.

In this paper, we apply the weight-sharing NAS method into mixed precision
search. To the best of our knowledge, our work is mostly related to DNAS [22],
which also first introduces the weight-sharing NAS into mixed precision search.
However there are significant differences: 1) We propose a novel soft barrier
penalty strategy to ensure all the search model will be inside the valid domain. 2)
We propose an effective differentiable Prob-1 regularizer to make the importance
factors more distinguishable. 3) We incorporate distribution reshaping strategy
to make the training much more robust.

3 Method

In this paper, we model the mixed precision quantization task as an constrained
optimization problem. Our basic solution is to apply DARTS [13] for addressing
such optimization problem. A similar solution [22] for this problem is also to
apply DARTS with gumbel softmax trick by incorporating the complexity cost
into loss term. However, it actually seeks a balance between the accuracy of
the mixed-precision model and the BOPs constraint, making the search process
repeate many times by tuning the complexity cost weight until the searched
model can satisfy the application requirement. This is time consuming and often
leads to suboptimal quantization. To address this issue, we propose a novel loss
term to model the BOPs constraint so that it encourages the search conducting
in the valid domain and imposes large punishment to those quantizations outside
the valid domain, thus significantly reducing the risk that the returned models
do not fulfill the final deploy requirement. Our method is termed as BP-NAS
since the new loss term is based on the barrier penalty which will be elaborated
in Sect. 3.2. In addition, a Prob-1 regularizer is proposed along with the bar-
rier penalty to facilitate node selection in the supernet constructed by DARTS.
Finally, we propose how to train a uniform-like pretrained model to stabilize the
training of mixed precision quantization. In the following, we first describe the
problem formulation (Sect. 3.1) and then detail our solution (Sect. 3.2).
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3.1 Mixed Precision Quantization Search

Quantization aims to represent the float weights and activations with linearly
discrete values. We denote ith convolutional layer weights as Wi. For each weight
atom w ∈ Wi, we linearly quantize it into bi-bit as

Q(w; bi) = [
clamp(w,α)
α/(2bi−1 − 1)

] · α/(2bi−1 − 1), (1)

where α is a learnable parameter, and clamp(·, α) is to truncate the values into
[−α, α], [·] is the rounding operation. For activations, we truncates the values
into the range [0, α] in a similar way since the activation values are non-negative
after the ReLU layer. For simplicity, we use (m,n)-bit to denote quantizing a
layer with m-bit for its weights and n-bit for activations.

Since different layers in a model may prefer different bitwidths for quanti-
zation, we consider the problem of mixed precision quantization. For a given
network N = {L1, L2, · · · , LN}, the mixed precision quantization aims at deter-
mining the optimal weight bitwidth {b1, b2, · · · , bN} and activation bitwidth
{a1, a2, · · · , aN} for all layers from a set of predefined configurations. This is
cast into an optimization problem as following,

MP∗ = argmin
MP

Lossval(N ;MP) (2)

where MP denotes the mixed precision configuration for N , and Lossval denotes
the loss on the validation set.

Usually, there are additional requirements on a mixed precision model about
its complexity and memory consumption. Bit operations(BOPs1) is a popular
indicator to formulate these issues. Mathematically, BOPs is formulated as

B(N ;MP) =
∑

i

FLOP(Li) ∗ bi ∗ ai, (3)

where FLOP(Li) denotes the number of float point operations in layer Li, (bi, ai)-
bit denotes weight and activation bitwidths for Li respectively. For convenience,
we also refer BOPs to average bit operations which is actually used in this paper,

B(N ;MP) = ((
∑

i

FLOP(Li) ∗ bi ∗ ai)/
∑

i

FLOP(Li))1/2. (4)

A typical requirement in mixed precision quantization search is called BOPs
constraint to restrict the searched model within a preset budget,

B(N ;MP) ≤ Bmax. (5)

As a result, the problem of mixed precision quantization search is to find a set
of quantization parameters for different layers so as to keep the original model’s
accuracy as much as possible while fulfilling some complexity constraints, such
as the one listed above.
1 We also provide an example to demonstrate this BOPs calculation process in supple-

mentary materials. More formulation of BOPs could be seen in [4,23], which consider
the memory bandwidth and could be more suitable for real application.
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3.2 BP-NAS for Mixed Precision Quantization Search

NAS for Mixed Precision Quantization. Due to the large cost of train-
ing a mixed precision model and the huge mixed precision configurations, it is
impractical to train various mixed precision models and select one to satisfy Eq.
(2) and Eq. (5). Similar to [22], we adopt the weight-sharing NAS, i.e., DARTS
[13], to search mixed precision quantization models.

Fig. 1. Supernet architecture illustration with (2, 2)-bit, (4, 4)-bit, (8, 8)-bit as candi-
date bitwidth. vi represents the input data tensor and each operation share the same
input data but different bidwidth

Specifically, we first construct and train a supernet SN , from which the
mixed precision model is then sampled. The supernet is illustrated in Fig. 1. In
the supernet SN , the edge between node vi (corresponds to the i-th layer in the
mixed precision model) and vi+1 is composed of several candidate bit operations
{opi,j |j=1,··· ,m} such as with learnable parameters {θi,j |j=1,··· ,m}. The output of
node vi+1 is calculated by assembling all edges as

vi+1 =
∑

j

pi,j ∗ opi,j(vi), (6)

where pij denotes the importance factor of the edge opi,j and is calculated with
the learnable parameter θi,j as

pi,j =
exp(θi,j)∑
l exp(θi,l)

. (7)

Once the supernet has been trained, the mixed precision model can be sampled

MP∗ = {(b∗
i , a

∗
i )-bit, i = 1, 2, · · · , N} = {argmaxj pi,j} (8)

Finally, the sampled mixed precision model is retrained to achieve much better
performance.

To take the BOPs cost of the sampled model into consideration, the supernet
is trained with the following loss

Loss = Lossval + λ ∗ E(SN ). (9)
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where BOPs cost of the sampled model is estimated with the supernet as

E(SN ) =
∑

i

∑

j

pi,j ∗ B(opi,j). (10)

Such an estimation is reasonable if the importance factors pi,j for each layer is
highly selective, i.e., only one element approaches 1 and others being very small
approaching 0. We will introduce later the proposed Prob-1 regularizer to ensure
such property of pi,j .

However, optimizing over the above loss only encourages the BOPs being as
small as possible while maximizing the accuracy. With a large λ, it will make
the learning focus on the complexity but is very likely to return a less accurate
model with much less BOPs than what we want. On the contrary, a small λ
makes the learning focus on the accuracy and will possibly return a model with
high accuracy but with much larger BOPs than what we want. Therefore, it
requires numerous trial and error to search the proper mixed precision. This will
definitely consume much more time and GPU resources to find a satisfactory
mixed precision model. Even though, the obtained model could be suboptimal.

Alternatively, to make the returned model satisfying the hard constraint
in (5), the mixed precision search is expected to be focused on the feasible space
defined by the imposed constraint. In this case, the search is able to return a
model fulfilling the constraint and with the better accuracy. Since the search is
only conducted in the feasible space, the searching space is also reduced, and so
the search is more efficient. We achieve this goal by proposing a novel approach
called BP-NAS, which incorporates a barrier penalty in NAS to bound the mixed
precision search within the feasible solution space with a differentiable form.

Barrier Penalty Regularizer. The key idea of making the search within the
feature space is to develop a regularizer so that it punishes the training with an
extremely large loss once the search reaches the bound or is outside the feasible
space. For the BOPs constraint in Eq. (5), it can be rewritten as a regularization
term

Lc(θ) =

{
0 if E(SN ) ≤ Bmax

∞ otherwise
(11)

It imposes an ∞ loss once the BOPs of the trained supernet falls outside the
constraint, while no punishment in the other case. This could be an ideal regu-
larizer as we analyzed before, however, it is non-differentiable and thus can not
be used.

Inspired by the innerior method [1] for solving the constrained optimization
problem, we approximate Lc(θ) by

L∗
c(θ) = −μlog(log(Bmax + 1 − E(SN ))), (12)

where μ should be smaller in the early search stage because there is a large gap
between the estimation BOPs of the initial supernet and the BOPs of the final
sampled mixed precision model.
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Fig. 2. Illustration of the barrier penalty regularizer under Bmax = 4. Blue curves
denotes the function Lc(θ). Other curves denote L∗

c(θ) with different μ = 0.5, 0.2, 0.05.
With μ decreasing, the curve of L∗

c(θ) will be more flatten and is near to 0 in valid
interval, and it will be infinity when E(SN ) tends to barrier at E(SN ) = Bmax.

Equation (12) is differentiable with respect to E(SN ) in valid interval
(−∞,Bmax). As shown in Fig. 2, it approaches the hard constraint loss in Eq. (11)
by decreasing μ and looks like setting a barrier at E(SN ) = Bmax. That why
we call it the barrier penalty regularizer. For other values of E(SN ) in the
valid interval, L∗

c(θ) is near zero, so has very little impact when searching in the
feasible solution space.

Prob-1 Regularizer. Since we use the expected BOPs of the supernet to
estimate that of the sampled mixed precision model as in Eq. (10), this approxi-
mation is reasonable only when the supernet gradually converge to the sampled
mixed precision model. In other words, the importance factors should gradually
be 0–1 type. For this purpose, we introduce the differentiable Prob-1 regularizer.

As the preliminary, we first introduce the Prob-1 function that can be for-
mulated as

f(x) =
∏

j

(1 − xj),

s.t.
∑

xj = 1, 0 ≤ xj ≤ 1,

(13)

where x = (x1, · · · , xm) is m-dimension vector. For the Prob-1 function, it can
be proved that it has the following property,

Property 1. Prob-1 function f(x) achieves the minimal value if and only if there
exists unique xj to reach 1.

The detailed proof is in the supplementary. Since the importance factors of each
layer in the supernet satisfy the constraint of Prob-1 function, we design a Prob-1
regularizer for them with the formula

Lprob−1 =
∑

i

∏

j

(1 − pi,j). (14)

Due to the Property 1, this regularizer encourages to learn the 0–1 type impor-
tance factors.
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BP-NAS Algorithm. The proposed BP-NAS algorithm is summarized in
Algorithm 1. Basically, it contains three stages: training a supernet, sampling
mixed precision from the supernet and retrain the mixed precision model. In
the first stage, the network weights W and architecture parameter θ are trained
alternately. The network weights in the supernet are updated by the gradient of
loss function L1 on training set,

L1 = Ltrain(W ; θ) (15)

While θ is updated with the gradient of loss function L2 on validation set

L2 = Lval(W ; θ) + L∗
c + LProb−1 (16)

The differentiation form of loss functions of Eq. (15)–(16) will be described in
the supplementary. After training some epochs, we sample the mixed precision
quantization model from the trained supernet according to the importance fac-
tors as Eq. (8). We retrain the mixed precision models for some epochs to achieve
better accuracy.

Another issue about training mixed precision model is that the training often
crashes since training a quantization (especially low-bit quantization) model
is very sensitive and different bit quantization usually favors different train-
ing strategies [5,11]. To alleviate this problem, we use distribution reshaping to
train a float-point model with uniformly-distributed weights and no long-tailed
activations as the pretrained model, which is helpful for robust training under
different bit quantizations. For each weight atom w in the ith layer’s weight Wi,
the distribution reshaping simply uses the clipping method with the formula

clip(w) =

⎧
⎨

⎩

T, w ≥ T
w, w ∈ (−T, T )
−T, w ≤ −T

(17)

where
T = k · mean(|Wi|). (18)

Here we set k = 2 to reshape the weight distribution uniform-like. We use the
Clip-ReLU as in PACT [5] to quantize the activations. Similar robust quantiza-
tion work with distribution reshaping could be seen in [15,24].

4 Experiments

We implement the proposed BP-NAS for mixed precision search on image classi-
fication (Cifar-10, ImageNet) and object detection (COCO). The search adopts
a block-wise manner, that all layers in the block share the same quantization
bitwidth. We present all the block-wise configurations for mixed-precision quan-
tization model in the supplementary material.
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Algorithm 1. Barrier Penalty for Neural Network Search
Input: supernet with weightW and architecture parameter θ, BOPs constraint Bmax,

maximal epoch epochmax

Output: the architecture with high accuracy under architecture constraints
1: θ : initialize the architecture parameter θ
2: for epoch = 1:epochmax do
3: update the weight W of the supernet with L in Eq. (15)
4: update the architecture parameter θ in Eq. (16) by computing ∂(Lval(W; θ) +

L∗
c + LProb−1)/∂θ

5: end for
6: return mixed precision model MP∗ sampled from the supernet

4.1 Cifar-10

We implement the mixed precision search with ResNet20 on Cifar-10, and con-
duct three sets of experiments under different BOPs constraints Bmax = 3-bit,
3.5-bit and 4-bit. Compared to 32-bit float point model, the three constraints
respectively have 114×, 85× and 64× bit operations compression ratio(B-Comp).

We construct the supernet whose macro architecture is the same as ResNet20.
Each block in the supernet contains {(2, 3), (2, 4), (3, 3), (3, 4), (4, 4), (4, 6),
(6,4), (8, 4)}-bit quantization operations. To train the supernet, we randomly
split 60% of the Cifar-10 training samples as training set and others as validation
set, with batch size of 512. To train the weight W , we use SGD optimizer with
an initial learning rate 0.2 (decayed by cosine schedule), momentum 0.9 and
weight decay 5e-4. To train the architecture parameter θ, we use Adam optimizer
with an initial learning rate 5e-3 and weight decay 1e−3. We sample the mixed
precision from supernet as Eq. (8), and then retrain the sampled mixed precision
for 160 epochs and use cutout in data augmentation. Other training settings are
the same as the weight training stage. To reduce the deviation caused by different
quantization settings and training strategies, and to make a fair comparison with
other mixed precision methods like HAWQ [7], we also train {(32, 32), (2.43MP,
4)2, (3, 3)}-bit ResNet20 with our quantization training strategies. We remark
these results as “Baseline”.

The results are shown in Table 1. Compared with PACT [5] and HAWQ
[7], though our Baselines achieves lower accuracy with (3, 3)-bit and (2 MP,4)-
bit on ResNet20, the BP-NAS still surpasses other state-of-the-art methods.
Specifically, HAWQ [7] achieves 92.22% accuracy with 64.49× compression ratio,
whereas BP-NAS achieves 92.30% accuracy with much higher compression ratio
up to 81.53×. In addition, our faster version (i.e. BP-NAS with Bmax=3-bit)
outperforms PACT [5] and LQ-Nets [25] more than 0.4%. Note that with different
bit computation cost constraints, BP-NAS can search the mixed precision that
could not only satisfy the constraint but also achieve even better performance.

2 2.43MP uses the mixed precision quantizations searched by HAWQ [7].
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Table 1. Quantization results of ResNet20 on Cifar-10. “w-bits” and “a-bits” represent
the bitwidth for weights and activations. “W-Comp”, “B-Comp” and “Ave-bit’ denote
the model size compression ratio, the bit operations compression ratio, and the average
bit operations of mixed precision model, respectively. “MP” denotes mixed precision.

Quantization w-bits a-bits Top-1 Acc W-Comp B-Comp Ave-bit

Baseline 32 32 92.61 1.00× 1.00× 32-bit

Baseline 2.43 MP 4 92.12 13.11× 64.49× 4.0-bit

DNAS [22] MP 32 92.00 16.60× 16.60× 7.9-bit

DNAS [22] MP 32 92.72 11.60× 11.60× 9.4-bit

HAWQ [7] 2.43 MP 4 92.22 13.11× 64.49× 4.0-bit

BP-NAS Bmax=4-bit 3.14 MP MP 92.30 10.19× 81.53× 3.5-bit

BP-NAS Bmax=3.5-bit 2.86 MP MP 92.12 10.74× 95.61× 3.3-bit

Baseline 3 3 91.80 10.67× 113.78× 3.0-bit

Dorefa [28] 3 3 89.90 10.67× 113.78× 3.0-bit

PACT [5] 3 3 91.10 10.67× 113.78× 3.0-bit

LQ-Nets [25] 3 3 91.60 10.67× 113.78× 3.0-bit

BP-NAS Bmax=3-bit 2.65 MP MP 92.04 12.08× 116.89× 2.9-bit

4.2 ImageNet

In the ImageNet experiment, we search the mixed precision for the prevalent
ResNet50. To speedup the supernet training, we randomly sample 10 categories
with 5000 images as training set and with 5000 images as validation set, and set
candidate operations as {(2, 4), (3, 3), (3, 4), (4, 3), (4, 4), (4, 6), (6, 4)}-bit. We
sample the mixed precision from the supernet and then transfer it to ResNet50
with 1000 categories. We retrain the mixed precision for 150 epochs with batch
size of 1024 and label smooth on 16 GPUs. We also train the (32, 32)-bit (3, 3)-
bit and (4, 4)-bit ResNet50 with the same quantization training strategies, and
remark the results as “Baseline”. We report the quantization results in Table 2.

Under the constraint of Bmax = 3-bit, the mixed precision ResNet50 searched
by our BP-NAS achieves 75.71% Top-1 accuracy with compression ratio of
118.98×. Though our baseline Top-1 accuracy is inferior to PACT [5], our mixed
precision result surpasses PACT [5] in (3, 3)-bit with similar compression ratio.
Furthermore, we also present the mixed precision ResNet50 under the constraint
Bmax = 4-bit. Compared to the fixed (4, 4)-bit quantization, our mixed precision
ResNet50 achieves 76.67% Top-1 accuracy with similar average bit.

We also compare the quantization results with HAQ [19] and HAWQ [7],
which also use mixed precision for quantization. With similar compression ratio,
our mixed precision on ResNet50 under Bmax = 3-bit outperforms HAQ [19] and
HAWQ [7] by 1% Top-1 accuracy.
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Table 2. Quantization results of ResNet50 on ImageNet dataset.

Quantization w-bits a-bits Acc.(Top-1) Acc.(Top-5) B-Comp Ave-bit

Baseline 32 32 77.56% 94.15% 1.00× 32-bit

Baseline 4 4 76.02% 93.01% 64.00× 4-bit

PACT [5] 4 4 76.50% 93.20% 64× 4-bit

HAWQ [7] MP MP 75.30% 92.37% 64.49× 4-bit

HAQ [19] MP MP 75.48% 92.42% 78.60× 3.6-bit

BP-NAS B=4-bit MP MP 76.67% 93.55% 71.65× 3.8-bit

Baseline 3 3 75.17% 92.31% 113.78× 3-bit

Dorefa [28] 3 3 69.90% 89.20% 113.78× 3-bit

PACT [5] 3 3 75.30% 92.60% 113.78× 3-bit

LQ-Nets [25] 3 3 74.20% 91.60% 113.78× 3-bit

BP-NAS B=3-bit MP MP 75.71% 92.83% 118.98× 2.9-bit

4.3 COCO Detection

We implement the mixed precision search with ResNet50 Faster R-CNN on
COCO detection dataset, which contains 80 object categories and 330K images
with 1.5 million object instances. Similar to state-of-the-art quantization algo-
rithm FQN [12], we also quantize all the convolutional weights and activations
including FC layer with fully quantized mode. We use the ImageNet to pretrain
the backbone and finetune the quantized Faster R-CNN for 27 epochs with batch
size of 16 on 8 GPUs. We use SGD optimizer with an initial learning rate 0.1
(decayed by MultiStepLR schedule similar to milestones [16,22,25]), momentum
0.9 and weight decay 1e-4. We report our 4-bit quantization results as well as
FQN [12] in Table 3. FQN [12] achieves 0.331 mAP with 4-bit Faster R-CNN
and results in 4.6% mAP loss compared to its float model. According to the
“Baseline”, our 4-bit Faster R-CNN achieves 0.343 mAP and outperforms FQN
[12] by 1.2%. Note that our quantization method achieves new state-of-the-art
performance on COCO dataset with 4-bit quantization.

Table 3. Quantization results of Faster R-CNN on COCO.

Quantization Input w-bits a-bits B-Comp mAP

AP AP 0.5 AP 0.75 APS APM APL

Baseline 800 32 32 1.00× 0.373 0.593 0.400 0.222 0.408 0.475

Baseline 800 4 4 64.00× 0.343 0.558 0.364 0.210 0.385 0.427

FQN [12] 800 4 4 64.00× 0.331 0.540 0.355 0.182 0.362 0.436

BP-NASBmax=4 800 MP MP 64.76× 0.358 0.579 0.383 0.217 0.398 0.474
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As we can see, 4-bit Faster R-CNN still results in significant performance
degradation (i.e. 3% drop). To alleviate this, we implement BP-NAS to search
the mixed precision for Faster R-CNN. We utilize the candidate operations from
{(2, 4), (3, 3), (3, 4), (3, 5), (4, 4), (4, 6), (6, 4), (4, 8)}. Following [2], we sample
paths by probability to participate the training. To train the supernet, we set
the bit operations constraint Bmax as 4-bit, which has the same compression
ratio as 4-bit quantization. We randomly samples 5 categories with 6K images
as training set and 4K images as validation set. We train the supernet for 40
epochs with batch size of 1. Other training settings are the same as the training
with ResNet20 on Cifar-10. We train the sampled mixed precision Faster R-CNN
with the same training settings as 4-bit quantizaiton. As illustrated in Table 3,
the mixed 4-bit Faster R-CNN can achieve 0.358 mAP with bit computation cost
compression ratio up to 64.76×, which outperforms the original 4-bit Faster R-
CNN by 1.5% mAP. In addition, the mixed 4-bit model only brings in 1.5% mAP
degradation compared to its float-point version, which is a new state-of-the-art
on mixed 4-bit community.

5 Ablation Study

We also conduct experiments to illustrate the statistical significance for the
mixed precision search, and the effectiveness of Prob-1 regularizer. All exper-
iments are implemented with ResNet20 on Cifar-10 dataset.

5.1 Efficient Search

BP-NAS can make the mixed precision search focus on the feasible solution
space and return the valid search results with high accuracy. We conduct two
sets of search experiments for ResNet20 under different BOPs constraint Bmax

= 3-bit and Bmax = 4-bit. We implement each set of experiments for 20 times
respectively, and then we retrain the searched mixed precision models for 160
epoches. The accuracy and average bit of the search results are shown in Fig. 3.

In Fig. 3, the average bit of the search results are all smaller than the preset
BOPs constraint. And after retaining for some epoches, many of these mixed
precision model can achieve comparable, even higher accuracy than the fixed
bit quantization with Bmax. Take the red circle as an example. They are mixed
precision searched with BP-NAS under preset constraint Bmax=3-bit, and their
average bit are all smaller than 3-bit. However, some of them can achieve 91.8%
Top-1 accuracy, which is 3-bit quantization model’s accuracy. Even one mixed
precision achieves 92.04% Top-1 accuracy, which surpasses the 3-bit model up to
0.24% Top-1 accuracy. The results show that our BP-NAS is effective for mixed
precision quantization with constraint.

Note that if without Barrier Penalty Regularizer, most of the searched bit-
widths will tend to be higher bit-width like 8-bit, and the searched mixed-
precision models achieve higher Top-1 accuracy up to 92.6%. Actually, it is
natural to allocate higher bit width for each layer without BOPs constraint as
higher bit-width leads to higher accuracy.
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5.2 Differentiated Importance Factors

We conduct two mixed precision search experiments with and without Prob-1
regularizer, to verify whether the Prob-1 regularizer will differentiate the impor-
tance factors. Both mixed precision search is under the constraint Bmax = 3-bit.
In Fig. 4, we present the importance factors evolution of the first layer in the
two supernets. The red curve in Fig. 4(a) tends to be 1 and other curves tend
to 0 after several epoches. While in Fig. 4(b), all the curves have similar value,
indicating that these importance factors are similar. Note that our Prob-1 reg-
ularizer does not disturb the mixed precision search in the early search stage.

Fig. 3. Accuracy and average bit of
the search results under different BOPs
constraint. Red cicles and green triplet
respectively denote the search results
under constraints Bmax = 3-bit and Bmax

= 4-bit

Fig. 4. Importance factors evolution. (a)
The factors evolution of the first layer
with Prob-1 regularizer; (b) The factors
evolution of the second layer without the
regularizer

6 Conclusion

In this paper, a novel soft Barrier Penalty Neural Architecture Search (BP-
NAS) framework is proposed for mixed precision quantization, which ensures
all the search models will satisfy the application meet or predefined constraint.
In addition, an effective differentiable Prob-1 regularizer is proposed to differ-
eentiate the importance factors in each layer, and the distribution reshaping
strategy will make the training much more robust and achieve higher perfor-
mance. Compared with existing gradient-based NAS, BP-NAS can guarantee
that the searched mixed precision model within the constraint, while speedup
the search to access to the better accuracy. Extensive experiments demonstrate
that BP-NAS outperforms existing state-of-the-art mixed-precision algorithms
by a large margin on public datasets.
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Abstract. Monocular 3D object detection is a challenging task due
to unreliable depth, resulting in a distinct performance gap between
monocular and LiDAR-based approaches. In this paper, we propose a
novel domain adaptation based monocular 3D object detection frame-
work named DA-3Ddet, which adapts the feature from unsound image-
based pseudo-LiDAR domain to the accurate real LiDAR domain for
performance boosting. In order to solve the overlooked problem of incon-
sistency between the foreground mask of pseudo and real LiDAR caused
by inaccurately estimated depth, we also introduce a context-aware fore-
ground segmentation module which helps to involve relevant points for
foreground masking. Extensive experiments on KITTI dataset demon-
strate that our simple yet effective framework outperforms other state-
of-the-arts by a large margin.

Keywords: Monocular · 3D Object detection · Domain adaptation ·
Pseudo-Lidar

1 Introduction

3D object detection is in a period of rapid development and plays a critical role
in autonomous driving [16] and robot vision [4]. Currently, methods [34,39,47]
based on LiDAR devices have shown favorable performance. However, the dis-
advantages of these approaches are also obvious due to the high cost of 3D
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sensors. Alternatively, the much cheaper monocular cameras are drawing increas-
ing attention of researchers to dig into the problem of monocular 3D detection
[3,9,10,32,37,44]. Monocular-based methods can be roughly divided into two
categories, one is RGB image-based approaches incorporating with geometry
constraints [32] or semantic knowledge [9]. Unsatisfactory precision is observed
due to the variance of the scale for an object caused by perspective projection
and the lack of depth information. The other category leverages depth estima-
tion to convert pixels into artificial point clouds, namely, pseudo-LiDAR [42,43],
so as to boost the performance by borrowing benefits of approaches working for
real-LiDAR points. In this case, 3D point cloud detection approaches [34] can be
adopted for pseudo-LiDAR. Although recent works [42,43,46] have proven the
superiority of pseudo-LiDAR in 3D object detection, the domain gap between
pseudo-LiDAR and real LiDAR remains substantial due to their physical differ-
ences, which limits the higher performance of pseudo-LiDAR.

To solve the problem, most approaches [41,46] investigate more accurate
depth estimation methods such as DenseDepth [2], DispNet [31], PSM-Net [8],
or take advantage of semantic segmentation [9] as well as instance segmentation
[37] to obtain an unalloyed object point cloud with background filtered out.
However, the extra information makes the framework too heavy for real scene
application. As shown in Fig. 1, compared against real LiDAR, pseudo-LiDAR
point cloud has a weaker expression of the object structure.

Fig. 1. A comparison of real and pseudo-LiDAR object point clouds. The real-LiDAR
point cloud of the object has more accurate and crisper representation than pseudo-
LiDAR, leading to a performance discrepancy. Domain adaptation approach is utilized
to bridge the domain gap between these two modalities for further boosting the per-
formance of monocular 3D object detection.

In contrast, we propose a simple yet effective way to boost the performance
of pseudo-LiDAR by bridging the domain inconsistency between real LiDAR
and pseudo-LiDAR with adaption. We build up a siamese network based on the
off-the-shelf LiDAR based 3D object detection framework [34]. Two branches of
the siamese network take real and pseudo-LiDAR as input, respectively. The dif-
ference between the two feature domains is minimized by the proposed network
so as to encourage the pseudo-LiDAR feature being similar to the real-LiDAR
feature. By narrowing the gap between high-dimensional feature representations
of LiDAR and pseudo-LiDAR, our work surpasses previous state-of-the-arts on
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the KITTI 3D detection benchmark. The main contributions of our work are
summarized as follows:

– We are the first to leverage domain adaptation approach to customize the
features from pseudo-LiDAR domain to real-LiDAR domain, so as to bridge
the performance gap between monocular-based and LiDAR point-based 3D
detection approaches.

– To fully exploit the context information for feature generation, we investi-
gate a context-aware foreground segmentation module (CAFS), which allows
network using the both foreground and the context point clouds to map the
pseudo features to discriminative LiDAR features.

– We achieve new state-of-the-art monocular 3D object detection performance
on KITTI benchmark.

2 Related Works

2.1 LiDAR-Based 3D Object Detection

Current LiDAR Based 3D object detection methods can be divided into three
categories: (1) Multi-view based methods [11,23] project the LiDAR point clouds
into bird’s eye view (BEV) or front view to extract features, and a fusion pro-
cess is applied to merge features. (2) Voxel-based. LiDAR point clouds are first
divided into voxels and then learned by 3D convolutions [13,47]. However, due to
the sparsity and non-uniformity of point clouds, voxel-based methods suffer from
high computation cost. To tackle this problem, sparse convolutions are applied
on this form of data [12,45]. Besides, (3) direct operation on raw points are also
investigated recently [34–36,39], since some researchers believe that data rep-
resentation transformation may cause data variance and geometric information
loss. For instance, F-PointNet [34] leverages both mature 2D object detectors
and advanced 3D pointnet-based approach for robust object localization.

2.2 Monocular 3D Object Detection

Monocular-based 3D detection [5,25,28,30,33,38,40] is a more challenging
task due to a lack of accurate 3D location information. Most prior works
[3,9,10,24,37,44] on monocular 3D detection were RGB image-based, with aux-
iliary information like the semantic knowledge or geometry constraints and so
on. AM3D [29] designed two modules for background points segmentation and
RGB information aggregation respectively in order to improve 3D box estima-
tion. Some other works involved 2D-3D geometric constraints to alleviate the
difficulty caused by scale variety. Mousavian et al. [32] argued that 3D bounding
box should fit tightly into 2D detection bounding box according to geometric
constraints. Deep MANTA [7] encoded 3D vehicle information using key points
of vehicles.

Another recently introduced approach for monocular 3D detection is based
on pseudo-LiDAR [42,43,46], which utilizes depth information to convert image
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pixels into artificial point clouds, i.e., pseudo-LiDAR, and employs LiDAR-based
frameworks for further detection. PL-MONO [42] was the pioneer work that
pointed out the main reason for the performance gap is not attributed to the inac-
curate depth information, but data representation. Their work achieved impres-
sive improvements by converting image-based depth maps to pseudo-LiDAR rep-
resentations. Mono3D-PLiDAR [43] trained a LiDAR-based 3D detection net-
work with pseudo-LiDAR; therefore the LiDAR-based methods can work with
a single image input. They also point out the noise in pseudo-LiDAR data is a
bottleneck to improve performance. You et al. [46] believed pseudo-LiDAR relies
heavily on the quality of depth estimation, so a stereo network architecture to
achieve more accurate depth estimation is proposed. While pseudo-LiDAR has
largely improved the performance of monocular 3D detection, there is still a
notable performance gap between pseudo-LiDAR and real LiDAR.

2.3 Domain Adaptation

As shown in Fig. 1, given the same object, distinct point distribution discrepancy
can be noticed between the depth-transformed pseudo-LiDAR and real LiDAR,
which leads to a large domain gap between two modalities. Domain adaptation [1]
is a machine learning paradigm aiming at bridging different domains. The critical
point lies in how to reduce the distribution discrepancy across different domains
while avoiding over-fitting. Thanks to deep neural networks that are able to
extract high-level representations behind the data, domain adaptation [22] has
made tremendous progress in object detection [19] and semantic segmentation
[18]. In order to keep from overly dependent on the accuracy of depth estimation,
we take advantage of LiDAR guidance in training stage to adapt the pseudo-
LiDAR features to act as real-LiDAR features do. Following [27], our DA-3Ddet
employs the L2-norm regularization to calculate the feature similarity for domain
adaptation.

3 Methodology

3.1 Overview

The proposed framework DA-3Ddet is depicted in Fig. 2. It consists of two main
components, the siamese branch for feature domain adaption and the context-
aware foreground segmentation module. First the overall pipeline is introduced,
then the two critical modules are elaborated in detail, and finally the training
loss is given.

Recent research works [42] have verified the superiority of adopting pseudo-
LiDAR representations from estimated depth to mimicking LiDAR point clouds
for 3D object detection. However, there is still a large performance gap between
pseudo-based and real LiDAR detection methods due to two reasons. For one
thing, the generated pseudo-LiDAR representations heavily rely on the accuracy
of the estimated depth. For another, the distribution and density are physi-
cally different between the two representations, as shown in Fig. 1. In light of
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such domain inconsistency issue, we propose a simple yet effective method to
boost the performance of 3D object detection from only a monocular image.
Rather than hunting for expensive multi-modal fusion strategies to improve the
pseudo-LiDAR approaches, we build up a siamese network leveraging off-the-
shelf LiDAR-based 3D detection frameworks as the backbone. Further, domain
adaptation approach between different modal features is adopted to guide the
pseudo-LiDAR representations to be closer to real-LiDAR representations.

Fig. 2. Illustration of the proposed DA-3Ddet. A 2D object detector is first utilized to
recognize and localize the objects before lifting the concerned 2D regions to 3D frustum
proposals. Given a point cloud in a frustum (N × 3 with N points and three channels
of XYZ for each point), the object instance is segmented by binary classification of
each point. The segmented foreground point cloud (M × 3) is then encoded by 3D box
estimation network. Domain adaptation is performed between the last layer (1 × C)
of real and pseudo encoded features. Finally, the box estimation net is employed to
predict 3D bounding box parameters.

The input of our framework is a monocular image, and during the training
process, real-LiDAR data is also utilized for feature domain adaption. Only a sin-
gle image is required during the inference stage. First, the depth map is estimated
given a monocular image and then transformed into point clouds in the LiDAR
coordinate system, namely, pseudo-LiDAR. After that, real and pseudo LiDAR
data of the same scene are simultaneously fed into the siamese branches, respec-
tively, to obtain their high-dimensional feature representations. The features of
pseudo-LiDAR domain are adapted to real-LiDAR feature domain during the
training process. Finally, the aligned pseudo feature is decoded to regress the
3D parameters of detected objects. More technical details of our approach will
be explained in the following sections.

3.2 Siamese Framework for Adapting Pseudo-LiDAR to LiDAR

To narrow the gap between pseudo-LiDAR generated by depth maps and real
LiDAR based methods, we propose a naive yet effective adaption method. Any
off-the-shelf LiDAR-based 3D object detection networks can be utilized as the
backbone for encoding 3D points data. To fairly compare with most existing
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Fig. 3. The qualitative comparison of the ground truth (green), the baseline (yellow)
and our method (red) on KITTI val set. The first row shows RGB images, and the
second row shows the bird’s-eye view, respectively. Our method effectively predicts
reliable 3D bounding box of objects even with inaccurate depth estimation. (Color
figure online)

pseudo approaches like [42], we adopt the same framework frustum PointNet
(F-PointNet) [34] as our baseline.

First, we briefly review the pipeline of frustum PointNet [34]. A 2D object
detection network is applied to the monocular image to detect the objects. Next,
each region within the 2D bounding box is lifted to 3D frustum proposals. Each
frustum point cloud is then fed into a PointNet encoder for 3D instance seg-
mentation to perform foreground and background classification. Based on the
masked object point cloud after binary segmentation, a simplified regression
PointNet (T-Net) is further applied to translate the mask center to amodal box
center. Finally, another PointNet module is followed to regress 3D box param-
eters. More details can be found in [34]. The advantage of the chosen baseline
lies in its employment of 2D detector to restrain interested regions as well as
operation on raw point clouds, which makes it robust to strong occlusion and
sparsity at low cost (Fig. 3).

In our work, we adopt a siamese network consisting of two branches of frus-
tum PointNet, as depicted in Fig. 2. For the upper branch corresponding to
the real LiDAR, we utilize the pretrained model as prior, and it is only for-
warded during the training process with parameters fixed. For the lower depth-
transformed pseudo-LiDAR branch, the extracted frustum is fed into the frustum
PointNet-based module, which is exactly the same architecture with the upper
branch. Similar to F-PointNet [34], we also adopt a PointNet-based 3D instance
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segmentation network to filter out background or irrelevant instance point clouds
in the frustum. Differently, due to inaccurate estimated depth, pseudo-LiDAR
points within the ground truth 3D bounding box (provided by 3D LiDAR) can
be inconsistent with the foreground points derived from 2D images. In conse-
quence, a context-aware foreground segmentation module is proposed to alleviate
the adverse effects caused by inaccurate depth estimation, which will be further
explained in the following subsection.

The generated features of the two branches before the final head of 3D bound-
ing box regression are encoded into (1×C), respectively, where C is the channel
number of the encoded feature. To make the domain adaptation more focused,
it is restricted to segmented foreground points only. We calculate the L2 dis-
tance between the pseudo and real LiDAR high-dimensional features to perform
domain adaptation so that the engendered representations of pseudo-LiDAR
resemble real-LiDAR features. After that, the amodal 3D box estimation net-
work is adopted to decode the features after adaptation, so as to regress the
3D box parameters of the object. After the pseudo-LiDAR branch network is
tuned to achieve an aligned feature domain, we can simply discard the upper
real-LiDAR branch at inference time.

3.3 Context-Aware Foreground Segmentation

In real LiDAR-based 3D detection approaches, LiDAR points within the ground
truth 3D bounding box are utilized as the supervising signal for 3D instance
segmentation to filter out background points. However, for pseudo-LiDAR point
clouds, points computed from 2D foreground instance pixels may be inconsistent
with 3D foreground mask ground truth due to inaccurate depth estimation, as
shown in Fig. 4. To be more specific, if the estimated depth differs from the
ground truth depth to some degree, there can be fewer points within the 3D
ground truth box, increasing the difficulty for regress the 3D object parameters.
In contrast, relevant points (regions colored in light green in Fig. 4) that contain
useful structural information are excluded by the ground truth 3D foreground
mask. An extreme case can be no valid pseudo-LiDAR object points found in
the ground truth 3D box in far-away regions due to large depth estimation offset
to actual distance.

Although neglected by previous works, we argue that it must not be over-
looked. To tackle this problem, we investigate a context-aware foreground seg-
mentation module (CAFS). We first train a baseline model with 3D instance
segmentation loss like F-PointNet [34] does. The pretrained model serves as a
prior to help CAFS module recognize and segment the foreground point clouds
in a coarse manner. During the end-to-end whole siamese network training, the
foreground segmentation loss is then discarded to let the CAFS select both fore-
ground and background points to generate stable and abundant features for
domain adaptation.
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Fig. 4. An example of pseudo-LiDAR and real-LiDAR instance point cloud. Adopting
GT 3D bounding box as supervising signal of pseudo-LiDAR can lead to the lost of
structural information due to inaccurate depth estimation. (Color figure online)

3.4 Training Loss

In order to align the 3D parameters with projected 2D bounding boxes according
to projective transformation, we define the ground truth 2D bounding box for
our 2D detector: [x1, y1, x2, y2] according to projected 3D ground truth boxes.
In specific, we project all ground truth 3D bounding boxes onto image space
given the camera intrinsic, as Eq. 1 shows.
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Where the left point [u, v, 1] denotes the projected 2D image coordinate and
Z is the depth, whereas the right part denotes 3D point in camera coordinate
and K is the camera intrinsic computed in advance and used during the training
and inference stage. Rather than directly adopting 2D annotations provided by
KITTI, the computed minimum bounding rectangle of the projected eight 3D
vertices are served as the ground truth of 2D detector. By means of 2D-3D
alignment, the 3D prediction is jointly optimized.

For each input frustum point cloud, the outputs are parameterized as follows:
[cx, cy, cz]3D, [h, w, l]3D, [R(m)

y , R
(m)
offset], C(s), Corneri,i ∈ 1, ..., 8, where [cx, cy,

cz]3D and [h, w, l]3D are the regressed center and size of 3D box, respectively.
As is proved in previous works [34], a hybrid of classification and regression
formulations makes heading angle estimation more robust. Thus the network
predicts the scores of each equally split angle bins as well as their offset to the
center of each bin, i.e., [R(m)

y , R
(m)
offset], where m is the predefined number of

bins. C(s) denotes the class of the given object, with s refers to the categories.
Following [34], for the sub-network of training pseudo-LiDAR data we adopt

the same loss function, including cross-entropy foreground segmentation loss
Lseg, smooth-L1 3D box regression loss L3Dreg

, cross-entropy classification loss
Lcls, as well as corner loss Lcorner. For corner loss, we compute the minimum one
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of the two mean distances between the eight corners derived from the predicted
angle and its flipped angle with respect to ground truth:

Lcorner = 1
8min(

8∑
i=1

|Ci − C∗
i |,

8∑
i=1

|Ci − C∗′
i |) (2)

where C∗
i and C∗′

i are predicted corners and the corners with flipped angle, Ci

is the ground truth corner.

L3D = Lseg + L3Dreg
+ Lcls + Lcorner (3)

For the domain adaption loss, we compute the L2 loss for feature alignment:

LDA = L2(Freal,Fpseudo) (4)

The overall loss is then computed by Eq. 5, where α is a hyperparameter to
balance these two terms.

Lall = L3D + αLDA (5)

4 Experiment

4.1 Implementation

Dataset. The proposed approach is evaluated on the KITTI 3D object detection
benchmark [15,16], which contains 7,481 images for training and 7,518 images
for testing. We follow the same training and validation splits as suggested by
[11], i.e., 3,712 and 3,769 images for train and val, respectively. For each training
image, KITTI provides the corresponding LiDAR point cloud, right image from
stereo cameras, as well as camera intrinsics and extrinsics.

Metric. We focus on 3D and bird’s-eye-view (BEV) object detection and report
the average precision (AP) results on validation and test set. Specifically, for
“Car” category, we adopt IoU = 0.7 as threshold following [11]. Besides, to val-
idate the effectiveness on the other two categories - “Pedestrian” and “Cyclist”,
we also include corresponding experiments on the two categories with IoU =
0.5 for fair comparison. AP for 3D and BEV tasks are denoted by AP3D and
APBEV , respectively. Note that there are three levels of difficulty defined in
the benchmark according to the 2D bounding box height, occlusion and trun-
cation degree, namely, easy, moderate and hard. The KITTI benchmark ranks
algorithms mainly based on the moderate AP.

Monocular Depth Estimation. Different depth estimation approaches can
have influence on the transformed pseudo-LiDAR. Thanks to the proposed fea-
ture domain adaptation and context-aware foreground segmentation module, our
framework works on various depth predictors regardless of the degree of accu-
racy. For fair comparison with other works, we adopt the open-sourced monoc-
ular depth estimator DORN [14] to obtain depth maps. Note that our proposed
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Table 1. Comparison on KITTI val and test set. The average precision (in %) of
“Car” on 3D object detection (AP3D) at IoU = 0.7 is reported. Our proposed DA-
3Ddet achieves new state-of-the-art performance.

Method Val Test

Mod Easy Hard Mod Easy Hard

SS3D [20] 13.2 14.5 11.9 7.7 10.8 6.5

RT-M3D [26] 16.9 20.8 16.6 10.1 13.6 8.2

Pseudo-LiDAR [42] 17.2 19.5 16.2 / / /

M3D-RPN [5] 17.1 20.3 15.2 9.7 14.8 7.4

Decoupled-3D [6] 18.7 27.0 15.8 7.3 11.7 5.7

Mono3D-PliDAR [43] 21.0 31.5 17.5 7.5 10.8 6.1

AM3D [29] 21.1 32.2 17.3 10.7 16.5 9.5

Ours 24.0 33.4 19.9 11.5 16.8 8.9

framework observes improvements on various depth estimation strategies and
experiment result in Table 7 validates the effectiveness.

Results on Other Categories. Due to the small sizes and non-rigid structures
of the other two classes - “Pedestrian” and “Cyclist”, it is much more challenging
to perform 3D object detection from monocular image than cars. We guess it
could be the reason that most of the previous monocular methods simply report
their results on “Car” only. Nevertheless, we still conduct self-compared experi-
ments with respect to the baseline on the given two classes. Table 2 reports the
AP3D results on KITTI val set at IoU = 0.5. Although the results seem worse
than “Car”, compared to the baseline pseudo-LiDAR, we observe an improve-
ment on both categories at all difficulties due to our domain adaptation and
context-aware 3D foreground segmentation module.

Table 2. Bird’s eye view detection (APBEV ) / 3D object detection (AP3D) perfor-
mance for “Pedestrian” and “Cyclist” on KITTI val split set at IoU = 0.5.

Method Cyclist Pedestrian

Mod Easy Hard Mod Easy Hard

Baseline 10.8/10.6 11.7/11.4 10.8/10.6 9.3/6.0 11.7/7.2 7.8/5.4

Ours 12.2/11.5 15.5/14.5 11.8/11.5 10.6/7.1 13.1/8.7 9.2/6.7

Pseudo-LiDAR Frustum Generation. First the estimated depth map is
back-projected into 3D points in LiDAR’s coordinate system by the provided
calibration matrices. Second, utilizing the 2D detector which is trained with the
minimum bounding rectangle of the projected vertices of 3D boxes as ground
truth, the frustum is lifted to serve as the input of our siamese network.
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Training Details. The network is optimized by Adam optimizer [21] with initial
learning rate 0.001 and a mini-batch size of 32 on TITAN RTX GPU. The num-
ber of points of the network input is fixed to 1024. Frustum with less than 1024
points will be sampled repeatedly and otherwise be randomly down-sampled.
For training the coarse foreground segmentation module with loss, we trained
for 150 epochs, and after that we further trained for 150 epochs with segmen-
tation loss discarded. α in Eq. 5 is set to 1.0. And for final output, in order to
decouple the size and location properties, we add a three-layer MLP to regress
the size and location parameters of 3D box, respectively.

4.2 Comparison with State-of-the-art Methods

Results on KITTI Test and Val. The 3D object detection results on KITTI
val and test set are summarized Table 1 at IoU threshold = 0.7. Compared
with the top-ranked monocular-based 3D detection approaches in KITTI leader
board, our method consistently outperforms the other methods and ranks 1st.
In specific, (1) Both on validation and test set, our method achieves the highest
performance on the moderate set, which is the main setting for ranking on the
KITTI benchmark. Large margins are observed over the second top-performed
method (AM3D [29]), that is, 13.6% and 4.7% on val and test set, respectively. (2)
Some top-ranked monocular methods utilize extra information for 3D detection.
For example, Mono3D-PliDAR [43] uses the instance mask instead of the bound-
ing box as the representation of 2D proposals and AM3D [29] designs two extra
modules for background points segmentation and RGB information aggregation.
In contrast to the above-mentioned methods that utilize extra information, our
simple yet effective method achieves appealing results.

4.3 Ablation Study

Main Ablative Analysis. We conduct ablation study by making comparison
among ten variants of the proposed method as shown in Table 3. “DA” means
applying our domain adaptation approach for pseudo-LiDAR. “SP” and “UnSP”
represent the network with or without 3D instance segmentation loss when select-
ing foreground points during the whole training process, respectively. CAFS
denotes the proposed module that segment the foreground points with context
information for further domain adaptation and 3D bounding box regression.
Furthermore, to compare the effect of decoupling size and location parameters
of 3D object, three different head decoders are experimented. “D1”, “D2” and
“D3” indicate adopting single, double (“xyzr” and “whl”) and triple (“xyz”,
“whl”, “r”) decoding branches and each branch is composed of a three-layer
MLP, respectively. The baseline (a) is constructed following F-PointNet [34],
with supervised instance segmentation loss during the whole training process
and only one decoder branch, no domain adaptation is utilized. Note that for
the baseline, we use the modified 2D detector with a minimum bounding rect-
angle of the projected eight 3D corners as ground truth.
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Table 3. Ablative analysis on the KITTI val split set for AP3D at IoU = 0.7. Exper-
iment group (a) is our baseline method. Different experiment settings are applied:
using domain adaptation (DA), using GT bounding box to supervise the 3D instance
segmentation (SP), unsupervised segmentation (UnSp), using our context-aware fore-
ground segmentation method (CAFS), single decoder (D1), two-branch decoder (D2)
and three-branch decoder (D3).

Group DA SP UnSP CAFS D1 D2 D3 Mod Easy Hard

(a) � � 21.9 28.6 18.4

(b) � � 15.7 18.5 14.8

(c) � � 22.4 29.4 18.8

(d) � � 22.1 28.8 18.5

(e) � � 21.4 27.6 18.2

(f) � � � 23.1 31.8 19.2

(g) � � � 16.1 19.0 14.9

(h) � � � 23.6 32.9 19.7

(i) � � � 24.0 33.4 19.9

(j) � � � 23.2 31.7 19.4

As depicted in Table 3, we can observe that: (1) Compared (a) with (b), (c),
we found that without domain adaptation, the performance can be deteriorated
by simply removing the foreground segmentation loss, since the regression relies
on the useful foreground points rather than background noises. If we divide the
whole training process into two stages and apply our context-aware foreground
segmentation (CAFS) module, the performance of the baseline can be improved
from 21.9 to 22.4 in moderate setting. (2) Compared (a) with (f), a notice-
able gain is achieved due to our feature domain adaptation (21.9 vs. 23.1). (3)
In addition, changing from supervised instance segmentation loss to our adap-
tive context-aware foreground segmentation further improves the performance,
reflected from (g) to (h). (4) Finally, we also compare different decoder branch
settings and find that employing separate heads for “xyzr” and “whl” achieves
the best performance. We believe that “whl” are of size parameters, whereas
“xyzr” is related to location and is estimated in residual form. Decoupling the
two groups can slightly benefit to the regression task.

Statistic Analysis on 3D Metric. For monocular 3D detection, the depth
(i.e., “z” in distance) and rotation “ry” around Y-axis in camera coordinates
are the most challenging parameters, which have significant influence on the 3D
detection precision. As a result, for further detailed explanation of the improve-
ment over the baseline, we compare the errors on the above-mentioned two met-
rics of the baseline and our proposed DA-3Ddet. As shown in Fig. 5, we can
clearly see that our proposed method improves the baseline method in “z” and
“ry”, which results in more accurate monocular 3D object detection.
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Fig. 5. The statistic analysis and comparison of the baseline method (blue) and our
DA-3Ddet (red). The y axis of the chart represents the number of samples after nor-
malization. Our method effectively improves the critical metrics “z” and rotation “ry”
in 3D object detection. (Color figure online)

Table 4. Comparison of different sampling rates on val set at IoU = 0.7. The number
of sampling points during the training and testing process is the same.

Sampling num AP3D APBEV

Mod. Easy Hard Mod. Easy Hard

768 23.5 32.4 19.6 32.1 45.0 26.6

1024 24.0 33.4 19.9 32.7 45.5 27.1

1536 23.9 32.3 19.8 33.1 45.6 27.2

2048 23.8 32.4 19.7 33.1 46.0 27.2

Impact of Different Point Cloud Densities. Real LiDAR point clouds are
sparse and non-uniform whereas the depth-transformed pseudo-LiDAR data can
be denser. As a result, to compare the influence of points number within the lifted
frustum, we conduct the experiments with different point sampling rates from
the frustum. As shown in Table 4, for 3D detection task, 1024 points perform
best. For detection in bird’s eye view, more points (2048) achieves better results.
We claim that our framework is robust to point numbers to some degree since
the performance gap of different densities is small.

Impact of Different Loss Functions for Domain Adaptation. For feature
domain adaptation, we experimented with two kinds of losses, namely, the L1
and L2. Table 5 shows that L2 performs better than L1.

Table 5. Comparison of different loss functions for adaptation on val set at IoU = 0.7.

Adaptation loss AP3D APBEV

Mod Easy Hard Mod Easy Hard

L1 23.3 32.1 19.4 32.5 44.8 26.9

L2 24.0 33.4 19.9 32.7 45.5 27.1
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Table 6. Results on AP3D and APBEV via domain adaptation between different data
modalities on KITTI val at IoU = 0.7. “LiDAR”, “Stereo” and “Mono” represent
using the single modality data for training without domain adaptation. “⇒” denotes
the adaptation direction between different modalities. DORN [14] and PSMNet [8] are
adopted to generate the pseudo-LiDAR of “Mono” and “Stereo”.

Modality AP3D APBEV

Mod Easy Hard Mod Easy Hard

LiDAR 67.9 84.8 58.8 79.0 88.5 69.5

Stereo 44.0 59.2 36.4 55.2 73.0 46.3

Stereo ⇒ LiDAR 46.1 66.7 38.2 56.1 73.8 47.3

Mono 21.9 28.4 18.4 30.7 42.7 25.5

Mono ⇒ Stereo 23.4 32.0 19.5 32.0 44.8 26.7

Mono ⇒ LiDAR 24.0 33.4 19.9 32.7 45.5 27.1

Table 7. Comparison of different depth estimators on val split set at IoU = 0.7.

Depth Method AP3D APBEV

Mod Easy Hard Mod Easy Hard

MonoDepth [17] Baseline 16.4 20.4 15.2 22.6 31.2 18.6

Ours 18.1 23.9 16.6 23.8 33.5 19.7

DORN [14] Baseline 21.9 28.4 18.4 30.7 42.7 25.5

Ours 24.0 33.4 19.9 32.7 45.5 27.1

4.4 Generalization Ability

For generalization ability validation, we include two kinds of experiments. The
first aims to verify that feature adaptation can generalize to other data modal-
ities, such as monocular to stereo, stereo to LiDAR. The second aims to prove
that our approach gains improvement on different depth estimation methods.

Domain Adaptation Between Different Modalities. To validate the effec-
tiveness and generalization ability of our domain adaptation based method, we
perform feature adaptation between different data modalities. As illustrated in
Table 6, the “LiDAR” and “Stereo” indicate adopting the same baseline for real-
LiDAR and stereo-based pseudo-LiDAR method. Stereo ⇒ LiDAR, “Mono” ⇒
“Stereo” and “Mono” ⇒ “LiDAR” denote the feature adaptation between differ-
ent modalities, respectively. The experiment results demonstrate that the feature
domain adaptation from a less accurate feature representation to a more reliable
feature representation could largely improve the 3D detection performance for
both stereo and monocular approaches.

Impact of Different Depth Estimators. In this experiment, we choose the
unsupervised depth estimator MonoDepth [17] as well as the supervised monoc-
ular DORN [14] for comparison. As is known, supervised approaches have higher
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accuracy in depth prediction than unsupervised methods. As shown in Table 7,
the 3D detection precision is positively correlated with the accuracy of esti-
mated depth. Besides, improvements can be noticed both in unsupervised and
supervised depth predictors.

5 Conclusions

In this paper, we present a monocular 3D object detection framework based
on domain adaptation to adapt features from the noisy pseudo-LiDAR domain
to accurate real LiDAR domain. Motivated by the overlooked problem of fore-
ground inconsistency between pseudo and real LiDAR caused by inaccurate esti-
mated depth, we also introduce a context-aware foreground segmentation module
which uses both foreground and the certain context points for foreground fea-
ture extraction. In future work, Generative Adversarial Networks is considered
for feature domain adaptation instead of simple L2 and RGB information may
be incorporated with pseudo-LiDAR.
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Abstract. When people deliver a speech, they naturally move heads,
and this rhythmic head motion conveys prosodic information. However,
generating a lip-synced video while moving head naturally is challeng-
ing. While remarkably successful, existing works either generate still
talking-face videos or rely on landmark/video frames as sparse/dense
mapping guidance to generate head movements, which leads to unre-
alistic or uncontrollable video synthesis. To overcome the limitations,
we propose a 3D-aware generative network along with a hybrid embed-
ding module and a non-linear composition module. Through modeling
the head motion and facial expressions (In our setting, facial expres-
sion means facial movement (e.g., blinks, and lip & chin movements).)
explicitly, manipulating 3D animation carefully, and embedding reference
images dynamically, our approach achieves controllable, photo-realistic,
and temporally coherent talking-head videos with natural head move-
ments. Thoughtful experiments on several standard benchmarks demon-
strate that our method achieves significantly better results than the
state-of-the-art methods in both quantitative and qualitative compar-
isons. The code is available on https://github.com/lelechen63/Talking-
head-Generation-with-Rhythmic-Head-Motion.

1 Introduction

People naturally emit head movements when they speak, which contain non-
verbal information that helps the audience comprehend the speech content [4,15].
Modeling the head motion and then generating a controllable talking-head video
are valuable problems in computer vision. For example, it can benefit the research
of adversarial attacks in security or provide more training samples for supervised
learning approaches. Meanwhile, it is also crucial to real-world applications, such
as enhancing speech comprehension for hearing-impaired people, and generat-
ing virtual characters with synchronized facial movements to speech audio in
movies/games.
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Fig. 1. The comparisons of other methods [13,27] and our method. The green arrows
denote inputs. [13,27] require whole original video frames as input and can only edit
a small region (e.g., lip region) on the original video frames. In contrast, through
learning the appearance embedding from K reference frames and predicting future
head movements using the head motion vector extracted from the 3-s reference video,
our method generates whole future video frames with controllable head movements and
facial expressions.

We humans can infer the visual prosody from a short conversation with
speakers [22]. Inspired by that, in this paper, we consider such a task: given a
short video1 of the target subject and an arbitrary reference audio, generating a
photo-realistic and lip-synced talking-head video with natural head movements.
Similar problems [7,8,26,30,31,35,37,39] have been explored recently. However,
several challenges on how to explicitly use the given video and then model the
apparent head movements remain unsolved. In the rest of this section, we discuss
our technical contributions concerning each challenge.

The deformation of a talking-head consists of his/her intrinsic subject traits,
head movements, and facial expressions, which are highly convoluted. This com-
plexity stems not only from modeling face regions but also from modeling head
motion and background. While previous audio-driven talking-face generation
methods [6,7,9,26,35,39] could generate lip-synced videos, they omit the head
motion modeling, thus can only generate still talking-face with expressions under
a fixed facial alignment. Other landmark/image-driven generation methods [31–
33,35,37] can synthesize moving-head videos relying on the input facial land-
marks or video frames as guidance to infer the convoluted head motion and
facial expressions. However, those methods fail to output a controllable talking-
head video (e.g., control facial expressions with speech), which greatly limits
their use. To address the convoluted deformation problem, we propose a simple
but effective method to decompose the head motion and facial expressions.

Another challenge is exploiting the information contained in the reference
image/video. While the few-shot generation methods [20,31,36,37] can synthe-
size videos of unseen subjects by leveraging K reference images, they only utilize
global appearance information. There remains valuable information underex-
plored. For example, we can infer the individual’s head movement characteris-
tics by leveraging the given short video. Therefore, we propose a novel method
1 E.g., a 3-s video. We use it to learn head motion and only sample K images as

reference frames.
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to extrapolate rhythmic head motion based on the short input video and the
conditioned audio, which enables generating a talking-head video with natural
head poses. Besides, we propose a novel hybrid embedding network dynamically
aggregating information from the reference images by approximating the relation
between the target image with the reference images.

People are sensitive to any subtle artifacts and perceptual identity changes
in a synthesized video, which are hard to avoid in GAN-based methods. 3D
graphics modeling has been introduced by [13,17,38] in GAN-based methods
due to its stability. In this paper, we employ the 3D modeling along with a novel
non-linear composition module to alleviate the visual discontinuities caused by
apparent head motion or facial expressions.

Combining the above features, which are designed to overcome limitations of
existing methods, our framework can generate a talking-head video with natural
head poses that conveys the given audio signal. We conduct extensive experi-
mental validation with comparisons to various state-of-the-art methods on sev-
eral benchmark datasets (e.g., VoxCeleb2 [9] and LRS3-TED [1] datasets) under
several different settings (e.g., audio-driven and landmark-driven). Experimental
results show that the proposed framework effectively addresses the limitations
of those existing methods.

2 Related Work

2.1 Talking-Head Image Generation

The success of graphics-based approaches has been mainly limited to synthe-
sizing talking-head videos for a specific person [2,5,13,14,19,27]. For instance,
Suwajanakorn et al. [27] generate a small region (e.g., lip region, see Fig. 1)2

and compose it with a retrieved frame from a large video corpus of the tar-
get person to produce photo-realistic videos. Although it can synthesize fairly
accurate lip-synced videos, it requires a large amount of video footage of the
target person to compose the final video. Moreover, this method can not be gen-
eralized to an unseen person due to the rigid matching scheme. More recently,
video-to-video translation has been shown to be able to generate arbitrary faces
from arbitrary input data. While the synthesized video conveys the input speech
signal, the talking-face generation methods [7,8,24,26,30,39] can only generate
facial expressions without any head movements under a fixed alignment since
the head motion modeling has been omitted. Talking-head methods [31,35,37]
can generate high-quality videos guided by landmarks/images. However, these
methods can not generate controllable video since the facial expressions and
head motion are convoluted in the guidance, e.g., using audio to drive the gen-
eration. In contrast, we explicitly model the head motion and facial expressions
in a disentangled manner, and propose a method to extrapolate rhythmic head
motion to enable generating future frames with natural head movements.
2 We intent to highlight the different between [13,27] and our work. While they gener-

ate high-quality videos, they can not disentangle the head motion and facial move-
ment due to their intrinsic limitations.
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2.2 Related Techniques

Embedding Network refers to the external memory module to learn com-
mon feature over few reference images of the target subjects. And this net-
work is critical to identity-preserving performance in generation task. Previous
works [7,8,26,30] directly use CNN encoder to extract the feature from ref-
erence images, then concatenate with other driven vectors and decode it to
new images. However, this encoder-decoder structure suffers identity-preserving
problem caused by the deep convolutional layers. Wiles et al. [35] propose an
embedding network to learn a bilinear sampler to map the reference frames
to a face representation. More recently, [31,36,37] compute part of the net-
work weights dynamically based on the reference images, which can adapt to
novel cases quickly. Inspired by [31], we propose a hybrid embedding network
to aggregate appearance information from reference images with apparent head
movements.

Image matting function has been well explored in image/video generation
task [7,24,29,31,32]. For instance, Pumarola et al. [24] compute the final output
image by Î = (1−A)∗C+A∗ Ir, where Ir, A and C are input reference image,
attention map and color mask, respectively. The attention map A indicates to
what extend each pixel of Ir contributes to the output image Î. However, this
attention mechanism may not perform well if there exits a large deformation
between reference frame Ir and target frame Î. Wang et al. [33] use estimated
optic flow to warp the Ir to align with Î, which is computationally expensive and
can not estimate the rotations in talking-head videos. In this paper, we propose
a 3D-aware solution along with a non-linear composition module to better tackle
the misalignment problem caused by apparent head movements.

3 Method

3.1 Problem Formulation

We introduce a neural approach for talking-head video generation, which takes
as input sampled video frames, y1:τ ≡ y1, ...,yτ , of the target subject and a
sequence of driving audio, xτ+1:T ≡ xτ+1, ...,xT , and synthesizes target video
frames, ŷτ+1:T ≡ ŷτ+1, ..., ŷT , that convey the given audio signal with realistic
head movements. To explicitly model facial expressions and head movements, we
decouple the full model into three sub-models: a facial expression learner (Ψ), a
head motion learner (Φ), and a 3D-aware generative network (Θ). Specifically,
given an audio sequence xτ+1:T and an example image frame ytM , Ψ generates
the facial expressions p̂τ+1:T . Meanwhile, given a short reference video y1:τ and
the driving audio xτ+1:T , Φ extrapolates natural head motion ĥτ+1:T to manip-
ulate the head movements. Then, the Θ generates video frames ŷτ+1:T using
p̂τ+1:T , ĥτ+1:T , and y1:τ . Thus, the full model is given by:

ŷτ+1:T = Θ(y1:τ , p̂τ+1:T , ĥτ+1:T ) = Θ(y1:τ ,Ψ(ytM ,xτ+1:T ),Φ(y1:τ ,xτ+1:T )).
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The proposed framework (see Fig. 2) aims to exploit the facial texture and
head motion information in y1:τ and maps the driving audio signal to a sequence
of generated video frames ŷτ+1:T .

Φ

Ψ

Fig. 2. The overview of the framework. Ψ and Φ are introduced in Sect. 3.2 and
Sect. 3.3, respectively. The 3D-aware generative network consists of a 3D-Aware module
(green part, see Sect. 4.1), a hybrid embedding module (blue part, see Sect. 4.2), and
a non-linear composition module (orange part, see Sect. 4.3). (Color figure online)

3.2 The Facial Expression Learner

The facial expression learner Ψ (see Fig. 2 red block) receives as input the raw
audio xτ+1:T , and a subject-specific image ytM (see Sect. 4.1 about how to
select ytM), from which we extract the landmark identity feature ptM . The
desired outputs are PCA components p̂τ+1:T that convey the facial expression.
During training, we mix xτ+1:T with a randomly selected noise file in 6 to 30
dB SNRs with 3 dB increments to increase the network robustness. At time
step t, we encode audio clip xt−3:t+4 (0.04 × 7 s) into an audio feature vector,
concatenate it with the encoded reference landmark feature, and then decode the
fused feature into PCA components of target expression p̂t. During inference,
we add the identity feature ptM back to the resultant facial expressions p̂τ+1:T

to keep the identity information.

Fig. 3. (a) shows the motion disentangling process. (b) shows the head movement
coefficients of two randomly-selected identities. PID, VID indicate identity id and video
id, respectively.
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3.3 The Head Motion Learner

To generate talking-head videos with natural head movements, we introduce a
head motion learner Φ, which disentangles the reference head motion h1:τ from
the input reference video clip y1:τ and then predicts the head movements ĥτ+1:T

based on the driving audio x1:T and the disentangled motion h1:τ .

Motion Disentangler. Rather than disentangling the head motion problem
in image space, we learn the head movements h in 3D geometry space (see
Fig. 3(a)). Specifically, we compute the transformation matrix [R,T] ∈ R

6 to
represent h, where we omit the camera motion and other factors. At each time
step t, we compute the rigid transformation [R,T]t between lt and canonical 3D
facial landmark l∗, which is l∗ ≈ pt = Rtlt +Tt, where ≈ denotes aligned. After
transformation, the head movement information is removed, and the resultant
pt only carries the facial expressions information.

The Natural Head Motion Extrapolation. We randomly select two sub-
jects (each with four videos) from VoxCeleb2 [9] and plot the motion coefficients
in Fig. 3(b). We can find that one subject (same PID, different VID) has sim-
ilar head motion patterns in different videos, and different subjects (different
PID) have much different head motion patterns. To explicitly learn the indi-
vidual’s motion from h1:τ and the audio-correlated head motion from x1:T , we
propose a few-shot temporal convolution network Φ, which can be formulated
as: ĥτ+1:T = Φ(f(h1:τ ,x1:τ ),xτ+1:T ). In details, the encoder f first encodes
h1:τ and x1:τ to a high-dimensional reference feature vector, and then trans-
forms the reference feature to network weights w using a multi-layer perception.
Meanwhile, xτ+1:T is encoded by several temporal convolutional blocks. Then,
the encoded audio feature is processed by a multi-layer perception, where the
weights are dynamically learnable w, to generate ĥτ+1:T .

3.4 The 3D-Aware Generative Network

To generate controllable videos, we propose a 3D-aware generative network Θ,
which fuses the head motion hτ+1:T , and facial expressions pτ+1:T with the
appearance information in y1:τ to synthesise target video frames, ŷτ+1:T . The
Θ consists of three modules: a 3D-Aware module, which manipulates the head
motion to reconstruct an intermediate image that carries desired head pose using
a differentiable unprojection-projection step to bridge the gap between images
with different head poses. Comparing to landmark-driven methods [31,33,37],
it can alleviate the overfitting problem and make the training converge faster;
a Hybrid Embedding module, which is proposed to explicitly embed texture fea-
tures from different appearance patterns carried by different reference images;
a Non-Linear Composition module, which is proposed to stabilize the back-
ground and better preserve the individual’s appearance. Comparing to image
matting function [7,24,33,37,39], our non-linear composition module can syn-
thesize videos with natural facial expression, smoother transition, and a more
stable background.
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4 3D-Aware Generation

4.1 3D-Aware Module

3D Unprojection. We assume that the image with frontal face contains more
appearance information. Given a short reference video clip y1:τ , we compute
the head rotation R1:τ and choose the most visible frame ytM with minimum
rotation, such that RtM → 0. Then we feed it to an unprojection network to
obtain a 3D mesh M. The Unprojection network is a U-net structure network [12]
and we pretrain it on 300W-LP [40] dataset. After pretrianing, we fix the weights
and use it to transfer the input image ytM into the textured 3D mesh M. The
topology of M will be fixed for all frames in one video, we denote it as FM.

3D Projector. In order to get the projected image ỹt from the 3D face mesh M,
we need to compute the correct pose for M at time t. Suppose M is reconstructed
from frame ytM , (1 ≤ tM ≤ τ), the position of vertices of M at time t can be
computed by:

VM
t = R−1

t (RtMVM
tM + TtM − Tt), (1)

where VM
tM denotes the position of vertices of M at time tM. Hence, M at time t

can be represented as
[VM

t ,FM]
. Then, a differentiable rasterizer [21] is applied

here to render ỹt from
[VM

t ,FM]
. After rendering, ỹt carries the same head

pose as the target frame yt and the same expression as ytM .

Motion Matcher. We randomly select K frames y1:K from y1:τ as reference
images. To infer the prior knowledge about the background of the target image
from y1:K , we propose a motion matcher, M(ht,h1:K ,y1:K), which matches
a frame yts from y1:K with the nearest background as yt by comparing the
similarities between ht with h1:K . To solve this background retrieving problem,
rather than directly computing the similarities between facial landmarks, we
compute the geometry similarity cost ct using the head movement coefficients
and choose the yts with the least cost ct. That is:

ct = min
k=1,2,...K

‖ht − hk‖22. (2)

The matched yts is passed to the non-linear composition module (see Sect. 4.3)
since it carries the similar background pattern as yt. During training, we manip-
ulate the selection of yts by increasing the cost ct, which makes the non-linear
composition module more robust to different yts .

4.2 Hybrid Embedding Module

Instead of averaging the K reference image features [8,35,37], we design a hybrid
embedding mechanism to dynamically aggregate the K visual features.

Recall that we obtain the facial expression pt (Sect. 3.2) and the head motion
ht (Sect. 3.3) for time t. Here, we combine them to landmark lt and transfer it to
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Fig. 4. The network structure of hybrid embedding module. Green, yellow, blue, pink
parts are activation encoder EA, landmark encoder EL, image encoder EI , and fusion
network EF , respectively. (Color figure online)

a gray-scale image. Our hybrid embedding network (Fig. 4) consists of four sub-
networks: an Activation Encoder (EA, green part) to generate the activation
map between the query landmark lt and reference landmarks l1:K ; an Image
Encoder (EI , blue part) to extract the image feature ey; a Landmark Encoder
(EL, yellow part) to extract landmark feature el; a fusion network (EF , pink
part) to aggregate image feature and landmark feature into parameter set θ.
The overview of the embedding network is performed by:

αk = softmax(EA(lk) 	 EA(lt)), k ∈ [1,K], (3)
ey = EI(y1:K ,α1:K), el = EL(l1:K ,α1:K), (4)
θ = EF (el, ey), (5)

where 	 denotes element-wise multiplication. We regard the activation map αk

as the activation energy between lk and lt, which approximates the similarity
between yk and yt.

We observe that different referent images may carry different appearance
patterns, and those appearance patterns share some common features with the
reference landmarks (e.g., head pose, and edges). Assuming that knowing the
information of one modality can better encode the feature of another modal-
ity [28], we hybrid the information between EI and EL. Specifically, we use two
convolutional layers to extract the feature map qy1:K and ql1:K , and then forward
them to an information exchange block to refine the features. After exchanging
the information, the hybrid feature is concatenated with the original feature
qy1:K . Then, we pass the concatenated feature to a bottleneck convolution layer
to produce the refined feature q′

y1:K
. Meanwhile, we apply a ConvGate block

on qy1:K to self-aggregate the features from K references, and then combine the
gated feature with the refined feature using learnable activation map αk. This
attention combine step can be formulated as:

qy =
K∑

i=1

(α1:K 	 q′
y1:K

) + ConvGate(qy1:K ). (6)
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Then, by applying several convolutional layers to the aggregated feature qy, we
obtain the image feature vector ey. Similarly, the landmark feature vector el can
also be produced.

The Fusion network EF consists of three blocks: a N -layer image feature
encoding block EFI

, a landmark feature encoding block EFL
, and a multi-layer

perception block EFP
. Thus, we can rewrite Eq. 5 as:

{θi
γ , θi

β , θi
S}i∈[1,N ] = EFP

(softmax(EFL
(el)) 	 EFI

(ey)), (7)

where {θi
γ , θi

β , θi
S}i∈[1,N ] are the learnable network weights in the non-linear com-

position module in Sect. 4.3.

Fig. 5. The artifact examples produced by the image matting function. The blue dashed
box shows the color map C, reference image Ir, and attention map A, respectively.
The blue box shows the image matting function (see Sect. 2.2) followed by the final
result with its zoom-in artifact area. Two other artifact examples are on the right side.

4.3 Non-linear Composition Module

Since the projected image ỹt carries valuable facial texture with better alignment
to the ground-truth, and the matched image yts contains similar background
pattern, we input them to our composition module to ease the burden of the
generation. We use FlowNet [32] to estimate the flow between l̃t and l̂t, and
warp the projected image to obtain ỹ′

t. Meanwhile, the FlowNet also outputs
an attention map αỹt

. Similarly, we obtain the warped matched image and its
attention map [y′

ts ,αyts
]. Although image matting function is a popular way

to combine the warped image and the raw output of the generator [7,24,31,32]
using these attention maps, it may generate apparent artifacts (Fig. 5) caused
by misalignment, especially in the videos with apparent head motion. To solve
this problem, we propose a nonlinear combination module (Fig. 6) based on the
network structure proposed in [31].

The decoder G consists of N layers and each layer contains three parallel
SPADE blocks [23]. Inspired by [31], in the ith layer of G, we first convolve
[θi

γ , θi
β ] with φi

lt
to generate the scale and bias map {γi, βi}φi

lt
of SPADE (green

box) to denormalize the appearance vector ei
y. This step aims to sample the face

representation ei
y towards the target pose and expression. In other two SPADE

blocks (orange box), the scale and bias map {γi, βi}φyts
,φỹt

are generated by
fixed weights convoluted on φyts

and φỹt
, respectively. Then, we sum up the
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three denomalized features and upsample them with a transposed convolution.
We repeat this non-linear combination module in all layers of G and apply a
hyperbolic tangent activation layer at the end of G to output fake image ŷt. Our
experiment results (ablation study in Sect. 6) show that this parallel non-linear
combination is more robust to the spatial-misalignment among the input images,
especially when there is an apparent head motion.

Fig. 6. The network structure of the non-linear composition module. The network
weights {θi

S , θi
γ , θi

β}i∈[1,N ] and ey are learned in embedding network (Sect. 4.2). To

better encode l̂t with extra knowledge learned from the embedding network, we lever-
age {θi

S}i∈[1,N ] as the weights of the convolutional layers (green arrow) and save all
the intermediate features {φi

lt}i∈[1,N ]. Similarly, we obtain {φi
ỹt

, φi
yts

}i∈[1,N ] with fixed

convolutional weights (red arrow). Then, we input {φi
ỹt

, φi
yts

, φi
lt}i∈[1,N ] into the cor-

responding block of the decoder G to guide the image generation. (Color figure online)

4.4 Objective Function

The Multi-Scale Discriminators [33] are employed to differentiate the real and
synthesized video frames. The discriminators D1 and D2 are trained on two
different input scales, respectively. Thus, the best generator G∗ is found by
solving the following optimization problem:

G∗ = minG

(
max
D1,D2

∑

k=1,2

LGAN(G,Dk)

+ λFM

∑

k=1,2

LFM(G,Dk)
)

+ λPCTLPCT(G) + λW LW (G),
(8)

where LFM and LW are the feature matching loss and flow loss proposed in [32].
The LPCT is the VGG19 [25] perceptual loss term, which measures the perceptual
similarity. The λFM, λPCT, and λW control the importance of the four loss terms.

5 Experiments Setup

Dataset. We quantitatively and qualitatively evaluate our approach on three
datasets: LRW [10], VoxCeleb2 [9], and LRS3-TED [1]. The LRW dataset con-
sists of 500 different words spoken by hundreds of different speakers in the wild
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and the VoxCeleb2 contains over 1 million utterances for 6,112 celebrities. The
videos in LRS3-TED [1] contain more diverse and challenging head movements
than the others. We follow same data split as [1,9,10].

Implementation Details3. We follow the same training procedure as [32]. We
adopt ADAM [18] optimizer with lr = 2 × 10−4 and (β1, β2) = (0.5, 0.999).
During training, we select K = 1, 8, 32 in our embedding network. The τ in all
experiments is 64. The λFM = λPCT = λPCT = 10 in Eq. 8.

Table 1. Quantitative results of different audio to video methods on LRW dataset and
VoxCeleb2 dataset. We bold each leading score.

Method Audio-driven

Dataset LRW VoxCeleb2

LMD↓ CSIM↑ SSIM↑ FID↓ LMD↓ CSIM↑ SSIM↑ FID↓
Chung et al. [8] 3.15 0.44 0.91 132 5.4 0.29 0.79 159

Chen et al. [7] 3.27 0.38 0.84 151 4.9 0.31 0.82 142

Vougioukas et al. [30] 3.62 0.35 0.88 116 6.3 0.33 0.85 127

Ours (K=1) 3.13 0.49 0.76 62 3.37 0.42 0.74 47

Ours Vougioukas et al.

Fig. 7. Comparison of our model with Vougioukas et al. [30] on CREMA-D testing set.

6 Results and Analysis

Evaluation Metrics. We use several criteria for quantitative evaluation. We use
Fréchet Inception Distance (FID) [16], mostly quantifying the fidelity of synthe-
sized images, structured similarity (SSIM) [34], commonly used to measure the
3 All experiments are conducted on an NVIDIA DGX-1 machine with 8 32 GB V100

GPUs. It takes 5 days to converge the training on VoxCeleb2/LRS3-TED since they
contain millions of video clips. It takes less than 1 day to converge the training on
the GRID/CREMA. For more details, please refer to supplemental materials.
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Table 2. Quantitative results of different landmark to video methods on LRS3-TED
and VoxCeleb2 datasets. We bold each leading score. K is the number of reference
frames.

Method Landmark-driven

Dataset LRS3-TED VoxCeleb2

SSIM↑ CSIM↑ FID↓ SSIM↑ CSIM↑ FID↓
Wiles et al. [35] 0.57 0.28 172 0.65 0.31 117.3

Chen et al. [7] 0.66 0.31 294 0.61 0.39 107.2

Zakharov et al. [37] (K = 1) 0.56 0.27 361 0.64 0.42 88.0

Wang et al. [31] (K = 1) 0.59 0.33 161 0.69 0.48 59.4

Ours (K = 1) 0.71 0.37 354 0.71 0.44 40.8

Zakharov et al. [37] (K = 8) 0.65 0.32 284 0.71 0.54 62.6

Wang et al. [31] (K = 8) 0.68 0.36 144 0.72 0.53 42.6

Ours(K=8) 0.76 0.41 324 0.71 0.50 37.1

Zakharov et al. [37] (K = 32) 0.72 0.41 154 0.75 0.54 51.8

Wang et al. [31] (K = 32) 0.69 0.40 132 0.73 0.60 41.4

Ours (K=32) 0.79 0.44 122 0.78 0.58 35.7

low-level similarity between the real images and generated images. To evaluate
the identity preserving ability, same as [37], we use CSIM, which computes the
cosine similarity between embedding vectors of the state-of-the-art face recog-
nition network [11] for measuring identity mismatch. To evaluate whether the
synthesized video contains accurate lip movements that correspond to the input
condition, we adopt the evaluation matrix Landmarks Distance (LMD) proposed
in [6]. Additionally, we conduct user study to investigate the visual quality of
the generated videos including lip-sync performance.

Fig. 8. We generate video frames on two real world images.

Comparison with Audio-driven Methods. We first consider such a scenario
that takes audio and one frame as inputs and synthesizes a talking head saying
the speech, which has been explored in Chung et al. [8], Wiles et al. [35], Chen
et al. [7], Song et al. [26], Vougioukas et al. [30], and Zhou et al. [39]. Comparing
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with their methods, our method is able to generate vivid videos including control-
lable head movements and natural facial expressions. We show the videos driven
by audio in the supplemental materials. Table 1 shows the quantitative results.
For a fair comparison, we only input one reference frame. Note that other meth-
ods require pre-processing including affine transformation and cropping under a
fixed alignment. And we do not add such constrains, which leads to a lower SSIM
matrix value (e.g., complex backgrounds). We also compare the facial expression
generation (see Fig. 7)4 from audio with Vougioukas et al. [30] on CREMA-D
dataset [3]. Furthermore, we show two generation examples in Fig. 8 driven by
audio input, which demonstrates the generalizability of our network.

Fig. 9. Comparison on LRS3-TED and VoxCeleb2 testing set. We can find that our
method can generate lip-synced video frames while preserving the identity information.

Comparison with Visual-driven Methods. We also compare our approach
with state-of-the-art landmark/image-driven generation methods: Zakharov
et al. [37], Wiles et al. [35], and Wang et al. [31] on VoxCeleb2 and LRS3-TED
datasets. Figure 9 shows the visual comparison, from where we can find that our
methods can synthesize accurate lip movement while moving the head accurately.
Comparing with other methods, ours performs much better especially when there
is a apparent deformation between the target image and reference image. We
attribute it to the 3D-aware module, which can guide the network with rough
geometry information. We also show the quantitative results in Table 2, which
shows that our approach achieves best performance in most of the evaluation
matrices. It is worth to mention that our method outperforms other methods in
terms of the CSIM score, which demonstrates the generalizability of our method.
We choose different K here to better understand our matching scheme. We can
see that with larger K value, the inception performance (FID and SSIM) can
be improved. Note that we only select K images from the first 64 frames, and
Zakharov et al. [37] and Wang et al. [31] select K images from the whole video
sequence, which arguably gives other methods an advantage.
4 We show the raw output from the network in Fig. 7. Due to intrinsic limitations, [30]

only generates facial regions with a fixed scale.
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Fig. 10. (a)Ablation studies. (b) User studies.

Ablation Studies. We conduct thoughtful ablation experiments to study the
contributions of each module we introduced in Sect. 3 and Sect. 4. The abla-
tion studies are conducted on VoxCeleb2 dataset. As shown in Fig. 10(a), each
component contributes to the full model. For instance, from the third column,
we can find that the identity preserving ability drops dramatically if we remove
the 3d-aware module. We attribute this to the valuable highly-aligned facial
texture information provided 3D-aware module, which could stabilize the GAN
training and lead to a faster convergence. Another interesting case is that if we
remove our non-linear composition block or warping operation, the synthesized
images may contain artifacts in the area near face edges or eyes. We attribute
to the alignment issue caused by head movements. Please refer to supplemental
materials for more quantitative results on ablation studies.

User Studies. To compare the photo-realism and faithfulness of the transla-
tion outputs, we perform human evaluation on videos generated by both audio
and landmarks on videos randomly sampled from different testing sets, including
LRW [10], VoxCeleb2 [9], and LRS3-TED [1]. Our results including: synthesized
videos conditioned on audio input, videos conditioned on landmark guidance,
and the generated videos that facial expressions are controlled by audio signal
and the head movements are controlled by our motion learner. Human subjects
evaluation is conducted to investigate the visual qualities of our generated results
compared with Wiles et al. [35], Wang et al. [31], Zakharov et al. [37] in terms
of two criteria: whether participants could regard the generated talking faces as
realistic and whether the generated talking head temporally sync with the cor-
responding audio. The details of User Studies are described in the supplemental
materials. From Fig. 10(b), we can find that all our methods outperform other
two methods in terms of the extent of synchronization and authenticity. It is
worth to mention that the videos synthesized with head movements (ours, K =
1) learned by the motion learner achieve much better performance that the one
without head motion, which indicate that the participants prefer videos with
natural head movements more than videos with still face.
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7 Conclusion and Discussion

In this paper, we propose a novel approach to model the head motion and facial
expressions explicitly, which can synthesize talking-head videos with natural
head movements. By leveraging a 3d aware module, a hybrid embedding mod-
ule, and a non-linear composition module, the proposed method can synthesize
photo-realistic talking-head videos.

Although our approach outperforms previous methods, our model still fails in
some situations. For example, our method struggles synthesizing extreme poses,
especially there is no visual clues in the given reference frames. Furthermore,
we omit modeling the camera motions, light conditions, and audio noise, which
may affect our synthesizing performance.
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1909912. The article solely reflects the opinions and conclusions of its authors but not
the funding agents.
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Abstract. This paper targets on learning-based novel view synthe-
sis from a single or limited 2D images without the pose supervision.
In the viewer-centered coordinates, we construct an end-to-end train-
able conditional variational framework to disentangle the unsupervisely
learned relative-pose/rotation and implicit global 3D representation
(shape, texture and the origin of viewer-centered coordinates, etc.). The
global appearance of the 3D object is given by several appearance-
describing images taken from any number of viewpoints. Our spa-
tial correlation module extracts a global 3D representation from the
appearance-describing images in a permutation invariant manner. Our
system can achieve implicitly 3D understanding without explicitly 3D
reconstruction. With an unsupervisely learned viewer-centered relative-
pose/rotation code, the decoder can hallucinate the novel view contin-
uously by sampling the relative-pose in a prior distribution. In various
applications, we demonstrate that our model can achieve comparable or
even better results than pose/3D model-supervised learning-based novel
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1 Introduction

Novel view synthesis (NVS) [79] aims at generating novel images with arbitrary
viewpoints given one or a few description images of an object. NVS has great
potential in computer vision, computer graphics and virtual reality.

Current NVS methods can be grouped into two categories, i.e., geometry-
and learning-based methods. The geometry-based methods [14,30] are usually
challenging to estimate the geometric structure in 3D space with single or very
limited 2D input [15,79], and need render for appearance mapping.

On the other hand, with the popularity of deep generative model [20],
learning-based solutions directly generate the image in target view, without the
explicitly 3D structure and the 2D rendering. As the 3D model estimation and
render module are not necessary, it is promising in a wide range of scenarios [79].

The generative adversarial network (GAN) [20] can be used for NVS by
discretizing the camera views and learn the view-to-view mapping functions
between any two pre-defined views [4,72,73]. Without 3D understanding, these
models cannot generalize unseen views effectively, e.g., trained with 10◦, 20◦ and
the model is asked to take a 15◦ input or generate the viewpoint of 25◦ [79].

To address this issue, [14,30] resort to the extra 3D information e.g., CAD
labels, which are usually expensive or inaccessible. [79] introduces the Cycle GAN
[86] to extract pose-invariant feature as implicitly 3D representation. However,
all of the aforementioned learning-based methods rely on human-labeled camera
pose/viewpoint in their training. Getting these viewpoint labels is costly because
the position of camera and object both need to be measured. Besides, the results
are usually noisy [53]. A more challenging issue of this approach is that it is
sometimes difficult to define the origin of pose for unseen, complex new objects.

Actually, previous NVS works adopt the object-centered coordinates [66],
where the shape of objects is represented with a canonical view. For example,
shown either a front view or side view of a car, these approaches set the pre-
defined frontal view as the origin and synthesize a view in this pose coordinates.
Defining canonical poses can simplify some specific scenarios (e.g., face [13]),
while it is problematic on many real-world tasks. It requires all the 3D objects
to be aligned to a canonical pose, which is hard for a novel object that has not
been encountered in the training set [53].

In contrast, viewer-centered coordinates [66,83] propose to represent the
shape in a coordinate system that aligns with the viewing perspective of input
image. We propose that the origin of NVS can be defined as the input view. In
this setting, novel objects and poses can be generalized since it is not required
to align canonical poses to 3D models. The manipulation code of relative-pose
would be the difference between appearance-describing input and target view,
rather than an absolute value in object-centered coordinates.

Besides, for complex objects, a single image is intrinsically ill-posed to
describe the entire appearance information of their objects. Recent learning-
based NVS works either hallucinate the blurry results [10] or use CAD model
in training [58]. A straightforward solution to improve NVS quality is to collect
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several images of the same object taken from different viewpoints. Most learning-
based works [59,73] directly average the representation of inputs with the help
of pose label. While the multiple inputs can be aligned without pose supervision
according to the texture in geometry-based methods.

Motivated by the aforementioned insights, we propose an unsupervised con-
ditional variational autoencoder framework to achieve NVS in learned viewer-
centered coordinates (abbreviated as AUTO3D). In this paper, we propose a
method to benefit from both learning- and geometry-based methods while ame-
liorating their drawback. Our method is essentially a learning-based strategy
without the need of the explicitly 3d reconstruction and render, and yet still
infers 3D knowledge implicitly. It can automatically disentangle the relative-
pose/rotation and a global 3D representation to summarize the other factors
(e.g., shape, texture, illumination and the origin of viewer-centered coordinates)
without any extra supervision of pose, 3D model or geometry priors of symmetry
[2,31], and synthesize images of continuous viewpoints.

Our basic idea coincides with human’s way of novel view imagination that we
can perform virtual rotation of an implicitly 3D world understanding start from
the given view in our mentality [66]. We do not need to define frontal view, have
input pose label, and extract view-point independent representation as [73,79].

Besides, the disentanglement based on GANs can be unreliable for its unsta-
ble training dynamics what is known as mode collapse [6,18,51,54]. Unsupervised
conditional β-variational autoencoder (VAE) adopted here for viewer-centered
pose encoding offers a much easier and stable training than GANs [18]. Although
GAN loss can always be added to enrich the generation details [36]. With end-
to-end training, our model simultaneously learns to extract 3D information from
appearance-describing images, to disentangle latent pose code, and to synthe-
size target image with a relative-pose code sampled on a prior distribution (e.g.,
Gaussian). All of these are achieved in a pose-unsupervised manner.

Our spatial correlation module (SCM) can take multiple images in a permu-
tation invariant manner to generate a global 3D encoding. Based on the non-local
mechanism [75,84], we further explore the spatial clues with Gaussian similarity
metric and local diffusion-based complementary-aware formulation.

Since these images provide a complete description of the appearance of the
object, we name them as “appearance-describing” images. Our model extracts
the implicitly global 3D representation which provides a global overview of the
objects from these appearance describing images. The representation is com-
bined with the latent relative-pose code to synthesize the target image with the
viewpoint. In our model, no explicit notion of “canonical pose” is given by the
human labeler. Instead, it infers an implicit origin of viewer-centered coordinates
from the appearance describing images, which is usually the average pose of these
input images in our experiment observations. Besides, the input pose detection
in testing is not required When synthesizing the view with a user-defined degree
of rotation. Our contributions can be summarized as:
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• We propose a novel learning-based NVS system to synthesize new images in
arbitrary views without the supervision of pose. AUTO3D is the first attempt
at adapting unsupervisely learned viewer-centered coordinates for NVS.

• A unified conditional variational framework is designed to achieve unsuper-
visely learned viewer-centered relative-pose encoding and global 3D represen-
tation (shape, texture, illumination and the origin of viewer-centered coordi-
nates, etc.).

• Our model is general to take any number of images (from one to many) in a
permutation-invariant manner. The complementary information is organized
with a pose-unsupervised non-local mechanism beyond simply average.

We extensively evaluate our method on both objects and face NVS bench-
marks and obtained comparable or even better performance than the pose/3D
model-supervised methods. It can be applied to either a single or multiple inputs.

2 Related Work

Geometry-based NVS tries to explicitly model the 3D structure of objects and
project it to 2D space [14,16,30,62,67]. However, the estimated point clouds are
often not dense enough, especially when handling complicated texture [37,62].
[16,78] estimated the depth instead, but they are designed for binocular situ-
ations only. [32,64] proposed exemplar-based models that use large-scale col-
lections of 3D models, and the accuracy largely depends on the variation and
complexity of 3D models. [24] proposes to reconstruct the 3D model from a single
2D image without pose annotation, but its voxel setting does not consider the
appearance. In contrast, our proposed framework is essentially learning-based
without the need for explicit 3D reconstruction [28,69,77].

Learning-based NVS emerges with the development of convolutional neu-
ral networks (CNN) [21,42,43,46–48,52,55,80]. Early attempts directly map an
input image to a paired target image with an encoder-decoder structure [11]. [85]
predicts appearance flow instead of synthesizing pixels from scratch. But it is not
able to hallucinate the pixels not contained in the appearance-describing view.
[60] concatenates an additional image completion network, but its 3D annotation
for training is not necessary for our setting.

Recently, GAN [18,22,23,40] has been utilized to improve the realism of
synthesized images [49,50,81]. The generator learns to hallucinate the missing
pixels to make the output realistic. Most methods essentially learn an view-to-
view translator [29,38,86] between any two pre-defined discrete poses. Without
taking the 3D knowledge into account, these methods can only synthesize decent
results in several views presented in a training set with pose labels. In contrast,
our AUTO3D can synthesize novel viewpoints even if they never appear in the
training set and no pose label is given. [79] proposes to extract view-independent
features to implicitly infer the 3D structure with pose supervision in the Cycle-
GAN [86]. Indeed, all previous mentioned learning-based NVS require either 3D
model or pose label in their training [7,59,68,71,79,85]. Besides, some methods
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introduce explicit 3D induction bias, e.g., surfel representation [63] and rigid-
body transformation [57], but do not work on unseen objects in testing. However,
based on a unified conditional variational framework, our AUTO3D learns an
implicit global 3D representation on the unsupervisely learned viewer-centered
coordinates without any 3D shape and pose supervisions, performing well with
unseen objects and views.

Multiple-description NVS has also been investigated to provide more informa-
tion about the object. Most works [41,44,73] directly average the representation
of each appearance-describing input. [68] proposes a sophisticate 3D statistic
model to integrate different views. Our spatial-aware self-attention can be a
simple and efficient learning-based unified solution to tackle this problem.

Self-attention and Non-local Filtering. As attention models gain in popu-
larity, [74] develops a self-attention mechanism for machine translation. A similar
idea is inherited in the non-local algorithm [3], which is a classical image denois-
ing technique. The interaction networks are also developed for modeling pair-wise
interactions [45]. Moreover, [75] proposes to bridge self-attention to the more
general non-local filtering operations and use it for action recognition in videos.
[84] proposes to learn temporal dependencies between video frames at multiple
time scales. However, we argue that it is essentially tailored for unordered image
sets. We further incorporating spatial clues with Gaussian similarity matrix, and
local diffusion-based complementary-aware formulation.

Fig. 1. Illustration of our proposed AUTO3D framework. It is based on VAE-GAN and
consists with an unsupervised viewer-centered relative-pose encoding framework, and
a spatial-aware self attention module for global 3D encoding to summarize the other
factors. e.g., shape, texture, illumination and the origin of viewer-centered coordinates.

3 Methodology

Our goal is to generate a novel view image xg with the controllable viewer-
centered relative-pose code z given a global description of the object or scene.
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The global 3D representation is a vector representation computed from a sin-
gle or multiple appearance-describing images {x1, x2 · · · xN}, N = 1, 2 · · · which
provides a partial or complete view of the 3D object. Our implicit global 3D rep-
resentation does not pose-invariant as [79], since it is used to define the origin
of unsupervisely learned viewer-centered coordinates.

The overall framework of our AUTO3D is shown in Fig. 1, which is based
on the conditional β-variational autoencoder. Note that the GAN module is
only applied to enrich the details rather than disentanglement. The system is
composed of four modules for 1) global 3D feature encoding, 2) unsupervised
viewer-centered relative-pose encoding, 3) conditional decoding and 4) discrimi-
nating the reconstructed target image with the generated image with z sampling
respectively. The disentanglement of relative-viewpoints/rotation and 3D repre-
sentations can be achieved via the variational framework without the supervi-
sion of the 3D model or view-point label, and not relies on adversarial training.
Compared with the sophisticate triplet-based adversarial unsupervised disentan-
glement [56], our solution is simple but sufficient here.

3.1 Global 3D Encoding with Arbitrary Number of Appearance
Describing Images

Previous works usually focused on generating 3D model from only a single image
[79], but it is intrinsically hard to infer the hidden parts from one image for many
complex 3D objects. Rather than simply using the average operation to aggregate
multiple views [59,68,71,85] without alignment of different views, we propose to
use the global 3D encoder to collect the global information of the object.

The inputs to our global 3D encoder network can be arbitrary number (one
to many) of images of the same 3D object taken from different viewpoints, to
provide the global information of the 3D object, namely shape, color, texture
and the origin of viewer-centered coordinates, etc.

To organize multi-view inputs without the pose label, we first apply the fully
convolutional content encoder Encc : xi → R

H×W×D on each 2D appearance-
describing image xi to extract a compressed representation, where H, W and
D are the height, width and channel dimension of output feature respectively.
In general, the extracted feature is expected to maintain the spatial relationship
of each pixel in a 2D image. However, CNN is famous for its spatial invariant
property. Following the CoordConv operation [39], we concatenate the location
of the pixel as two additional channels to the feature map.

Since Encc is view-agnostic, simply averaging Encc(xi) does not give a chance
for each input to be aware of the others, in order to build links and corre-
spondences between different images, etc. We propose to harvest the spatially-
aware inner-set correlations by exploiting the affinity of point-wise feature vec-
tors. We use i = 1, · · · ,H × W to index the position in HW plane and the
j is the index for all D-dimensional feature vectors other than the ith vector
(j = 1, · · · ,H × W × (N − 1)). Specifically, our non-local block can be formu-
lated as
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where Ωl ∈ R
1×1×D is the weight vector to be learned, L being the number of

stacked sub-self attention blocks and x0
n = xn. The pairwise affinity ω(·, ·) is

an scalar. The response is normalized by Cn i. The operation of ω in Eq. (1) is
not sensitive to many function choices [75,84]. We simply choose the embedded

Gaussian given by ω(xl−1
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n j are two embeddings, and Ψ , Φ are matrices to be learned.

To explore the spatial clues, we further propose to use Gaussian kernel as
a similarity measure Δi,j = exp(‖hwn i−hwn j‖2

2
σ ), where hwn i, hwn j ∈ R

2 rep-
resent the position of ith and jth vectors in the HW-plane of xn, respectively.
The residual term is the difference between the neighboring feature (i.e., xl−1

n j )
and the computed feature xl−1

n i . If xl−1
n j incorporates complementary information

and has better imaging/content quality compared to xl−1
n i , then RSA will erase

some information of the inferior xl−1
n i and replaces it by the more discriminative

feature representation xl−1
n j . Compared to the method of using only xl−1

n j [75], our
setting shares more common features with diffusion maps [70], graph Laplacian
[9] and non-local image processing [17]. All of them are non-local analogues [12]
of local diffusions, which are expected to be more stable than its original non-
local counterpart [75] due to the nature of its inherit Hilbert-Schmidt operator
[12].

3.2 Unsupervised Viewer-Centered Relative-Pose Encoding

In the viewer-centered coordinates, the “average” viewpoint of all the
appearance-describing images is defined as origin, while the relative-pose code z
indicates the “rotation” from the origin to the pose of to be synthesized image.

Instead of inferring the viewpoint code only from a target image xt, the
viewer-centered relative-pose encoder Encp takes both xt and [f(x)] as inputs.
[f(x)] is a slice of f(x). In testing, our latent code z controls how the generated
viewpoint is different from the origin w.r.t. a small set of input appearance-
describing images.

The Dec maps global 3d feature f(x) to image domain with a reversed
structure of Enc and conditional to the relative-pose code z. Instead of only
resize z to match f(x) with a multi-layer perceptron (MLP) and concatenate
them as the input of Dec, we also adopt the adaptive instance normalization
(AdaIN) [27] after each convolution layer as previous conditional generation
works [26,57,79,82]. Specifically, the mean (μ) and variance σ of AdaIN layers
are normalized to match the relative-pose code z instead of the feature map
itself. Here, it a injects stronger inductive bias of z to Dec.
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The optimization objective of β-VAE [25] is to maximize the regularized evi-
dence lower bound (ELBO) of p(xt|x1, · · · xN ). Specifically, logp(xt|x1, · · · xN ) ≥
E

q(z|xt,[f(x)])
logp(x̃t|z, f(x)) − βDKL(q(z|xt, [f(x)])||p(z)), where q(z|xt, f(x))

and p(x̃t|z, f(x)) are the parameterized Enc and Dec respectively, p(z) is a prior
distribution (e.g., Gaussian), DKL is the Kullback-Leibler (KL) divergence. The
regularization coefficient β ≥ 1 constraints the capacity of the latent informa-
tion bottleneck z [1,65]. Therefore, the higher β can put a stronger information
bottleneck pressure on the latent posterior q(z|xt, [f(x)]). In this way, z is forced
to contain as little information of xt as possible, thus it drops all the appear-
ance information and carries only the relative-pose information. Both latent z
and f(x) are the inputs to the Dec. With the information bottleneck on z, the
decoder is encouraged to get all its appearance information from f(x), thus the
relative-pose and appearance information are automatically disentangled, with-
out any pose supervision or adversarial training.

We follow the original VAEs [19] that the inference model has two output
variables, i.e., μ and σ. Then utilize the reparametric trick z = μ + σ � ε,
where ε ∈ N(0, I). The posterior distribution is q(z|xt, [f(x)]) ∼ N(z;μ, σ2). In
practice, the KL-divergence can be computed as

LKL(z;μ, σ) =
1
2

Mz∑

j=1

(1 + log(σ2
j ) − μ2

j − σ2
j ) (2)

where Mz the dimension of the latent code z. For the reconstruction error, we
simply adopt the pixel-wise mean square error (MSE), i.e., L2 loss. Let x̃t be
the reconstructed xt, their L2 loss can be formulated as

LREC(xt, x̃t) =
1
2

Mrz∑

j=1

||xt,j − x̃t,j ||2F (3)

where Mrz indicates the channel dimension of xt or x̃t.

3.3 Overall Framework and Optimization Objective

A limitation of VAEs is that the generated samples tend to be blurry. This is
often result of the limited expressiveness of the inference models, the injected
noise and imperfect element-wise criteria such as the squared error [36]. Although
recent studies [34] have greatly improved the predicted log-likelihood, the VAE
image generation quality still lags behind GAN.

In order to improve generation quality, we adopt the following adversarial
training procedure. Similar to VAE-GAN [36], we train AUTO3D to discriminate
real samples from both the reconstructions and the generated examples with
sampling z. As shown in Fig. 1, these two types of samples are the reconstruction
samples xr and the new samples x̃t. The adversarial game of GAN can be

LAdv = log(Dis(xr)) + log(1 − Dis(Dec(xg))) + log(1 − Dis(Dec(x̃t))) (4)
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where xr ∈ {x1, x2 · · · xN , xt} is the real image from either appereance describing
set or target pose image. Actually, given a real xr, the reconstructed sample
Dec(x̃t) can always be more realistic than the sampling image xg. We usually
use similar number of reconstructed and sampled image in training [36].

When the KL-divergence object of VAEs is adequately optimized, the pos-
terior q(z|xt, f(x)) matches the prior p(z) = N(z; 0, I) approximately and the
samples are similar to each other. The combined use of samples from p(z) and
q(z|xt, [f(x)]) is also expected to mitigate the observation gap of z in train-
ing and testing stage, and empirically synthesize more realistic samples in the
testing. The to be minimized objective of each module are respectively defined
as

LEncp = (LRec + LKL + LAdv); LDec = (LRec + LAdv)
LEncc/SCM = (LRec + LAdv); LDis = −LAdv

(5)

After the aforementioned modules are trained, we use Encc, spatial-aware self
attention module (SCM) and Dec for the testing. Give a set of appearance-
describing image, we can sampling on a prior p(z) to control the projection
view with user defined rotation. Note that the network mapping of z and the
relative-pose difference is deterministic after the training.

Fig. 2. Comparison of “chair, bench” category on ShapeNet with a single 2D input.
From left to right: 2D-input, ground-of-truth, MV3D [71], AF [85], pose-supervised
VIGAN [79], Our unsupervised AUTO3D. AUTO3D is comparable to the pose-
supervised VIGAN and significantly better than MV3D/AF.

4 Experiments

We conduct a series of experiments on both large scale objects (ShapeNet [5])
and face (300W-LP) [87] datasets to evaluate the qualitative and quantitative
performance of AUTO3D, along with the detailed ablation study. Note that the
compared methods use the absolute pose value while our z defines the relative-
pose/rotation. For the fair comparison, we calculate the difference of input and
target pose label in the testing as our relative-pose. Note that AUTO3D can
generate any pose continuously without the pose label in both training and
NVS implementation.
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For fair comparisons in the objects and continuous face rotation tasks, we
choose the same Encc, Dec, Dis, MLP backbones and AdaIN setting as VI-GAN
[79]. We set |z|=128 for all datasets except for Cars, where we use |z|=200.
We train AUTO3D from scratch with Adam [33] solver and implemented on
Pytorch [61]. Let Cs,k,c denote a convolutional layer with a stride s, kernel size k,
and an output channel c. Then, the discriminator architecture can be expressed
as C2,4,32 → C2,4,64 → C2,4,128 → C2,4,256 → C1,1,3. Note that we use a local
discriminator similar to that of [29]. We use a Leaky ReLU activation function
with slope of 0.2 on every layer, except for the last layer. Normalization layer is
not applied. This architecture is shared across all experiments.

We implemented our model on Pytorch [61]. Our model is trained end-to-
end using using ADAM [33] optimization with hyper-parameters β1=0.9 and
β2=0.999. We used a batch size of 8 for ShapeNet objects. The encoder network
is trained using a learning rate of 5 × 10−5 and the generator is trained using a
learning rate 10−4.

4.1 Datasets

ShapeNet [5] is a large collection of textured 3D CAD models of a variety of
object categories. There are both single input setting and multiple inputs setting.
For single image only, we use the image rendered by [8] following [79]. The chair,
bench, and sofa are selected, and 80% models are used for training while 20%
for testing [79]. Noticing the testing models are not seen by the network in
the training stage. For the multiple viewpoint inputs, we follow the standard
training and test data splits [59,60,68,71,85], and train a separate network for
each object category (also standard), using 1 to 4 input images to synthesize the
target view. The network architecture and training methods were fixed across
categories.

300W-LP [87] is a synthesized large-pose face images from 300W. It generates
61,225 samples across large poses with the 3D Image meshing and rotation of in-
the-wild face images, which is further expanded to 122,450 samples with flipping.
Following [79], we use 80% identities for training and 20% for testing.

4.2 Qualitative Results

Object rotation targets on synthesizing novel views of certain categories for
unseen objects. It is challenging, since different objects may have diverse struc-
ture and appearance. To demonstrate the capacity of our model, we evaluate
our model on the ShapeNet [5] dataset using samples from “chair”, “bench” and
“sofa” categories. The results are given in Fig. 2.

MV3D [71] and Appearance-Flow (AF) [85] are two popular methods that
perform well on this task, while VI-GAN [79] is the recent pose-supervised state-
of-the-art. MV3D and AF deal with continuous camera pose by taking the dif-
ference between the 3×4 transformation matrices of the input and target views
as the pose vector. We compare AUTO3D with them both qualitatively and
quantitatively. As shown in Fig. 2, MV3D [71] and AF [85] usually miss small
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parts, while our results are closer to the ground truth and recent pose-supervised
NVS method.

Table 1. Using a single input, the mean pixel-wise L1 error (lower is better) and SSIM
(higher is better) between ground truth and predictions generated by previous pose-
supervised methods and different AUTO3D settings. When computing the L1 error,
pixel values are in range of [0, 255]. The best are bolded, while the second best are
underlined.

Method Chair Bench Sofa

L1 ↓ SSIM↑ L1 ↓ SSIM↑ L1 ↓ SSIM↑
MV3D [71] [need pose label] 24.25 0.76 20.24 0.75 17.52 0.73

AF [85] [need pose label] 18.44 0.82 14.42 0.85 13.26 0.77

VIGAN [79] [need pose label] 12.56 0.87 11.52 0.88 10.13 0.83

AUTO3D w/o AdaIN 12.65 0.83 11.88 0.85 10.39 0.79

AUTO3D w/o GAN 12.64 0.83 11.86 0.85 10.40 0.78

AUTO3D w/o TS 12.65 0.85 11.83 0.86 10.35 0.80

AUTO3D w/o SCM 12.62 0.86 11.80 0.87 10.31 0.82

AUTO3D 12.62 0.87 11.80 0.87 10.30 0.82

In the face rotation task, PRNet [13] uses the UV position map in 3DMM to
record 3D coordinates and trains CNN to regress them from single views. Figure 3
qualitatively compares our method with PRNet [13] and pose-supervised VI-
GAN [79]. Following [13,79], we choose the standard training protocol of 300W-
LP, but not use the pose label. As shown in Fig. 3, PRNet [13] may introduce
artifacts when information of certain regions is missing. This issue is severe
when turning a profile into a frontal face. In contrast, our model produces more
realistic images than PRNet [13] and comparable to pose-supervised VI-GAN
[79].

Fig. 3. Comparison with VIGAN [79], PRNet [13] on 300W-LP face dataset.

4.3 Quantitative Results

For quantitative evaluation, the mean pixel-wise L1 error and the structural sim-
ilarity index measure (SSIM) [76,78] between synthesized results and the ground
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truth are calculated following previous methods. We measure the capability of
our approach to synthesize new views of objects under large transformations
following the standard evaluation protocol. Table 1 shows that our model has
on-par performance with pose-supervised VI-GAN in single-input setting fol-
lowing their experiment setting. AUTO3D achieves much lower L1 error and
higher SSIM than MV3D [71] and AF [85].

Table 2. The mean pixel-wise L1 error (lower is better) and SSIM (higher is better) of
AUTO3D and pose-supervised methods with 1 to 4 views, on Chair and Car categories
of ShapeNet. Noticing that the setting is different from Table 1 as detailed in Sec 4.2.

Views Method Chair Car Views Method Chair Car

L1 ↓ SSIM↑ L1 ↓ SSIM↑ L1 ↓ SSIM↑ L1 ↓ SSIM↑
1 MV3D [71] [pose] 0.223 0.882 0.139 0.875 3 MV3D [71] [pose] 0.197 0.898 0.116 0.887

AF [85] [pose] 0.229 0.871 0.148 0.877 AF [85] [pose] 0.188 0.887 0.089 0.915

MNV [68] [pose] 0.181 0.895 0.098 0.923 MNV [68] [pose] 0.122 0.919 0.068 0.941

TBN [59] [pose] 0.046 0.895 0.025 0.927 TBN [59] [pose] 0.023 0.936 0.017 0.943

AUTO3D w/o SCM 0.052 0.893 0.031 0.916 AUTO3D w/o SCM 0.029 0.930 0.024 0.935

AUTO3D [SCM-SG] 0.053 0.892 0.031 0.916 AUTO3D [SCM-SG] 0.026 0.932 0.020 0.939

AUTO3D [SCM-LDC] 0.052 0.893 0.031 0.917 AUTO3D [SCM-LDC] 0.027 0.934 0.019 0.939

AUTO3D 0.053 0.893 0.030 0.916 AUTO3D 0.025 0.936 0.017 0.942

2 MV3D [71] [pose] 0.209 0.890 0.124 0.883 4 MV3D [71] [pose] 0.192 0.900 0.112 0.890

AF [85] [pose] 0.207 0.881 0.107 0.901 AF [85] [pose] 0.165 0.891 0.081 0.924

MNV [68] [pose] 0.141 0.911 0.078 0.935 MNV [68] [pose] 0.111 0.925 0.062 0.946

TBN [59] [pose] 0.027 0.928 0.019 0.939 TBN [59] [pose] 0.022 0.939 0.015 0.946

AUTO3D w/o SCM 0.036 0.918 0.028 0.929 AUTO3D w/o SCM 0.030 0.929 0.022 0.938

AUTO3D [SCM-SG] 0.034 0.921 0.025 0.933 AUTO3D [SCM-SG] 0.024 0.935 0.019 0.942

AUTO3D [SCM-LDC] 0.033 0.922 0.023 0.934 AUTO3D [SCM-LDC] 0.022 0.936 0.018 0.944

AUTO3D 0.031 0.924 0.020 0.937 AUTO3D 0.020 0.938 0.016 0.946

Table 3. Turning into frontal face task on 300W-LP dataset.

Pre-training encoder PRNet [ECCV2018] [13] VIGAN [ICCV2019] [79] Our AUTO3D (unsupervised)

L1 ↓ 22.65 15.32 16.25± 0.005

SSIM↑ 0.65 0.73 0.71± 0.003

Then, we demonstrate AUTO3D can infer high-quality views flexibly using
limited (1–4) input views at testing. We following the experimental protocol
of [59,68] to use up to 4 input images to infer a target image, which is usu-
ally challenging for geometry-based NVS. We report the quantitative results
on Table 2, and compare our AUTO3D with other works that can take multiple
inputs [59,68,71,85], as well as those only accepting single inputs [60]. AUTO3D
is comparable or even better than previous pose-supervised methods, especially
when more views available. Besides, the gap between AUTO3D and its SCM-free
version is usually larger when views increase.

We also give a quantitative evaluation scheme when turning into frontal faces
following [79]. Given a synthesized frontal image, it is aligned to its ground truth
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followed by cropping into the facial area. Its ground truth is also cropped with
the same operation. L1 error and SSIM are calculated between two facial areas
and reported in Table 3. AUTO3D yields higher precision than PRNet [13] and
is comparable to pose-supervised VIGAN [79] on the 300W-LP dataset.

4.4 Ablation Study of Each Module

Based on conditional β-VAE, our AdaIN, tensor slides (TS), spatial correlation
module (SCM) and adversarial loss (GAN) also contribute to the final results.

From Table 1, 2, we can see that the SCM does not affect the performance
of AUTO3D when only a single input is available. While it is critical to achieve
better performance in multiple inputs cases as shown in Table 2. Adding SCM
can consistently improve the appearance reconstruction. Besides, SCM without
spatial-aware Gaussian (SCM-SG) or local diffusion-based complementary-aware
formulation (SCM-LDC) is consistently inferior to the normal SCM, indicating
the effectiveness of our modification on vanilla non-local.

The adversarial loss is utilized to enrich the details and sharpen the appear-
ance. We do not manage to use it for disentanglement as previous unsupervised
adversarial training works [56].

AdaIN also contributes to disentanglement, and improve the generation qual-
ity w.r.t. appearance. Noticing that the NVS is usually not sensitive to the tensor
slides, while can speed up the training speed by 1.5 times.
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[Top right] the number of SCM blocks (3-view inputs of chair on ShapeNet) and [Bot-
tom] rotation values (single view 300W-LP).

4.5 Sensitive Analysis

The value of β is critical to the performance. We use automatic selection with
the disentanglement metric following [25], and fine-tune it according to visual
quality. The sensitive analysis is shown in top left of Fig. 4.
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The number of layers in our spatial correlation module (SCM) is also critical
to the synthesis quality in multiple inputs cases. Here, we give a sensibility
analysis in the top right of Fig. 4 (b). We can see that the performance is stable
within the range of [4,7]. For simple operation, we choose 4-layer for all of our
experiments with multiple inputs.

We also analyse the interaction between the conditional viewer-centered pose
code z and generation quality. The bottom of Fig. 4 shows the comparisons of
L1 error as a function of view rotation on the face dataset. Noticing that z
indicates the difference of appearance-describing and target view, and 0◦ means
no viewpoint change. This illustrates that our AUTO3D can well tackle the
extreme pose rotations even without the 3D model or pose label in the training.

4.6 Investigating the Global 3D Feature

We expect that the implicitly 3D structure information of objects can be cap-
tured. To evidence this, we implement the experiment of using the latent global
3D representation encoding for learning of 3D tasks.

Following [79], we adopt the 3D face landmark estimation task. The network
has two parts where the encoder is the same as the encoder in AUTO3D and
Multilayer Perceptron (MLP) is with 2-layers for estimating the coordinate of
landmarks based on features extracted by the encoder. Noticing that the back-
bone of AUTO3D is identical to VIGAN [79]. We also choose 300W-LP [87] for
training, in which 3D landmarks are obtained by using their 3DMM parameters.

We configure three training settings to extract the feature for 3D face land-
mark estimation. The first is to train the overall network from scratch to
learn 3D features directly. The second is pre-train the encoder using the view-
independent constraint of VI-GAN, then the 3D supervised data is then used to
train the overall network. The third setting is to pre-train the Encc with our
AUTO3D.

Following [79], testing involves 2,000 images from AFLW2000-3D [35] with 68
landmarks. Besides, the mean Normalized Mean Error (NME) [87] is employed
for evaluation. We report the results of three settings in Table. 4, until the train-
ing loss of both settings no longer changes. The pose-supervised implicitly 3D
feature extraction method [79] and our unsupervised AUTO3D get the mean
NMEs of 6.8% and 6.9% respectively, which is significantly lower than the train-
ing from scratch. This demonstrates that the feature learned by the encoder of
AUTO3D is 3D-related. It gives a good initialization for 3D tasks.

Table 4. The NME for 3D face landmark estimation.

Pre-train Encc Scratch VIGAN [ICCV2019] [79] Our AUTO3D (unsupervised)

Mean NMEs↓ 12.7% 6.8% 6.9%±0.12%
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4.7 The Effect of Source Image Ordering

The sum operation used in AUTO3D is essentially permutation invariant. We
conduct a simple experiment where we test the model on all possible order.
We randomly sampled 1000 tuple of source (image, camera pose) pairs from
ShapeNet cars and chairs, and evaluated on all 24 ordering. We have found that
feeding the different order does not affect the performance of proposed AUTO3D.
Our model shows robustness to ordering.

5 Conclusions

This paper presents a novel learning-based framework (AUTO3D) to achieve
NVS without the supervision of pose labels and 3D models. It is essentially based
on a conditional β-VAE which can be easily and stably trained to disentangle the
relative viewpoint information from the other factors in global 3D representation
(shape, appearance, lighting and the origin of viewer-centered coordinates, etc.).
Instead of the conventional object-centered coordinates, we define the relative-
pose/rotation in viewer-centered coordinates, for the first time, on NVS task.
Therefore, we do not need to align both training exemplars and unseen objects
in testing to a pre-defined canonical pose. Both single or multiple inputs can
be naturally integrated with a spatial-aware self-attention (SCM) module. Our
results evidenced that AUTO3D is a powerful and versatile unsupervised method
for NVS. In the future, we plan to explore more 3D tasks with AUTO3D.
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Abstract. In this paper, we focus on the spatio-temporal aspect of rec-
ognizing Activities of Daily Living (ADL). ADL have two specific prop-
erties (i) subtle spatio-temporal patterns and (ii) similar visual patterns
varying with time. Therefore, ADL may look very similar and often neces-
sitate to look at their fine-grained details to distinguish them. Because
the recent spatio-temporal 3D ConvNets are too rigid to capture the
subtle visual patterns across an action, we propose a novel Video-Pose
Network: VPN. The 2 key components of this VPN are a spatial embed-
ding and an attention network. The spatial embedding projects the 3D
poses and RGB cues in a common semantic space. This enables the action
recognition framework to learn better spatio-temporal features exploiting
both modalities. In order to discriminate similar actions, the attention
network provides two functionalities - (i) an end-to-end learnable pose
backbone exploiting the topology of human body, and (ii) a coupler to
provide joint spatio-temporal attention weights across a video. Experi-
ments (Code/models: https://github.com/srijandas07/VPN) show that
VPN outperforms the state-of-the-art results for action classification on
a large scale human activity dataset: NTU-RGB+D 120, its subset
NTU-RGB+D 60, a real-world challenging human activity dataset:
Toyota Smarthome and a small scale human-object interaction dataset
Northwestern UCLA.

Keywords: Action recognition · Video · Pose · Embedding · Attention

1 Introduction

Monitoring human behavior requires fine-grained understanding of actions.
Activities of Daily Living (ADL) may look simple but their recognition is often
more challenging than activities present in sport, movie or Youtube videos. ADL
often have very low inter-class variance making the task of discriminating them
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from one another very challenging. The challenges characterizing ADL are illus-
trated in Fig. 1: (i) short and subtle actions like pouring water and pouring grain
while making coffee; (ii) actions exhibiting similar visual patterns while differ-
ing in motion patterns like rubbing hands and clapping ; and finally, (iii) actions
observed from different camera views. In the recent literature, the main focus
is the recognition of actions from internet videos [5,12,13,53,54] and very few
studies have attempted to recognize ADL in indoor scenarios [4,8,16].
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Fig. 1. Illustration of the challenges in
Activities of Daily Living: fine-grained
actions (top), actions with similar visual
pattern (middle) and actions viewed
from different cameras (below).

Spatial
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RGB

3D Poses

Representation after Embedding

Fig. 2. Illustration of spatial embedding.
Input is a RGB image and its corre-
sponding 3D poses. For convenience, we
only show 6 relevant human joints. The
embedding enforces the human joints
to represent the relevant regions in the
image.

For instance, state-of-the-art 3D convolutional networks like I3D [5] pre-
trained on huge video datasets [17,21,45] have successfully boosted the recog-
nition of actions from internet videos. But, these networks with similar spatio-
temporal kernels applied across the whole space-time volume cannot address the
complex challenges exhibited by ADL. Attention mechanisms have thus been
proposed on top of these 3D convolutional networks to guide them along the
regions of interest of the targeted actions [13,16,54].

Following a different direction, action recognition for ADL has been dom-
inated by the use of human 3D poses [56,57]. They provide a strong clue for
understanding the visual patterns of an action over time. 3D poses are robust
to illumination changes, view adaptive and provide critical geometric informa-
tion about human actions. However, they lack incorporating the appearance
information which is an essential property in ADL (especially for human-object
interaction).

Consequently, attempts have been made to utilize 3D poses to weight the dis-
criminative parts of a RGB feature map [2–4,7,8]. These methods have improved
the action recognition performance but they do not take into account the align-
ment of the RGB cues and the corresponding 3D poses. Therefore, we propose
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a spatial embedding to project the visual features and the 3D poses in the same
referential. Before describing our contribution, we answer two intuitive questions
below.

First, Why is Spatial Embedding Important? Previous pose driven atten-
tion networks can be perceived as guiding networks to help the RGB cues focus
on the salient information for action classification. For these guiding networks,
it is important to have an accurate correspondences between the poses and
RGB data. So, the objective of the spatial embedding is to find correspondences
between the 3D human joints and the image regions representing these joints as
illustrated in Fig. 2. This task of finding correlation between both modalities can
(i) provide informative pose aware feedback to the RGB cues, and (ii) improve
the functionalities of the guiding network.

Second, Why Not Performing Temporal Embedding? We argue that
the need of embedding is to provide proper alignment between the modalities.
Across time, the 3D poses are already aligned assuming that there is a 3D pose
for every images. However, even if the number of 3D poses does not correspond
to the number of image frames (as in [2–4,7,8]), the fact that variance in poses
for few consecutive frames is negligible, especially for ADL, implies temporal
embedding is not needed.

We propose a recognition model based on a Video-Pose Network, VPN to
recognize a large variety of human actions. VPN consists of a spatial embedding
and an attention network. VPN exhibits the following novelties: (i) a spatial
embedding learns an accurate video-pose embedding to enforce the relationships
between the visual content and 3D poses, (ii) an attention network learns the
attention weights with a tight spatio-temporal coupling for better modulating
the RGB feature map, (iii) the attention network takes the spatial layout of the
human body into account by processing the 3D poses through Graph Convolu-
tional Networks (GCNs).

The proposed recognition model is end-to-end trainable and our proposed
VPN can be used as a layer on top of any 3D ConvNets.

2 Related Work

Below, we discuss the relevant action recognition algorithms w.r.t. their input
modalities.

RGB. Traditionally, image level features [49,50] have been aggregated over time
using encoding techniques like Fisher Vector [34] and NetVLAD [1]. But these
video descriptors do not encode long-range temporal information. Then, tempo-
ral patterns of actions have been modelled in videos using sequential networks.
These sequential networks like LSTMs are fed with convolutional features from
images [10] and thus, they model the temporal information based on the evolu-
tion of appearance of the human actions. However, these methods first process
the image level features and then capture their temporal evolution preventing
the computation of joint spatio-temporal patterns over time.
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Due to this reason, Du et al. [48] have proposed 3D convolution to model the
spatio-temporal patterns within an action. The 3D kernels provide tight coupling
of space and time towards better action classification. Later on, holistic methods
like I3D [5], slow-fast network [12], MARS [6] and two-in-one stream network [59]
have been fabricated for generic datasets like Kinetics [17] and UCF-101 [45].
But these networks are trained globally over the whole 3D volume of a video and
thus, are too rigid to capture salient features for subtle spatio-temporal patterns
for ADL.

Recently several attention mechanisms have been proposed on top of the
aforementioned 3D ConvNets to extract salient spatio-temporal patterns. For
instance, Wang et al. [54] have proposed a non-local module on top of I3D which
computes the attention of each pixel as a weighted sum of the features of all pixels
in the space-time volume. But this module relies too much on the appearance of
the actions, i.e., pixel position within the space-time volume. As a consequence,
this module though effective for the classification of actions in internet videos,
fails to disambiguate ADL with similar motion and fails to address view invariant
challenges.

3D Poses. To focus on the view-invariant challenge, temporal evolution of 3D
poses have been leveraged through sequential networks like LSTM and GRU for
skeleton based action recognition [26,56,57]. Taking a step ahead, LSTMs have
also been used for spatial and temporal attention mechanisms to focus on the
salient human joints and key temporal frames [44]. Another framework represents
3D poses as pseudo image to leverage the successful image classification CNNs
for action classification [11,27]. Recently, graph-based methods model the data
as a graph with joints as vertexes and bones as edges [40,47,55]. Compared
to sequential networks and pseudo image based methods, graph-based methods
make use of the spatial configuration of the human body joints and thus, are
more effective. However, the skeleton based action recognition lacks in encoding
the appearance information which is critical for ADL recognition.

RGB + 3D Poses. In order to make use of the pros of both modalities, i.e.
RGB and 3D Poses, it is desirable to fuse these multi-modal information into an
integrated set of discriminative features. As these modalities are heterogeneous,
they must be processed by different kinds of network to show their effectiveness.
This limits their performance in simple multi-modal fusion strategy [23,30,38].
As a consequence, many pose driven attention mechanisms have been proposed
to guide the RGB cues for action recognition. In [2–4], the pose driven atten-
tion networks implemented through LSTMs, focus on the salient image features
and the key frames. Then, with the success of 3D CNNs, 3D poses have been
exploited to compute the attention weights of a spatio-temporal feature map.
Das et al. [7] have proposed a spatial attention mechanism on top of 3D ConvNets
to weight the pertinent human body parts relevant for an action. Then, authors
in [8] have proposed a more general spatial and temporal attention mechanism
in a dissociated manner. But these methods have the following drawbacks: (i)
there is no accurate correspondence between the 3D poses and the RGB cues
in the process of computing the attention weights [2–4,7,8]; (ii) the attention
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sub-networks [2–4,7,8] neglect the topology of the human body while computing
the attention weights; (iii) the attention weights in [7,8] provide identical spatial
attention along the video. As a result, action pairs with similar appearance like
jumping and hopping are mis-classified.

In contrast, we propose a new spatial embedding to enforce the correspon-
dences between RGB and 3D pose which has been missing in the state-of-the-art
methods. The embedding is built upon an end-to-end learnable attention net-
work. The attention network considers the human topology to better activate
the relevant body joints for computing the attention weights. To the best of
our knowledge, none of the previous action recognition methods have combined
human topology with RGB cues. In addition, the proposed attention network
couples the spatial and temporal attention weights in order to provide spatial
attention weights varying along time.

RGB images

3D Poses

VPN

Sensor

Visual 
feature

Visual backbone ClassifierModulated 
feature 
map

Prediction

Spatial
Embedding

VPN

spatio-
temporal 
Coupler

Attention Network

Pose
Backbone

Fig. 3. Proposed Action Recognition Model: Our model takes as input RGB
images with their corresponding 3D poses. The RGB images are processed by a visual
backbone which generates a spatio-temporal feature map (f). The proposed VPN takes
as input the feature map (f) and the 3D poses (P ). VPN consists of two components: an
attention network and a spatial embedding. The attention network further consists of
a Pose Backbone and a spatio-temporal Coupler. VPN computes a modulated feature
map f ′. This modulated feature map f ′ is then used for classification.

3 Proposed Action Recognition Model

Our objective is to design an accurate spatial embedding of poses and visual
content to better extract the discriminative spatio-temporal patterns. As shown
in Fig. 3, the input of our proposed recognition model are the RGB images and
their 3D poses. The 3D poses are either extracted from depth sensor or from RGB
using LCRNet [37]. The proposed Video-Pose Network VPN takes as input the
visual feature map and the 3D poses. Below, we discuss the action recognition
model in details.
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3.1 Video Representation

Taking as input a stack of human cropped images from a video clip, the spatio-
temporal representation f is computed by a 3D convolutional network (the visual
backbone in Fig. 3). f is a feature map of dimension tc × m × n × c, where tc
denotes the temporal dimension, m × n the spatial scale and c the channels.
Then, the feature map f and the corresponding poses P are processed by the
proposed network.

3.2 VPN

VPN can be thought as a layer which can be placed on top of any 3D convolu-
tional backbone. VPN takes as input a 3D feature map (f) and its correspond-
ing 3D poses (P ) to perform two functionalities. First, to provide an accurate
alignment of the human joints with the feature map f . Second, to compute a
modulated feature map (f ′) which is further classified for action recognition. The
modulated feature map (f ′) is weighted along space and time as per its relevance.
VPN exploits the highly informative 3D pose information to transform the visual
feature map f and finally, compute the attention weights. This network has two
major components as shown in Fig. 4: (I) an attention network and (II) a spatial
embedding. Though the intrinsic parameters of the attention network and the
spatial embedding learns in parallel, we present these two components in the
following order for better understanding.
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Fig. 4. The components in VPN: (I) Attention Network (left) and (II) Spatial Embed-
ding (right). We present a zoom of the attention Network with: (A) a GCN Pose Back-
bone, and (B) a spatio-temporal Coupler to generate spatio-temporal attention weights
AST .

(I) Attention Network. The attention network consists of a Pose Backbone
and a spatio-temporal Coupler. Such a framework for pose driven attention net-
work is unique compared to the other state-of-the-art methods using poses and
RGB. The proposed attention network unlike [3,4,7,8] takes into account the
human spatial configuration and it also learns coupled spatio-temporal attention
weights for the visual feature map f .
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Pose Backbone. The input poses along the video are processed in a Pose
Backbone. The pose based input of VPN are the 3D human joint coordinates
P ∈ R

3×J×tp stacked along tp temporal dimension, where J is the number
of skeleton joints. The Pose Backbone processes these 3D poses to compute
pose features h∗ which are used further in the attention network for computing
the spatio-temporal attention weights. They carry meaningful information in a
compact way, so the proposed attention network can efficiently focus on salient
action parts.

For the Pose Backbone, we use GCNs to learn the spatial relationships
between the 3D human joints to provide attention weights to the visual fea-
ture map (f). We aim at exploiting the graphical structure of the 3D poses.
In Fig. 4(I), we illustrate our GCN pose backbone (marked (A)). For each pose
input Pt ∈ R

3×J with J joints, we first construct a graph Gt(Pt, E) where E is
the J × J weighted adjacency matrix:

eij =

⎧
⎪⎨

⎪⎩

0, if i = j

α, if joint i and joint j are connected
β, if joint i and joint j are disconnected

Each graph Gt at time t is processed by a GCN to compute feature f+
t :

f+
t = D− 1

2 (E + I)D− 1
2 GtWt, (1)

where Wt is the weight matrix and D is the diagonal degree matrix with Dii =
Σj(Eij + Iij) its diagonal elements. For all t = 1, 2, ..., tp, the GCN output
features f+

t are aggregated along time, resulting in a 3D tensor [f+
1 , f+

2 , ..., f+
tp ].

Finally, the 3D pose tensor is combined with the original pose input by a residual
connection followed by a set of convolutional operations. Now, the GCN pose
backbone provides salient features h∗ because of its use of the graphical structure
of the 3D joints.

Spatio-Temporal Coupler. The attention network in VPN learns the spatio-
temporal attention weights from the output of Pose Backbone in two steps as
shown in Fig. 4(I)(B). In the first step, the spatial and temporal attention weights
(AS and AT ) are classically trained as in [44] to get the most important body part
and key frames for an action. The output feature h∗ of Pose Backbone follows
two separate non-linear mapping functions to compute the spatial and temporal
attention weights. These spatial AS and temporal AT weights are defined as

AS = σ(z1); AT = softmax(z2) (2)

where zr = Wzr tanh(Whr
h∗ +bhr

)+bzr (for r = 1, 2) with subscripted W and b,
the corresponding weights and biases are the latent spatial and temporal atten-
tion vectors. The dissociated attention weights AS and AT having dimension
m × n and tc respectively, can undergo a linear mapping to obtain spatially and
temporally modulated feature maps. The resultant model is equivalent to the
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separable STA model [8]. In contrast, we propose to further perform a coupling of
the spatial and temporal attention weights. Thus in the second step, joint spatio-
temporal attention weights are computed by performing a Hadamard product
on the spatial and temporal attention weights. In order to perform this matrix
multiplication, the spatial and temporal attention weights are inflated by dupli-
cating the same attention weights in temporal and spatial dimension respectively.
Hence, the m × n × tc dimensional spatio-temporal attention weights AST are
obtained by AST = inflate(AS)◦inflate(AT ). This two-step attention learn-
ing process enables the attention network to compute spatio-temporal attention
weights in which the spatial saliency varies with time. The obtained attention
weights are crucial to disambiguate actions with similar appearance as they may
have dissimilar motion over time.

Finally, the spatio-temporal attention weights AST are linearly multiplied
with the input video feature map f , followed by a residual connection with the
original feature map f to output the modulated feature map f ′. The residual
connection enables the network to retain the properties of the original visual
features.

(II) Spatial Embedding of RGB and Pose. The objective of the embed-
ding model is to provide tight correspondences between both pose and RGB
modalities used in VPN. The state-of-the-art methods [7,8] attempt to provide
the attention weights on the RGB feature map using 3D pose information with-
out projecting them into the same 3D referential. The mapping with the pose
is only done by cropping the person within the input RGB images. The spatial
attention computed through the 3D joint coordinates does not correspond to
the part of the image (no pixel to pixel correspondence), although it is crucial
for recognizing fine-grained actions. To correlate both modalities, an embedding
technique inspired from image captioning task [32,33] is used to build an accu-
rate RGB-Pose embedding in order to enable the poses to represent the visual
content of the actions (see Fig. 4(II)).

We assume that a low dimensional embedding exists for the global spatial
representation of video feature map fs = Σtc

i=1f(i, :, :, :) (a Dv dimensional vec-
tor) and its corresponding pose based latent spatial attention vector z1 (a Dp

dimensional vector). The mapping function can be derived from this embed-
ding by

fe = Tvfs and Pe = Tpz1, (3)
where Tv ∈ RDe×Dv and Tp ∈ RDe×Dp are the transformation matrices that
project the video content and the 3D poses into the common De dimensional
embedding space. This mapping function is applied on the global spatial rep-
resentation of the visual feature map and the pose based features in order to
attain the aforementioned objective of the spatial embedding.

To measure the correspondence between the video content and the 3D poses,
we compute the distance between their mappings in the embedding space. Thus,
we define an embedding loss as a hypersphere feature metric space

Le = ||T̂vfs − T̂pz1||22 s.t. ||Tv||2 = ||Tp||2 = 1 (4)
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T̂vfs = Tvfs
||Tvfs||2 and T̂pz1 = Tpz1

||Tpz1||2 are the feature representations projected
to the unit hypersphere. The norm constraint ||Tv||2 = 1 & ||Tp||2 = 1 sim-
ply prevents the trivial solution T̂v = T̂p = 0. This embedding loss along with
the global classification loss provides a linear transformation on the RGB fea-
ture map that preserves the low-rank structure for the action representation and
introduces a maximally separated features for different actions. Now, the kernels
at the visual backbone are updated with a gradient proportional to (fe − Pe),
which in turn transforms the visual feature map to learn pose aware charac-
teristics. Consequently, we strengthen the correspondences between video and
poses by minimizing the embedding loss. This embedding ensures that the pose
information to be used for computing the spatial attention weights aligns with
the content of the video.

Note that the embedding loss also provides feedback to the pose based latent
spatial attention vectors (z1), which in turn transfers knowledge from the 2D
image space to pose 3D referential. This allows the attention network to provide
better and meaningful spatial attention weights (As) compared to the atten-
tion network without the embedding. We will quantify this observation in the
experiments.

3.3 Training Jointly the 3D ConvNet and VPN

VPN can be trained as a layer on top of any 3D ConvNet. The 3D ConvNet can
be pre-trained for the action classification task for faster convergence. Finally,
VPN is plugged into the 3D ConvNet for an end-to-end training with a regular-
ized loss L formulated as

L = λ1LC + (1 − λ1)Le + λ2La (5)

Here, LC is the cross-entropy loss, Le is the embedding loss; the trade-off between
these two losses is captured by linear fusion with a positive parameter λ1; La

is the attention regularizer with λ2 weighting factor. The attention regularizer
consists of the spatial and temporal attention weight regularizer and is formu-
lated as

La =
m×n∑

j=1

‖As(j)‖2 +
tc∑

j=1

(1 − Atc(j))
2 (6)

This additional regularization term La ensures that the attention weights are
not biased to provide extremely high values to the parts of the spatio-temporal
feature map with more relevance and completely neglecting the other parts.

4 Experiments

We evaluate the effectiveness of our model for action classification. We consider
four public datasets which are the popular datasets for ADL: NTU-60 [39], NTU-
120 [25], Toyota-Smarthome [8] and Northwestern-UCLA [51].
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NTU RGB+D. (NTU-60 & NTU-120) NTU-60 is acquired with a Kinect
v2 camera and consists of 56880 video samples with 60 activity classes. The
activities were performed by 40 subjects and recorded from 80 viewpoints. For
each frame, the dataset provides RGB, depth and a 25-joint skeleton of each
subject in the frame. For evaluation, we follow the two protocols proposed in [39]:
cross-subject (CS) and cross-view (CV). NTU-120 is a super-set of NTU-60
adding a lot of new similar actions. NTU-120 dataset contains 114k video clips
of 106 distinct subjects performing 120 actions in a laboratory environment with
155 camera views. For evaluation, we follow a cross-subject (CS1) protocol and
a cross-setting (CS2) protocol proposed in [25].

Toyota-Smarthome. (Smarthome) is a recent ADL dataset recorded in an
apartment where 18 older subjects carry out tasks of daily living during a day.
The dataset contains 16.1k video clips, 7 different camera views and 31 com-
plex activities performed in a natural way without strong prior instructions.
This dataset provides RGB data and 3D skeletons which are extracted from
LCRNet [37]. For evaluation on this dataset, we follow cross-subject (CS) and
cross-view (CV1 and CV2) protocols proposed in [8].

Northwestern-UCLA Multiview Activity 3D Dataset. (N-UCLA) is
acquired simultaneously by three Kinect v1 cameras. The dataset consists of
1194 video samples with 10 activity classes. The activities were performed by
10 subjects, and recorded from three viewpoints. We performed experiments on
N-UCLA using the cross-view (CV) protocol proposed in [51]: we trained our
model on samples from two camera views and tested on the samples from the
remaining view. For instance, the notation V 3

1,2 indicates that we trained on
samples from view 1 and 2, and tested on samples from view 3.

The presence of ADL challenges like fine-grained and similar appearance
activities is in higher magnitude in NTU-120 and Smarthome datasets. So, we
perform all our ablation studies on these two datasets. We abbreviate Smarthome
as SH in Tables 1, 2, 3 and 4.

4.1 Implementation Details

Training. In our experiments, the selected visual backbone is I3D [5] network
pre-trained on ImageNet [9] and Kinetics-400 [17]. The visual backbone takes
64 video frames as input. The input of the VPN consists of the feature map
extracted from Mixed 5c layer of I3D and the corresponding 3D poses.

The pose backbone takes as input a sequence of tp 3D poses uniformly
sampled from each clip. Hyper-parameter tp = 20, 20, 30 and 5 for NTU-60,
NTU-120, Smarthome and N-UCLA respectively. For the pose backbone, we use
tp number of GCNs, each processing a pose from the sequence. The weighting
parameters α and β for computing the adjacency matrix of the pose based graph
are set to 5 and 2 respectively. GCN projects the input joint coordinates to a
64−dimensional space. The output of the GCN is passed to a set of convolutional
operations (see Fig. 4(I)(A)) which consists of three 2D convolutional layers each
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are followed by a Batch Normalization layer and a ReLU layer. The output
channels of the convolutional layers are 64, 64 and 128.

For classification, a global-average pooling layer followed by a dropout [46]
of 0.3 and a softmax layer are added at the end of the recognition model for
class prediction. Our recognition model is trained with a 4-GPU machine where
each GPU has 4 video clips in a mini-batch. Our model is trained for 30 epochs
in total, with SGD optimizer having initial learning rate of 0.01 and decay rate
of 0.1 after every 10 epochs. The trade off (λ1) and regularizer (λ2) parameters
are set to 0.8 and 0.00001 respectively for all the experiments.

Inference. For the recognition model, we perform fully convolutional inference
in space as in [54]. The final classification is obtained by max-pooling the softmax
scores.

Table 1. Ablation study to show the
effectiveness of each VPN component.

VPN components NTU-120 NTU-120 SH SH

CS1 CS2 CS CV2

l1: visual backbone 77.0 80.1 53.4 45.1

l2: l1 + attention network 85.4 86.9 56.4 50.5

l3: l2 + spatial embedding 86.3 87.8 60.8 53.5

Table 2. Performance of VPN with dif-
ferent choices of attention network.

Model Pose backbone Coupler NTU-120 NTU-120 SH SH

CS1 CS2 CS CV2

l4: VPN LSTM × 84.7 83.6 57.1 50.6

l5: VPN GCN × 85.6 86.8 60.1 53.1

l6: VPN LSTM � 85.3 84.1 57.6 51.5

l7: VPN GCN � 86.3 87.8 60.8 53.5

Table 3. Performance of VPN with dif-
ferent embedding losses le.

Loss NTU-120 NTU-120 SH SH

CS1 CS2 CS CV2

KL-divergence DKL(fe||Pe) 85.5 87.1 57.2 50.9

KL-divergence DKL(Pe||fe) 85.6 86.9 57.0 51.1

Bi-directional KL-divergence 86.1 87.2 57.2 51.7

Normalized Euclidean loss 86.3 87.8 60.8 53.5

Table 4. Impact of spatial embedding on
spatial attention.

Model Pose backbone Spatial embedding NTU-120 NTU-120 SH SH

CS1 CS2 CS CV2

VPN LSTM × 81.7 81.2 45.5 50.0

VPN LSTM � 82.7 82.0 56.5 52.6

VPN GCN × 82.6 84.3 49.1 51.7

VPN GCN � 83.1 85.3 58.4 53.1

4.2 Ablation Study

Our model includes two novel components, the spatial embedding and the atten-
tion network. Both of them are critical for good performance on ADL recognition.
We show the importance of the attention network and the spatial embedding of
VPN in Table 1. We also show the effectiveness of the spatial embedding with
different instantiation of the attention network in Table 2.

How Effective is VPN? In order to answer this point, we show the action
classification accuracy with baseline I3D (l1) which is the visual backbone and
then incorporate the VPN components: the attention network (l2) and the spa-
tial embedding (l3) one-by-one in Table 1. The attention network (l2) improves
significantly the classification of the actions (upto 8.4% on NTU-120 and 5.4%
on Smarthome) by providing spatio-temporal saliency to the I3D feature maps.
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With the spatial embedding (l3), the action classification further improves (upto
0.9% on NTU-120 and 4.4% on Smarthome).

Diagnosis of the Attention Network. In Table 2, we further illustrate the
importance of each component in the attention network, i.e. the Pose Back-
bone and the spatio-temporal coupler. We have designed a baseline attention
network with LSTM as pose backbone following [8]. We compare the LSTM
pose backbone in l4 and l6 with our proposed GCN instantiation in l5 and l7.
The attention network without a spatio-temporal coupler provides dissociated
spatial and temporal attention weights in l4 and l5 in contrast to our proposed
coupler in l6 and l7. Firstly, we observe that the GCN pose backbone makes use
of the human joint topology, thus improves the classification accuracy in all sce-
narios with or without the coupler. Consequently, actions like Snapping Finger
(+24.5%) and Apply cream on face (+23.9%) improves significantly with GCN
instantiation (l6) compared to LSTM (l7). Secondly, we observe that the spatio-
temporal coupler provides fine spatial attention weights for the most important
frames in a video, which enables the model to disambiguate actions with similar
appearance but dissimilar motion. Consequently, the coupler (l7) improves the
classification accuracy up to 1% on NTU-120 and 0.7% on Smarthome w.r.t.
dissociating the attention weights (l5). For instance, with dissociation of the
attention weights, rubbing two hands was confused with clapping and flicking
hair was confused with putting on headphone. With VPN, the coupler improves
the classification accuracy of actions rubbing two hands and flicking hair by 25%
and 19.6% respectively.

Which Loss is Better for Learning the Spatial Embedding? In this
ablation study (Table 3), we compare different losses for projecting the 3D poses
and RGB cues in a common semantic space. First, we compare the KL-divergence
losses [15,19] (DKL(fe||Pe) and DKL(Pe||fe)) from Pe to fe and vice-versa.
Then, we compare a bi-directional KL-divergence loss [29,52,58] (DKL(fe||Pe) +
DKL(Pe||fe)) to our normalized euclidean loss. We observe that (i) the loss using
DKL(fe||Pe) and DKL(Pe||fe) deteriorates the action classification accuracy as
the feedback is in one direction either towards RGB or poses, implying two-
way feedback for the visual features and the attention network is necessary, (ii)
our normalized euclidean loss outperforms the bi-directional KL divergence loss,
exhibit its superiority.

Impact of Embedding on Spatial attention. In Table 4, we show the impact
of spatial embedding on the attention network providing spatial attention only.
We perform the experiments with different choice of Pose Backbone, i.e. LSTM as
discussed above and our proposed GCN. The spatial embedding provides a tight
correspondence between the RGB data and poses. As a result, it boosts the classi-
fication accuracy in all the experiments. It is worth noting that the improvement
is significant for Smarthome as it contains many fine-grained actions with videos
captured by fixed cameras in an unconstrained Field of View. Thus, enforcing
the embedding loss enhances the spatial precision during inference. As a result,
the classification accuracy of fine-grained actions like pouring water (+77.7%),
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pouring grains (+76.1%) for making coffee, cutting bread (+50%), pouring from
kettle (+42.8%) and inserting teabag (+35%) improves VPN with GCN pose
backbone compared to its counterpart without embedding.

4.3 Qualitative Analysis

Figure 5(a) visualizes the activation of the human joints at the output of pose
backbone (with GCNs) in VPN. The figure depicts the activations of the 3D
joints. They are presented in a sequence of the human body topological order
(follow first row of Fig. 5(a)) for convenient visualization. VPN is able to disam-
biguate actions with similar appearance like hopping and jumping due to high
order activation at relevant joints of the human legs. The discriminative leg joints
with high activation have been marked with a red bounding box in Fig. 5(a)
(third row). Similarly, for actions like put on headphone with two hands and
flicking hair with one hand, the blue bounding boxes demonstrate high activa-
tion of both the hand joints for the former action as compared to high activation
of a single hand joints for the latter. For a very fine-grained action like thumbs
up, the thumb joint is highly activated as compared to the other joints. This
shows that the GCN pose backbone in VPN is a crucial ingredient for better
action recognition.

In Fig. 5(b), for similar actions like put on headphone and flicking hair, along
with salience precision of the VPN feature maps, the activations of their corre-
sponding kernels show the discriminative power of VPN.
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Fig. 5. (a) The heatmaps of the activations of the 3D joint coordinates (output of
GCN) in the attention network of VPN. The area in the colored bounding boxes shows
that different joints are activated for similar actions. (b) Visual feature maps of VPN
across different time stamps for actions put on headphone and flicking hair on the left.
Activated kernels corresponding to the black bounding box at t = 3 on the right.
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In Fig. 6(a), we illustrate the performance of VPN w.r.t. I3D baseline for the
dynamicity of an action along the videos. This dynamicity is computed by aver-
aging the Procrustes distance [20] between subsequent 3D poses along the videos.
If the average distance is large, it means the poses change a lot in an action. VPN
significantly improves for actions with subtle motion like hush (+52.7%), staple
book (+40.7%) and reading (+36.2%) which indicates the efficacy of VPN for
fine-grained actions. The degradation of the VPN performance for high action
dynamicity is negligible (−0.8%). In Fig. 6(b), we show the t-SNE plots of the
feature spaces produced by I3D and VPN for some selected actions with similar
appearance. It clearly shows the discriminative power of VPN for actions with
similar appearance which is a frequent challenge in ADL.
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Fig. 6. (a) We compare our model against baseline I3D across action dynamicity. Our
model significantly improves for most actions. (b) t-SNE plots of feature spaces pro-
duced by I3D and VPN for similar appearance actions.

Table 5. Results (accuracies in %) on NTU-60 with cross-subject (CS) and cross-view
(CV) settings (at left) and NTU-120 with cross-subject (CS1) and cross-setup (CS2)
settings (at right); Att indicates attention mechanism, ◦ indicates that the modality
has only been used for training, the methods indicated with ∗ are reproduced on this
dataset. 3D ResNeXt-101 is abbreviated as RNX3D101.

Methods Pose RGB Att CS CV

AGC-LSTM [42] � × � 89.2 95.0
DGNN [40] � × × 89.9 96.1
STA-Hands [2] � � � 82.5 88.6
altered STA-Hands [3] � � � 84.8 90.6
Glimpse Cloud [4] ◦ � � 86.6 93.2
PEM [28] � � × 91.7 95.2
Separable STA [8] � � � 92.2 94.6
P-I3D [7] � � � 93 95.4
VPN � � � 93.5 96.2
VPN (RNX3D101) � � � 95.5 98.0

Methods Pose RGB Att CS1 CS2

ST-LSTM [26] � × � 55.7 57.9
Two stream Att LSTM [24] � × � 61.2 63.3
Multi-Task CNN [18] � × × 62.2 61.8
PEM [28] � × � 64.6 66.9
2s-AGCN [41] � × � 82.9 84.9
Two-streams [43] × � × 58.5 54.8
I3D∗ [5] × � × 77.0 80.1
Two-streams + ST-LSTM [25] � � × 61.2 63.1
Separable STA∗ [8] � � � 83.8 82.5
VPN � � � 86.3 87.8
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Table 6. Results on smarthome dataset
with cross-subject (CS) and cross-view
(CV1 and CV2) settings (accuracies in %).
Att indicates attention mechanism.

Methods Pose RGB Att CS CV1 CV2

DT [49] × � × 41.9 20.9 23.7

LSTM [31] � × × 42.5 13.4 17.2

I3D [5] × � × 53.4 34.9 45.1

I3D+NL [54] × � � 53.6 34.3 43.9

P-I3D [7] � � � 54.2 35.1 50.3

Separable STA [8] � � � 54.2 35.2 50.3

VPN � � � 60.8 43.8 53.5

Table 7. Results on N-UCLA dataset
with cross-view V 3

1,2 settings (accuracies
in %); Pose indicate its usage only in the
training phase.

Methods Data Att V 3
1,2

HPM+TM [36] Depth × 91.9

Ensemble TS-LSTM [22] Pose × 89.2

NKTM [35] RGB × 85.6

Glimpse Cloud [4] RGB+ Pose � 90.1

Separable STA [8] RGB+Pose � 92.4

P-I3D [7] RGB+Pose � 93.1

VPN RGB+Pose � 93.5

4.4 Comparison with the State-of-the-art

We compare VPN to the state-of-the-art (SoA) on NTU-60, NTU-120,
Smarthome and N-UCLA in table 5, 6 and 7. VPN outperforms on each of
them. In Table 5 (at left), for input modality RGB+Poses, VPN improves the
SoA [7] by up to 0.8% on NTU-60 even by using one-third parameters com-
pared to [7]. The SoA using Poses only [40] yields classification accuracy near
to VPN for cross-view protocol (with 0.1% difference) due to their robustness
to view changes. However, the lack of appearance information restricts these
methods [40,42] to disambiguate actions with similar visual appearance, thus
resulting in lower accuracy for cross-subject protocol. We have also tested VPN
with 3D ResNeXt-101 [14] on NTU-60 dataset. The results in Table 5 show that
VPN can be adapted with other existing video backbones.

Compared to the SoA results, the improvement by 3.9% and 4.9% (averaging
over the protocols) on NTU-120 and Smarthome respectively are significant. It
is worth noting that VPN improves further the classification of actions with
similar appearance as compared to Separable STA [8]. For example, actions like
clapping (+44.3%) and flicking hair (+19.1%) are now discriminated with better
accuracy. In addition, the superior performance of VPN in cross-view protocol
for both NTU-120 and Smarthome implies that it provides better view-adaptive
characterization compared to all the prior methods.

For N-UCLA which is a small-scale dataset, we pre-train the visual backbone
with NTU-60 for a fair comparison with [4,7,8]. We also outperform the SoA [7]
by 0.4% on this dataset.

5 Conclusion

This paper addresses the challenges of ADL classification. We have proposed a
novel Video-Pose Network VPN which provides an accurate video-pose embed-
ding. We show that the embedding along with attention network yields a more
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discriminative feature map for action classification. The attention network lever-
ages the topology of the human joints and with the coupler provides precise
spatio-temporal attention weights along the video.

Our recognition model outperforms the state of-the-art results for action
classification on 4 public datasets. This is a first step towards combining RGB
and Pose through an explicit embedding. A future perspective of this work is
to exploit this embedding even in case of noisy 3D poses in order to also boost
action recognition for internet videos. This embedding could even help to refine
these noisy 3D poses in a weakly supervised manner.
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Abstract. Recently, anchor-free detection methods have been through
great progress. The major two families, anchor-point detection and key-
point detection, are at opposite edges of the speed-accuracy trade-off,
with anchor-point detectors having the speed advantage. In this work,
we boost the performance of the anchor-point detector over the key-
point counterparts while maintaining the speed advantage. To achieve
this, we formulate the detection problem from the anchor point’s per-
spective and identify ineffective training as the main problem. Our key
insight is that anchor points should be optimized jointly as a group both
within and across feature pyramid levels. We propose a simple yet effec-
tive training strategy with soft-weighted anchor points and soft-selected
pyramid levels to address the false attention issue within each pyramid
level and the feature selection issue across all the pyramid levels, respec-
tively. To evaluate the effectiveness, we train a single-stage anchor-free
detector called Soft Anchor-Point Detector (SAPD). Experiments show
that our concise SAPD pushes the envelope of speed/accuracy trade-
off to a new level, outperforming recent state-of-the-art anchor-free and
anchor-based detectors. Without bells and whistles, our best model can
achieve a single-model single-scale AP of 47.4% on COCO.

Keywords: Object detection · Anchor-point detector · Soft-weighted
anchor points · Soft-selected pyramid levels

1 Introduction

Recently, anchor-free object detectors have drawn a lot of attention [6,11,12,
27–29,35–37]. They don’t rely on anchor boxes. Predictions are generated in a
point(s)-to-box style. Compared to conventional anchor-based approaches [1,3,
4,9,14,15,18,22–24,31], anchor-free detectors have a few advantages in general:
1) no manual tuning of hyperparameters for the anchor configuration; 2) usually
simpler architecture of detection head; 3) less training memory cost.

The anchor-free detectors can be roughly divided into two categories, i.e.
anchor-point detection and key-point detection. Anchor-point detectors, such as
[10,11,27–30,37], encode and decode object bounding boxes as anchor points
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with corresponding point-to-boundary distances, where the anchor points are
the pixels on the pyramidal feature maps and they are associated with the fea-
tures at their locations just like the anchor boxes. Key-point detectors, such
as [6,12,36], predict the locations of key points of the bounding box, e.g. cor-
ners, center, or extreme points, using a high-resolution feature map and repeated
bottom-up top-down inference [20], and group those key points to form a box.
Compared to key-point detectors, anchor-point detectors have several advan-
tages: 1) simpler network architecture; 2) faster training and inference speed;
3) potential to benefit from augmentations on feature pyramids [21,26,33]; 4)
flexible feature level selection. However, they cannot be as accurate as key-point-
based methods under the same image scale of testing.

A natural question to ask is: what hinders a simple anchor-point detector
from achieving similar accuracy as key-point detectors? In this work, we push
the envelope further: we present Soft Anchor-Point Detector (SAPD), a concise
single-stage anchor-point detector with both faster speed and higher accuracy.
To achieve this, we formulate the detection problem from the anchor point’s per-
spective and identify ineffective training as the major obstacle impeding anchor-
point detector from exploring more potentials of network power both within and
across the feature pyramid levels. Specifically, the conventional training strategy
has two overlooked issues, i.e. false attention within each pyramid level and fea-
ture selection across all pyramid levels. For anchor points on the same pyramid
level, those receiving false attention in training will generate detections with
unnecessarily high confidence scores but poor localization during inference, sup-
pressing some anchor points with accurate localization but lower score. This can
confuse the post-processing step since high-score detections usually have prior-
ity to be kept over the low-score ones in non-maximum suppression, resulting
in low AP scores at strict IoU thresholds. For anchor points at the same spatial
location across different pyramid levels, their associated features are similar but
how much they contribute to the network loss is decided without careful con-
sideration. Current methods make the selection based on ad-hoc heuristics like
instance scale and usually limited to a single level per instance. This causes a
waste of unselected features.

These issues motivate us to propose a novel training strategy with two soft-
ened optimization techniques, i.e. soft-weighted anchor points and soft-selected
pyramid levels. For anchor points on the same pyramid level, we reduce the false
attention by reweighting their contributions to the network loss according to
their geometrical relation with the instance box. We argue that the more close
to the instance boundaries, the harder for anchor points to localize objects pre-
cisely due to feature misalignment, the less they should contribute to the network
loss. Additionally, we further reweight an anchor point by the instance-dependent
“participation” degree of its pyramid level. We implement a light-weight feature
selection network to learn the per-level “participation” degrees given the object
instances. The feature selection network is jointly optimized with the detector
and not involved in detector inference.

Comprehensive experiments show that the proposed training strategy consis-
tently improves the baseline FSAF [37] module by a large margin without infer-
ence slowdown, e.g. 2.1% AP increase on COCO [16] detection benchmark with
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ResNet-50 [8]. The improvements are robust and insensitive to specific hyper-
parameters and implementations, including advanced feature pyramid designs.
With Balanced Feature Pyramid [21], our complete detector achieves the best
speed-accuracy balance among recent state-of-the-art anchor-free detectors, see
Fig. 1. We report single-model single-scale speed/accuracy of SAPD with differ-
ent backbones, and with or without DCN [4]. The fast variant without DCN
outperforms the best key-point detector, CenterNet [6] (45.4% vs. 44.9%) while
running about 2× times faster. The accurate variant with DCN forms an upper
bound of speed/accuracy trade-offs for recent single-stage and multi-stage detec-
tors, surpassing the accurate TridentNet [13] (47.4% vs. 46.8%) and being more
than 3× faster.

Fig. 1. Single-model single-scale speed (ms) vs. accuracy (AP) on COCO test-dev.
We show variants of our SAPD with and without DCN [4]. Without DCN, our fastest
version can run up to 5× faster than other methods with comparable accuracy. With
DCN, our SAPD forms an upper envelop of all recent detectors.

2 Related Work

Anchor-Free Detectors. Despite the dominance of anchor-based methods,
anchor-free detectors are continuously under development. Earlier works like
DenseBox [10] and UnitBox [30] explore an alternate direction of region proposal.
And it has been used in tasks such as scene text detection [34] and pedestrian
detection [19]. Recent efforts have pushed the anchor-free detection outperform-
ing the anchor-based counterparts. Most of them are single-stage detectors. For
instance, CornerNet [12], ExtremeNet [36] and CenterNet [6] reformulate the
detection problem as locating several key points of the bounding boxes. FSAF
[37], Guided Anchoring [28], FCOS [27] and FoveaBox [11] encode and decode
the bounding boxes as anchor points and point-to-boundary distances. Anchor-
free methods can also be in the form of two-stage detectors, such as Guided
Anchoring [28] and RPDet [29].
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Feature Selection in Detection. Modern object detectors often construct the
feature pyramid to alleviate the scale variation problem. With multiple levels in
the feature pyramid, selecting the suitable feature level for each instance is a cru-
cial problem. Anchor-based methods make the implicit selection by the anchor
matching mechanism, which is based on ad-hoc heuristics like scales and aspect
ratios. Similarly, most anchor-free approaches [11,27–29] assign the instances
according to scale. The FSAF module [37], on the other hand, makes the assign-
ment by choosing the pyramid level with the minimal instance-dependent loss in
a dynamic style during training but limited to one level per instance. In two-stage
detectors, some methods consider feature selection in the second stage by feature
fusion. PANet [17] proposed the adaptive feature pooling with the element-wise
maximize operation. But this requires the input of region proposals for both
training and testing, which is not compatible with single-stage methods. Our
soft feature selection is designed for single-stage anchor-free methods and can
dynamically choose multiple pyramid levels with differentiation.

Soft Weighting in Detection. FCOS [27] predicts the “center-ness” masks
and multiplies the confidence scores of anchor points with the masks. But this is
in the inference stage so the false attention problem still affects the network train-
ing and the extra “center-ness” branches complicate the network architecture.
We show that our simple soft-weighting scheme during training is more effective
than the “center-ness” masks in the supplementary material. Previous works
doing soft weighting in the training stage include Focal Loss [15] and Consistent
Loss [25]. They are proposed to reshape the classification loss so that the net-
work down-weights certain samples. But they treat all samples independently.
Our training strategy is more direct and comprehensive since we reshape the
combination of classification and localization losses and consider jointly weight-
ing a group of anchor points spreading both within and across feature pyramid
levels.

3 Soft Anchor-Point Detector

In this section, we present our Soft Anchor-Point Detector (SAPD). First, we for-
mulate the detection problem from the anchor point’s perspective in the setting
of a vanilla anchor-point detector with a simple head architecture (Sect. 3.1).
Then we introduce our novel training strategy (Fig. 3) including soft-weighted
anchor points (Sect. 3.2) and soft-selected pyramid levels (Sect. 3.3) to address
the false attention within pyramid level and feature selection across pyramid
levels respectively.

3.1 Detection Formulation with Anchor Points

The first anchor-point detector can be traced back to DenseBox [10]. The recent
modern anchor-point detectors are more or less attaching the detection head
of DenseBox with additional convolution layers to multiple levels in the feature
pyramids. Here we introduce the general concept of a representative in terms of
network architecture, supervision targets, and loss functions.
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Fig. 2. The network architecture of a vanilla anchor-point detector with a simple detec-
tion head.

Network Architecture. As shown in Fig. 2, the network consists of a back-
bone, a feature pyramid, and one detection head per pyramid level, in a fully
convolutional style. A pyramid level is denoted as Pl where l indicates the level
number and it has 1/sl resolution of the input image size W × H. sl is the
feature stride and sl = 2l. A typical range of l is 3 to 7. A detection head has
two task-specific subnets, i.e. classification subnet and localization subnet. They
both have five 3 × 3 conv layers. The classification subnet predicts the proba-
bility of objects at each anchor point location for each of the K object classes.
The localization subnet predicts the 4-dimensional class-agnostic distance from
each anchor point to the boundaries of a nearby instance if the anchor point is
positive (defined next).

Supervision Targets. We first define the concept of anchor points. An
anchor point plij is a pixel on the pyramid level Pl located at (i, j) with
i = 0, 1, . . . ,W/sl − 1 and j = 0, 1, . . . ,H/sl − 1. Each plij has a corresponding
image space location (Xlij , Ylij) where Xlij = sl(i + 0.5) and Ylij = sl(j + 0.5).
Next we define the valid box Bv of a ground-truth instance box B = (c, x, y, w, h)
where c is the class id, (x, y) is the box center, and w, h are box width and height
respectively. Bv is a central shrunk box of B, i.e. Bv = (c, x, y, εw, εh), where ε
is the shrunk factor. An anchor point plij is positive if and only if some instance
B is assigned to Pl and the image space location (Xlij , Ylij) of plij is inside Bv,
otherwise it is a negative anchor point. For a positive anchor point, its clas-
sification target is c and localization targets are calculated as the normalized
distances d = (dl, dt, dr, db) from the anchor point to the left, top, right, bottom
boundaries of B respectively (1),

dl =
1

zsl
[Xlij − (x − w/2)] dt =

1
zsl

[Ylij − (y − h/2)]

dr =
1

zsl
[(x + w/2) − Xlij ] db =

1
zsl

[(y + h/2) − Ylij ]
(1)

where z is the normalization scalar. For negative anchor points, their classification
targets are background (c = 0), and localization targets are set to null because
they don’t need to be learned. To this end, we have a classification target clij

and a localization target dlij for all of each anchor point plij . A visualization
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of the classification targets and the localization targets of one feature level is illus-
trated in Fig. 2.

Loss Functions. Given the architecture and the definition of anchor points, the
network generates a K-dimensional classification output ĉlij and a 4-dimensional
localization output d̂lij per anchor point plij . Focal loss [15] (lFL) is adopted for
the training of classification subnets to overcome the extreme class imbalance
between positive and negative anchor points. IoU loss [30] (lIoU ) is used for
the training of localization subnets. Therefore, the per anchor point loss Llij is
calculated as Eq. (2).

Llij =

{
lFL(ĉlij , clij) + lIoU (d̂lij ,dlij), plij ∈ p+

lFL(ĉlij , clij), plij ∈ p− (2)

where p+ and p− are the sets of positive and negative anchor points respectively.
The loss for the whole network is the summation of all anchor point losses divided
by the number of positive anchor points (3).

L =
1

Np+

∑
l

∑
ij

Llij (3)

feature pyramid feature pyramid feature pyramid

soft-weighted 
anchor points

soft-selected 
pyramid levels

feature pyramid

2D front 
view

predicted per-
level weights 

instance 

Fig. 3. Illustrative overview of our training strategy with soft-weighted anchor points
and soft-selected pyramid levels. The black bars indicate the assigned weights of positive
anchor points’ contribution to the network loss. The key insight is the joint optimization
of anchor points as a group both within and across feature pyramid levels.

3.2 Soft-Weighted Anchor Points

False Attention. Under the conventional training strategy, we observe that
during inference some anchor points generate detection boxes with poor local-
ization but high confidence score, which suppress the boxes with more precise
localization but lower score. As a result, the non-maximum suppression (NMS)
tends to keep the poorly localized detections, leading to low AP at a strict IoU
threshold. We visualize an example of this observation in Fig. 4(a). We plot the
detection boxes before NMS with confidence scores indicated by the color. The
box with more precise localization of the person is suppressed by other boxes
not so accurate but having high scores. Then the final detection (bold box) after
NMS doesn’t have high IoU with the ground-truth.
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So why this is the case? The conventional training strategy treats anchor
points independently in Eq. (3), i.e. they receive equal attention. For a group
of anchor points inside Bv, their spatial locations and associated features are
different. So their abilities to localize B are also different. We argue that anchor
points located close to instance boundaries don’t have features well aligned with
the instance. Their features tend to be hurt by content outside the instance
because their receptive fields include too much information from the background,
resulting in less representation power for precise localization. Thus, forcing these
anchor points to perform as well as those with powerful feature representation
is misleading the network. Less attention should be paid to anchor points close
to instance boundaries than those surrounding the center in training. In other
words, the network should focus more on optimizing the anchor points with
powerful feature representation and reduce the false attention to others.

Our Solution. To address the false attention issue, we propose a simple and
effective soft-weighting scheme. The basic idea is to assign an attention weight
wlij for each anchor point’s loss Llij . For each positive anchor point, the weight
depends on the distance between its image space location and the corresponding
instance boundaries. The closer to a boundary, the more down-weighted the anchor
point gets. Thus, anchor points close to boundaries are receiving less attention and
the network focuses more on those surrounding the center. For negative anchor
points, they are kept unchanged since they are not involved in localization, i.e.
their weights are all set to 1. Mathematically, wlij is defined in Eq. (4):

wlij =

{
f(plij , B), ∃B, plij ∈ Bv

1, otherwise
(4)

where f is a function reflecting how close plij is to the boundaries of B. Closer
distance yields less attention weight. We instantiate f using a generalized version

of centerness function [27], i.e. f(plij , B) = [ min(dl
lij ,dr

lij)min(dt
lij ,db

lij)

max(dl
lij ,dr

lij)max(dt
lij ,db

lij)
]η, where η

controls the decreasing steepness. An illustration of the soft-weighted anchor
points is shown in Fig. 3.

(a) w/o soft weights (b) w/ soft weights

Fig. 4. (a) Poorly localized detection
boxes with high scores are generated by
anchor points receiving false attention.
(b) Our soft-weighting scheme effectively
improves localization. Box score is indi-
cated by the color bar.

Fig. 5. Feature responses from P3 to P7.
They look similar but the details grad-
ually vanish as the resolution becomes
smaller. Selecting a single level per
instance causes the waste of network
power.
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3.3 Soft-Selected Pyramid Levels

Feature Selection. Unlike anchor-based detectors, anchor-free methods don’t
have constraints from anchor matching to select feature levels for instances from
the feature pyramid. In other words, we can assign each instance to arbitrary
feature level(s) in anchor-free methods during training. And selecting the right
feature levels can make a big difference [37].

We approach the issue of feature selection by looking into the properties
of the feature pyramid. Indeed, feature maps from different pyramid levels are
somewhat similar to each other, especially the adjacent levels. We visualize the
response of all pyramid levels in Fig. 5. It turns out that if one level of feature
is activated in a certain region, the same regions of adjacent levels may also
be activated in a similar style. But the similarity fades as the levels are farther
apart. This means that features from more than one pyramid level can participate
together in the detection of a particular instance, but the degrees of participation
from different levels should be somewhat different.

Inspired by the above analysis, we argue there should be two principles for
proper pyramid level selection. Firstly, the selection should be related to the pat-
tern of feature response, rather than some ad-hoc heuristics. And the instance-
dependent loss can be a good reflection of whether a pyramid level is suitable for
detecting some instances. This principle is also supported by [37]. Secondly, we
should allow features from multiple levels involved in the training and testing
for each instance, and each level should make distinct contributions. FoveaBox
[11] has shown that assigning instances to multiple feature levels can improve
the performance to some extent. But assigning to too many levels may instead
hurt the performance severely. We believe this limitation is caused by the hard
selection of pyramid levels. For each instance, the pyramid levels in FoveaBox
are either selected or discarded. The selected levels are treated equally no matter
how different their feature responses are.

Therefore, the solution lies in reweighting the pyramid levels for each
instance. In other words, a weight is assigned to each pyramid level accord-
ing to the feature response, making the selection soft. This can also be viewed
as assigning a proportion of the instance to a level.

Table 1. Architecture of the feature
selection network. The conv layers have
no padding.

Layer type Output size Layer setting Activation

Input 1280 × 7 × 7 n/a n/a

Conv 256 × 5 × 5 3 × 3, 256 Relu

Conv 256 × 3 × 3 3 × 3, 256 Relu

Conv 256 × 1 × 1 3 × 3, 256 Relu

Fc 5 n/a softmax

feature pyramid

feature 
selection net

RoIAlign

C

instance 

RoIAlign

RoIAlign

Fig. 6. The weights prediction for soft-
selected pyramid levels. “C” indicates the
concatenation operation.
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Our Solution. So how to decide the weight of each pyramid level per instance?
We propose to train a feature selection network to predict the weights for soft fea-
ture selection. The input to the network is instance-dependent feature responses
extracted from all the pyramid levels. This is realized by applying the RoIAlign
layer [7] to each pyramid feature followed by concatenation, where the RoI is the
instance ground-truth box. Then the extracted feature goes through a feature
selection network to output a vector of the probability distribution, as shown in
Fig. 6. We use the probabilities as the weights of soft feature selection.

There are multiple architecture designs for the feature selection network.
For simplicity, we present a light-weight instantiation. It consists of three 3 × 3
conv layers with no padding, each followed by the ReLU function, and a fully-
connected layer with softmax. Table 1 details the architecture. The feature selec-
tion network is jointly trained with the detector. Cross entropy loss is used for
optimization and the ground-truth is a one-hot vector indicating which pyramid
level has minimal loss as defined in the FSAF module [37].

So far, each instance B is associated with a per level weight wB
l via the

feature selection network. Together with the soft-weighting scheme in Sect. 3.2,
the anchor point loss Llij is down-weighed further if B is assigned to Pl and
plij is inside Bv. We assign each instance B to topk feature levels with k mini-
mal instance-dependent losses during training. Thus, Eq. (4) is augmented into
Eq. (5).

wlij =

{
wB

l f(plij , B), ∃B, plij ∈ Bv

1, otherwise
(5)

The total loss of the whole model is the weighted sum of anchor point losses plus
the classification loss (Lselect-net) from the feature selection network, as in Eq.
(6). Figure 3 shows the effect of applying soft-selection weights.

L =
1∑

plij∈p+ wlij

∑
lij

wlijLlij + λLselect-net (6)

where λ is the hyperparameter that controls the proportion of classification loss
Lselect-net for feature selection.

3.4 Implementation Details

Initialization. We follow [37] for the initialization of the detection network.
Specifically, the backbone networks are pre-trained on ImageNet1k [5]. The clas-
sification layers in the detection head are initialized with bias − log((1 − π)/π)
where π = 0.01, and a Gaussian weight. The localization layers in the detection
head are initialized with bias 0.1, and also a Gaussian weight. For the newly
added feature selection network, we initialize all layers in it using a Gaussian
weight. All the Gaussian weights are filled with σ = 0.01.

Optimization. The entire detection network and the feature selection network
are jointly trained with stochastic gradient descent on 8 GPUs with 2 images per
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GPU using the COCO train2017 set [16]. Unless otherwise noted, all models
are trained for 12 epochs (∼90k iterations) with an initial learning rate of 0.01,
which is divided by 10 at the 9th and the 11th epoch. Horizontal image flipping
is the only data augmentation unless otherwise specified. For the first 6 epochs,
we don’t use the output from the feature selection network. The detection net-
work is trained with the same online feature selection strategy as in the FSAF
module [37], i.e. each instance is assigned to only one feature level yielding the
minimal loss. We plug in the soft selection weights and choose the topk levels
for the second 6 epochs. This is to stabilize the feature selection network first
and to make the learning smoother in practice. We use the same training hyper-
parameters for the shrunk factor ε = 0.2 and the normalization scalar z = 4.0
as [37]. We set λ = 0.1 although results are robust to the exact value.

Inference. At the time of inference, the network architecture is as simple as
in Fig. 2. The feature selection network is not involved in the inference so the
runtime speed is not affected. An image is forwarded through the network in
a fully convolutional style. Then classification prediction ĉlij and localization
prediction d̂lij are generated for all each anchor point plij . Bounding boxes can
be decoded using the reverse of Eq. (1). We only decode box predictions from
at most 1k top-scoring anchor points in each pyramid level, after thresholding
the confidence scores by 0.05. These top predictions from all feature levels are
merged, followed by non-maximum suppression with a threshold of 0.5, yielding
the final detections.

4 Experiments

We conduct experiments on the COCO [16] detection track using the MMDe-
tection [2] codebase. All models are trained on the train2017 split including
around 115k images. We analyze our method by ablation studies on the val2017
split containing 5k images. When comparing to the state-of-the-art detectors, we
report the Average Precision (AP) scores on the test-dev split.

Table 2. Ablative experiments for the SAPD on the COCO val2017. ResNet-50 is the
backbone network for all experiments in this table. We study the effect of SW: soft-
weighted anchor points, SS: soft-selected pyramid levels, and BFP [21]: augmented
feature pyramids.

SW SS BFP AP AP50 AP75 APS APM APL

FSAF [37] 35.9 55.0 37.9 19.8 39.6 48.2

� 37.0 55.8 39.5 20.5 40.1 48.5

� � 38.0 56.9 40.5 21.2 41.2 50.2

� 36.8 57.4 38.8 21.6 40.9 47.6

SAPD � � � 38.8 58.7 41.3 22.5 42.6 50.8
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4.1 Ablation Studies

All results in ablation studies are based on models trained and tested with an
image scale of 800 pixels. We study the contribution of each proposed component
by gradually applying these components to the baseline FSAF [37] module. For
the soft-weighted anchor points and soft-selected pyramid levels, we first study
the effect of varying hyperparameters on them and then apply each component
with the best hyperparameter to the baseline. We also report more ablative
experiments in the supplementary material.

Table 3. Varying η for the general-
ized centerness function in soft-weighted
anchor points.

η AP AP50 AP75 APS APM APL

0.10 36.8 56.2 39.0 20.6 40.3 48.3

0.50 36.9 55.8 39.4 20.2 40.1 48.7

1.0 37.0 55.8 39.5 20.5 40.1 48.5

2.0 36.6 55.1 39.1 19.8 40.3 47.8

Table 4. Varying k for number of selected
levels in soft-selected pyramid level with
η = 1.0.

topk AP AP50 AP75 APS APM APL

2 37.9 56.9 40.5 21.1 41.0 50.1

3 38.0 56.9 40.5 21.2 41.2 50.2

4 37.9 56.9 40.3 21.2 41.1 50.2

5 37.9 56.8 40.5 21.0 41.1 50.2

Soft-Weighted Anchor Points Improve the Localization. We first apply
the soft-weighting scheme (Eq. (4)) to the training of the baseline FSAF mod-
ule. Results are reported in Table 2 and 3. Soft-weighted anchor points offer a
significant improvement (up to 1.1% AP) over the baseline, being insensitive to
various hyperparameters. More importantly, AP75 is increased by 1.6%, indi-
cating better localization accuracy at a strict IoU threshold. We also visualize
the effect of our soft-weighting scheme in Fig. 4(b). The precise box (marked as
bold) is kept while the other poorly localized boxes are suppressed, reducing the
false attention issue effectively.

Soft-Selected Pyramid Levels Utilize the Feature Power Better. Next,
we further apply the soft feature selection on top of the soft-weighting scheme, so
that each anchor point is down-weighted as in Eq. (5). Table 2 and 4 reports the
ablative results. We find that as long as each instance is assigned to more than
one pyramid level, we can observe robust ∼1.0% absolute AP improvements over
the FSAF module plus soft-weighted anchor points. This indicates that allowing
instances to optimize multiple pyramid levels is essential to utilize the feature
power as much as possible. Empirically, we assign each instance to the top 3 fea-
ture levels with the minimal instance-dependent losses according to Table 4. To
understand how does the feature selection network assign instances, we visualize
the predicted soft selection weights in Fig. 7. It turns out that larger instances
tend to be assigned high weights for higher pyramid levels. The majority of
instances can be learned with no more than two levels. Very rare instances need
to be modeled by more than two levels, e.g. the sofa in the top right sub-figure
of Fig. 7. This is consistent with the results in Table 4.
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Fig. 7. Visualization of the soft feature selection weights from the feature selection
network. Weights (the top-left red bars) ranging from 0 to 1 of five pyramid levels (P3

to P7) are predicted for each instance (blue box). The more filled a red bar is, the
higher the weight. Best viewed in color when zoomed in. (Color figure online)

Joint Training of the Feature Selection Network has a Negligible Effect
on Performance. As shown in Fig. 6, the feature selection network takes in
feature extracted from the shared feature pyramid and is jointly trained with the
detector. One may argue that the performance improvement by the soft-selected
pyramid levels is due to the multi-task learning of the feature selection network
and the detector. We prove this is not the case. We conduct an experiment in
which the feature selection network is jointly trained with the detector but its
predicted soft selection weights are not used. In other words, the weights for
anchor points are still following Eq. (4) and the feature selection strategy is the
same as the baseline FSAF module. It turns out the final AP is 37.1%, only
0.1% higher than the 2nd entry and 0.9% lower than the 3rd entry in Table 2.
This means that the major contribution of the soft-selected pyramid levels is
actually from softly selecting multiple levels rather than the multi-task learning
effect from the feature selection network.

Our Training Strategy Works Well with Augmented Feature Pyra-
mids. Different from key-point detectors that use a single high-resolution fea-
ture map, the SAPD can enjoy the merits brought by the advanced designs of
feature pyramids. Here we adopt the Balanced Feature Pyramid (BFP) [21] and
achieve further improvement. The BFP pushes our model with ResNet-50 to a
38.8% AP, which is 2.9% higher than the baseline FSAF module. More impor-
tantly, our proposed training strategy can robustly work with advanced feature
pyramids, offering a steady 2% AP gain (see 4th and 5th entries in Table 2).

SAPD is Robust and Efficient. Our SAPD can consistently provide robust
performance using deeper and better backbone networks, while at the same time
keeping the detection head as simple as possible. We report the head-to-head
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Table 5. Head-to-head comparisons of anchor-based RetinaNet, anchor-based plus
FSAF module, and our purely anchor-free SAPD with different backbone networks on
the COCO val2017 set. AB: Anchor-based branches. R: ResNet. X: ResNeXt.

Backbone Method AP AP50 FPS

R-50 RetinaNet 35.7 54.7 11.6

AB+FSAF 37.2 57.2 9.0

SAPD (Ours) 38.8 58.7 14.9

R-101 RetinaNet 37.7 57.2 8.0

AB+FSAF 39.3 59.2 7.1

SAPD (Ours) 41.0 60.7 11.2

X-101-64x4d RetinaNet 39.8 59.5 4.5

AB+FSAF 41.6 62.4 4.2

SAPD (Ours) 43.1 63.7 6.1

comparisons with anchor-based RetinaNet and the more complex anchor-based
plus FSAF detector in terms of detection accuracy and speed in Table 5. Except
for the head architectures, all other settings are the same. All detectors run on
a single GTX 1080Ti GPU with CUDA 10 using a batch size of 1. It turns out
that our SAPD gets both sides of two worlds. Our SAPD with purely anchor-
free heads can not only run faster than the anchor-based counterparts due to
simpler head architecture, but also outperform the combination of anchor-based
and anchor-free heads by significant margins, i.e. 1.6%, 1.7%, and 1.5% abso-
lute AP increases on ResNet-50, ResNet-101, and ResNeXt-101-64x4d backbones
respectively.

4.2 Comparison to State of the Art

We evaluate our complete SAPD on the COCO test-dev set to compare with
recent state-of-the-art anchor-free and anchor-based detectors. All of our models
are trained using scale jitter by randomly scaling the shorter side of images in
the range from 640 to 800 and for 2× number of epochs as the models in Sect. 4.1
with the learning rate change points scaled proportionally. Other settings are the
same as Sect. 4.1.

For a fair comparison, we report the results of single-model single-scale testing
for all methods, as well as their corresponding inference speeds in Table 6. A
visualization of the accuracy-speed trade-off is shown in Fig. 1. The inference
speeds are measured by Frames-per-Second (FPS) on the same machine with a
GTX 1080Ti GPU using a batch size of 1 whenever possible. A “n/a” indicates
the case that the method doesn’t provide trained models nor self-timing results
from the original paper.

Our proposed SAPD pushes the envelope of accuracy-speed boundary to a
new level. We report the results of two series of the backbone models, one without
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Table 6. Single-model and single-scale accuracy and inference speed of SAPD vs.
recent state-of-the-art detectors on the COCO test-dev set. FPS is measured on the
same machine with a single GTX 1080Ti GPU using the official source code when-
ever possible. “n/a” means that both trained models and timing results from original
papers are not available. R: ResNet. X: ResNeXt. HG: Hourglass. For a visualized
comparison, please refer to Fig. 1.

Method Backbone Anchor free? FPS AP AP50 AP75 APS APM APL

Multi-stage detectors

Faster R-CNN w/FPN [14] R-101 9.9 36.2 59.1 39.0 18.2 39.0 48.2

Cascade R-CNN [1] R-101 8.0 42.8 62.1 46.3 23.7 45.5 55.2

GA-Faster-RCNN [28] R-50 � 9.4 39.8 59.2 43.5 21.8 42.6 50.7

Libra R-CNN [21] R-101 9.5 41.1 62.1 44.7 23.4 43.7 52.5

Libra R-CNN [21] X-101-64x4d 5.6 43.0 64.0 47.0 25.3 45.6 54.6

RPDet [29] R-101 � 10.0 41.0 62.9 44.3 23.6 44.1 51.7

RPDet [29] R-101-DCN � 8.0 45.0 66.1 49.0 26.6 48.6 57.5

TridentNet [13] R-101 2.7 42.7 63.6 46.5 23.9 46.6 56.6

TridentNet [13] R-101-DCN 1.3 46.8 67.6 51.5 28.0 51.2 60.5

Single-stage detectors

RetinaNet [15] R-101 8.0 39.1 59.1 42.3 21.8 42.7 50.2

CornerNet [12] HG-104 � 3.1 40.5 56.5 43.1 19.4 42.7 53.9

AB+FSAF [37] R-101 7.1 40.9 61.5 44.0 24.0 44.2 51.3

AB+FSAF [37] X-101-64x4d 4.2 42.9 63.8 46.3 26.6 46.2 52.7

GA-RetinaNet [28] R-50 � 10.8 37.1 56.9 40.0 20.1 40.1 48.0

ExtremeNet [36] HG-104 � 2.8 40.2 55.5 43.2 20.4 43.2 53.1

FoveaBox [11] X-101 � n/a 42.1 61.9 45.2 24.9 46.8 55.6

FCOS [27] R-101 � 9.3 41.5 60.7 45.0 24.4 44.8 51.6

FCOS [27] w/imprv X-101-64x4d � 5.4 44.7 64.1 48.4 27.6 47.5 55.6

CenterNet [6] HG-104 � 3.3 44.9 62.4 48.1 25.6 47.4 57.4

FreeAnchor [32] R-101 9.1 43.1 62.2 46.4 24.5 46.1 54.8

FreeAnchor [32] X-101-32x8d 5.4 44.8 64.3 48.4 27.0 47.9 56.0

SAPD (Ours) R-50 � 14.9 41.7 61.9 44.6 24.1 44.6 51.6

SAPD (Ours) R-101 � 11.2 43.5 63.6 46.5 24.9 46.8 54.6

SAPD (Ours) X-101-64x4d � 6.1 45.4 65.6 48.9 27.3 48.7 56.8

SAPD (Ours) R-50-DCN � 12.4 44.3 64.4 47.7 25.5 47.3 57.0

SAPD (Ours) R-101-DCN � 9.1 46.0 65.9 49.6 26.3 49.2 59.6

SAPD (Ours) X-101-64x4d-DCN � 4.5 47.4 67.4 51.1 28.1 50.3 61.5

DCN and the other with DCN. Without DCN, our fastest SAPD version based
on ResNet-50 can reach a 14.9 FPS while maintaining a 41.7% AP, outperforming
some of the methods [11,14,15,21,27] using ResNet-101. With DCN, our SAPD
forms an upper envelope of state-of-the-art anchor-free detectors and some recent
anchor-based detectors. The closest competitor, RPDet [29], is 1.0% AP worse
and 15ms slower than ours. Compared to key-point anchor-free detectors [6,12,
36] using Hourglass, our SAPD enjoys significantly faster inference speed (up to
5× times) and a 2.5% AP improvement (47.4% vs. 44.9%) over the best key-point
detector, CenterNet [6].
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5 Conclusion

This work studied the anchor-point object detection and discovered the key
insight lies in the joint optimization of a group of anchor points both within
and across the feature pyramid levels. We proposed a novel training strategy
addressing two underexplored issues of anchor-point detection approaches, i.e.
the false attention issue within each pyramid level and the feature selection issue
across all pyramid levels. Applying our training strategy to a simple anchor-point
detector leads to a new upper envelope of the speed-accuracy trade-off.
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Abstract. In modern computer vision, images are typically represented
as a fixed uniform grid with some stride and processed via a deep con-
volutional neural network. We argue that deforming the grid to bet-
ter align with the high-frequency image content is a more effective
strategy. We introduce Deformable Grid (DefGrid), a learnable neu-
ral network module that predicts location offsets of vertices of a 2-
dimensional triangular grid, such that the edges of the deformed grid
align with image boundaries. We showcase our DefGrid in a vari-
ety of use cases, i.e., by inserting it as a module at various levels of
processing. We utilize DefGrid as an end-to-end learnable geometric
downsampling layer that replaces standard pooling methods for reduc-
ing feature resolution when feeding images into a deep CNN. We show
significantly improved results at the same grid resolution compared to
using CNNs on uniform grids for the task of semantic segmentation.
We also utilize DefGrid at the output layers for the task of object
mask annotation, and show that reasoning about object boundaries
on our predicted polygonal grid leads to more accurate results over
existing pixel-wise and curve-based approaches. We finally showcase
DefGrid as a standalone module for unsupervised image partitioning,
showing superior performance over existing approaches. Project website:
http://www.cs.toronto.edu/ jungao/def-grid.

1 Introduction

In modern computer vision approaches, an image is treated as a fixed uniform
grid with a stride and processed through a deep convolutional neural network.
Very high resolution images are typically processed at a lower resolution for
increased efficiency, whereby the image is essentially blurred and subsampled.
When fed to a neural network, each pixel thus contains a blurry version of the
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Fig. 1. DefGrid is a neural module that represents an image with a triangular grid.
Initialized with an uniform grid, DefGrid deforms grid’s vertices, such that grid’s
edges align with image boundaries, while keeping topology fixed.

original signal mixing information from both the foreground and background,
possibly causing higher sensitivity and reliance of the network to objects and
their context. In contrast, in many of the traditional computer vision pipelines
the high resolution image was instead partitioned into a smaller set of super-
pixels that conform to image boundaries, leading to more effective reasoning in
downstream tasks. We follow this line of thought and argue that deforming the
grid to better align with the high-frequency information content in the input is
a more effective representation strategy. This is conceptually akin to superpixels
but conforming to a regular topology with geometric constraints thus still easily
amenable for use with deep convolutional networks for downstream tasks.

Furthermore, tasks such as object mask annotation naturally require the
output to be in the form of polygons with a manageable number of control points
that a human annotator can edit. Previous work either parametrized the output
as a closed curve with a fixed number of control points [27] or performed pixel-
wise labeling followed by a (non-differentiable) polygonization step [26,29,39].
In the former, the predicted curves typically better utilize shape priors leading
to “well behaved” predictions, however, the output is inherently limited in the
genus and complexity of the shape it is able to represent. In contrast, pixel-
wise methods can represent shapes of arbitrary genus, however, typically large
input/output resolutions are required to produce accurate labeling around object
boundaries. We argue that reasoning on a low-resolution polygonal grid that well
aligns with image boundaries combines the advantages of the two approaches.

We introduce Deformable Grid (DefGrid), a neural network module that
represents an image with a 2-dimensional triangular grid. The basic element of
the grid is a triangular cell with vertices that place the triangle in the image
plane. DefGrid is initialized with a uniform grid and utilizes a neural network
that predicts location offsets of the triangle vertices such that the edges and
vertices of the deformed grid align with image boundaries (Fig. 1). We propose
several carefully designed loss functions that encourage this behaviour. Due to
the differentiability of the deformation operations, DefGrid can be trained end-
to-end with downstream neural networks as a plug-and-play module at various
levels of deep processing. We showcase DefGrid in various use cases: as a learn-
able geometric image downsampling layer that affords high accuracy semantic
segmentation at significantly reduced grid resolutions. Furthermore, when used
to parametrize the output, we show that it leads to more effective and accurate
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results for the tasks of interactive object mask annotation. Our DefGrid can
also be used a standalone module for unsupervised image partitioning, and we
show superior performance over existing superpixel-based approaches.

2 Related Works

We focus on the most relevant work in several related categories.

Deformable Structure: Deformable convolutions [10] predict position offsets
of each cell in the convolutional kernel’s grid with the aim to better capture
object deformation. This is in contrast to our approach which deforms a tri-
angular grid which is then exploited in downstream processing. Note that our
approach does not imply any particular downstream neural architecture and
would further benefit by employing deformable convolutions. Related to our
work, [23,31] learn to deform an image such that the corresponding warped
image, when fed to a neural network, leads to improved downstream tasks. Our
DefGrid, which is trained with both unsupervised and supervised loss func-
tions to explicitly align with image boundaries, allows downstream tasks such as
object segmentation to perform reasoning directly on the low-dimensional grid.

Image Partitioning: Polygonal image partitioning plays an important role in
certain applications such as multi-view 3D object reconstruction [6] and graphics-
based image manipulation [22]. Existing works tried to polygonize an image with
triangles [6] or convex polygons [11]. [6] used Constrained Delaunay triangula-
tion to get the triangular mesh. However, their method heavily relies either
on having good key point locations or good edges in order to get boundary
aligned triangles. [11] also relies on the initial line segment detection. In [2], a
non-iterative method was proposed to obtain superpixels, followed by a polygo-
nization method using a contour tracing algorithm. Our DefGrid produces a
triangular grid that conforms to image boundaries and is end-to-end trainable.

Superpixels: Superpixel methods aim to partition the image into regions of
homogenous color while regularizing their shape and preserving image bound-
aries [1,2,5,12,17,25,28,32]. Many algorithms have been proposed mainly dif-
fering in the energy function they optimize and the optimization technique they
utilize [1,2,12,17,28,32,37,40,41]. Most of these approaches produce superpixels
with irregular topology, and the final segmentation map is often disconnected and
needs postprocessing. Note also that energy is often hand designed, and infer-
ence is optimization based. Recently, SSN [24] made clustering-based approaches
differentiable by softly assigning pixels to superpixels with the exponential func-
tion. SEAL [36] learns superpixels by exploiting segmentation affinities. Both of
these methods produce superpixels with highly irregular boundaries and region
topology, and thus they may not be trivially embedded in existing convolutional
neural architectures [13]. To produce regular grid-like topology, superpixel lat-
tices [30] partition the image recursively, finding horizontal and vertical paths
with minimal boundary cost at each iteration. Unlike their approach, DefGrid
utilizes differentiable operations to predict boundary aligned triangular grids and
is end-to-end trainable with both unsupervised and supervised loss functions.



Deformable Grid 111

3 Deformable Grid

Our DefGrid is a 2-dimensional triangular grid defined on an image plane.
The basic cell in the grid is a triangle with three vertices, each with a location
that position the triangle in the image. Edges of the triangle thus represent line
segments and are expected not to self-intersect across triangles. The topology of
the grid is fixed and does not depend on the input image. The geometric grid
thus naturally partitions an image into regular segments, as shown in Fig. 1.

Low resolution

Higher resolution

Fig. 2. Different grid topologies. We choose the last column for its flexibility in
representing a variety of different edge orientations.

We formulate our approach as deforming a triangular grid with uniformly
initialized vertex positions to better align with image boundaries. The grid is
deformed via a neural network that a predicts position offset for each vertex
while ensuring the topology does not change (no self-intersections occur).

Our main intuition is that when the edges of the grid align with image bound-
aries, the pixels inside each grid cell have minimal variance of RGB values (or
one-hot masks when we have supervision), and vice versa. We aim to minimize
this variance in a differentiable way with respect to the positions of the vertices,
to make it amenable to deep learning. We describe our DefGrid formulation
along with its training method in detail next. In Sect. 4, we show applications
to different downstream tasks.

3.1 Grid Parameterization

Grid Topology: Choosing the right topology of the grid is an important aspect of
our work. Since objects (and their parts) can appear at different scales in images,
we ideally want a topology that can easily be subdivided to accommodate for
this diversity. Furthermore, boundaries can be found in any orientation and
thus the grid edges should be flexible enough to well align to any real edge. We
experimentally tried four different topologies which are visualized in Fig. 2. We
found the topology in the last column to outperform alternatives for its flexibility
in representing different edge orientations. Note that our method is agnostic to
the choice of topology and we provide a detailed comparison in the appendix.
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Grid Representation: Let I be an input image. We denote each vertex of the
grid in the image plane as vi = [xi, yi]T , where i ∈ {1, · · · , n} and n is the
total number of vertices in the grid. Since the grid topology is fixed, the grid
in the image is entirely specified by the positions of its vertices v. We denote
each triangular cell in the grid with its three vertices as Ck = [vak

, vbk , vck ], with
k ∈ {1, · · · ,K} indexing the grid cells. We uniformly initialize the vertices on
the 2D image plane, and define DefGrid as a neural network h that predicts
the relative offset for each vertex:

{Δxi,Δyi}ni=1 = h(v, I). (1)

We discuss the choice of h in Sect. 4. The deformed vertices are thus:

vi = [xi + Δxi, yi + Δyi]T , i = 1, . . . , n. (2)

3.2 Training of DefGrid

We now discuss training of the grid deforming network h using a variety of unsu-
pervised loss functions. We want all our losses to be differentiable with respect
to vertex positions to allow for the gradient to be backpropagated analytically.

Differentiable Variance: As the grid deforms (its vertices move), the grid cells
will cover different pixel regions in the image. Our first loss aims to minimize the
variance of pixel features in each grid cell. Each pixel pi has a feature vector fi,
which in our case is chosen to contain RGB values. When supervision is available
in the form of segmentation masks, we can optionally append a one hot vector
representing the class of the mask. Pixel’s position in the image is denoted with
pi = [pxi , pyi ]

T , i ∈ {1, · · · , N}, with N indicating the total number of pixels in
the image. Variance of a cell Ck is defined as:

Vk =
∑

pi∈Sk

||fi − fk||22, (3)

where Sk denotes the set of pixels inside Ck, and fk is the mean feature of Ck:

fk =
∑

pi∈Sk
fi

∑
pi∈Sk

1 . Note that this definition of variance is not naturally differentiable

with respect to the vertex positions. We thus reformulate the variance function
by softly assigning every pixel pi to each grid cell Ck with a probability Pi→k(v):

Pi→k(v) =
exp(SignDis(pi, Ck)/δ)

∑K
j=1 exp(SignDis(pi, Cj)/δ)

, (4)

SignDis(pi, Ck) =

{
−Dis(pi, Ck), if pi is outside Ck,

Dis(pi, Ck), if pi is inside Ck.
(5)

Dis(pi, Ck) = min(D(pi, vak
vbk),D(pi, vbkvck),D(pi, vckvak

)), (6)

where D(pi, vivj) is the L1 distance between a pixel and a line segment vivj , and
δ is a hyperparameter to control the slackness. We use Pi→k(v) to indicate that



Deformable Grid 113

the probability of assignment depends on the grid’s vertex positions, and is in
our case a differentiable function. Intuitively, if the pixel is very close or inside
a cell, then Pi→k(v) is close to 1, and close to 0 otherwise. To check whether
the pixel is inside a cell, we calculate the barycentric weight of the pixel with
respect to three vertices of the cell. If all the barycentric weights are between 0
and 1, then the pixel is inside, otherwise it falls outside the triangle.

We now re-define the cell’s variance as follows:

Ṽk(v) =
∑N

i=1
Pi→k(v) · ||fi − fk||22, (7)

which is therefore a differentiable function of grid’s vertex positions. Our
variance-based loss function aims to minimize the sum of variances across all
grid cells:

Lvar(v) =
∑K

k=1
Ṽk(v) (8)

Differentiable Reconstruction: Inspired by SSN [24], we further differentiably
reconstruct an image using the deformed grid by taking into account the proba-
bility of assignments: Pi→k(v). Intuitively, we represent each cell using its mean
feature fk, and “paste” it back into the image plane according to the positions of
the cell’s deformed vertices. Specifically, we reconstruct each pixel in an image
by softly gathering information from each grid cell using Pi→k(v):

f̂i(v) =
∑K

k=1 Pi→k(v) · fk, (9)

The reconstruction loss is the distance between the reconstructed pixel feature
and original pixel feature:

Lrecons(v) =
∑N

i=1 ||f̂i(v) − fi||1. (10)

We experimentally found that L1 distance works better than L2.

Regularization: To regularize the shape of the grid and prevent self-intersections,
we introduce two regularizers. We employ an Area balancing loss function that
encourages the areas of the cells to be similar, and thus, avoids self-intersections
by minimizing the variance of the areas:

Larea(v) =
∑K

j=1
||ak(v) − a(v)||22, (11)

where a is the mean area and ak is the area of cell Ck. We also utilize Laplacian
regularization following works on 3D mesh prediction [8,38]. In particular, this
loss encourages the neighboring vertices to move along similar directions with
respect to the center vertex:

Llap(v) =
∑n

i=1
||Δi − 1

||N (i)||
∑

j∈N (i)
Δj ||22, (12)
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where Δi = [Δxi,Δyi]T is the predicted offset of vertex vi and N (i) is the set
of neighboring vertices of vertex vi.

The final loss to train our network h is a weighted sum of all the above terms:

Ldef = Lvar + λreconsLrecons + λareaLarea + λlapLlap, (13)

where λrecons, λarea, λlap are hyperparameters that balance different terms.

4 Applications

Our DefGrid supports many computer vision tasks that are done on fixed image
grids today. We discuss three possible use cases in this section. DefGrid can be
inserted as a plug-and-play module at several levels of processing. By inserting
it at the input level we utilize DefGrid as a learnable geometric downsam-
pling layer to replace standard pooling methods. We showcase its effectiveness
through an application to semantic segmentation in Sect. 4.1. We further show
an application to object mask annotation in Sect. 4.2 where we propose a model
that reasons on the boundary-aligned grid output by a deep DefGrid to pro-
duce object polygons. Lastly, we showcase DefGrid as a standalone module for
unsupervised image partitioning in Sect. 4.3.

Deep CNN

Grid
Decoder

Grid Pooling

Deep CNN

Image Pooling

Feature Map

Shallow
CNN

Standard Grid-based Processing Deformable Grid Processing

Shallow
CNN

Fig. 3. Feature pooling in fixed grid versus DefGrid. DefGrid can easily be used in
existing deep CNNs and perform learnable downsampling.

Deep CNN

Feature Map

Grid
Decoder

Object

Pixel-wise labeling Boundary-based labeling

MLP

GCN

Search

deformed grid

grid-based reasoning

Fig. 4. Object mask annotation by reasoning on a DefGrid’s boundary-aligned grid.
We support both pixel-wise labeling and curve-based tracing.
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4.1 Learnable Geometric Downsampling

Semantic segmentation of complex scenes typically requires high resolution
images as input and thus produces high resolution feature maps which are com-
putationally intensive. Existing deep CNNs often take downsampled images as
input and use feature pooling and bottleneck structures to relieve the mem-
ory usage [18,19,42]. We argue that downsampling the features with our Def-
Grid can preserve finer geometric information. Given an arbitrary deep CNN
architecture, we propose to insert a DefGrid using a shallow CNN encoder to
predict a deformed grid. The predicted boundary-preserving grid can be used
for geometry-aware feature pooling. Specifically, to represent each cell we can
apply mean or max pooling by averaging or selecting maximum feature values
within each triangular cell. Due to the regular grid topology, these features can
be directly passed to a standard CNN. Note that the grid pooling operation
warps the original feature map from the image coordinates to grid coordinates.
Thus the final output (predicted semantic segmentation) is pasted back into the
image plane by checking in which grid’s cell the pixel lies. The full pipeline is
end-to-end differentiable. We can jointly train the model in a multi-task man-
ner with a cross-entropy loss for the semantic segmentation branch and grid
deformation loss in Eq. 13. The DefGrid module is lightweight and thus bears
minimal computational overhead. The architecture is illustrated in Fig. 3.

4.2 Object Mask Annotation

Object mask annotation is the problem of outlining a foreground object given
a user-provided bounding box [3,7,27,29,39]. Two dominant approaches have
been proposed to tackle this task. The first approach utilizes a deep neural net-
work to predict a pixel-wise mask [26,29,39]. The second approach tries to out-
line the boundary with a polygon/spline [3,7,14,20,27]. Our DefGrid supports
both approaches, and improves upon them via a polygonal grid-based reasoning
(Fig. 4).

Boundary-Based Segmentation: We formulate the boundary-based segmen-
tation as a minimal energy path searching problem. We search for a closed path
along the grid’s edges that has minimal Distance Transform energy1:

Q = arg min
Q∈Q

∑M

i=1
DT (vQi

, vQ(i+1)%M
), (14)

where Q denotes the set of all possible paths on our grid, and M is the length
of path Q. We first predict a distance transform energy map for an object using
a deep network trained with the L2 loss. We then compute the energy in each
grid vertex via bilinear sampling. We obtain the energy for each grid edge by
averaging the energy values for the points along the line defined by two vertices.
Note that directly searching on the grid may result in many local minima. We

1 The DT energy for each pixel is its distance to the nearest boundary.
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employ Curve-GCN [27] to predict 40 seed points and snap each of these points
to the grid vertex that has the minimal energy among its top-k closest vertices.
Then for each neighboring seed points pair, we use Dijkstra algorithm to find
the minimal energy path between them. We provide algorithm details in the
appendix. Our approach improves over Curve-GCN in two aspects: 1) it better
aligns with image boundaries as it explicitly reasons on our boundary-aligned
grid, 2) since we search for a minimal energy path between neighboring points
output by Curve-GCN, our approach can handle objects with more complex
boundaries that cannot be represented with only 40 points.

Pixel-Wise Segmentation: Rather than producing a pixel-wise mask, we
instead predict the class label for each grid cell. Specifically, we first use a deep
neural network to obtain a feature map from the image. Then, for every grid cell,
we average pool the feature of all pixels that are inside the cell, and use a MLP
network to predict the class label for each cell. The model is trained with the
cross-entropy loss. As the grid boundary aligns well with the object boundary,
pooling the feature inside the grid is more efficient and effective for learning.

4.3 Unsupervised Image Partitioning

We can already view our deformed triangular cells as “superpixels”, trained with
unsupervised loss functions. We can go further and cluster cells by using the
affinity between them. In particular, we view the deformed grid as an undirected
weighted graph where each grid cell is a node and an edge connects two nodes if
they share an edge in the grid. The weight for each edge is the affinity between
two cells, which can be calculated using RGB values of pixels inside the cells.

Different clustering techniques can be used and exploring all is out of scope
for this paper. To show the effectiveness of DefGrid as an unsupervised image
partitioning method, we here utilize simple greedy agglomerative clustering. We
average the affinity to represent a new node after merging. Clustering stops when
we reach the desired number of superpixels or the affinity is lower than a thresh-
old. Note that our superpixels are, by design, polygons. Note that supervised loss
functions are naturally supported in our framework, however we do not explore
them in this paper.

Table 1. Learnable downsampling on cityscapes Semantic Segm benchmark.

Downsampling Ratio 1/4 1/8 1/16 1/32

Metric mIoU F (4px) F (16px) mIoU F (4px) F (16px) mIoU F (4px) F (16px) mIoU F (4px) F (16px)

Strided convolution 65.76 60.59 73.97 59.18 53.80 70.14 51.02 47.33 60.41 41.03 44.12 51.05

Max pooling 66.32 60.92 74.18 59.83 54.22 70.71 52.93 49.00 63.59 42.44 45.23 52.47

Average Pooling 66.53 61.09 74.39 59.45 0.5361 70.67 52.01 47.58 61.33 43.54 45.37 53.39

Grid max pooling 67.87 64.37 75.10 64.75 61.02 72.95 55.87 53.98 66.62 47.20 48.74 60.73

Grid average pooling 67.91 64.99 75.43 65.36 61.12 73.03 56.94 53.77 66.38 48.30 48.67 60.62
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5 Experiments

We extensively evaluate DefGrid on downstream tasks. We first show appli-
cation to learnable downsampling for semantic segmentation. We then evaluate
on the object annotation task with boundary-based and pixel-wise methods. We
finally show the effectiveness of DefGrid for unsupervised image partitioning.

5.1 Learnable Geometric Downsampling

To verify the effectiveness of our DefGrid as an effective downsampling method,
we compare it with (fixed) image grid feature pooling methods as baselines,
namely max/average pooling and stride convolution, on the Cityscapes [9]
semantic segmentation benchmark. The baseline methods perform max/average
pooling, or stride convolution on the shallow feature map, while our grid pooling
methods apply the max/average pooling on deformed triangle cells. We compare
our grid pooling with baselines when the height and width of the feature map
is downsampled to 1/4, 1/8, 1/16 and 1/32 of the original image size. We use a
modified ResNet50 [18] which is more lightweight than SOTA models [35].

Evaluation Metrics: Following [26,27,39], we evaluate the performance using
mean Intersection-over-Union (mIoU), and the boundary F score, with 4 and 16
pixels threshold on the full image. All metrics are averaged across all classes.

Results: Performances (mIoU and boundary F scores) are reported in Table 1.
Our DefGrid pooling methods consistently outperform the baselines, especially
on the boundary score. We benefit from the edge-aligned property of the Def-
Grid coordinates. At 1/8 with 1/4 downsampling ratios, the baseline perfor-
mance drops significantly due to missing the tiny instances, while our DefGrid
pooling methods cope with this issue more gracefully. We also outperform base-
lines when the downsampling ratio is small, showing an efficient usage of limited
spatial capacity. We visualize qualitative results for the predicted grids in Fig. 5.
Our DefGrid better aligns with boundaries and thus what the downstream
network “sees” is more informative than the fixed uniform grid.

Fig. 5. Illustration of learnable downsampling: We show DefGrid and its recon-
structed image (left), comparing it to FixedGrid (right). [Please zoom in]
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Table 2. Boundary-based object annotation on Cityscapes-Multicomp.

Model Bicycle Bus Person Train Truck Mcycle Car Rider mIoU F1 F2

Curve-GCN [27] 75.40 86.02 79.87 82.89 86.44 75.69 90.21 76.61 81.64 59.45 75.43

Pixel-wise 74.95 86.19 80.35 81.10 86.10 75.82 89.78 77.14 81.43 60.25 74.49

FixedGrid 75.10 85.73 79.84 84.35 86.02 75.97 89.76 76.56 81.67 59.01 74.77

DefGrid 75.46 86.29 80.40 84.91 86.58 76.13 90.42 77.20 82.17 61.94 77.04

Fig. 6. Deformed Grid: We show examples of predicted grids both on in-domain
(Cityscapes) and cross-domain images (Medical, Rooftop, ADE, KITTI). Orange line
is the obtained minimal energy path along the grid’s edges.

5.2 Object Annotation

Dataset: Following [3,7,26,27,39], we train and test both of our instance seg-
mentation models on the Cityscapes dataset [9]. We assume the bounding box
of each object is provided by the annotator and the task is to trace the bound-
ary of the object. We evaluate under two different settings, depending on the
model. To compare with pixel-wise methods, we follow the setting proposed in
DELSE [39], where an image is first cropped with a 10 pixel expansion around the
ground truth bounding box, and resized to the size of 224× 224. This setting is
referred to as Cityscapes-Stretch. Our boundary-based annotation model builds
on top of Curve-GCN which predicts a polygon that is topologically equivalent
to a sphere. To compare with the baseline, we thus assume that the annotator
creates a box around each connected component of the object individually. We
process each box in the same way as above, and evaluate performance on all
component boxes. We refer to this setting as Cityscapes-Multicomp.

Boundary-Based Object Annotation

Network Architecture: We use the image encoder from DELSE [39], and
further add three branches to predict grid deformation, Curve-GCN points and
Distance Transform energy map. For each branch, we first separately apply one
3 × 3 conv filter to the feature map, followed by batch normalization [21] and
ReLU activation. For grid deformation, we extract the feature for each vertex
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Table 3. Cross-domain results for boundary-based methods. DefGrid significantly
outperforms baselines, particularly evident in F-scores.

Method Metrics KITTI ADE Rooftop Card.MR ssTEM

Curve-GCN [27] mIoU 87.43 76.71 81.11 86.18 68.97

F1 64.90 39.37 30.99 62.73 44.74

F2 78.40 52.86 45.08 78.22 59.85

Pixel-wise mIoU 86.99 78.23 80.81 88.00 69.37

F1 62.73 42.88 28.44 62.63 46.07

F2 77.17 56.15 42.01 77.94 59.77

DefGrid mIoU 88.05 78.54 83.10 89.01 71.82

F1 66.70 43.54 34.39 65.31 50.31

F2 80.23 57.20 49.79 81.92 65.14

with bilinear interpolation, and use a GCN to predict the offset for each vertex.
For predicting spoints, we follow Curve-GCN [27]. For the DT energy, we apply
two 3 × 3 conv filters with batch normalization and ReLU activation.

Baselines: For Curve-GCN [27], we compare with Spline-GCN, as it gives bet-
ter performance than Polygon-GCN in the original paper [27]. We use the official
codebase but instead use our image encoder to get the feature map (with negli-
gible performance gap) for a fair comparison. We also compare with pixel-wise
methods, where we add two conv filters after the image encoder, which is similar
to DELSE [39] and DEXTR [29] but without extreme points. We further compare
to our version of the model where the grid is fixed, referred to as FixedGrid.

Fig. 7. Object annotation
for Cityscapes: FixedGrid
vs DefGrid.

Results: Table 2 reports results. Our method out-
performs baselines in all metrics. Performance gains
are particularly significant in terms of F-scores, even
when compared with pixel-wise methods. Since net-
work details are the same across the methods, these
results signify the importance of reasoning on the
grid. Compared with FixedGrid at different grid
sizes in Fig. 7, DefGrid achieves superior perfor-
mance. We attribute the performance gains due to
better alignment with boundaries and more flexibil-
ity in tracing a longer contour. We show qualitative results in Fig. 6 and 8.

Cross Domain Results: Following [27], we evaluate models’ ability in gen-
eralizing to other datasets out of the box. Quantitative and qualitative results
are reported in Table 3 and Fig. 6, Fig. 8, respectively. We outperform all base-
lines on all datasets, in terms of all metrics, and the performance gains are
particularly evident for the F-scores. Qualitatively, in all cross-domain examples
the predicted grid’s edges align well with real object boundaries (without any
finetuning), demonstrating superior generalization capability for DefGrid.
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Table 5. Pixel-based methods on Cityscapes-Stretch. Note that PolyTransform [26]
uses 512 × 512 resolution, while other methods use 224 × 224 resolution.

Model Bicycle Bus Person Train Truck Mcycle Car Rider mIoU F1 F2

DELSE* [39] 74.32 88.85 80.14 80.35 86.05 74.10 86.35 76.74 80.86 60.29 74.40

PolyTransform [26] 74.22 88.78 80.73 77.91 86.45 74.42 86.82 77.85 80.90 62.33 76.55

OurBack + SLIC [1] 73.88 85.47 79.80 77.97 86.32 72.62 87.85 76.14 80.01 57.95 72.17

DefGrid 74.82 87.09 80.87 81.05 87.52 73.44 89.19 77.36 81.42 63.38 76.89

Interactive Instance Annotation: We follow Curve-GCN [27] and also report
performance for the interactive setting in which an annotator corrects errors by
moving the predicted polygon vertices. We follow the original setting but restrict
our reasoning on the deformed grid. Results for different simulated rounds of
annotation are reported in Table 4 with evident performance gains.

Fig. 8. Qualitative results: Note that the method employs ground-truth boxes. The
first row is from Cityscapes. In the bottom two rows, from left to right: Medical, KITTI,
Rooftop, ADE.

Pixel-Wise Object Instance Annotation

Network Architecture: To predict the class label for each deformed grid’s cell,
we first average the feature of all pixels inside each cell, and use a 4-layer MLP
to predict the probability of foreground/background. For the hyperparameters
and architecture details, we refer to the appendix.

Results: Table 5 provides quantitative results. We show qualitative results in
the appendix. Predicting the (binary) class label over the deformed grid’s cells
achieves higher performance than carefully designed pixel-wise baselines, demon-
strating the effectiveness of reasoning on our deformed grid.
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5.3 Unsupervised Image Partitioning

Dataset: Following SSN [24], we train the model on 200 training images in the
BSDS500 [4] and evaluate on 200 test images. Details are provided in appendix.

SLIC

DefGrid

SEAL Sup

SNIC

SSN

SLIC 

SNIC 

SEAL

SSN

DefGrid

Fig. 9. Unsupervised image partitioning. From left to right: BP-BR, BP, BR and
ASA. We use dotted line to represent supervised method.

SLIC SNIC SEAL DefGrid DefGrid – Merging

Fig. 10. Unsupervised image partitioning. We compare the DefGrid and results
after clustering with existing superpixel baselines. [Please zoom in]

Evaluation Metric: Following the SSN and SEAL [24,36], we use Achievable
Segmentation Accuracy (ASA), Boundary Precision (BP) and Boundary Recall
(BR) to evaluate the performance of superpixels. For BP and BR, we set the
tolerance to be 3 pixels. The evaluation scripts are from SEAL2.

Baselines: We compare our method with both traditional superpixel methods,
SLIC [1], SNIC [2], and deep learning based method SSN [24], SEAL [36]. Note
that SEAL not only utilizes ground-truth annotation for training, but also is
trained on validation set. We use the official codebase and trained model provided
by the authors. We perform all comparisons at different numbers of superpixels.

2 https://github.com/wctu/SEAL.

https://github.com/wctu/SEAL
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Results: Quantitative and qualitative results are presented in Fig. 9, Fig. 10,
respectively. The deformed grid aligns well with object boundary and outper-
forms all unsupervised baselines in terms of BP and BP-BR curve, with com-
parable performance with counterparts in terms of ASA and BR. Our intuition
is that, since the edge between two vertices in our grid is constrained to be a
straight line, while the ground truth annotation is labelled pixel-by-pixel, our
grid sacrifices a little boundary recall while achieving higher boundary preci-
sion. It is worth to note that our method outperforms the supervised method
SEAL [36]. This reflects the fact that an appearance feature provides a useful
signal for training our DefGrid , and our method effectively utilizes this signal.

6 Conclusion

In this paper, we proposed to deform a regular grid to better align with image
boundaries as a more efficient way to process images. Our DefGrid is a neural
network that predicts offsets for vertices in a grid to perform the alignment,
and can be trained entirely with unsupervised losses. We showcase our approach
in several downstream tasks with significant performance gains. Our method
produces accurate superpixel segmentations, is significantly more precise in out-
lining object boundaries particularly on out of domain datasets, and leads to
a large improvements for semantic segmentation. We hope that our DefGrid
benefits other computer vision tasks when combined with deep networks.
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Abstract. Vision-and-Language Navigation (VLN) requires an agent
to find a specified spot in an unseen environment by following natural
language instructions. Dominant methods based on supervised learning
clone expert’s behaviours and thus perform better on seen environments,
while showing restricted performance on unseen ones. Reinforcement
Learning (RL) based models show better generalisation ability but have
issues as well, requiring large amount of manual reward engineering is
one of which. In this paper, we introduce a Soft Expert Reward Learning
(SERL) model to overcome the reward engineering designing and gen-
eralisation problems of the VLN task. Our proposed method consists of
two complementary components: Soft Expert Distillation (SED) module
encourages agents to behave like an expert as much as possible, but in
a soft fashion; Self Perceiving (SP) module targets at pushing the agent
towards the final destination as fast as possible. Empirically, we evaluate
our model on the VLN seen, unseen and test splits and the model out-
performs the state-of-the-art methods on most of the evaluation metrics.

Keywords: Soft expert distillation · Self perceiving reward ·
Vision-and-language navigation

1 Introduction

Vision-and-Language Navigation (VLN) tasks [2] define a comprehensive prob-
lem: an embodied agent is placed at a spot in a photo-realistic house and the
agent is called to navigate to a specific spot based on given natural language
instructions. Rising research interests have been put into the VLN since multi-
modal data are involved. One of the biggest challenges for this task is to ask
an agent to perform appropriate actions in an unseen environment. This in turn
requires the agent to learn human behaviours to understand and explore the
scene, instead of memorising it.

Current VLN models [2,4,7,9,10] rely much on behavioural cloning (BC)
that treats expert behaviours as strong supervision signals. By doing this, it
enables the agents to gain better performance on seen scenarios, however the
agents meet trouble on unseen environments due to the error accumulation. As
stated in [14], teacher forcing models suffer from distribution shift issues because
of the greediness of imitating demonstrated expert actions.
c© Springer Nature Switzerland AG 2020
A. Vedaldi et al. (Eds.): ECCV 2020, LNCS 12354, pp. 126–141, 2020.
https://doi.org/10.1007/978-3-030-58545-7_8

http://crossmark.crossref.org/dialog/?doi=10.1007/978-3-030-58545-7_8&domain=pdf
https://doi.org/10.1007/978-3-030-58545-7_8


Soft Expert Reward Learning for Vision-and-Language Navigation 127

Some other works [16,19], instead, adopt reinforcement learning (RL) along
with supervised learning methods intending to overcome the error accumulation
issue caused by hard behavioural cloning. However, the reward engineering in
RL suffers issues: the reward functions designed at one environment/task may
not generalise well to other scenarios; in many practical and complicated tasks,
it is hard to define concrete reward functions as game scores. What is more,
a hand-crafted reward is defined to target at a certain functionality, it thus
inevitably incurs lacking comprehensive considering of the system dynamics.
The designing of a reward function requires careful manual tuning and it also
suffers generalisation problem due to environment-oriented reward designing,
which may affect the model performance while inference.

In this paper, we propose a Soft Expert Reward Learning (SERL) model to
address above issues. Our proposed method consists of two orthogonal parts: the
Soft Expert Distillation (SED) module that portrays the expert data distribution
by distilling knowledge from a random projection space and a Self Perceiving
(SP) module that encourages agents to reach the goal as soon as possible. For
the SED module, intuitively, a higher reward should be assigned to an agent who
takes an action “close” to its expert. To measure the similarity continuously, a
density function was adopted to reflect this process in a soft manner rather than
leveraging behaviour cloning directly. This density function is implemented to
calculate the similarity between observation-action pairs of the expert and the
agent in a randomly projected space, by doing which it transforms the expert
behaviour into a soft reward signal for the reinforcement learning branch. For the
Self Perceiving (SP) module, our model first predicts the schedule to the target
location and then utilises the predicted schedule information as an additional
reward. As a result, the agent can perceive its current schedule and use it to
further pushing itself forward to the goal.

The two newly designed reward modules work complementarily: the Soft
Expert Distillation (SED) reward encourages agents to behave as an expert, but
the soften behaviour-imitation process makes it more robust; Self Perceiving
(SP) module targets at pushing the agents towards the final destination by
introducing the current schedule information as another intrinsic reward signal.
In summary, this paper makes the following three main contributions.

– We propose a Soft Expert Distillation (SED) formulation, which is very simple
yet offers a highly effective reward signal for obtaining expressive navigational
ability. The SED reward encourages the agent to have a better alignment with
its expert in a soft manner.

– We introduce another complementary reward signal with aforementioned SED
reward termed as Self Perceiving reward that can help the agent use the
current schedule information to push itself to reach the destination as soon
as possible.

– As a result, we show our instantiated model termed as SERL that enables
better performance than current state-of-the-art competing methods in both
validation unseen and test unseen set of VLN Room-to-Room dataset [2].
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2 Related Work

2.1 Vision-and-Language Navigation

In order to gain promising performance on Vision-and-Language (VLN) [2] task,
numerous methods have been proposed, as listed in Table 1. Many existing
works adopt supervised learning and behaviour cloning based methods. Seq2seq
[2] model is the most naive baseline that utilises an LSTM-based sequence-
to-sequence architecture with attention mechanism to predict the next action.
Speaker-Follower [4] model designs a language model (“speaker”) to learn the
relationship between visual and language information, as well as a policy net-
work (“follower”) to take actions based on multi-modal inputs. It uses “speaker”
to synthesise new instructions for data augmentation and help the policy net-
work to select routes. [7] claims its proposed FAST model is able to balance
local and global signals while exploring an unobserved environment. It enables
the agent act greedily but allows the agent backtrack if necessary according to
global signals. [9] proposes a visual-language co-grounding framework named as
self-monitoring model to better fuse the instructions and visual inputs. Building
upon self-monitoring model, [10] provides a strategy for the agent to retrieve
and re-choose paths based on monitored progress.

Reinforcement learning [8,12,15] is another paradigm for parameter opti-
misation. Wang et al. [19] propose a novel Reinforced Cross-modal Matching
(RCM) via reinforcement learning to enforce cross-modal matching locally and
globally along with imitation learning. In RCM model, an extrinsic reward mea-
suring the reduced distance toward the target location after taking actions,
as well as an intrinsic cross-modal matching reward between trajectories and
instructions, are proposed. Most recently, [16] introduces a novel environment
dropout to drop features channel-wisely targeting at feature maps inconsistency
issue through combining behaviour cloning and reinforcement learning.

Table 1. Performance Evaluation across different methods.

Methods Behaviour
cloning

Reinforcement
learning

Reward
engineering

Reward
learning

Random [2]

Seq2seq [2] �
Speaker-Follower [4] �
FAST [7] �
Reinforced Cross-Modal [19] � � �
Self-Monitoring [9] �
Regretful Agent [10] �
EnvDrop [16] � � �
SERL (Ours) � � � �
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However, these approaches require either exact imitation of the expert
demonstrations or careful reward designing. Behaviour cloning techniques unfor-
tunately lead to error accumulation and further result in catastrophic failure
while the agent is exploring unknown environments. Moreover, reward engineer-
ing requires careful manual tuning, which motivates us to propose SERL model
to learn reward functions from the expert distribution directly.

2.2 Reward Learning

Reward engineering is commonly used to design reward functions for reinforce-
ment learning algorithms. In conventional reinforcement learning tasks, such as
playing Atari games [3], rewards are individually shaped by each game simula-
tors. However, reward engineering has obvious drawbacks—the reward functions
are designed targeting at different environments which is not generic. There
are some methods have been proposed to solve this problem. Recently, Inverse
reinforcement learning (IRL) [13] framework is proposed to extract reward func-
tions from expert behaviours by updating both of the reward functions and the
policy networks. Random Expert Distillation (RED) [18] proposed an expert
policy support estimation method to distil rewards from given expert trajec-
tories. Generative Adversarial Imitation Learning (GAIL) [6] is also a recently
proposed model which tries to bypass the reward function and learn experts
behaviour directly with generative adversarial networks.

Comparing with the IRL and GAIL models, our proposed Soft Expert Dis-
tillation module learns expert demonstration data distribution directly by com-
paring the output similarity between a randomised network and a distillation
network, rather than utilising iterative model updating and generative adver-
sarial networks. The RED model designs state and action in relatively small
spaces for the Mujoco environment [17] and its driving task; while we design our
SED module in fundamentally different state and action spaces for navigation
in photo-realistic Matterport3D environments. We are the first to introduce soft
expert reward learning framework into Vision-and-Language task.

3 Soft Expert Reward Learning Model

3.1 Overview and Problem Definition

Vision-and-Language Navigation task requires an agent placed at a unknown
photo-realistic house to understand multi-modal data comprehensively, so that
the agent can navigate to the specified location. The multi-modal data includes
natural image data and natural language instructions. More specifically, after an
agent is spawn, at each time step t the observation of the agent consists of 36
images of panoramic views, denoted as Vt = {vt,1, vt,2, ..., vt,36}. The navigable
views Nt = {nt,1, nt,2, ..., nt,k, nt,k+1} are given as well, where k denotes the
maximum number of navigable viewpoints and nt,k+1 represents “stay” action.
A m words length instruction is given which is denoted as X = {x1, x2, ..., xm}.
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Based on the visual and language information, actions at each time at will be
selected and eventually a trajectory τ = {a1, a2, ..., aT } is formed. The objective
of VLN task is to find the optimal action a∗

t at each step to quickly reach the
target location, while keep the trajectory τ as short as possible. Since Vision-and-
Language Navigation task is a sequential decision problem, it can be modelled
as a Markov Decision Process (MDP), which is noted as a four-element-tuple
(S,A,P,R). S and A represent state and action sets relatively. P is the envi-
ronment dynamics and it can be presented in the form P(s, s′) = P (s′|s, a). R
is the reward function.
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Agent 
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Fig. 1. The proposed Soft Expert Reward Learning (SERL) framework. After getting
the visual features and language features through the encoder, they are fed into the
decoder to obtain the selected action at for time step t. The training process of SERL
is divided into two parts: a supervised learning branch and a reinforcement learning
branch. We introduce two novel rewards (marked with yellow stars in the figure): Soft
Expert Distillation (SED) reward and Self Perceiving (SP) reward. (Color figure online)

In this paper we introduce a Soft Expert Reward Learning model to distil
reward function directly from expert demonstrations and soften the process of
behaviour cloning to alleviate the drawbacks from error accumulation. The struc-
ture of our model is illustrated through Fig. 1. We follow a standard Encoder-
Decoder paradigm. The encoder plays the role as a multi-modal data feature
extractor to fetch the features from both visual images and language instruc-
tions. The decoder is a LSTM (long short-term memory) network with attention
mechanism to predict actions according to the abovementioned two branches:
the supervised learning branch helps the agent imitate the expert demonstra-
tion and perceive the current schedule to the target location; the reinforcement
learning branch optimises the outputted action probability distribution from
reinforcement learning aspects. The key difference of our proposed SERL model
with previous models is that we proposed two novel intrinsic reward signals:
Soft Expert Distillation reward RSED encourages the agent to align with expert
actions but in a soft fashion and Self Perceiving reward RSP motivates the agent
to reach the goal as fast as possible with predicted schedule information. In the
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following sections, we will first introduce the Encoder-Decoder structure and
then introduce the two reward functions.

3.2 Encoder-Decoder Structure

Encoder-Decoder structure (as shown in Fig. 2) is adopted as the main struc-
ture of our method. Natural image data and natural language instructions are
inputted to an encoder to extract corresponding features maps. Following the
paper [9,16], we extract ResNet [5] features of the navigable views concatenated
with the orientation as the visual features V isFt. We then use a Bi-Directional
Long Short-Term Memory (Bi-LSTM) to pull out language features LangFt. The
multi-modal features are fed into a decoder to output the next action probability
vectors later on.

LSTM
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Extractor EnvDrop So  A enVisF
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Navigable Views
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LangFBi-LSTM
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Fig. 2. Encoder-Decoder Structure of Soft Expert Reward Learning (SERL) frame-
work. After fetching the visual and language features from the encoder, the multi-modal
features are fed into the decoder to obtain cross-modal attentions. Finally, actions will
be chosen according to the attentive features.

Encoder: On the encoder side, after pre-extracting ResNet features of different
views, the feature maps of each navigable view nt,i is attached with an orientation
tag (cos γt,i, sin γt,i, cos ϕt,i, sin ϕt,i) to form the visual feature V isFt:

V isFt = concat(resnet(nt,i), (cos γt,i, sin γt,i, cos ϕt,i, sin ϕt,i)), (1)

where concat(.) is a concatenation function.
For the language perspective, after each word of the instruction is tokenised

into a vector, the token vectors are fed into a Bi-LSTM network to extract the
language features LangFt. As Eq. 2, formally we have

LangFt = {x′
1, x

′
2, ..., x

′
m} = Bi-LSTM({x1, x2, ..., xm}), (2)

where x′
i is the corresponding i-th encoded word tokenised by Bi-LSTM.
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Decoder: On the decoder side, after the visual feature V isFt and language fea-
tures LangFt are formed, along with the last cross-modal hidden state ht−1, they
are fed into soft attention layers to fetch the attentive visual and language fea-
tures. Following the work [16], the environment dropout is used on V isFt before
feeding into soft attention layer to obtain feature-wise dropout for consistency
in different views. Formally,

V ˜isF t = Soft-Atten(EnvDrop(V isFt), ht−1), (3)

LãngFt = Soft-Atten(LangFt, ht−1). (4)

Together with previous navigated view prevt−1, last cross-modal hidden state
ht−1, cell state ct−1, attentive visual and language features are fed into a LSTM
layer to form the cross-modal hidden state ht and cell state ct at step t. This
step is critical for the model to fuse the visual and language multi-modal signals
to choose the action.

ht, ct = LSTM(ht−1, ct−1, prevt−1, V ˜isF t, LãngFt). (5)

The action probability distribution for the next step is calculated as:

pt = softmax(fc(LãngFt, drop(ht)) · V isFt), (6)

where drop(.) represents a dropout function. The dot product · is used hereafter
for matrix multiplication operation.

The decoder is connected to two branches: supervised learning branch and
reinforcement learning branch. These two branches optimise the outputted action
probability distribution from two different learning paradigms. In this case, the
total loss function is:

L = LSL + LRL. (7)

SL Branch: In the supervised learning branch, the cross-entropy loss between the
predicted action logits and expert actions one-hot vector is calculated to force
the agent to mimic its teacher’s behaviours. This loss is termed as behaviour
cloning loss LBC . Following the work [9], besides the behaviour cloning loss,
another loss to predict current schedule towards the goal is adopted. This loss
is named as schedule loss LSCHE working as an additional supervisory signal.
Formally, the loss function for the supervised learning branch is:

LSL = LBC + LSCHE . (8)

where the behaviour cloning loss LBC can be presented detailedly:

LBC = −
n

∑

i

yact
t,i log(pt,i), (9)

where pt and yact
t are predicted action logits and expert actions one-hot vector

at step t respectively.
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To calculate the LSCHE , the model ought to predict distance improvement
ratio in advance at each step as its current schedule information. Then, L2
distance between predicted schedule and the genuine schedule is chosen as the
loss function. Formally,

LSCHE = (ysche
t − V sche

t )2, (10)

where V sche
t represents the predicted schedule which will be described in detail

in the subsequent section and ysche
t is the corresponding true schedule value.

RL Branch: As the reinforcement learning branch shown in Fig. 1, we adopt
actor-critic algorithm [11] as our reinforcement learning method. For the rein-
forcement learning branch, the training loss LRL can be formally represented
as:

LRL =
∑

t

−log(pt) ∗ (Rt − v(ht))

︸ ︷︷ ︸

actor loss

+
∑

t

(Rt − v(ht))2

︸ ︷︷ ︸

critic loss

, (11)

where v(.) is the value function of critic. Rt represents the discounted reward
for time step t and it can be formulated as:

Rt = Rt+1 ∗ γ + Rt, (12)

in which the γ is the discount factor. The reward Rt is made up of three parts:
an extrinsic reward REXT and another two complementary and newly proposed
reward functions—Soft Expert Distillation (SED) reward RSED and Self Per-
ceiving reward RSP . The total reward function thus can be formalised as:

Rt = αRSED + βRSP + REXT , (13)

where (1) SED reward RSED, an automatically learnt reward function through
aligning agent’s behaviours to the provided expert demonstrations. (2) SP reward
RSP , a reward function comes from predicted schedule to encourage the agent
to reach the goal as soon as possible. (3) The extrinsic reward REXT assigns
the agent a positive reward, if the agent stops within three-meter from target or
the agent reduces the distance to the goal; otherwise, a negative reward will be
returned. α, β are the trade-off factors of SED reward and SP reward respec-
tively. The details of individual proposed reward function will be revealed in the
following sections.

3.3 Soft Expert Distillation

Inspired by the work [18], we propose to learn the reward function from inputted
expert demonstration in Vision-and-Language Navigation task. We train a neu-
ral network to predict the output of a random-initialised but frozen network to
distil the expert knowledge. The Soft Expert Distillation networks structure is
shown in Fig. 3. The key intuition behind this is: given a certain amount of
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random projection information, the representation learner is required to fit the
structure of these given data points in the random projection space to achieve
a similar projected distribution. The learning function is expected to predict
relatively better where more expert data lays. In this case, a strong density
function is formed. It models the likelihood of the agent performing a similar
action with its expert in a situation through distillation. A higher prediction dis-
tance, which results in a low SED reward in turn, will be assigned to unexpected
observation-action pairs that differs from given expert demonstrations. Thus, a
higher reward will be assigned to an agent who takes an action similar with its
expert. This encapsulation of density function gives us another view of learning
expert demonstrations directly other than [13] and [6].

Fig. 3. The Soft Expert Distillation networks structure. Given an expert demonstrated
data point x ∈ R

N , it is fed into a weight-fixed randomly initialised neural network
ψ(x); simultaneously, the data point x is inputted into a distillation network φ(x; θ)
with different structure but same output dimensions with the parameters θ.

Precisely, for a given expert demonstrated data point x ∈ R
N , we rst feed

it into a weight-fixed and random-initialised neural network ψ(x); at the same
time the data point x is inputted into a distillation network φ(x; θ) with different
structure but same output dimensions. The data is projected to a M -dimensional
new space by a representation learner φ : R

N �→ R
M with the parameters θ.

We emphasise here, the function capacity of network φ is less than network ψ,
by doing which can prevent overfitting. As we adopt L2 distance as our loss
function, then we formulate the subsequent step as a prediction task and define
a loss function as:

Lsed(x) = (φ(x; θ), ψ(x))2 , (14)
Empirically, both of ψ and φ are implemented by multi-layer perceptrons.

ψ : R
N �→ R

M plays the role of a random data mapping function to project
points into a randomly projected space. By doing so, this loss offers a simple
yet powerful supervisory signal for the distillation network to learn semantic-
rich feature representations from given expert data processed by the random
projection function ψ.

In order to distil the expert behaviour distribution, the data points are consist
of expert’s visual observation, language instructions and actions. The equation
is formally shown as:

Lt
sed = (φ({V isFt, LangFt, at}; θ) − ψ({V isFt, LangFt, at}))2 . (15)
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The SED module preserves semantic-rich information w.r.t. distribution of
expert demonstration for the representation learner. So the module is an ideal
density function to measure the similarity of an agent’s behaviour with the expert
demonstration. Differ from the behaviour cloning process, it is formed in a soft
manner. The SED intrinsic reward function is formally presented as:

RSED =
{

+2, ifDissedt <= thresh
−2, ifDissedt > thresh

(16)

The L2 distance between φ({V isFt, LangFt, at}; θ) and ψ({V isFt, LangFt,
at}) is denoted as Dissedt . Intuitively, if Dissedt is less than the threshold, it rep-
resents the current behaviour of the agent is similar with the expert distribution
where a positive reward should be awarded; otherwise, a negative reward will be
returned. In contrast, behaviour cloning based models encourage the agent to
copy expert demonstrations exactly; while our proposed soft expert distillation
module learns the demonstrated behaviour in a soft manner by depicting the
distribution of expert behaviours. In the case, the agent can retain the expert
knowledge but will not suffer from the error accumulation problem. Thus, it
increases the robustness of the model across various VLN environments.

3.4 Self Perceiving Reward

To perceive the schedule information towards the goal is crucial for the agent to
complete the VLN task. A self perceiving module is designed to predict distance
improvement ratio at each step as current schedule information of the agent. In
order to utilise the information more adequately, we take one more step ahead
by making use of this schedule information as another intrinsic reward—self
perceiving reward. Formally, the self perceiving reward is calculated from:

Cattn = softmax(fc(ht−1) · LangFt), (17)

RSP = V sche
t = σ(fc(drop(tanh(ct) � σ(fc(ht−1, V ˜isF t))), Cattn)), (18)

where Cattn represents the language attention over different vocabularies within
the instruction sentence. � is the element-wise Hadamard product. Intuitively,
the Self Perceiving reward indicates the predicted schedule information toward
the destination. The more distance improvement ratio of the current action
archived, the higher reward ought to be assigned. Moreover, this reward offers
more information of distance change than raw distances. The more self perceiv-
ing reward the agent collected, the closer the agent believes to reach the target
location.

4 Experiments

Following previous works [2,4,7,9,10,16,19], we evaluate our model on the
Room-to-Room (R2R) dataset [2] for VLN task. Furthermore, we test our
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method on the VLN test server1 [20] to validate the proposed Soft Expert Reward
Learning Model. Ablation study is further conveyed to examine the contribution
of each individual component of the model. The experimental results show the
effectiveness of the proposed model.

4.1 Experimental Setup

Evaluation Metrics. Currently, a variety of metrics are used to evaluate VLN
models. We adopt the following metrics: Navigation Error (NE) is to measure
the shortest path distance between the stopping position and the goal; Success
Rate (SR) quantifies the rate of success if the agent can stop within three meters
from the target; Oracle Success Rate (OSR) is the success percentage if the agent
can stop at the closest point along its trajectory; the Success rate weighted by
Path Length (SPL) [1] is also adopted to indicate the weighted SR.

Implementation Detail. Following [4,16], we utilise the ResNet-152 model
pre-trained on ImageNet to extract CNN features as visual inputs. Empirically,
we set the M equal to 128, and set both of the reward trade-off factors α and β
to 0.1. In Soft Expert Distillation networks, the randomised network is made up
of two hidden linear layers with 512 and 256 neurons respectively; the distillation
network has one hidden linear layers with 256 neurons. Between every two linear
layers, both of the randomised network and the distillation network adopt leaky-
relu as their activation function. To prevent overfitting, we early-stopped the
training process of models according to the performance on the validation set.
The Soft Expert Distillation module is not jointly trained with the rest of the
model. This decoupling prevents performance unstableness during training and
increase the robustness of the model.

4.2 Overall Performance

In this section, we convey the evaluation experiments on three individual sets,
validation seen, validation unseen and test set, shown in Table 2, to compare the
effectiveness of our proposed soft expert reward learning model with other mod-
els. The comparison is split into two groups: models trained on non-augmented
data and augmented data. Within twelve indicators of validation set and test set,
we achieve ten best results on the non-augmented group and nine best results
on the augmented group, which reveals the effectiveness of SERL model. More
specifically, for the non-augmented group, on validation unseen set, our SERL
model reduces the navigation error by 7%, increase the success rate by 4% and
SPL by 2%. Our method also receives remarkable results on test unseen set.
Similarly for the augmented group, on validation unseen set, it is clear that our
model is the best performer. SERL model reduces the navigation error by 5%
and gets 0.56 successful rate. Our model also increases 10% for the oracle suc-
cessful rate and gets 0.48 SPL respectively compared to the second-best model.
1 The VLN leaderboard address is https://evalai.cloudcv.org/web/challenges/chall-

enge-page/97/leaderboard/270.

https://evalai.cloudcv.org/web/challenges/chall-enge-page/97/leaderboard/270
https://evalai.cloudcv.org/web/challenges/chall-enge-page/97/leaderboard/270


Soft Expert Reward Learning for Vision-and-Language Navigation 137

Table 2. Performance Evaluation across different methods. The first place of each
column is bolded. All of the results are reported on models without beam search, except
FAST [7] model using a beam-search style strategy. The ↑ means that the higher the
better; vice versa. The * sign represents data augmentation.

Methods Val seen Val unseen Test unseen

NE ↓ SR ↑ OSR ↑ SPL ↑ NE ↓ SR ↑ OSR ↑ SPL ↑ NE ↓ SR ↑ OSR ↑ SPL ↑
Random [2] 9.45 0.16 0.21 – 9.23 0.16 0.22 – 9.77 0.13 0.18 –

Seq2seq [2] 6.01 0.39 0.53 – 7.81 0.22 0.28 – 7.85 0.20 0.27 0.18

Self-Monitoring [9] 3.72 0.63 0.75 0.56 5.98 0.44 0.58 0.30 – – – –

Regretful-Agent [10] 3.69 0.65 0.72 0.59 5.36 0.48 0.61 0.37 – – – –

EnvDrop [16] 4.71 0.55 – 0.53 5.49 0.47 – 0.43 – – – –

SERL (Ours) 3.67 0.66 0.71 0.58 4.97 0.50 0.59 0.44 5.70 0.51 0.57 0.47

Speaker-Follower* [4] 3.36 0.66 0.74 – 6.62 0.36 0.45 – 6.62 0.35 – 0.28

RCM* [19] 3.37 0.67 0.77 – 5.88 0.43 0.52 – 6.12 0.43 0.50 0.38

FAST* [7] – – – – 4.97 0.56 – 0.43 5.14 0.54 – 0.41

Self-Monitoring* [9] 3.22 0.67 0.78 0.58 5.52 0.45 0.56 0.32 5.67 0.48 0.59 0.35

Regretful-Agent* [10] 3.23 0.69 0.77 0.63 5.32 0.50 0.59 0.41 5.69 0.48 0.56 0.40

EnvDrop* [16] 3.99 0.62 – 0.59 5.22 0.52 – 0.48 5.23 0.51 0.59 0.47

EnvDrop-Our-Impl* 3.77 0.66 0.72 0.62 5.49 0.49 0.56 0.45 – – – –

SERL* (Ours) 3.20 0.69 0.75 0.64 4.74 0.56 0.65 0.48 5.63 0.53 0.61 0.49

On the test unseen set, our SERL model can achieve performance better than,
or comparably well to, the other competing methods in Table 2. When com-
pared to the second-best model, the model increases 3% for the oracle successful
rate and 4% SPL respectively. The FAST [7] model applies a beam-search style
strategy, thus it is expected to produce better successful rate (SR) but it leads
to a relatively worse SPL.

4.3 Ablation Study

Ablation Study of Different Components Performance. This section
examines the contribution of each component of SERL model. Different compo-
nents are added to the baseline model. The ablation results are represented as
Table 3. The results are shown on validation seen and unseen sets and the mod-
els are trained with the same data augmentation strategy. In the first column,
SED represents our proposed soft expert distillation module, while SP is the self
perceiving module. BS represents beam search setting. We check different com-
ponents in the second column to examine each variant. Row model #1 shows the
performance of the environment dropout methods that we implemented. From
the table we can clearly find that when comparing to row #1, excluding the
beam search setting on the validation unseen set, the model with SED module
alone (method #2) achieves higher SR by 6% and increases SPL score from 0.45
to 0.48; the model with SP module alone (#3) receives better success rate as
0.53 from 0.49 and better SPL score as 0.46 from 0.45. This is because the SED
module encourages the agent to have better alignment with expert trajectories,
but in a soft way; the SP module pushes the agent to find the target location as
fast as possible. The full SERL model (method #4) combines the advantages of
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individual module and it achieves 0.56 of successful rate and 0.48 of SPL, which
outperforms other variants.

Table 3. Ablation study of different components in SERL model. We evaluate the
results on validation seen set and validation unseen set. The best result are bolded.

Models SED SP BS Val seen Val unseen

NE ↓ SR ↑ OSR ↑ SPL ↑ NE ↓ SR ↑ OSR ↑ SPL ↑
1 3.77 0.66 0.72 0.62 5.49 0.49 0.56 0.45

2 � 3.67 0.66 0.74 0.63 5.10 0.52 0.58 0.48

3 � 3.19 0.67 0.72 0.61 4.93 0.53 0.61 0.46

4 � � 3.20 0.69 0.75 0.64 4.74 0.56 0.65 0.48

5 � � � 2.47 0.77 0.99 0.02 3.01 0.71 0.99 0.02

Additionally, beam search is another popular Vision-and-Language Naviga-
tion setting. In the beam search setting, the agents are given the chance to
choose the trajectories with the highest success rate. In this case, it can further
boost the success rate of our SERL model (method #5) to 0.77 on validation
seen set and 0.71 on validation seen set. Moreover, SERL model receives 0.70 in
successful rate on the test unseen set with beam search.
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Fig. 4. The sensitivity test of our Soft Expert Reward Learning (SERL) model. The
figures show the SR and SPL performance of the model on validation unseen set with
different α and β values.

Sensitivity Test. This section presents the performances of SERL model with
different α and β weights to trade-off the proposed individual intrinsic reward.
Figure 4 shows the sensitivity test results, which is evaluated in SR and SPL on
validation unseen set. It is clear that SERL generally performs stably w.r.t. the
use of different α and β weights. This demonstrates the general stability of our
SERL method by setting different hyper-parameters. In general, α = β = 0.1
is recommended for SERL to achieve effective visual and language navigation
performance.
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Step 1 : con nue down the stairs. you'll see a big le on the floor , turn right and 
go into the first doorway on the right . there will be a big mirror in the room . 
you'll stop and wait just inside this room .  

Step 1 : con nue down the stairs. you'll see a big le on the floor , turn right and 
go into the first doorway on the right . there will be a big mirror in the room . 
you'll stop and wait just inside this room .  

Step 2 : con nue down the stairs. you'll see a big le on the floor , turn right and 
go into the first doorway on the right . there will be a big mirror in the room . 
you'll stop and wait just inside this room .  

Step 2 : con nue down the stairs. you'll see a big le on the floor , turn right and 
go into the first doorway on the right . there will be a big mirror in the room . 
you'll stop and wait just inside this room .  

Step 3 : con nue down the stairs. you'll see a big le on the floor , turn right and 
go into the first doorway on the right . there will be a big mirror in the room . 
you'll stop and wait just inside this room .  

Step 3 : con nue down the stairs. you'll see a big le on the floor , turn right and 
go into the first doorway on the right . there will be a big mirror in the room . 
you'll stop and wait just inside this room .  

Step 4 : con nue down the stairs. you'll see a big le on the floor , turn right and 
go into the first doorway on the right . there will be a big mirror in the room . 
you'll stop and wait just inside this room .  

Step 4 : con nue down the stairs. you'll see a big le on the floor , turn right and 
go into the first doorway on the right . there will be a big mirror in the room . 
you'll stop and wait just inside this room .  

Step 5 : con nue down the stairs. you'll see a big le on the floor , turn right and 
go into the first doorway on the right . there will be a big mirror in the room . 
you'll stop and wait just inside this room .  

Step 5 : con nue down the stairs. you'll see a big le on the floor , turn right and 
go into the first doorway on the right . there will be a big mirror in the room . 
you'll stop and wait just inside this room .  

Step 6 : con nue down the stairs. you'll see a big le on the floor , turn right and 
go into the first doorway on the right . there will be a big mirror in the room . 
you'll stop and wait just inside this room .  

Step 6 : con nue down the stairs. you'll see a big le on the floor , turn right and 
go into the first doorway on the right . there will be a big mirror in the room . 
you'll stop and wait just inside this room .  

(a) Our Baseline (b) SERL Model

Fig. 5. The visualisation of our proposed Soft Expert Reward Learning (SERL) model.
The figure shows the comparison between SERL model and the baseline model. The
yellow colours in the sentence represents the attention maps over the instruction. The
depth of the colours indicates the strength of the attention. The darker the colours, the
more attention is put on the specific vocabularies. The check mark means the agents
take a same action as the expert; the cross mark represents the opposite.
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4.4 Visualisation

Figure 5 shows the actions taken by our baseline agents and proposed SERL
agent, respectively. The attention maps over the instruction at each step are
also illustrated in the figure. On the left column of the figure, the agent is
trained by behaviour cloning solely and it performs correctly at the first three
steps. But the agent takes a wrong action at the fourth step and it results in
failure navigation in the next three steps. This is because subtle errors will be
accumulated at each step by just copy expert demonstrations in the training
phase. However, our SERL model can attend over the instruction in a better
way and it does not encounter the error accumulation problem in the case.

5 Conclusions

In this paper, we propose a Soft Expert Reward Learning (SERL) model to
address the behaviour cloning error accumulation and the reinforcement learn-
ing reward engineering issues for VLN task. From the experimental results, we
show that our SERL model gains better performance generally than current
state-of-the-art methods in both validation unseen and test unseen set on VLN
Room-to-Room dataset. The ablation study shows that our proposed the Soft
Expert Distillation (SED) module and the Self Perceiving (SP) module are com-
plementary to each other. Moreover, the visualisation experiments further verify
the SERL model can overcome the error accumulation problem. In the future,
we will further investigate more reward learning methods on VLN task.
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Abstract. Few-shot semantic segmentation aims to learn to segment
new object classes with only a few annotated examples, which has a wide
range of real-world applications. Most existing methods either focus on
the restrictive setting of one-way few-shot segmentation or suffer from
incomplete coverage of object regions. In this paper, we propose a novel
few-shot semantic segmentation framework based on the prototype repre-
sentation. Our key idea is to decompose the holistic class representation
into a set of part-aware prototypes, capable of capturing diverse and fine-
grained object features. In addition, we propose to leverage unlabeled
data to enrich our part-aware prototypes, resulting in better modeling
of intra-class variations of semantic objects. We develop a novel graph
neural network model to generate and enhance the proposed part-aware
prototypes based on labeled and unlabeled images. Extensive experimen-
tal evaluations on two benchmarks show that our method outperforms
the prior art with a sizable margin (Code is available at: https://github.
com/Xiangyi1996/PPNet-PyTorch).

1 Introduction

Semantic segmentation is a core task in modern computer vision with many
potential applications ranging from autonomous navigation [4] to medical image
understanding [6]. A particular challenge in deploying segmentation algorithms
in real-world applications is to adapt to novel object classes efficiently in dynamic
environments. Despite the remarkable success achieved by deep convolutional
networks in semantic segmentation [2,5,19,38], a notorious disadvantage of those
supervised approaches is that they typically require thousands of pixel-wise

Y. Liu and X. Zhang—Contributed equally to the work. This work was supported by
Shanghai NSF Grant (No. 18ZR1425100).

Electronic supplementary material The online version of this chapter (https://
doi.org/10.1007/978-3-030-58545-7 9) contains supplementary material, which is avail-
able to authorized users.

c© Springer Nature Switzerland AG 2020
A. Vedaldi et al. (Eds.): ECCV 2020, LNCS 12354, pp. 142–158, 2020.
https://doi.org/10.1007/978-3-030-58545-7_9

http://crossmark.crossref.org/dialog/?doi=10.1007/978-3-030-58545-7_9&domain=pdf
https://github.com/Xiangyi1996/PPNet-PyTorch
https://github.com/Xiangyi1996/PPNet-PyTorch
https://doi.org/10.1007/978-3-030-58545-7_9
https://doi.org/10.1007/978-3-030-58545-7_9
https://doi.org/10.1007/978-3-030-58545-7_9


Part-Aware Prototype Network for Few-Shot Semantic Segmentation 143

labeled images, which are very costly to obtain. While much effort has been
made to alleviate such burden on data annotation, such as weak supervision [15],
most of them still rely on collecting large-sized datasets.

A promising strategy, inspired by human visual recognition [25], is to enable
the algorithm to learn to segment a new object class with only a few annotated
examples. Such a learning task, termed as few-shot semantic segmentation, has
attracted much attention recently [3,21,22,33]. Most of those initial attempts
adopt the metric-based meta-learning framework [32], in which they first match
learned features from support and query images, and then decode the matching
scores into final segmentation.

However, the existing matching-based methods often suffer from several
drawbacks due to the challenging nature of semantic segmentation. First, some
prior works [35–37] solely focus on the task of one-way few-shot segmentation.
Their approaches employ dense pair-wise feature matching and specific decoding
networks to generate segmentation, and hence it is non-trivial or computationally
expensive to generalize to the multi-way setting. Second, other prototype-based
methods [7,27,33] typically use a holistic representation for each semantic class,
which is difficult to cope with diverse appearance in objects with different parts,
poses or subcategories. More importantly, all those methods represent a seman-
tic class based on a small support set, which is restrictive for capturing rich and
fine-grained feature variations required for segmentation tasks.

In this work, we propose a novel prototype-based few-shot learning frame-
work of semantic segmentation to tackle the aforementioned limitations. Our
main idea is to enrich the prototype representations of semantic classes in two
directions. First, we decompose the commonly used holistic prototype represen-
tation into a small set of part-aware prototypes, which is capable of capturing
diverse and fine-grained object features and yields better spatial coverage in
semantic object regions. Moreover, inspired by the prior work in image classifi-
cation [1,24], we incorporate a set of unlabeled images into our support set so
that our part-aware prototypes can be learned from both labeled and unlabeled
data source. This enables us to go beyond the restricted small support set and
to better model the intra-class variation in object features. We refer to this new
problem setting as semi-supervised few-shot semantic segmentation. Based on
our new prototypes, we also design a simple and yet flexible matching strategy,
which can be applied to either one-way or multi-way setting.

Specifically, we develop a deep neural network for the task of few-shot seman-
tic segmentation, which consists of three main modules: an embedding network,
a prototypes generation network and a part-aware mask generation network.
Given a few-shot segmentation task, our embedding network module first com-
putes a 2D conv feature map for each image. Taking as input all the feature
maps, the prototype generation module extracts a set of part-aware representa-
tions of semantic classes from both labeled and unlabeled support images. To
achieve this, we first cluster object features into a set of prototype candidates
and then use a graph attention network to refine those prototypes using all the
support data. Finally, the part-aware mask generation network fuses the score
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maps generated by matching the part-aware prototypes to the query image and
predicts the semantic segments. We train our deep network using the meta-
learning strategy with an augmented loss [34] that exploits the original semantic
classes for efficient network learning.

We conduct extensive experiments evaluation on the PASCAL-5i [3,37] and
COCO-20i dataset [20,33] to validate our few-shot semantic segmentation strat-
egy. The results show that our part-aware prototype learning outperforms the
state of the art with a large margin. We also include the detailed ablation study
in order to provide a better understanding of our method.

The main contribution of this work can be summarized as the following:

– We develop a flexible prototype-based method for few-shot semantic segmen-
tation, achieving superior performances in one-way and multi-way setting.

– We propose a part-aware prototype representation for semantic classes, capa-
ble of encoding fine-grained object features for better segmentation.

– To better capture the intra-class variation, we leverage unlabeled data for
semi-supervised prototype learning with a graph attention network.

2 Related Work

2.1 Few-Shot Classification

Few-shot learning aims to learn a new concept representation from only a few
annotated examples. Most of existing works can be categorized into metric-
learning based [28,32,34], optimization-learning based [8,23], and graph neural
network [9,18] based methods. Our work is inspired by the metric-learning based
methods. In particular, Oriol et al. [32] propose to encode an input into an
embedded feature and to perform a weighted nearest neighbor matching for
classification. The prototypical network [28] aims to learn a metric space in which
an input is classified according to its distance to class prototypes. Our work is in
line with the prototypical network, but we adopt this idea in more challenging
segmentation tasks, enjoying a simple design and yet high performance.

There have been several recent attempts aiming to improve the few-shot
learning by incorporating a set of unlabeled data, referred to as semi-supervised
few-shot learning [1,16,24]. Ren et al. [24] first try to leverage unlabeled data
to refine the prototypes by Soft K-means. Ayyad et al. [1] introduced a consis-
tency loss both in local and global for utilizing unlabeled data effectively. These
methods are initially proposed for solving semi-supervised problems in few-shot
classification regime and hence it is non-trivial to extend them to few-shot seg-
mentation directly. We are the first to leverage unlabeled data in the challenging
few-shot segmentation task for capturing the large intra-class variations.

2.2 Few-Shot Semantic Segmentation

Few-shot semantic segmentation aims to segment semantic objects in an image
with only a few annotated examples, and attracted much attention recently.
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The existing works can be largely grouped into two types: parametric matching-
based methods [3,20,35–37] and prototype-based methods [27,33]. A recent
exception, MetaSegNet [29], adopts the optimization-based few-shot learning
strategy and formulates few-shot segmentation as a pixel classification problem.

In the parametric-matching based methods, Shaban et al. [3] first develop a
weight imprinting mechanism to generate the classification weight for few-shot
segmentation. Zhang et al. [36] propose to concatenate the holistic objects rep-
resentation with query features in each spatial position and introduce a dense
comparison module to estimate their prediction.The subsequent method, pro-
posed by Zhang et al. [35], attends to foreground features for each query feature
with a graph attention mechanism. These methods however mainly focus on
the restrictive one-way few-shot setting and it is computationally expensive to
generalize them to the multi-way setting.

Prototype-based methods conduct pixel-wise matching on query images with
holistic prototypes of semantic classes. Wang et al. [33] propose to learn class-
specific prototype representation by introducing the prototypes alignment regu-
larization between support and query images. Siam et al. [27] adopt a novel
multi-resolution prototype imprinting scheme for few-shot segmentation. All
these prototype-based methods are limited by their holistic representations. To
tackle this issue, we propose to decompose object representation into a small set
of part-level features for modeling diverse object features at a fine-grained level.

2.3 Graph Neural Networks

Our work is related to learning deep networks on graph-structured data. The
Graph Neural Networks are first proposed in [10,26] which learn a feature repre-
sentation via a recurrent message passing process. Graph convolutional networks
are a natural generalization of convolutional neural networks to non-Euclidean
graphs. Kipf et al. [14] introduce learning polynomials of the graph laplacian
instead of computing eigenvectors to alleviate the computational bottleneck, and
validated its effectiveness on semi-supervised learning. Velic et al. [31] incorpo-
rate the attention mechanism into the graph neural network to augment node
representation with their contextual information. Garcia et al. [9] firstly intro-
duce the graph neural network into the few-shot image classification. By contrast,
our work employ graph neural network to learn a set of prototypes for the task
of semantic segmentation.

3 Problem Setting

We consider the problem of few-shot semantic segmentation, which aims to learn
to segment semantic objects from only a few annotated training images per class.
To this end, we adopt a meta-learning strategy [3,32] that builds a meta learner
M to solve a family of few-shot semantic segmentation tasks T = {T} sampled
from an underlying task distribution PT .
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Fig. 1. Model Overview: For each task T , Embedding Network first aims to pre-
pare convolutional feature maps of support, unlabeled and query images. Prototypes
Generation Network then generates a set of part-aware prototypes by taking support
and unlabeled image features as input. It consists of two submodules: Part Gener-
ation Module and Part Refinement Module (see below for details). Finally, the
Part-aware Mask Generation Network performs segmentation on query features
based on a set of part-aware prototypes. In addition, Semantic Branch generates
mask predictions over the global semantic class space Ctr.

Formally, each few-shot segmentation task T (also called an episode) is com-
posed of a set of support data S with ground-truth masks and a set of query
images Q. In our semi-supervised few-shot semantic segmentation setting, the
support data S = {Sl,Su} where Sl and Su are the annotated image-label pairs
and unlabeled images, respectively. More specifically, for the C-way K-shot set-
ting, the annotated support data consists of K image-label pairs from each class,
denoted as Sl = {(Ilc,k,Y

l
c,k)}c∈CT

k=1,...,K , where {Yl
c,k} are pixel-wise annotations,

CT is the subset of class sets for the task T and |CT | = C. The unlabeled support
images Su = {Iui }Nu

i=1 are randomly sampled from the semantic class set C with
their class labels removed during training and inference. Similarly, the query set
Q = {(Iqj ,Y

q
j )}

Nq

j=1, contains Nq images from the class set CT whose ground-truth
annotations {Yq

j} are provided during training but unknown in test.
The meta learner M aims to learn a functional mapping from the support

set S and a query image Iq to its segmentation Yq for all the tasks. To achieve
this, we construct a training set of segmentation tasks Dtr = {(Sn,Qn)}|Dtr|

n=1

with a class set Ctr, and train the meta learner episodically on the tasks in Dtr.
After the meta-training, the model M encodes the knowledge on how to perform
segmentation on different semantic classes across tasks. We finally evaluate the
learned model in a test set of tasks Dte = {(Sm,Qm)}|Dte|

m=1 whose class set Cte is
non-overlapped with Ctr.
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Fig. 2. Part Generation Module aims to generate the initial part-aware proto-
types on support images and further incorporate with their global context of the same
semantic class. Part Refinement Module further improves part-aware prototypes
representation with unlabeled images features by a graph attention network.

4 Our Approach

In this work, we adopt a prototype-based few-shot learning framework to build
a meta learner M for semantic segmentation. The main idea of our method is
to capture the intra-class variation and fine-grained features of semantic classes
by a new prototype representation. Specifically, we propose to decompose the
commonly-used holistic representations of support objects into a set of part-
aware prototypes for each class, and additionally utilize unlabeled data to enrich
their representations.

To this end, we develop a deep graph network, as our meta learner, to encode
such a new representation and to segment the query images. Our network con-
sists of three main networks: an embedding network that computes convolutional
feature maps for the images within a task (in Sect. 4.1); a prototypes generation
network that extracts a set of part-aware prototypes from the labeled and unla-
beled support images (in Sect. 4.2); and a part-aware mask generation network
that generates the final semantic segmentation of the query images (in Sect. 4.3).

To train our meta model, we adopt a hybrid loss and introduce an auxiliary
semantic branch that exploits the original semantic classes for efficient learning
(in Sect. 4.4). We refer to our deep model as the Part-aware Prototype Net-
work (PPNet). An overview of our framework is illustrated in Fig. 1 and we
will introduce the model details in the remaining of this section (Fig. 2).

4.1 Embedding Network

Given a task (or episode), the first module of our PPNet is an embedding net-
work that extracts the convolutional feature maps of all images in the task.
Following prior work [35,36], we adopt ResNet [12] as our embedding network,
and introduce the dilated convolution to enlarge the receptive field and preserve
more spatial details. Formally, we denote the embedding network as fem, and
compute the feature maps of images in a task T as F = fem(I), ∀I ∈ S ∪ Q.
Here F ∈ R

Hf×Wf×nch , nch is the number of feature channels, and (Hf ,Wf ) is
the height and width of the feature map. We also resize the annotation mask Y
into the same spatial size as the feature map, denoted as M ∈ R

Hf×Wf .
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In the C-way K-shot setting, we reshape and group all the image features
in the labeled support set Sl into C + 1 subsets: F l = {F l

k, k = 0, 1, · · · , C},
where 0 indicates background class and F l

k contains all the features f ∈ R
nch

annotated with semantic class k. Similarly, we denote all the features in the
unlabeled support set Su as Fu.

4.2 Prototypes Generation Network

Our second module, the prototypes generation network, aims to generate a set
of discriminative part-aware prototypes for each class. For notation clarity, here
we focus on a single semantic class k. The module takes the image feature set
F l

k and Fu as input, and outputs the set of prototypes Pk.
To this end, we introduce a graph neural network defined on the features,

which computes the prototypes in two steps according to the different nature of
the labeled and unlabeled support sets. Specifically, the network first extracts
part-aware prototypes directly from the labeled support data F l

k and then refines
their representation by making use of the unlabeled data Fu. As a result, the
prototypes generation network consists of two submodules: a Part Generation
Module and a Part Refinement Module, which are described in detail as following.

Part Generation with Labeled Data. We first introduce the part generation
module, which builds a set of part-aware prototypes from the labeled support
set in order to capture fine-grained part-level variation in object regions.

Specifically, we denote the number of prototypes per class as Np and the pro-
totype set Pk = {pi}Np

i=1, pi ∈ R
nch . To define our prototypes, we first compute a

data partition G = {G1, G2, · · · , GNp
} on the feature set F l

k using the K-means
clustering and then generate an initial set of prototypes P̃k = {p̃i}Np

i=1 with an
average pooling layer as follows,

p̃i =
1

|Gi|
∑

j∈Gi

fj , fj ∈ F l
k (1)

We further incorporate a global context of the semantic class into the part-aware
prototypes by augmenting each initial prototype with a context vector, which
is estimated from other prototypes in the same class based on the attention
mechanism [30]:

pi = p̃i + λp

Np∑

j=1∧j �=i

μijp̃j , μij =
d(p̃i, p̃j)∑
j �=i d(p̃i, p̃j)

(2)

where λp is a scaling parameter and μij is the attention weight calculated with
a similarity metric d, e.g., cosine similarity.
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Part Refinement with Unlabeled Data: The second submodule, the part
refinement module, aims to capture the intra-class variation of each semantic
class by enriching the prototypes on additional unlabeled support images. How-
ever, exploiting the unlabeled data is challenging due to the fact that the set of
unannotated image features Fu is much more noisy and in general has a much
larger volume than the labeled set F l

k.
We tackle the above two problems by a grouping and pruning process, which

yields a smaller and more relevant set of features Ru
k for class k. Based on Ru

k ,
we then design a graph attention network to smooth the unlabeled features and
to refine the part-aware prototypes by aggregating those features. Concretely,
our refinement process includes the following three steps:

Step-1: Relevant feature generation. We first compute a region-level feature
representation of unlabeled images by utilizing the idea of superpixel generation.
Concretely, we apply SLIC [13] to all the unlabeled images and generate a set
of groupings on Fu. Denoting the groupings as R = {R1, R2, · · · , RNr

}, we use
the average pooling to produce a pool of region-level features Ru = {ri}Nr

i=1. We
then select a set of relevant features for class k as follows:

Ru
k = {rj : rj ∈ Ru ∧ ∃pi ∈ Pk, d(pi, rj) > σ} (3)

where d(·, ·) is a cosine similarity function between prototype and feature, and
σ is a threshold that determines the relevance of the features.

Step-2: Unlabeled feature augmentation. With the selected unlabeled features,
the second step aims to enhance those region-level representations by incorporat-
ing contextual information in the unlabeled feature set. This allows us to encode
both local and global cues of a semantic class.

Specifically, we build a fully-connected graph on the feature set Ru
k and use

the following message passing function to compute the update R̃u
k = {r̃i}|R̃u

k |
i=1 :

r̃i = ri + h

⎛

⎝ 1
Zu
i

|Ru
k |∑

j=1∧j �=i

d(ri, rj)Wrj

⎞

⎠ (4)

where r̃i represents the updated representation at node i, h is an element-wise
activate function (e.g., ReLU). d is a similarity function encoding the relations
between two feature vectors ri and rj , and Zu

i is a normalization factor for node
i. W ∈ R

nch×nch is the weight matrix defining a linear mapping to encode the
message from node j.

Step-3: Part-aware prototype refinement. Given the augmented unlabeled fea-
tures, we refine the original part-aware prototypes with an attention strategy
similar to the labeled one. We use the part-aware prototypes Pk as attention
query to choose similar unlabeled features in R̃u

k and aggregate them into Pk:

pr
i = pi + λr

|R̃u
k |∑

j=1

φij r̃j , φij =
d(pi, r̃j)∑
j d(pi, r̃j)

(5)

where λr is a scaling parameter and φij is the attention weight. The final refined
prototype set for class k is denoted as Pr

k = {pr
1,p

r
2, · · · ,pr

Np
}.
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4.3 Part-Aware Mask Generation Network

Given the part-aware prototypes {Pr
k}Ck=0 of every semantic class and back-

ground in each task, we introduce a simple and yet flexible matching strategy to
generate the semantic mask prediction on a query image Iq. We denote its conv
feature map as Fq and its feature column at location (m,n) as fqm,n.

Specifically, we first generate a similarity score map for each part-aware pro-
totype performing the prototype-pixel matching as follows,

Sk,j(m,n) = d(fqm,n,pr
j), pr

j ∈ Pr
k , Sk,j ∈ R

Hf×Wf (6)

where d is the cosine similarity function and Sk,j(m,n) is the score at location
(m,n). We then fuse together all the score maps from the class k by max-pooling
and generate the output segmentation scores by concatenating score maps from
all the classes:

Sq
k = MaxPool({Sk,j}Np

j=1), Ŷq =
⊕

{Sq
k}Ck=0 (7)

where
⊕

indicates concatenation. To generate the final segmentation, we upsam-
ple the score output Ŷq by bilinear interpolation and choose the class label with
the highest score at each pixel location.

4.4 Model Training with Semantic Regularization

To estimate the parameters of proposed model, we train our PPNet in the meta-
learning framework. Specifically, we adopt the standard cross-entropy loss to
train our entire network on all the tasks in the training set Dtr. Inspired by [33],
we compute the cross-entropy loss on both support and query images. The loss
for each task can be written as:

Lmeta = LCE(Ŷq,Yq) + LCE(Ŷl,Yl) (8)

where LCE is the cross-entropy function, Yl, Ŷl are the ground-truth and pre-
diction mask for support image. We note that while our full model is not strictly
differentiable w.r.t the embedding network thanks to the prototype clustering
and candidate region selection, we are able to compute an approximate gradient
by fixing the clustering and selection outcomes. This approximation works well
empirically largely due to a well pre-trained embedding network.

In order to learn better visual representation for few-shot segmentation, we
introduce another semantic branch [34] for computing a semantic loss defined
on the global semantic class space Ctr (in contrast to C classes in individual
tasks). To achieve this, we augment the network with an Atrous Spatial Pyramid
Pooling module (ASPP) decoder to predict mask scores Ŷq

sem, Ŷl
sem of support

and query image respectively in the global class space Ctr, and compute the
semantic loss as below,

Lsem = LCE(Ŷq
sem,Yq

sem) + LCE(Ŷl
sem,Yl

sem) (9)
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Here Yq
sem,Yl

sem are ground-truth masks defined over shared class space Ctr.
The overall training loss for each task is:

Lfull = Lmeta + βLsem (10)

where β is hyper-parameter to balance the weight of task loss and semantic loss.

5 Experiments

We evaluate our method on the task of few-shot semantic segmentation by con-
ducting a set of experiments on two datasets, including PASCAL-5i [3] and
COCO-20i [20,33]. In each dataset, we compare our approach with the state-of-
the-art methods in terms of prediction accuracy.

Below we first introduce the implementation details and experimental config-
uration in Sect. 5.1. Then we present our experimental analysis on PASCAL-5i

dataset in Sect. 5.2, followed by our results on the COCO-20i dataset in Sect. 5.3.
We report comparisons of quantitative results and analysis on each dataset.
Finally, we conduct a series of ablation studies to evaluate the importance of
each component of the model in Sect. 5.4.

5.1 Experimental Configuration

Network Details: We adopt ResNet [12], initialized with weights pre-trained
on ILSVRC [25], as feature extractor to compute the convolutional feature maps.
In last two res-blocks, the strides of max-pooling are set as 1 and dilated convo-
lutions are taken with dilation rate 2, 4 respectively. The last ReLU operation
is removed for generating the prototypes. The input images are resized into a
fixed resolution [417, 417] and horizontal random flipping is used for data aug-
mentation. For the part-aware prototypes network, the typical hyper-parameter
of the parts is Np = 5. In the part refinement module, we first generate Nr = 100
candidate regions on unlabeled data, and select the relevant regions for each
semantic class by setting similarity threshold σ as 0. In addition, λp in Eq. 2
and λr in Eq. 5 are set to 0.8 and 0.2 respectively, which control the proportion
of parts and unlabeled information passed.

Training Setting: For the meta-training phase, the model is trained with the
SGD optimizer, initial learning rate 5e−4, weight decay 1e−4 and momentum
0.9. We train 24k iterations in total, and decay the learning rate 10 times in 10k,
20k iteration respectively. The weight β of semantic loss Lsem is set as 0.5. At
the testing phase, we average the mean-IoU of 5-runs [33] with different random
seeds in each fold with each run containing 1000 tasks.

Baseline and Evaluation Metrics: We adopt ResNet-50 [12] as feature extrac-
tor in PANet [33] to be our baseline model, denoted as PANet*. Following pre-
vious works [3,22,33,35,37], mean-IoU and binary-IoU are adopted for model
evaluation. Mean-IoU measures the averaged Intersection-over-Union (IoU) of
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Table 1. Mean-IoU of 1-way on PASCAL-5i. ∗ denotes the results implemented by our-
selves. MS denotes the model evaluated with multi-scale inputs. [35,36]. Red numbers
denote the averaged mean-IoU over 4 folds.

Methods MS Backbone
1-shot 5-shot

#params
fold-1 fold-2 fold-3 fold-4 mean fold-1 fold-2 fold-3 fold-4 mean

OSLSM [3] x VGG16 33.60 55.30 40.90 33.50 40.80 35.90 58.10 42.70 39.10 43.90 272.6M

co-FCN [22] x VGG16 31.67 50.60 44.90 32.40 41.10 37.50 50.00 44.10 33.90 41.40 34.20M

SG-one [37] x VGG16 40.20 58.40 48.40 38.40 46.30 41.90 58.60 48.60 39.40 47.10 19.00M

AMP [27] x VGG16 36.80 51.60 46.90 36.00 42.80 44.60 58.00 53.30 42.10 49.50 15.8M

PANet [33] x VGG16 42.30 58.00 51.10 41.20 48.10 51.80 64.60 59.80 46.50 55.70 14.7M

PANet* [33] x RN50 44.03 57.52 50.84 44.03 49.10 55.31 67.22 61.28 53.21 59.26 23.5M

PGNet* [35] x RN50 53.10 63.60 47.60 47.70 53.00 56.30 66.10 48.00 53.20 55.90 32.5M

FWB[20] x RN101 51.30 64.49 56.71 52.24 56.19 54.84 67.38 62.16 55.30 59.92 43.0M

CANet [36] � RN50 52.50 65.90 51.30 51.90 55.40 55.50 67.80 51.90 53.20 57.10 36.35M

PGNet [35] � RN50 56.00 66.90 50.60 50.40 56.00 57.70 68.70 52.90 54.60 58.50 32.5M

Ours(w/o Su) x RN50 47.83 58.75 53.80 45.63 51.50 58.39 67.83 64.88 56.73 61.96 23.5M

our x RN50 48.58 60.58 55.71 46.47 52.84 58.85 68.28 66.77 57.98 62.97 31.5M

Ours x RN101 52.71 62.82 57.38 47.74 55.16 60.25 70.00 69.41 60.72 65.10 50.5M

Table 2. Mean-IoU of 2-way on PSACAL-5i. ∗ denotes our implementation. Red
numbers denote the averaged mean-IoU over 4 folds.

Methods Backbone
1-shot 5-shot

fold-1 fold-2 fold-3 fold-4 mean fold-1 fold-2 fold-3 fold-4 mean

MetaSegNet [29] RN9 - - - - - 41.9 41.75 46.31 43.63 43.30

PANet[33] VGG16 - - - - 45.1 - - - - 53.10

PANet*[33] RN50 42.82 56.28 48.72 45.53 48.33 54.65 64.80 57.61 54.94 58.00

Ours(w/o Su) RN50 45.63 58.00 51.65 45.69 50.24 55.34 66.38 63.79 56.85 60.59

Ours RN50 47.36 58.34 52.71 48.18 51.65 55.54 67.26 64.36 58.02 61.30

all the classes. Binary-IoU1 is calculated by treating all object classes as the
foreground and averaging the IoU of foreground and background. In our exper-
iments, we mainly focus on mean-IoU metrics for evaluation since it reflects the
model generalization ability more precisely.

5.2 Experiments on PASCAL-5i

Dataset: The PASCAL-5i is introduced in [3,37], which is created from PAS-
CAL VOC 2012 dataset with SBD [11] augmentation. Specifically, the 20 classes
in PASCAL VOC is split into 4-folds evenly, each containing 5 categories. Models
are trained on three folds and evaluated on the rest using cross-validation.

Quantitative Results: We compare the performance of our PPNet with
the previous state-of-the-art methods. The detail results of 1-way setting are
reported in Table 1. With the ResNet-50 as the embedding network, our model
achieves 61.96% mean-IoU in 5-shot setting, which outperforms the state-of-the-
art method with a sizable margin of 2.71%. The performance can be further
improved to 52.84%(1-shot) and 62.97%(5-shot) by refining the part proto-
types with the unlabeled data. Compared with the PANet [33], our method
achieves the considerable improvement in both 1-shot and 5-shot setting, which

1 We report Binary-IoU in supplementary material for a clear comparison with the
previous works.
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Fig. 3. Qualitative Visualization of 1-way 1-shot setting on PASCAL-5i. (a) demon-
strates the part-aware prototypes response heatmaps. The bright region denotes a high
similarity between prototypes and query images. (b) and (c) show the capabilities of
our model in coping with appearance and scale variation by utilizing unlabeled data.
Red masks denote prediction results of our models. Blue and green masks denote the
ground-truth of support and query images. See suppl. for more visualization results.
(Color figure online)

demonstrates the part-aware prototypes can provide a superior representation
than the holistic prototype. Moreover, our method achieves the state-of-the-art
performance at 65.10% in 5-shot setting relied on the ResNet-101 backbone2.

To investigate the effectiveness of our method on multi-way setting, a 2-way
experiment is conducted and the results are reported in Table 2. Our method
can outperform the previous works both in with/without unlabeled data with
a large margin. Our model can achieve 51.65% and 61.30% for 1-shot and
5-shot setting, which has 3.32% and 3.30% performance gain compared with
PANet*, respectively. The quantitative results indicate our PPNet can achieve
the state-of-the-art in a more challenging setting.

Visualization Analysis: To better understand our part-aware prototype
framework, we visualize the responding region of our part prototypes and the
prediction results in Fig. 3. The response heatmaps are presented in the column
4–8 of the (a). For example, given a support image (horse or cat), the part pro-
totypes are corresponding to different body parts, which is capable of modeling
one semantic class at a fine-grained level.

2 We note that our 1-shot performance is affected by the limited representation power
of the prototypes learned from a single support image while prior methods [35,36]
employ a complex Convnet decoder to exploit additional spatial smoothness prior.
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Table 3. Mean-IoU results of 1-way on COCO-20i split-A. Red numbers denote the
averaged mean-IoU over 4 folds. * is our implementation

Methods Split Backbone
1-shot 5-shot

fold-1 fold-2 fold-3 fold-4 mean fold-1 fold-2 fold-3 fold-4 mean

PANet [33] A VGG16 28.70 21.20 19.10 14.80 20.90 39.43 28.30 28.20 22.70 29.70

PANet* [33] A RN50 31.50 22.58 21.50 16.20 22.95 45.85 29.15 30.59 29.59 33.80

Ours(w/o Su) A RN50 34.53 25.44 24.33 18.57 25.71 48.30 30.90 35.65 30.20 36.24

Ours A RN50 36.48 26.53 25.99 19.65 27.16 48.88 31.36 36.02 30.64 36.73

FWB [20] B RN101 16.98 17.78 20.96 28.85 21.19 19.13 21.46 23.39 30.08 23.05

Ours B RN50 28.09 30.84 29.49 27.70 29.03 38.97 40.81 37.07 37.28 38.53

Table 4. Ablation Studies of 1-way 1-shot on COCO-20i split-A in every fold. Red
numbers denote the averaged mean-IoU over 4 folds.

1-shot

Model PAP SEM UD fold-1 fold-2 fold-3 fold-4 mean

Baseline (PANet*) - - - 31.50 22.58 21.50 16.20 22.95

�(w/o context) - - 32.05 23.09 21.33 16.94 23.35

� - - 34.45 24.37 23.46 17.79 25.02

� � - 34.53 25.44 24.33 18.57 25.71

� � �(w/o step-2 ) 36.02 24.45 25.82 19.07 26.34

Ours � � � 36.48 26.53 25.99 19.65 27.16

Moreover, our model can cope with the large appearance and scale variation
between support and query images, which is illustrated in (b) and (c). Compared
with the PANet*, our method can enhance the modeling capability with the part
prototypes, and has a significant improvement on the segmentation prediction
by utilizing the unlabeled images to better model the intra-class variations.

5.3 Experiments on COCO-20i

Dataset: COCO-20i [20,33] is another more challenging benchmark built from
MSCOCO [17]. Similar to PASCAl-5i, MS-COCO dataset is divided into 4-folds
with 20 categories in each fold. There are two splits of MSCOCO: we refer the
data partition in [33] as split-A while the split in [20] as split-B. We mainly
focus on split-A and also report the performance on split-B. Models are trained
on three folds and evaluated on the rest with a cross-validation strategy.

Quantitative Results: We report the performance of our method on this more
challenging benchmark in Table 3. Compared with the recent works [20,33], our
method can achieve the state-of-the-art performance in different splits that use
the same type of embedding networks by a sizable margin. Compared with the
baseline PANet*, the same performance improvement trends are shown in both
setting. In split-B [20], our model is superior to FWB [20] nearly in every fold,
except for fold-4 in 1-shot, achieving 29.03% in 1-shot and 38.53% in 5-shot.
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Fig. 4. Ablation studies of Np parts, Nu unlabeled data and weight β for semantic loss
on COCO-20i split-A 1-way 1-shot. (Color figure online)

5.4 Ablation Study

In this subsection, we conduct several experiments to evaluate the effectiveness
of our model components on COCO-20i split-A 1-way 1-shot setting.

Part-Aware Prototypes (PAP): As in Table 4, by decomposing the holis-
tic object representation [33,36,37] into a small set of part-level representations,
the averaged mean-IoU is improved from 22.95% to 23.35%. We further demon-
strate the effectiveness of the global context used for augmenting part prototype
(in Eq. 2). The performance can achieve continuous improvement to 25.02%,
which suggests that global semantic is important for part-level representations.

Semantic Branch (SEM): We also conduct experiments to validate the
semantic branch [34]. It is evident that the semantic branch is able to improve
the convergence and the final performance significantly, which indicates that the
full PPNet exploits the semantic information efficiently.

Unlabel Data (UD): We also investigate the graph attention network for the
exploitation of the unlabeled data. As discussed in the method, we propose to
utilize the graph attention network to refine the part prototypes. We compare
the performance of the full PPNet with the PPNet without the GNN module
used in step-2. The performance demonstrates the effectiveness of the GNN, and
our full PPNet can achieve 27.16% in terms of averaged mean-IoU over 4 folds.

Hyper-Parameters Np, Nu and β: We conduct several ablation studies to
explore the influence of the hyper-parameters of our PPNet. We first investigate
the part number Np on ‘baseline+PAP’ model and plot the performance curve
in Fig. 4(a). In our experiments, the highest performance is achieved when Np is
5 and 20 (red line) over 4 folds, and we set Np = 5 for computation efficiency. In
our semi-supervised few-shot segmentation task, we also investigate the influence
of the unlabeled image number Nu. In Fig. 4(b), we can achieve the highest
averaged mean-IoU over 4 folds (red line) with our full PPNet when Nu = 6. In
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addition, we also investigate the weight β for semantic loss Lsem in our final
model during training stage. As shown in Fig. 4(c), the optimal value is β = 0.5.

6 Conclusion

In this work, we presented a flexible prototype-based method for few-shot seman-
tic segmentation. Our approach is able to capture diverse appearances of each
semantic class. To achieve this, we proposed a part-aware prototypes repre-
sentation to encode the fine-grained object features. In addition, we leveraged
unlabeled data to capture the intra-class variations of the prototypes, where we
introduce the first framework of semi-supervised few-shot semantic segmenta-
tion. We developed a novel graph neural network model to generate and enhance
the part-aware prototypes based on support images with and without pixel-wise
annotations. We evaluated our method on several few-shot segmentation bench-
marks, in which our approach outperforms the prior works with a large margin,
achieving the state-of-the-art performance.
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Abstract. The generalization capability of neural networks across
domains is crucial for real-world applications. We argue that a general-
ized object recognition system should well understand the relationships
among different images and also the images themselves at the same time.
To this end, we present a new domain generalization framework (called
EISNet) that learns how to generalize across domains simultaneously
from extrinsic relationship supervision and intrinsic self-supervision for
images from multi-source domains. To be specific, we formulate our
framework with feature embedding using a multi-task learning paradigm.
Besides conducting the common supervised recognition task, we seam-
lessly integrate a momentum metric learning task and a self-supervised
auxiliary task to collectively integrate the extrinsic and intrinsic super-
visions. Also, we develop an effective momentum metric learning scheme
with the K-hard negative mining to boost the network generalization
ability. We demonstrate the effectiveness of our approach on two stan-
dard object recognition benchmarks VLCS and PACS, and show that
our EISNet achieves state-of-the-art performance.

Keywords: Domain generalization · Unsupervised learning · Metric
learning · Self-supervision

1 Introduction

The rise of deep neural networks has achieved promising results in various com-
puter vision tasks. Most of these achievements are based on supervised learning,
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which assumes that the models are trained and tested on the samples drawn
from the same distribution or domain. However, in many real-world scenarios,
the training and test samples are often acquired under different criteria. There-
fore, the trained network may perform poorly on “unseen” test data with domain
discrepancy from the training data. To address this limitation, researchers have
studied how to alleviate the performance degradation of a trained network among
different domains. For instance, by utilizing labeled (or unlabeled) target domain
samples, various domain adaptation methods have been proposed to minimize
the domain discrepancy by aligning the source and target domain distributions
[11,18,23,35,41,42].

Although these domain adaptation methods can achieve better performance
on the target domain, there exists an indispensable demand to pre-collect and
access target domain data during the network training. Moreover, it needs to
re-train the network to adapt to every new target domain. However, in real-
world applications, it is often the case that adequate target domain data is not
available during the training process [28,49]. For example, it is difficult for an
automated driving system to know which domain (e.g., city, weather) the self-
driving car will be used. Therefore, it has a broad interest in studying how to
learn a generalizable network that can be directly applied to new “unseen” target
domains. Recently, the community develops domain generalization methods to
improve the model generalization ability on unseen target domains by utilizing
the multiple source domains.

Most existing domain generalization methods attempt to extract the shared
domain-invariant semantic features among multiple source domains [8,26–28,31].
For example, Li et al. [28] extend an adversarial auto-encoder by imposing
the Maximum Mean Discrepancy (MMD) measure to align the distributions
among different domains. Since there is no specific prior information from target
domains during the training, some works have investigated the effectiveness of
increasing the diversity of the inputs by creating synthetic samples to improve
the generalization ability of networks [49,50]. For instance, Yue et al. [49] pro-
pose a domain randomization method with Generative Adversarial Networks
(GANs) to learn a model with high generalizability. Meta-learning has also been
introduced to address the domain generalization problem via an episodic train-
ing [8,27]. Very recently, Carlucci et al. [2] introduce a self-supervision task by
predicting relative positions of image patches to constrain the semantic feature
learning for domain generalization. This shows that the self-supervised task can
discover invariance in images with different patch orders and thus improve the
network generalization. Such self-supervision task only considers the regulariza-
tion within images but does not explore the valuable relationship among images
across different domains to further enhance the discriminability and transfer-
ability of semantic features.

The generalization of deep neural networks relies crucially on the ability to
learn and adapt knowledge across various domains. We argue that a general-
ized object recognition system should well understand the relationships among
different objects and the objects themselves at the same time. Particularly, on
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Fig. 1. The framework of the proposed EISNet for domain generalization. We train a
feature Encoder f for discriminative and transferable feature extraction and a classifier
for object recognition. Two complementary tasks, a momentum metric learning task
and a self-supervised auxiliary task, are introduced to prompt general feature learning.
We maintain a momentum updated Encoder (MuEncoder) to generate momentum
updated embeddings stored in a large memory bank. Also, we design a K-hard negative
selector to locate the informative hard triplets from the memory bank to calculate the
triplet loss. The auxiliary self-supervised task predicts the order of patches within an
image.

the one hand, exploring the relationship among different objects (i.e., extrinsic
supervision) guides the network to extract domain-independent yet category-
specific representation, facilitating decision-boundary learning. On the other
hand, exploring context or shape constraint within a single image (i.e., intrinsic
supervision) introduces necessary regularization for network training, broaden-
ing the network understanding of the object.

To this end, we present a new framework called EISNet that learns how to
generalize across domains by simultaneously incorporating extrinsic supervision
and intrinsic supervision for images from multi-source domains. We formulate
our framework as a multi-task learning paradigm for general feature learning,
as shown in Fig. 1. Besides conducting the common supervised recognition task,
we seamlessly integrate a momentum metric learning task and a self-supervised
auxiliary task into our framework to utilize the extrinsic and intrinsic supervi-
sions, respectively. Specifically, we develop an effective momentum metric learn-
ing scheme with the K-hard negative selector to encourage the network to explore
the image relationship and enhance the discriminability learning. The K-hard
negative selector is able to filter the informative hard triplets, while the momen-
tum updated encoder guarantees the consistency of embedded features stored
in the memory bank, which stabilizes the training process. We then introduce a
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jigsaw puzzle solving task to learn the spatial relationship of images parts. The
three kinds of tasks share the same feature encoder and are optimized in an end-
to-end manner. We demonstrate the effectiveness of our approach on two object
recognition benchmarks. Our EISNet achieves the state-of-the-art performance.

2 Related Work

Domain Adaptation and Generalization. The goal of unsupervised domain
adaptation is to learn a general model with source domain images and unla-
beled target domain images, so that the model could perform well on the target
domain. Under such a problem setting, images from the target domain can be
utilized to guide the optimization procedure. The general idea of domain adap-
tion is to align the source domain and target domain distributions in the input
level [3,19], semantic feature level [9,34], or output space level [5,39,40,43,45].
Most methods adopt Generative Adversarial Networks and achieve better perfor-
mance on the target domain data. However, training domain adaptation models
need to access unlabeled target domain data, making it impractical for some
real-world applications.

Domain generalization is an active research area in recent years. Its goal is
to train a neural network on multiple source domains and produce a trained
model that can be applied directly to unseen target domain. Since there is no
specific prior guidance from the target domain during the training procedure,
some domain generalization methods proposed to generate synthetic images
derived from the given multiple source domains to increase the diversity of the
input images, so that the network could learn from a larger data space [49,50].
Another promising direction is to extract domain-invariant features over multiple
source domains [12,26–28,31]. For example, Li et al. [25] developed a low-rank
parameterized CNN model for domain generalization and proposed the domain
generalization benchmark dataset PACS. Motiian et al. [31] presented a uni-
fied framework by exploiting the Siamese architecture to learn a discriminative
space. A novel framework based on adversarial autoencoders was presented by
Li et al. [28] to learn a generalized latent feature representation across domains.
Recently, meta-learning-based episodic training was designed to tackle domain
generalization problems [8,27]. Li et al. [27] developed an episodic training pro-
cedure to expose the network to domain shift that characterizes a novel domain
at runtime to improve the robustness of the network. Our work is most related
to [2], which introduced self-supervision signals to regularize the semantic feature
learning. However, besides the self-supervision signals within a single image, we
further exploit the extrinsic relationship among image samples across different
domains to improve the feature compactness.

Metric Learning. Our work is also related to metric learning, which aims to
learn a metric to minimize the intra-class distances and maximize the inter-
class variations [14,46]. With the development of deep learning, distance metric
also benefits the feature embedding learning for better discrimination [17,44].
Recently, the metric learning strategies have attracted a lot of attention on
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face verification and recognition [36], fine-grained object recognition [44], image
retrieval [48], and so on. Different from previous applications, in this work, we
adopt the conventional triplet loss with more informative negative selection and
momentum feature extraction for domain generalization.

Self-supervision. Self-supervision is a recent paradigm for unsupervised learn-
ing. The idea is to design annotation-free (i.e., self-supervised) tasks for fea-
ture learning to facilitate the main task learning. Annotation-free tasks can
be predictions of the image colors [24], relative locations of patches from the
same image [2,32], image inpainting [33], and image rotation [13]. Typically,
self-supervised tasks are used as network pre-train to learn general image fea-
tures. Recently, it is trained as an auxiliary task to promote the mainstream
task by sharing semantic features [4]. In this paper, we inherit the advantage of
self-supervision to boost the network generalization ability.

3 Method

We aim to learn a model that can perform well on “unseen” target domain
by utilizing multiple source domains. Formally, we consider a set of S source
domains {D1, ...,Ds}, with the j-th domain Dj having Nj sample-label pairs
{(xj

i , y
j
i )}

Nj

i=1, where xj
i is the i-th sample in Dj and yj

i ∈ {1, 2, ..., C} is the
corresponding label. In this work, we consider the object recognition task and
aim to learn an Encoder fθ : X → Z mapping an input sample xi into the feature
embedding space fθ(xi) ∈ Z, where θ denotes the parameters of Encoder fθ. We
assume that Encoder fθ could extract discriminative and transferable features,
so that the task network (e.g., classifier) hψ : Z → R

C can be prompted on the
unseen target domain.

The overall framework of the proposed EISNet is illustrated in Fig. 1. We
adopt the classical classification loss, i.e., Cross-Entropy, to minimize the objec-
tive Lc(hψ(fθ(x)), y) that measures the difference between the ground truth y
and the network prediction ŷ = hψ(fθ(x)). To avoid performance degradation
on unseen target domain, we introduce two additional complementary supervi-
sions to our framework. One is an extrinsic supervision with momentum metric
learning, and the other is an intrinsic supervision with a self-supervised aux-
iliary task. The momentum metric learning is employed by a triplet loss with
a K-hard negative selector on the momentum updated embeddings stored in a
large memory bank. We implement a self-supervised auxiliary task by predicting
the order of patches within an image. All these tasks adopt a shared encoder f
and are seamlessly integrated into an end-to-end learning framework. Below, we
introduce the extrinsic supervision and intrinsic self-supervision in detail.

3.1 Extrinsic Supervision with Momentum Metric Learning

For the domain generalization problem, it is necessary to ensure the features
of samples with the same label close to each other, while the features of dif-
ferent class samples being far apart. Otherwise, the predictions on the unseen
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Fig. 2. The schematic diagram of triplet negative sample selectors. We draw a circle
with the anchor (xa) as the center and the distance between the anchor (xa) and
positive (xp) as the radius. We ignore the relaxation margin here and set K as 2 for
illustration. The selected negatives (xn) are shown with arrows.

target domain may suffer from ambiguous decision boundaries and performance
degradation [8,20]. This is well aligned with the philosophy of metric learning.
Therefore, we design a momentum metric-learning scheme to encourage the net-
work to learn such domain-independent yet class-specific features by considering
the mutual relation among samples across domains. Specifically, we propose a
novel K-hard negative selector for triple loss to improve the training effective-
ness by selecting informative triplets in the memory bank, and a momentum
updated encoder to guarantee the representation consistency among the embed-
dings stored in the memory bank.

K -Hard Negative Selector for Triplet Loss. The triplet loss is widely used
to learn feature embedding based on the relative similarity of the sampled pairs.
The goal of the original triplet loss is to assign close distance to pairs of similar
samples (i.e., positive pair) and long distance to pairs of dissimilar samples
(i.e., negative pair). For example, we can extract the feature representation vi of
each image xi from multi-source domains with the feature Encoder fθ. Then by
fixing an anchor sample xa, we choose a corresponding positive sample xp with
the same class label as xa, and a random negative sample xn with different class
label from xa to form a triplet T = {(xa, xp, xn)|ya = yp, ya �= yn}. Accordingly,
the objective of the original triplet loss is formulated as

LT = [d(xa, xp)2 − d(xa, xn)2 + margin]+, (1)

where [·]+ = max(0, ·), d(xi, xj) represents the distance between the samples,
and the margin is a standard relaxation coefficient. In general, we use the
Euclidean distance to measure distances between the embedded features. Then,
the distance between samples xi and xj is defined as

d(xi, xj) =
√

‖ vi − vj ‖2 =
√

‖ fθ(xi) − fθ(xj) ‖2. (2)
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The negative sample selection process in the original triplet loss is shown
in Fig. 2(a). Since the selected negative sample may already obey the triplet
constraint, the training with the original triplet loss selector may not be efficient.
To avoid useless training, inspired by [36,37], we propose a novel K-hard negative
online selector, which extends the triplet with K negatives that violate the triplet
constraint within a certain of margin. Specifically, given a sampled anchor, we
randomly choose one positive sample with the same class label as the anchor,
and select K hard negative samples xni

, i = {1, 2, ...,K} following

T ′ = {(xa, xp, xni
)|ya = yp, ya �= yni

, d(xa, xni
)2 < d(xa, xp)2 + margin}. (3)

In an extreme case, the number of hard negative samples may be zero, then
we random select negative samples without the distance constraint. Therefore,
the objective of the proposed triple loss with K-hard negative selector can be
represented as

LT ′ =
1
K

K∑
i=1

[d(xa, xp)2 − d(xa, xni
)2 + margin]+. (4)

We illustrate the triplet selection process of semi-hard selector (K = 1) and
K-hard selector (K = 2) in Fig. 2 (b) (c) for a better understanding. Compared
with the original triplet loss, our proposed triple loss equipped with the K-hard
negative selector considers more informative hard negatives for each anchor, thus
facilitating the feature encoder to learn more discriminative features.

Efficient Learning with Memory Bank. The way to select informative
triplet pairs has a large influence on the feature embedding. Good features can be
learned from a large sample pool that includes a rich set of negative samples [15].
However, selecting K-hard triplets from the whole sample pool is not efficient.
To increase the diversity of selected triplet pairs while reducing the computation
burden, we maintain memory bank V to store the feature representation vi of
historical samples [47] with a size of m. Instead of calculating the embedded
features of all the images at each iteration, we utilize the stored features to
select the K-hard triplet samples. Note that we also keep the class label yi along
with representation vi in the memory bank to filter the negatives, as shown in
Fig. 1. During the network training, we dynamically update the memory bank
by discarding the oldest items and feeding the new batch of embedded features,
where the memory bank acts as a queue.

Momentum Updated Encoder. With the memory bank, we can improve
the efficiency of triplet sample selection. However, the representation consis-
tency between the current samples and historical samples in the memory bank
is reduced due to the rapidly-changed encoder [15]. Therefore, instead of utiliz-
ing the same feature encoder to extract the representation of current samples
and historical samples, we adopt a new Momentum updated Encoder (MuEn-
coder) to generate feature representation for the samples in the memory bank.
Formally, we denote the parameters of Encoder and MuEncoder as θf and θg,
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respectively. The Encoder parameter θf is optimized by a back-propagation of
the loss function, while the MuEncoder parameter θg is updated as a moving
average of Encoder parameters θf following

θg = δ ∗ θg + (1 − δ) ∗ θf , where δ ∈ [0, 1), (5)

where δ is a momentum coefficient to control the update degree of MuEncoder.
Since the MuEncoder evolves more smoothly than Encoder, the update of dif-
ferent features in the memory bank is not rapid, thereby easing the triplet loss
update. This is confirmed by the experimental results. In our preliminary exper-
iments, we found that a large momentum coefficient δ by slowly updating θg

could generate better results than rapid updating, which indicates that a slow
update of MuEncoder is able to guarantee the representation consistency.

3.2 Intrinsic Supervision with Self-supervised Auxiliary Task

To broaden the network understanding of the data, we propose to utilize the
intrinsic supervision within a single image to impose a regularization into the
feature embedding by adding auxiliary self-supervised tasks on all the source
domain images. A similar idea has been adopted in domain adaptation and
Generative Adversarial Networks training [4,38]. The auxiliary self-supervised
task is able to exploit the intrinsic semantic information within a single image
to provide informative feature representations for the main task.

There are plenty of works focusing on designing auxiliary self-supervised
tasks, such as rotation degree prediction and relative location prediction of two
patches in one image [7,13,21]. Here, we employ the recently-proposed solving
jigsaw puzzles [2,32] as our auxiliary task. However, most of the self-supervised
tasks focusing on high-level semantic feature learning can be incorporated into
our framework. Specifically, we first divide an image into nine (3 × 3) patches,
and shuffle these patches within the 30 different combinations following [2]. As
pointed by [2], the model achieves the highest performance when the class num-
ber is set as 30 and the order prediction performance decreases when the task
becomes more difficult with more orders. A new auxiliary task branch ha follows
the extracted feature representation fθ to predict the ordering of the patches. A
Cross-Entropy loss is applied to tackle this order classification task:

La = − 1
N ∗ 31

N∑
i=1

30∑
ca=0

ya
i,ca ∗ log(pa

i,ca), (6)

where ya and pa are the ground-truth order and predicted order from the aux-
iliary task branch, respectively. We use ca = 0 to represent the original images
without patch shuffle, leading to a total of 31 classes.

Overall, we formulate the whole framework as a multi-task learning paradigm.
The total objective function to train the network is represented as

L = α ∗ Lc + β ∗ LT ′ + γ ∗ La, (7)
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where α, β, and γ are hyper-parameters to balance the weights of the basic
classification supervision, extrinsic relationship supervision, and intrinsic self-
supervision, respectively.

4 Experiments

4.1 Datasets

We evaluate our method on two public domain generalization benchmark
datasets: VLCS and PACS. VLCS [10] is a classic domain generalization
benchmark for image classification, which includes five object categories from
four domains (PASCAL VOC 2007, LabelMe, Caltech, and Sun datasets).
PACS [25] is a recent domain generalization benchmark for object recognition
with larger domain discrepancy. It consists of seven object categories from four
domains (Photo, Art Paintings, Cartoon, and Sketches datasets) and the domain
discrepancy among different datasets is more severe than VLCS, making it more
challenging.

4.2 Network Architecture and Implementation Details

Our framework is flexible and one can use different network backbones as the
feature Encoder. We utilized a fully-connected layer with 31-dimensional output
as the self-supervised auxiliary classification layer following the setting in [2] for a
fair comparison. To enable the momentum metric learning, we further employed
a fully-connected layer with 128 output channels following the Encoder part and
added an L2 normalization layer to normalize the feature representation v of each
sample. The MuEncoder has the same network architecture as the Encoder, and
the weight of MuEncoder was initialized with the same weight as Encoder. We
followed the previous works in the literature [1,2,8,26] and employed the leave-
one-domain-out cross-validation strategy to produce the experiment results, i.e.,
we take turns to choose each domain for testing, and train a network model with
the remaining three domains.

We implemented our framework with the PyTorch library on one NVIDIA
TITAN Xp GPU. Our framework was optimized with the SGD optimizer. We
totally trained 100 epochs, and the batch size was 128. The learning rate was set
as 0.001 and decreased to 0.0001 after 80 epochs. We empirically set the margin
of the triplet loss as 2. We also adopted the same on-the-fly data augmentation
as JiGen [2], which includes random cropping, horizontal flipping, and jitter.

4.3 Results on VLCS Dataset

We followed the same experiment setting in previous work [2] to train and
evaluate our method. The extrinsic metric learning and intrinsic self-supervised
learning was developed upon the “FC7” features of AlexNet [22] pretrained on
ImageNet [6]. We set the size of the memory bank as 1024 and the number of
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Table 1. Domain generalization results on VLCS dataset with object recognition
accuracy (%) using AlexNet backbone. The top results are highlighted in bold.

Target Within

domain

D-MTAE

[12]

CIDDG

[29]

CCSA

[31]

DBADG

[25]

MMD-

AAE

[28]

MLDG

[26]

Epi-

FCR

[27]

JiGen

[2]

MASF

[8]

EISNet

(Ours)

PASCAL 82.07 63.90 64.38 67.10 69.99 67.70 67.7 67.1 70.62 69.14 69.83± 0.48

LabelMe 74.32 60.13 63.06 62.10 63.49 62.60 61.3 64.3 60.90 64.90 63.49± 0.82

Caltech 100.0 89.05 88.83 92.30 93.63 94.40 94.4 94.1 96.93 94.78 97.33± 0.36

Sun 77.33 61.33 62.10 59.10 61.32 64.40 65.9 65.9 64.30 67.64 68.02± 0.81

Average 83.43 68.60 69.59 70.15 72.11 72.28 72.3 72.9 73.19 74.11 74.67

Table 2. Domain generalization results on PACS dataset with object recognition
accuracy (%) using AlexNet backbone. The top results are highlighted in bold.

Target Within
domain

D-MTAE
[12]

CIDDG
[29]

DBADG
[25]

MLDG
[26]

Epi-
FCR
[27]

MetaReg
[1]

JiGen
[2]

MASF
[8]

EISNet
(Ours)

Photo 97.80 91.12 78.65 89.50 88.00 86.1 91.07 89.00 90.68 91.20 ± 0.00

Art painting 90.36 60.27 62.70 62.86 66.23 64.7 69.82 67.63 70.35 70.38 ± 0.37

Cartoon 93.31 58.65 69.73 66.97 66.88 72.3 70.35 71.71 72.46 71.59 ± 1.32

Sketch 93.88 47.68 64.45 57.51 58.96 65.0 59.26 65.18 67.33 70.25 ± 1.36

Average 93.84 64.48 68.88 69.21 70.01 72.0 72.62 73.38 75.21 75.86

negatives K in the triplet loss Eq. (4) as 256. The hyper-parameters α, β, and
γ in total objective function Eq. (7) were set as 1, 0.1, and 0.05, respectively.
For our results, we report the average performance and standard deviation over
three independent runs.

We compare our method with other nine previous state-of-the-art methods.
D-MTAE [12] utilized the multi-task auto-encoders to learn robust features
across domains. CIDDG [29] was a conditional invariant adversarial network
that learns the domain-invariant representations under distribution constraints.
CCSA [31] exploited a Siamese network to learn a discriminative embedding
subspace with distribution distances and similarities. DBADG [25] developed a
low-rank parametrized CNN model for domain generalization. MMD-AAE [28]
aligned the distribution through an adversarial auto-encoder by Maximum Mean
Discrepancy. MLDG [26] was a meta-learning method by simulating train/test
domain shift during training. Epi-FCR [27] was an episodic training method.
JiGen [2] solved a jigsaw puzzle auxiliary task based on self-supervision. MASF
[8] employed a meta-learning based strategy with two complementary losses for
encoder regularization. Moreover, we include the Within domain performance
of all the datasets as a comparison to reveal the performance drop due to domain
discrepancy. We trained Within domain using a supervised way with training
and test images from the same domain.

The comparison results with the above methods are shown in Table 1. It is
observed that our EISNet achieves the best performance on both Caltech and
Sun datasets and comparable results on PASCAL VOC and LabelMe datasets.
Overall, EISNet achieves an average accuracy of 74.67% over four domains, out-
performing the previous state-of-the-art method MASF [8]. Our method also
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Table 3. Domain generalization results on PACS dataset with object recognition
accuracy (%) using ResNet backbones. The top results are highlighted in bold.

Target ResNet-18 ResNet-50

DeepAll MASF [8] EISNet (Ours) DeepAll MASF [8] EISNet (Ours)

Photo 94.25 94.99 95.93± 0.06 94.83 95.01 97.11± 0.40

Art painting 77.38 80.29 81.89± 0.88 81.47 82.89 86.64± 1.41

Cartoon 75.65 77.17 76.44± 0.31 78.61 80.49 81.53± 0.64

Sketch 69.64 71.69 74.33± 1.37 69.69 72.29 78.07± 1.43

Average 79.23 81.04 82.15 81.15 82.67 85.84

outperforms JiGen [2] on three domains and achieves comparable results on the
remaining PASCAL VOC domain, demonstrating that utilizing extrinsic rela-
tionship supervision can further improve the network generalization ability.

4.4 Results on PACS Dataset

To show the effectiveness of our framework under different network backbones on
PACS dataset, we evaluate our method with three different backbones: AlexNet,
ResNet-18, and ResNet-50 [16]. The size of memory bank was set as 1024 and K
in the triplet loss Eq. (4) was set as 256. The hyper-parameters in total objective
function Eq. (7) were set as 1, 0.5, and 0.7 for α, β, and γ, respectively. For our
results, we also report the average performance and standard deviation over
three independent runs.

Table 2 summarizes the experimental results developed with AlexNet back-
bone. We compare our methods with eight other methods that achieved pre-
vious best results on this benchmark dataset. MetaReg [1] utilized a novel
classifier regularization in the meta-learning framework. As we can observe from
Table 2, by simultaneously utilizing momentum metric learning and intrinsic
self-supervision for images across different source domains, our method achieves
the best performance on three datasets. Across all domains, our method achieves
an average accuracy of 75.86%, setting a new state-of-the-art performance.

We also compare our method with baseline method (DeepAll) and the state-
of-the-art method MASF [8] using ResNet-18 and ResNet-50 backbones in
Table 3. In the ResNet-50 experiment, we reduce the batch size to 64 to fit
the limited GPU memory. The DeepAll method is trained with all the source
domains without any specific network design. As shown in Table 3, our method
consistently outperforms MASF about 1.11% and 3.17% on average accuracy
with ResNet-18 and ResNet-50 backbone, respectively. This indicates that our
designed framework is very general and can be migrated to different network
backbones. Note that the improvement over MASF is more obvious with a
deeper network backbone, showing that our proposed algorithm is more benefi-
cial for domain generalization with deeper feature extractors.
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Fig. 3. The performance of our method under different number of negative samples K
and momentum update coefficient δ.

Table 4. Ablation study on key components of our method with the PACS dataset
(%). The top results are highlighted in bold.

Extrinsic Intrinsic Photo Art painting Cartoon Sketch Average

– – 94.85 81.47 78.61 69.69 81.15

� – 97.06 81.97 80.70 76.81 84.14

– � 97.02 85.17 76.35 76.97 83.88

� � 97.11 86.64 81.53 78.07 85.84

Table 5. Comparison of our proposed K-hard negative selector with original random
selector and semi-hard negative selector.

Selector Random Semi-hard K-hard

Accuracy (%) 65.38 68.08 70.25

4.5 Analysis of Our Method

We conduct extensive analysis of our method. Firstly, we investigate the effective-
ness of extrinsic and intrinsic supervision using ResNet-50 backbone on PACS
dataset, and the experimental results are illustrated in Table 4. The Extrinsic
supervision indicates that the momentum metric learning is used, while Intrin-
sic supervision denotes that the auxiliary self-supervision loss is optimized. The
method without these two supervisions is the baseline model, which is the same
with DeepAll results in Table 3. From the results in Table 4, we observe that each
supervision plays an important role in our framework. Specifically, equipping the
extrinsic supervision into the baseline model yields about 2.99% average accuracy
improvement. Meanwhile, we also achieve 2.73% average accuracy improvement
over the baseline model by incorporating intrinsic self-supervision of the images.
By combing extrinsic and intrinsic supervision, performance is further improved
across all settings, indicating these two supervisions are complementary.

We then analyze five key components in our framework, that is a) the number
of different negative samples K in momentum metric learning, b) the effective-
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Table 6. Comparison among different memory bank size.

Memory bank size m 1024 512 256 128

No. of negatives K 256 128 64 32

Accuracy (%) 70.25 68.80 68.24 67.93

ness of momentum update coefficient δ, c) the effectiveness of hard negative
selector, d) the size of memory bank m, and e) time cost. All below comparison
experiments are implemented with AlexNet backbone on the PACS benchmark.

a. The number of negative samples K is a key parameter of our designed K-hard
negative selector in momentum metric learning. We investigate the network
performance under different options. We select six K values at different mag-
nitudes, which are 1, 8, 64, 128, 256, and 512. The Sketch dataset results are
shown in Fig. 3 (a), We can observe that a large number of negative samples
would lead to better results in general and the network generates the best
result with K = 256. However, the performance drops drastically if we set
K = 512, demonstrating that too large K will produce a burden on the metric
distance calculation and make the network difficult to learn.

b. The momentum update coefficient δ is important to control the feature con-
sistency among different batches of embedded features in the memory bank.
We show the accuracy with different momentum coefficient δ in Fig. 3 (b).
It is observed that the network performs well when δ is relatively large, i.e.,
0.999. A small coefficient would degrade the network performance, suggesting
that a slow updating MuEncoder is beneficial to the feature consistency.

c. To validate the effectiveness of K-hard negative selector in our proposed met-
ric learning, we compare our proposed K-hard negative selector with original
random triplet selector and semi-hard negative selector. The Sketch dataset
results are shown in Table 5. Equipped with semi-hard negative selector, the
accuracy improves 2.70%. By selecting more negative pairs from the memory
bank, we obtain the accuracy of 70.25%, demonstrating the effectiveness of
the proposed K-hard negative selector.

d. The size of memory bank m can be adjusted according to different tasks. Here,
we show the results of four different settings with the number of negatives
changing as well in Table 6. In general, our method is able to generate better
results with a large memory bank size and negative samples. However, a too
large memory bank will increase the burden to calculate the pair-wise distance
in triplet loss. Therefore, we need to balance the accuracy and computation
burden.

e. Apart from the performance improvement over other methods, our method
has much lower computation cost. Under the same server setting (one TITAN
XP GPU) and AlexNet backbone, our method only takes 1.5 h to train the
network on PACS dataset, while the total training time of the state-of-the-art
MASF is about 17 h. Therefore, our method could save more than 91% time
cost on training phase.
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Fig. 4. t-SNE visualization on one target domain to show the discrimination of the
network. (a) is the feature embedding extracted from the IMAGENET pre-trained
network. (b) shows the feature embedding distributions extracted from our EISNet.

We also employ t-SNE [30] to analyze the feature level discrimination of our
method and the visualization results are shown in Fig. 4. Compared with the
feature extracted from the ImageNet pre-trained network, the distance between
different class clusters in our method becomes evident, indicating that equipped
with our proposed extrinsic and intrinsic supervision, the model is able to
learn more discriminative features among different object categories regardless
domains.

5 Conclusions

We have presented a multi-task learning paradigm to learn how to generalize
across domains for domain generalization. The main idea is to learn a feature
embedding simultaneously from the extrinsic relationship of different images
and the intrinsic self-supervised constraint within the single image. We design
an effective and efficient momentum metric learning module to facilitate com-
pact feature learning. Extensive experimental results on two public benchmark
datasets demonstrate that our proposed method is able to learn discriminative
yet transferable feature, which lead to state-of-the-art performance for domain
generalization. Moreover, our proposed framework is flexible and can be migrated
to various network backbones.
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Abstract. The state-of-the art solutions for human activity understand-
ing from a video stream formulate the task as a spatio-temporal problem
which requires joint localization of all individuals in the scene and clas-
sification of their actions or group activity over time. Who is interacting
with whom, e.g. not everyone in a queue is interacting with each other,
is often not predicted. There are scenarios where people are best to be
split into sub-groups, which we call social groups, and each social group
may be engaged in a different social activity. In this paper, we solve the
problem of simultaneously grouping people by their social interactions,
predicting their individual actions and the social activity of each social
group, which we call the social task. Our main contributions are: i) we
propose an end-to-end trainable framework for the social task; ii) our pro-
posed method also sets the state-of-the-art results on two widely adopted
benchmarks for the traditional group activity recognition task (assum-
ing individuals of the scene form a single group and predicting a single
group activity label for the scene); iii) we introduce new annotations on
an existing group activity dataset, re-purposing it for the social task.
The data and code for our method is publicly available (https://github.
com/mahsaep/Social-human-activity-understanding-and-grouping).

Keywords: Collective behaviour recognition · Social grouping · Video
understanding

1 Introduction

Recognising individuals’ action and group activity from video is a widely studied
problem in computer vision. This is crucial for surveillance systems, autonomous
driving cars and robot navigation in environments where humans are present
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Fig. 1. Examples of our annotated data representing social groups of people in the
scene and their common activity within their group. Realistically, individuals in the
scene may perform their own actions, but they may also belong to a social group
with a mutual activity, e.g., walking together. In this figure, social groups and their
corresponding common activities have been color-coded.

[5,12,34]. In the last decade, most effort from the community has been dedicated
to extract reliable spatio-temporal representations from video sequences. Domi-
nantly, this was investigated in a simplified scenario where each video clip was
trimmed to involve a single action, hence a classification problem [6,35,53,54].
Recently, the task of human activity understanding has been extended to more
challenging and realistic scenarios, where the video is untrimmed and may include
multiple individuals performing different actions [22,23,28,56]. In parallel, there
are works focusing on predicting a group activity label to represent a collective
behaviour of all the actors in the scene [11,14,37]. There are also independent
works aiming at only grouping individuals in the scene based on their interactions
[7,20,25,47,57] or joint inferring of groups, events and human roles in aerial videos
[49] by utilizing hand-crafted features.

In a real scenario, a scene may contain several people, individuals may per-
form their own actions while they might be connected to a social group. In other
words, a real scene generally comprises several groups of people with potentially
different social connections, e.g. contribution toward a common activity or goal
(Fig. 1). To this end, in our work we focus on the problem of “Who is with whom
and what they are doing together?”. Although the existing works mentioned in
the previous paragraphs tackle some elements, we propose a holistic approach
that considers the multi-task nature of the problem, where these tasks are not
completely independent, and which can benefit each other. Understanding of
this scene-wide social context would be conducive for many video understanding
applications, e.g. anomalous behaviour detection in the crowd from a surveillance
footage or navigation of an autonomous robot or car through a crowd.

To tackle this real-world problem, we propose an end-to-end trainable frame-
work which takes a video sequence as input and learns to predict a) each indi-
vidual’s action; b) their social connections and groups; and, c) a social activity
for each predicted social group in the scene. We first introduce our framework
for a relevant conventional problem, i.e. group activity recognition [11,14,37].
We propose an architecture design that incorporates: i) I3D backbone [23] as
a state-of-the art feature extractor to encode spatio-temporal representation of
individuals in a video clip, ii) Self-attention module [59] to refine individuals’
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feature representations, and iii) Graph attention module [60] to directly model
the interactions and connections among the individuals. Our framework out-
performs the state-of-the-art on two widely adopted group activity recognition
datasets. We then introduce our extended framework that can elegantly handle
social grouping and social activity recognition for each group. We also augment
an existing group activity dataset with enriched social group and social activity
annotations for the social task. Our main contributions are:

1. We propose an end-to-end framework for the group activity recognition task
through integration of I3D backbone, self-attention module and graph atten-
tion module in a well-justified architecture design. Our pipeline also outper-
forms existing solutions and sets a new state-of-the-art for the group activity
recognition task on two widely adopted benchmarks.

2. We show that by including a graph edge loss in the proposed group activ-
ity recognition pipeline, we obtain an end-to-end trainable solution to the
multi-task problem of simultaneously grouping people, recognizing individu-
als’ action and social activity of each social group (social task).

3. We introduce new annotations, i.e. social groups and social activity label for
each sub-group on a widely used group activity dataset to serve as a new
benchmark for the social task.

2 Related Work

Action Recognition. Video understanding is one of the main computer vision
problems widely studied over the past decades. Deep convolutional neural net-
works (CNNs) have shown promising performance in action recognition on short
trimmed video clips. A popular approach in this line involves adoption of two-
stream networks with 2D kernels to exploit the spatial and temporal informa-
tion [18,19,53,61]. Recurrent neural networks (RNNs) have also been utilized
to capture the temporal dependencies of visual features [15,41]. Unlike these
approaches, [30,58] focused on CNNs with 3D kernels to extract features from
a sequence of dense RGB frames. Recently, [6] proposed I3D, a convolutional
architecture that is based on inflating 2D kernels pretrained on ImageNet into
3D ones. By pretraining on large-scale video datasets such as Kinetics [32], I3D
outperforms the two-stream 2D CNNs on video recognition benchmark datasets.

Spatio-Temporal Action Detection. Temporal action detection methods aim
to recognize humans’ actions and their corresponding start and end times in
untrimmed videos [51,52,67,69]. By introducing spatio-temporal action anno-
tation for each subject, e.g. as in AVA [23], spatio-temporal action detection
received considerable attention [17,21,22,38,56,64]. In particular, [56] mod-
els the spatio-temporal relations to capture the interactions between human,
objects, and context that are crucial to infer human actions. More recently,
action transformer network [22] has been proposed to localize humans and rec-
ognize their actions by considering the relation between actors and context.
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Group Activity Recognition. The aforementioned methods mostly focus on
predicting individuals’ actions in the scene. However, there are works focusing
on group activity recognition where the aim is to predict a single group activity
label for the whole scene. The early approaches typically extracted hand-crafted
features and applied probabilistic graphical models [2,8,9,11,36,37,49] or AND-
OR grammar models [1,49] for group activity recognition. In recent years, deep
learning approaches especially RNNs achieve impressive performance largely due
to their ability of both learning informative representations and modelling tem-
poral dependencies in the sequential data [4,13,14,26,27,40,44,45,50,62]. For
instance, [27] uses a two-stage LSTM model to learn a temporal representation
of person-level actions and pools individuals’ features to generate a scene-level
representation. In [45], attention mechanism is utilized in RNNs to identify the
key individuals responsible for the group activity. Later, authors of [48] extended
these works by utilizing an energy layer for obtaining more reliable predictions
in presence of uncertain visual inputs. Following these pipelines, [26] introduces
a relational layer that can learn compact relational representations for each per-
son. The method proposed in [4] is able to jointly localize multiple people and
classify the actions of each individual as well as their collective activity. In order
to consider the spatial relation between the individuals in the scene, an atten-
tive semantic RNN has been proposed in [44] for understanding group activities.
Recently, the Graph Convolutional Network (GCN) has been used in [65] to
learn the interactions in an Actor Relation Graph to simultaneously capture the
appearance and position relation between actors for group activity recognition.
Similarly [3] proposed a CNN model encoding spatial relations as an intermediate
activity-based representation to be used for recognizing group activities. There
are also a number of attempts to simultaneously track multiple people and esti-
mate their collective activities in multi-stage frameworks [8,39]. Although these
approaches try to recognize the interactions between pairs of people by utilizing
hand-crafted features, they are not capable of inferring social groups.

Despite the progress made towards action recognition, detection and group
activity recognition [55], what still remains a challenge is simultaneously under-
standing of social groups and their corresponding social activity. Some existing
works aim at only detecting groups in the scene [7,20] by relying on hand-
crafted rules e.g. face orientations, which are only applicable to very specific tasks
such as conversational group detection [25,43,47,57] and by utilizing small-scale
datasets. In contrast to previous solutions which are task dependent and require
domain expert knowledge to carefully design hand-crafted rules, we extend the
concept of grouping to more general types of interactions. To this end, we propose
an end-to-end trainable framework for video data to jointly predict individuals’
action as well as their social groups and social activity of each predicted group.

3 Social Activity Recognition

Social activity recognition seeks to answer the question of “Who is with whom
and what they are doing together?”. Traditional group activity recognition can
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be seen as a simplified case of social activity recognition where all the individuals
are assumed to form a single group in the scene and a single group activity label
is predicted for the whole scene. For the ease of conveying our ideas, we present
our framework first in the simpler setting of group activity recognition task, and
then show how to augment it for the social task.
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Fig. 2. Our network architecture for the social task. The set of aligned individuals’
features are initially refined by the self-attention module. Projected feature maps are
then fed into the GAT module to encode relational information between individuals.
During training, feature representation of each social group is pooled from the feature
maps of its members according to the ground-truth social connections. At test time, we
adopt a graph partitioning algorithm on the inter-node attention coefficients provided
by GAT and accordingly infer the social groups and social activity of each sub-group.
M and N refer to the number of social groups and number of individuals respectively.

3.1 Group Activity Recognition Framework

A group activity recognition framework should be capable of: a) generating a
holistic and enriched spatio-temporal representation from the entire video clip;
b) extracting fine-detailed spatial features from bounding box of each person to
accurately predict the individual actions; and c) learning an aggregated repre-
sentation from all individuals for precise realization of their collective activities.
Illustrated in Fig. 2, we carefully design effective components in our framework to
achieve the above desirable properties. We elaborate the components as follows.

I3D Backbone. We use the Inflated 3D ConvNet (I3D) [6] (based on Incep-
tion architecture [29]) as the backbone to capture the spatio-temporal context
of an input video clip. In I3D, ImageNet pre-trained convolutional kernels are
expanded into 3D, allowing it to seamlessly learn effective spatio-temporal rep-
resentations. Motivated by the promising performance of the pre-trained I3D
models in a wide range of action classification benchmarks, we exploit the feature
representations offered by this backbone at multiple resolutions. More specifi-
cally, we use the deep spatio-temporal feature maps extracted from the final
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convolutional layer as a rich semantic representation describing the entire video
clip. These deeper features provide low-resolution yet high-level representations
that encode a summary of the video. In addition, accurate recognition of indi-
viduals’ action rely on finer details which are often absent in very deep coarse
representations. To extract fine spatio-temporal representations for the individ-
uals, we use the higher resolution feature maps from the intermediate Mixed-4f
layer of I3D. As depicted in Fig. 2, from this representation we extract the
temporally-centered feature map corresponding to the centre frame of the input
video clip. Given the bounding boxes in the centre frame, we conduct ROIAlign
[24] to project the coordinates on the frame’s feature map and slice out the
corresponding features for each individual’s bounding box.

Self-attention Module. Despite being localized to the individual bounding
boxes, these representations still lack emphasis on visual clues that play a cru-
cial role in understanding the underlying actions e.g. a person’s key-points and
body posture. To overcome this, we adopt self-attention mechanism [59,63] to
directly learn the interactions between any two feature positions of an individ-
ual’s feature representation and accordingly leverage this information to refine
each individual’s feature map. In our framework the self-attention module func-
tions as a non-local operation and computes the response at each position by
attending to all positions in an individual’s feature map. The output of the self-
attention module contextualizes the input bounding box feature map with visual
clues and thus, enriches the individual’s representation by highlighting the most
informative features. As substantiated by ablation studies in Sect. 5.1, capturing
such fine details significantly contribute to the recognition performance.

Graph Attention Module. Uncovering subtle interactions among individu-
als present in a multi-person scenario is fundamental to the problem of group
activity recognition; each person individually performs an action and the set of
inter-connected actions together result in the underlying global activity context.
As such, this problem can elegantly be modeled by a graph, where the nodes rep-
resent refined individuals’ feature map and the edges represent the interactions
among individuals. We adopt the recently proposed Graph Attention Networks
(GATs) [60] to directly learn the underlying interactions and seamlessly cap-
ture the global activity context. GATs flexibly allow learning attention weights
between nodes through parameterized operations based on a self-attention strat-
egy and have successfully demonstrated state-of-the-art results by outperforming
existing counterparts [33]. GATs compute attention coefficients for every possible
pair of nodes, which can be represented in an adjacency matrix Ôα.

Training. In our framework, the GAT module consumes the individuals’ feature
map obtained from the self-attention component, encodes inter-node relations,
and generates an updated representation for each individual. We acquire the
group representation by max-pooling the enriched individuals’ feature map and
adding back a linear projection of the holistic video’s features obtained from
the I3D backbone. A classifier is then applied on this representation to generate
group activity scores denoted by ÔG. Similarly, another classifier is applied on
the individuals’ representation to govern the individual action scores denoted by
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ÔI
n. The associated operations provide a fully differentiable mapping from the

input video clip to the output predictions, allowing the framework to be trained
in an end-to-end fashion by minimizing the following objective function,

L = Lgp(OG, ÔG) + λ
∑

n

Lind(OI
n, ÔI

n), (1)

where Lgp and Lind respectively denote the cross-entropy loss for group activity
and individual action classification. Here, OG and OI

n represent the ground-truth
group activities and individual actions, n identifies the individual and λ is the
balancing coefficient for the loss functions.

3.2 Social Activity Recognition Framework

In a real-world multi-person scene, a set of social groups each with different num-
ber of members and social activity labels often exist. We refer to this challenging
problem as the social activity recognition task. In this section, we propose a novel
yet simple modification to our group activity recognition framework that natu-
rally allows understanding of social groups and their corresponding social activ-
ities in a multi-person scenario. The I3D backbone and the self-attention module
remain exactly the same as elucidated in Sect. 3.1. We explain the required
modifications for the graph attention module as follows.

Training. Previously, the GAT’s inter-node attention coefficients were updated
with the supervision signal provided by the classification loss terms in Eq. 1.
To satisfy the requirements of the new problem, i.e. to generate social groups
and their corresponding social activity label, we augment the training objective
with a graph edge loss Lc that incentivizes the GAT’s self-attention strategy to
converge to the individuals’ social connections

L =
∑

s

Lsgp(OSG
s , ÔSG

s ) + λ1

∑

n

Lind(OI
n, ÔI

n) + λ2Lc(Oα, Ôα), (2)

where, Lc is the binary cross-entropy loss to reduce the discrepancy between
GAT’s learned adjacency matrix Ôα and the ground-truth social group connec-
tions Oα. Further, Lsgp and Lind respectively denote the cross-entropy loss for
social activity of each social group and individual actions classification. Notably,
given the ground-truth social groupings during training, we achieve the represen-
tation for each social group by max-pooling its corresponding nodes’ feature-map
and adding back a linear projection of the video features obtained from the I3D
backbone (similar to learning group activity representations in our simplified
group activity framework). A classifier is then applied on top to generate the
social activity scores ÔSG

s . At inference time however, we require a method to
infer the social groups in order to compute the corresponding social represen-
tations. To this end, we propose to utilize graph spectral clustering [68] on the
learned attention coefficients by GAT, Ôα and achieve a set of disjoint parti-
tions representing the social groups. In the above formulation s is the social
group identifier and (λ1, λ2) are the loss balancing coefficients.
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4 Datasets

We evaluate our group activity recognition framework on two widely adopted
benchmarks: Volleyball dataset and Collective Activity dataset (CAD). We also
perform evaluation of our social activity recognition framework on our provided
social task dataset by augmenting the CAD with social groups and social activity
label for each group annotations.

4.1 Group Activity Recognition Datasets

Volleyball Dataset [27] contains 4830 videos from 55 volleyball games parti-
tioned into 3493 clips for training and 1337 clips for testing. Each video has a
group activity label from the following activities: right set, right spike, right pass,
right win-point, left set, left spike, left pass, left win-point. The centered frame of
each video is annotated with players’ bounding boxes and their individual action
including waiting, setting, digging, failing, spiking, blocking, jumping, moving,
standing.

Collective Activity Dataset (CAD) [10] has 44 video sequences captured
from indoor and street scenes. In each video, actors’ bounding box, their actions
and a single group activity label are annotated for the key frames (i.e. 1 frame
out of every 10 frames). Individual actions include crossing, waiting, queuing,
walking, talking, N/A. The group activity label associated with each key frame
is assigned according to the majority of individuals’ actions in the scene. We
adopt the same train/test splits as previous works [3,44,65].

4.2 Social Activity Recognition Dataset

Fig. 3. The histogram of social activities
for varying social group sizes (1 to 4 people
per social group).

In order to solve the problem of
social activity recognition, a video
dataset containing scenes with differ-
ent social groups of people, each per-
forming a social activity is required.
Thus, we decided to utilize CAD which
is widely used in the group activity
recognition task and its properties suit
well our problem. Other video action
datasets [23,31,32] could not be used
in this problem since they mostly con-

sist of scenes with only one social group or a number of sigleton groups. We
provide enriched annotations on CAD for solving the social task, which we call
Social-CAD. As such, for each key frame, we maintain the exact same bound-
ing box coordinates and individual action annotations as the original dataset.
However, rather than having a single group activity label for the scene, we anno-
tate different social groups and their corresponding social activity labels. Since
there may only exist a subtle indicator in the entire video sequence, e.g. an
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eye contact or a hand shake, suggesting a social connection between the indi-
viduals, determining “who is with whom” can be a challenging and subjective
task. Therefore, to generate the social group annotations as reliable as possible:
a) we first annotate the trajectory of each person by linking his/her bounding
boxes over the entire video, b) Given the trajectories, we asked three annota-
tors to independently divide the tracks into different sub-groups according to
their social interactions, and c) we adopted majority voting to confirm the final
social groups. Similar to the CAD annotation, the social activity label for each
social group is defined by the dominant action of its members. We use the same
train/test splits in Social-CAD as in CAD. Detailed activity distributions of
Social-CAD are given in Fig. 3.

5 Experimental Results

To evaluate our proposed framework, we first show that our group activity recog-
nition pipeline outperforms the state-of-arts in both individual action and group
activity recognition tasks on two widely adopted benchmarks. Then we evalu-
ate the performance of our social activity recognition framework on Social-CAD
(Figs. 4 and 5).

5.1 Group Activity Recognition

Implementation Details. In our model, we use an I3D backbone which is
initialized with Kintetics-400 [32] pre-trained model. We utilize ROI-Align with
crop size of 5× 5 on extracted feature-map from Mixed-4f layer of I3D. We per-
form self-attention on each individuals’ feature map with query, key and value
being different linear projections of individuals’ feature map with output sizes
being 1/8, 1/8, 1 of the input size. We then learn a 1024-dim feature map for each
individual features obtained from self-attention module. Aligned individuals’ fea-
ture maps are fed into our single-layer, multi-head GAT module with 8 heads

Fig. 4. Visual results of our method on Volleyball dataset for the individual/group
activity recognition task (better viewed in color). The bounding boxes around players
are produced by our detection-based approach. The numbers above the boxes denote
the predicted action IDs. The ground-truth action ID for each player is indicated in
red when the predicted action ID is wrong. The label on top of each key frame shows
the predicted group activity. Please refer to the dataset section to map IDs to their
corresponding actions.
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Fig. 5. Visual results of our method on CAD for both social and group activity recog-
nition tasks. Column(a) shows the ground-truth annotation for both tasks. Column(b)
represents our prediction for the social task. Column(c) is our predictions for the group
task. Note that social groups are denoted by a colored cylinder with their social group
labels underneath. The numbers on top of bounding boxes denote the individual action
IDs and the label tag above each key frame is the group activity label for the whole
scene. 1 and 4 refer to crossing and walking activities respectively.

and input-dim, hidden-dim, output-dim being 1024 and droupout probability of
0.5 and α = 0.2 [60]. We utilize ADAM optimizer with β1 = 0.9, β2 = 0.999,
ε = 10−8 following [65]. We train the network in two stages. First, we train the
network without the graph attention module. Then we fine-tune the network
end-to-end including GAT. For the Volleyball dataset, we train the network in
200 epochs with a mini-batch size of 3 and a learning rate ranging from 10−4

to 10−6 and λ1 = 8. For the CAD, we train the network in 150 epochs with a
mini-batch size of 4 and a learning rate ranging from 10−5 to 10−6 and λ1 = 10.
Input video clips to the model are 17 frames long, with the annotated key frame
in the centre. At test time, we perform our experiments based on two widely
used settings in group activity recognition literature namely groundtruth-based
and Detection-based settings. In the groundtruth-based setting, ground-truth
bounding boxes of individuals are given to the model to infer the individual
action for each box and the group activity for the whole scene. In the detection-
based setting, we fine-tune a Faster-RCNN [46] on both datasets and utilize the
predicted boxes for inferring the individuals’ action and group activity.

Evaluation. In order to evaluate the performance of our model for the group
activity recognition task, we adopt the commonly used metric, i.e. average accu-
racy, reported in all previous works [3,26,44,65]. To report the performance of
individuals’ action in GT-based setting, similar to [65], we used the average accu-
racy as the measure. In the case of Detection-based setting, average accuracy
for evaluating the individuals action is not a valid measure due to the presence
of false and missing detections. Instead, we report the commonly used measure
for object detection, i.e. mean average precision (mAP) [16].
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Table 1. Ablation study of our method for group activity recognition. w/o SA: without
self-attention module. w/o GAT: without graph attention module.

Volleyball Collective activity

Group

Acc.%

(Individual)

(Acc.%)

Group

Acc.%

(Individual)

(Acc.%)

Ours[group-only] 91.0 (-) 84.6 (-)

Ours[w/o SA- w/o GAT] 92.0 (82.0) 88.2 (73.4)

Ours[w/o GAT] 92.5 (83.2) 88.3 (75.3)

Ours[final] 93.1(83.3) 89.4 (78.3)

Ablation Study. We justify the choice of each component in our framework with
detailed ablation studies. The results on volleyball and CAD are shown in Table 1.
As the simplest baseline denoted by Ours[group-only], we use a Kinetics-400 pre-
trained I3D backbone and fine-tune it by utilizing the input videos’ feature rep-
resentation obtained from the last layer of I3D and using a cross-entropy loss to
learn the group activity without considering individuals’ action. It is worth men-
tioning that surprisingly, our simplest baseline already outperforms many existing
frameworks on group activity recognition (see the group accuracy in Table 2). This
shows the importance of extracting spatio-temporal features simultaneously using
3D models as well as taking into account the whole video clip rather than solely
focusing on individuals and their relations. To consider the effect of jointly training
themodel on groupactivity and individual action tasks,we addanewcross-entropy
loss to our simplest baseline for training the individuals’ action. As Ours[w/o SA-
w/o GAT] experiment shows, training both tasks jointly helps improve the group
activity recognition performance. In Ours[w/o GAT], we add the self-attention
module performing on each individual’s feature-map in order to highlight the most
important features and improve the individual action recognition performance.
As shown in Ours[w/o GAT], utilizing self-attention module improves the indi-
vidual action accuracy by 1.2% on volleyball dataset and by 2.1% on CAD which
also contributes to a slight improvement in the group activity accuracy on both
datasets. Finally, we add the GAT module to capture the interactions among indi-
viduals which is essential in recognizing group activity. As shown in the Ours[final]
experiment, utilizing GAT increases the group activity accuracy by 0.6% on volley-
ball and by 1.1% on collective activity dataset. GAT also improves the individual
action performance on both volleyball and collective active datasets by 0.1% and
3% respectively. The higher boost in individual action performance on CAD com-
pared to the one in the volleyball dataset shows the effectiveness of GAT in high-
lighting social sub-groups and updating individual feature representations accord-
ingly as it is benefiting from a self attention strategy between nodes.

Comparison with the State-of-the-Arts. We compare our results on Vol-
leyball and CAD with the state-of-the-art methods in Table 2, using group
activity accuracy and individual action accuracy as the evaluation metrics. The
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Table 2. Comparison with the state-of-the-arts on Volleyball dataset and CAD for
group activity recognition.

Volleyball Collective activity

Group (Individual)

Acc.% (Acc.%)

Group (Individual)

Acc.% (Acc.%)

HDTM [27] 81.9 (-) 81.5 (-)

CERN [48] 83.3 (-) 87.2 (-)

StagNet [44] 89.3 (-) 89.1 (-)

HRN [26] 89.5 (-) - (-)

SSU [4] 90.6 (81.8) - (-)

CRM [3] 93.0 (-) 85.8 (-)

ARG† [65] 92.5 (83.0) 88.1 (77.3)

Ours 93.1 (83.3) 89.4 (78.3)

Acc.% (mAP%) Acc.% (mAP%)

StagNet(Det) [44] 87.6 (-) 87.9 (-)

SSU(Det) [4] 86.2 (-) - (-)

ARG(Det)† [65] 91.5 (39.8) 86.1 (49.6)

Ours(Det) 93.0 (41.8) 89.4 (55.9)

Table 3. The mean per class group activity accuracies (MPCA) and per class group
activity accuracies of our model compared to the existing models on CAD. M, W, Q and
T stand for Moving, Waiting, Queuing and Talking respectively. Note that Crossing
and Walking are merged as Moving.

Method M W Q T MPCA

HDTM [27] 95.9 66.4 96.8 99.5 89.7

SBGAR [40] 90.08 81.4 99.2 84.6 89.0

CRM [3] 91.7 86.3 100.0 98.91 94.2

ARG† [65] 100.0 76.0 100.0 100.0 94.0

Ours 98.0 91.0 100.0 100.0 97.2

top section of the table demonstrates the performance of the approaches in the
groundtruth-based setting, where ground-truth bounding box of each person is
used for prediction of the individual action as well as group activity of the whole
scene. However, in the detection-based settings (indicated by (Det) in Table 2),
a Faster-RCNN is fine-tuned on both datasets and predicted bounding boxes
for individuals are used during inference (which is more realistic in practice). In
group activity recognition using predicted bounding boxes, our model has the
least performance drop compared to other methods. In Table 2, ARG† is the
result that we obtained by running [65]’s released code with the same setting
mentioned for each dataset, and the reproduced results perfectly matched the
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reported results on volleyball dataset. However, we could not reproduce their
reported results on CAD. Having their source code available, in order to have a
fair comparison with our framework, we also reported their performance on indi-
viduals’ action on CAD datasets using both groundtruth-based and detection-
based settings (not reported in the original paper). Our framework outperforms
all existing methods in all settings on both datasets. We observe that a common
wrong prediction in all the existing methods on CAD is the confusion between
crossing and walking in the previous setting. crossing and walking are essen-
tially same activities being performed at different locations. Thus, we merge
these two classes into a single moving class and report the Mean Per Class
Accuracy (MPCA) in Table 3 as in [3]. ARG† outperforms our method in one
class moving, and our model performs the best in all other 3 classes and the
overall metric MPCA.

5.2 Social Activity Recognition

Implementation Details. Our model is trained end-to-end for 200 epochs
with a mini-batch size of 4 and a learning rate of 10−5 and λ1 = 5 and λ2 = 2.
Other hyper-parameters have the same values as in the group activity recognition
experiments on CAD. For graph partitioning at test time, we used graph spectral
clustering technique [42,68].

Evaluation. Similar to the group activity recognition task, we perform experi-
ments in two groundtruth-based and detection-based settings. For the social task,
we evaluate three sub-tasks: 1) social grouping, 2) social activity recognition of
each group and 3) individuals’ action recognition. In the GT-based setting, for
(1) we calculate the membership accuracy as the accuracy of predicting each per-
son’s assignment to a social group (including singleton groups). This accuracy is
also known as unsupervised clustering accuracy [66]. For (2), we evaluate if both
the membership and the social activity label of a person are jointly correct. If
so, we consider this instance as a true positive, otherwise, it is assumed a false
positive. The final measure, i.e. social accuracy is attained as a ratio between
the number of true positives and the number of predictions. For (3), we evaluate
if the individual’s action label is correctly predicted and report individual action
accuracy. In the detection-based setting, mAP is reported in order to evaluate
predicted sub-groups, social activity of each group and individuals’ action. For
this experiment, bounding boxes with N/A groundtruth are excluded.

Results and Comparison. The performance of our method on social task is
reported in Table 4, using membership accuracy, social activity accuracy and
individual action accuracy in GT-based setting and mAP for each sub-task in
detection-based setting as evaluation metrics. We consider three scenarios of
baselines for evaluating this task:

1) Single group setting: forcing all individuals form a single social group, and
then assessing algorithms’ performance. ARG[group] [65] and ours[group] essen-
tially are the approaches in Table 2, but are evaluated in membership and social
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activity metrics. GT[group] uses ground-truth activity labels serving as the upper
bound performance for group activity recognition frameworks;

2) Individuals setting: forcing each individual as a unique social group, e.g., if
there are 10 people in the scene, they will be considered as 10 social groups.
GT[individuals] uses ground-truth action labels serving as the upper bound per-
formance for group activity recognition frameworks;

3) Social group setting: Partitioning individuals into multiple social groups.
Our first approach uses group activity recognition pipeline in training and uses
graph spectral clustering technique to find social groups at inference, named as
Ours[cluster] (third part of Table 4). This produces better performance compared
to the other baselines, but it is outperformed by our final framework denoted by
Ours[learn2cluster], where we learn representations via the the additional graph
edge loss.

Table 4. Social activity recognition results. In each column we report accuracy and
mAP for the groundtruth-based and detection-based settings respectively.

Membership Social activity Individual action

GT(Det)

Acc.%, (mAP%)

GT(Det)

Acc.%, (mAP%)

GT(Det)

Acc.%, (mAP%)

ARG[group] [65] 54.4(49.0) 47.2(34.8) 78.4(62.6)

Ours [group] 54.4(49.0) 47.7(35.6) 79.5(64.2)

GT[group] 54.4(-) 51.6(-) -(-)

ARG[individuals] [65] 62.4(52.4) 49.0(41.1) 78.4(62.6)

Ours[individuals] 62.4(52.4) 49.5(41.8) 79.5(64.2)

GT[individuals] 62.4(-) 54.9(-) -(-)

Ours[cluster] 78.2(68.2) 52.2(46.4) 79.5(64.2)

Ours[learn2cluster] 83.0(74.9) 69.0(51.3) 83.3(66.6)

Discussion. As mentioned in Sect. 4.2, there might exist only a single frame with
a subtle gesture in the entire video, demonstrating a social connection between
people in the scene. Therefore as future direction, incorporating individuals’
track and skeleton pose might disambiguate some challenging cases for social
grouping. Moreover, the performance of our proposed social grouping framework
heavily relies on the performance of the graph spectral clustering technique,
which is not part of the learning pipeline. Improving this step by substituting it
with a more reliable graph clustering approach, or making it a part of learning
pipeline can potentially ameliorate the final results.
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6 Conclusion

In this paper, we propose the novel social task which requires jointly predicting
of individuals’ action, grouping them into social groups based on their inter-
actions and predicting the social activity of each social group. To tackle this
problem, we first considered addressing the simpler task of group activity recog-
nition, where all the individuals are assumed to form a single group and a single
group activity label is predicted for the scene. As such, we proposed a novel deep
framework incorporating well-justified choice of state-of-the-art modules such as
I3D backbone, self-attention and graph attention network. We demonstrate that
our proposed framework achieves state-of-the-art results on two widely adopted
datasets for the group activity recognition task. Next, we introduced our social
task dataset by providing additional annotations and re-purposing an existing
group activity dataset. We discussed how our framework can readily be extended
to handle social grouping and social activity recognition of groups through incor-
poration of a graph partitioning loss and a graph partitioning algorithm i.e.
graph spectral clustering. In the future, we aim to use the social activity context
for development of better forecasting models, e.g. the task of social trajectory
prediction, or social navigation system for an autonomous mobile robot.
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Abstract. This paper investigates the task of 2D human whole-body
pose estimation, which aims to localize dense landmarks on the entire
human body including face, hands, body, and feet. As existing datasets
do not have whole-body annotations, previous methods have to assemble
different deep models trained independently on different datasets of the
human face, hand, and body, struggling with dataset biases and large
model complexity. To fill in this blank, we introduce COCO-WholeBody
which extends COCO dataset with whole-body annotations. To our best
knowledge, it is the first benchmark that has manual annotations on
the entire human body, including 133 dense landmarks with 68 on the
face, 42 on hands and 23 on the body and feet. A single-network model,
named ZoomNet, is devised to take into account the hierarchical struc-
ture of the full human body to solve the scale variation of different body
parts of the same person. ZoomNet is able to significantly outperform
existing methods on the proposed COCO-WholeBody dataset. Extensive
experiments show that COCO-WholeBody not only can be used to train
deep models from scratch for whole-body pose estimation but also can
serve as a powerful pre-training dataset for many different tasks such as
facial landmark detection and hand keypoint estimation. The dataset is
publicly available at https://github.com/jin-s13/COCO-WholeBody.

Keywords: Whole-body human pose estimation · Facial landmark
detection · Hand keypoint estimation

1 Introduction

Human pose estimation has significant progress in the past few years. Recently, a
more challenging task called whole-body pose estimation is proposed and attracts
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Fig. 1. The proposed COCO-WholeBody dataset provides manual annotations of dense
landmarks on the entire human body including body, face, hands, and feet. (a) visu-
alizes an image as an example. The whole-body human pose estimation is challenging
because different body parts have different variations such as scale. (b) shows that
ZoomNet significantly outperforms the prior arts on this challenging task. (c) and (d)
show that existing facial/hand landmark estimation algorithms can be improved by
pretraining on COCO-WholeBody.

much attention. As shown in Fig. 1a, whole-body pose estimation aims at local-
izing keypoints of body, face, hand, and foot simultaneously. This task is impor-
tant for the development of downstream applications, such as virtual reality,
augmented reality, human mesh recovery, and action recognition.

In recent years, deep neural networks (DNNs) become popular for keypoint
estimation. However, to our knowledge, existing datasets of human pose esti-
mation do not have manual annotations of the entire human body. Therefore,
previous works trained their models separately on different datasets of face, hand
and human body. For example, OpenPose [8] combines multiple DNNs trained
independently on different datasets, including one DNN for body pose estima-
tion on COCO [30], one DNN for face keypoint detection by combining many
datasets (i.e. Multi-PIE [14], FRGC [43] and i-bug [48]), and another DNN
for hand keypoint detection on Panoptic [50]. These methods may have several
drawbacks. First, the data size of the current in-the-wild datasets of 2D hand
keypoints is limited. Most approaches of hand pose estimation have to use lab-
recorded [13,55] or synthetic datasets [33,34,49], hampering the performance
of the existing methods in real-world scenarios. Second, the variations such
as illumination, pose and scales in the existing human face [4,25,28,32,48,67],
hand [13,13,33,55], and body datasets [2,3,30,60] are different, inevitably intro-
ducing dataset biases to the learned deep networks, thus hindering the develop-
ment of algorithms to comprehensively consider the task as a whole.



198 S. Jin et al.

To address the above issues, we propose a novel large-scale dataset for whole-
body pose estimation, named COCO-WholeBody, which fully annotates the
bounding boxes of face and hand, as well as the keypoints of face, hand, and foot
for the images from COCO [30]. To our knowledge, this is the first dataset that
has whole-body annotations. COCO-WholeBody enables us to take into account
the hierarchical structure of the human body and the correlations between dif-
ferent body parts to estimate the entire body pose. Therefore, it enables the
development of a more reliable human body pose estimator. In addition, it will
also stimulate productive research on related areas such as face and hand detec-
tion, face alignment and 2D hand pose estimation. The effectiveness of COCO-
WholeBody is validated by using cross-dataset evaluation, which demonstrates
that COCO-WholeBody can be used as a powerful pre-training dataset for var-
ious tasks, such as facial landmark localization and hand keypoint estimation.
We overview the cross-dataset evaluations as shown in Fig. 1c, d.

The task of whole-body pose estimation has not been fully exploited in the
literature because of missing a representative benchmark. Previous works [7,17]
are mainly the bottom-up approaches, which simultaneously detect the keypoints
for all persons in an image at once. They are generally efficient, however, they
might suffer from scale variance of persons, causing inferior performance for small
persons. Recent works [52,63] found that the top-down alternatives would have
higher accuracy, because top-down methods normalize the human instances to
roughly the same scale and are less sensitive to the scale variance of different
human instances. However, to our knowledge, there is no existing top-down app-
roach for whole-body pose estimation. With COCO-WholeBody, we are able to
fill in this blank by designing a top-down whole-body pose estimator. However,
predicting all the keypoints for whole-body pose estimation will lead to inferior
performance, because the scales of human body, face and hand are different. For
example, human body pose estimation requires a large receptive field to handle
occlusion and complex poses, while face and hand keypoint estimation requires
higher image resolution for accurate localization. If all the keypoints are treated
equally and directly predicted at once, the performance is suboptimal.

To solve this technical problem, we propose ZoomNet to effectively handle
the scale variance in whole-body pose estimation. ZoomNet follows the top-down
paradigm. Given a human bounding box of each person, ZoomNet first localizes
the easy-to-detect body keypoints and estimates the rough position of hands and
face. Then it zooms in to focus on the hand/face areas and predicts keypoints
using features with higher resolution for accurate localization. Unlike previous
approaches [7] which usually assemble multiple networks, ZoomNet has a single
network that is end-to-end trainable. It unifies five network heads including
the human body pose estimator, hand and face detectors, and hand and face
pose estimators into a single network with shared low-level features. Extensive
experiments show that ZoomNet outperforms the state-of-the-arts [7,17] by a
large margin, i.e. 0.541 vs 0.338 [7] for whole-body mAP on COCO-WholeBody.

Our major contributions can be summarized as follows. (1) We propose
the first benchmark dataset for whole-body human pose estimation, termed
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Table 1. Overview of some popular public datasets for 2D keypoint estimation in RGB
images. Kpt stands for keypoints, and #Kpt means the annotated number. “Wild”
denotes whether the dataset is collected in-the-wild. * means head box.

DataSet Images #Kpt Wild Body

box

Hand

box

Face

box

Body

Kpt

Hand

Kpt

Face

Kpt

Total

instances

MPII [3] 25K 16 � � * � 40K

MPII-TRB [10] 25K 40 � � * � 40K

CrowdPose [29] 20K 14 � � � 80K

PoseTrack [2] 23K 15 � � � 150K

AI Challenger [60] 300K 14 � � � 700K

COCO [30] 200K 17 � � * � 250K

OneHand10K [59] 10K 21 � � � –

SynthHand [34] 63K 21 � � –

RHD [68] 41K 21 � � –

FreiHand [69] 130K 21 � –

MHP [13] 80K 21 � � –

GANerated [33] 330K 21 � –

Panoptic [50] 15K 21 � � –

WFLW [61] 10K 98 � � � –

AFLW [25] 25K 19 � � � –

COFW [5] 1852 29 � � � –

300W [48] 3837 68 � � � –

COCO-WholeBody 200K 133 � � � � � � � 250K

COCO-WholeBody, which encourages more exploration of this task. To evaluate
the effectiveness of COCO-WholeBody, we extensively examine the performance
of several representative approaches on this dataset. Also, the generalization abil-
ity of COCO-WholeBody is validated by cross-dataset evaluations, showing that
COCO-WholeBody can serve as a powerful pre-training dataset for many tasks,
such as facial landmark localization and hand keypoint estimation. (2) We pro-
pose a top-down single-network model, ZoomNet to solve the scale variance of
different body parts in a single person. Extensive experiments show that the pro-
posed method significantly outperforms previous state-of-the-arts.

2 Related Work

2.1 2D Keypoint Localization Dataset

As shown in Table 1, there are many datasets separately annotated for localizing
the keypoints of body [2,3,11,30,60], hand [13,33,50,55,65] or face [4,25,28,32,
48,67]. These datasets are briefly discussed in this section.

Body Pose Dataset. There have been several body pose datasets [2,3,10,29,
30,60]. COCO [30] is one of the most popular, which offers 17-keypoint anno-
tations in uncontrolled conditions. Our COCO-WholeBody is an extension of
COCO, with densely annotated 133 face/hand/foot keypoints. The task of whole-
body pose estimation is more challenging, due to 1) higher localization accuracy
required for face/hands and 2) scale variance between body and face/hands.
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Hand Keypoint Dataset. Most existing 2D RGB-based hand keypoint
datasets are either synthetic [33,68] or captured in the lab environment
[13,50,69]. For example, Panoptic [50] is a well-known hand pose estimation
dataset, recorded in the CMU’s Panoptic studio with multiview dome settings.
However, it is limited to a controlled laboratory environment with a simple back-
ground. OneHand10K [59] is a recent in-the-wild 2d hand pose dataset. However,
the size is still limited. Our COCO-WholeBody is complementary to these RGB-
based hand keypoint datasets. It contains about 100 K 21-keypoint labeled hands
and hand boxes that are captured in unconstrained environment. To the best of
our knowledge, it is the largest in-the-wild dataset for 2D RGB-based hand key-
point estimation. It is very challenging, due to occlusion, hand-hand interaction,
hand-object interaction, motion blur, and small scales.

Face Keypoint Dataset. Face keypoint datasets [5,25,48,61] play a crucial
role for the development of facial landmark detection a.k.a. face alignment.
Among them, 300W [48] is the most popular. It is a combination of LFPW [4],
AFW [67], HELEN [28], XM2VTS [32] with 68 landmarks annotated for each
face image. Our proposed COCO-WholeBody follows the same annotation set-
tings as 300 W and 68 keypoints for each face are annotated. Compared to 300W,
COCO-WholeBody is much larger and is more challenging as it contains more
blurry and small-scale facial images (see Fig. 5a).

DensePose Dataset. Our work is also related to DensePose [1] which provides
a dense 3D surface-based representation for human shape. However, since the
keypoints in DensePose are uniformly sampled, they lack specific joint articula-
tion information and details of face/hands are missing.

2.2 Keypoints Localization Method

Body Pose Estimation. Recent multi-person body pose estimation approaches
can be divided into bottom-up and top-down approaches. Bottom-up
approaches [8,19–23,36,38,40,44] first detect all the keypoints of every person
in images and then group them into individuals. Top-down methods [9,12,16,
31,37,41,52,63] first detect the bounding boxes and then predict the human
body keypoints in each box. By resizing and cropping, top-down approaches
normalize the poses to approximately the same scale. Therefore, they are more
robust to human-level scale variance and recent state-of-the-arts are obtained by
top-down approaches. However, direct usage of the top-down methods for whole-
body pose estimation will encounter the problem of scale variance of different
body parts (body vs face/hand). To tackle this problem, we propose ZoomNet,
a single-network top-down approach that zooms in to the hand/face regions
and predicts the hand/face keypoints using higher image resolution for accurate
localization.

Face/Hand/Foot Keypoint Localization. Previous works mostly treat the
tasks of face/hand/foot keypoint localization independently and solve by differ-
ent models. For facial keypoint localization, cascaded networks [6,54,57,64] and
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Fig. 2. Annotation examples for face/hand keypoints in COCO-WholeBody.

multi-task learning [56,66] are widely adopted. For hand keypoint estimation,
most work rely on auxiliary information such as depth information [39,49,51]
or multi-view [15,35] information. For foot keypoint estimation, Cao et al. [7]
proposed a generic bottom-up method. In this paper, we propose ZoomNet to
solve the tasks of face/hand/foot keypoint localization as a whole. It takes into
account the inherent hierarchical structure of the full human body to solve the
scale variation of different parts in the same person.

Whole-Body Pose Estimation. Whole-body pose estimation has not been
well studied in the literature due to the lack of a representative benchmark.
OpenPose [7,8,50] applies multiple models (body keypoint estimator) to handle
different kinds of keypoints. It first detects body and foot keypoints, and esti-
mates the hand and face position. Then it applies extra models for face and hand
pose estimation. Since OpenPose relies on multiple networks, it is hard to train
and suffers from increased runtime and computational complexity. Unlike Open-
Pose, our proposed ZoomNet is a “single-network” method as it integrates five
previously separated models (human body pose estimator, hand/face detectors,
and hand/face pose estimators) into a single network with shared low-level fea-
tures. Recently, Hidalgo et al. proposes an elegant method SN [17] for bottom-up
whole-body keypoint estimation. SN is based on PAF [8] which predicts the key-
point heatmaps for detection and part affinity maps for grouping. Since there
exists no such dataset with whole-body annotations, they used a set of dif-
ferent datasets and carefully designed the sampling rules to train the model.
However, bottom-up approaches cannot handle scale variation problem well and
would have difficulty in detecting face and hand keypoints accurately. In com-
parison, our ZoomNet is a top-down approach that well handles the extreme
scale variance problem. Recent works [24,46,62] also explore the task of monoc-
ular 3D whole-body capture. Romero et al. proposes a generative 3D model [46]
to express body and hands. Xiang et al. introduces a 3D deformable human
model [62] to reconstruct whole-body pose and Joo et al. presents Adam [24]
which encompasses the expressive power for body, hands, and facial expression.
Their methods still rely on OpenPose [7] to localize 2d body keypoints in images.

3 COCO-WholeBody Dataset

COCO-WholeBody is the first large-scale dataset with the whole-body pose
annotation available, to the best of our knowledge. In this section, we will
describe the annotation protocols and some informative statistics.



202 S. Jin et al.

Fig. 3. (a) COCO-WholeBody annotation for 133 keypoints. (b)Statistics of COCO-
WholeBody. The number of annotated keypoints and boxes of left hand (lhand), right
hand (rhand), face and body are reported.

3.1 Data Annotation

We annotate the face, hand and foot keypoints on the whole train/val set of
COCO [30] dataset and form the whole-body annotations with the original
body keypoint labels together (see Fig. 2). For each person, we annotate 4 types
of bounding boxes (person box, face box, left-hand box, and right-hand box)
and 133 keypoints (17 for body, 6 for feet, 68 for face and 42 for hands). The
face/hand box is defined as the minimal bounding rectangle of the keypoints. The
keypoint annotations are illustrated in Fig. 3a. The face/hand boxes are labeled
as valid, only if the face/hand images are clear enough for keypoint labeling.
Invalid boxes may be blurry or severely occluded. We only label keypoints for
valid boxes. Manual annotation for whole-body poses in an uncontrolled envi-
ronment, especially for massive and dense hand and face keypoints, requires
trained experts and enormous workload. As a rough estimate, the manual label-
ing cost of a professional annotator is up to: 10 min/face, 1.5 min/hand, and
10 sec/box. To speed up the annotation process, we follow the semi-automatic
methodology to use a set of pre-trained models (for face and hand separately) to
pre-annotate and then conduct manual correction. Foot keypoints are directly
manually labeled, since its labeling cost is relatively low. Specifically, the anno-
tation process contains the following steps:

1. For each individual person, we manually label the face box, the left-hand box,
and the right-hand box. The validity of the boxes is also labeled.

2. Quality control. The annotation quality of the boxes is guaranteed through
the strict quality inspection performed by another group of the annotators.

3. For each valid face/hand box, we use pre-trained face/hand keypoint detectors
to produce pseudo keypoint labels. We use a combination of the publicly
available datasets to train a robust face keypoint detector and a hand keypoint
detector based on HRNetV2 [52].
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Fig. 4. (a) The normalized standard deviation of manual annotation for each keypoint.
Body keypoints have larger manual annotation variance than face and hand keypoints.
(b) An example of error diagnosis results of ZoomNet for whole-body pose estimation:
jitter, inversion, swap and missing.

4. Manual correction of pseudo labels and further quality control. About 28%
of the hand keypoints and 6% of the face keypoints are labeled as invalid
and manually corrected by human annotators. By using the semi-automatic
annotation, we saw about 89% reduction in the time required for annotation.

To measure the annotation quality, we also had 3 annotators to label the same
batch of 500 images for face/hand/foot keypoints. The standard deviation of the
human annotation is calculated for each keypoint (see Fig. 4a), which is used to
calculate the normalized factor of whole-body keypoint for evaluation. For “body
keypoints”, we directly use the standard deviation reported in COCO [30].

3.2 Evaluation Protocol and Evaluation Metrics

The evaluation protocol of whole-body pose estimation follows the current prac-
tices in the literature [30,60]. All algorithms are trained on COCO-WholeBody
training set and evaluated on COCO-WholeBody validation set. We use mean
Average Precision (mAP) and Average Recall (mAR) for evaluation, where
Object Keypoint Similarity (OKS) is used to measure the similarity between the
prediction and the ground truth poses. Invalid boxes and keypoints are masked
out during both training and evaluation, thus not affecting the results. The
ignored regions are masked out, and only visible keypoints are considered dur-
ing evaluation. As shown in Fig. 4b, we also develop a tool for deeper performance
analysis based on [47] which will be provided to facilitate offline evaluation.

3.3 Dataset Statistics

Dataset Size. COCO-WholeBody is a large-scale dataset with keypoint and
bounding box annotations. The number of annotated keypoints as well as boxes
of left hand (lhand), right hand (rhand), face and body are shown in Fig. 3b.
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Fig. 5. COCO-WholeBody is challenging as it contains (a) large “scale variance” of
body/face/hand, measured by the average keypoint distance, (b) more blurry face
images than 300 W and (c) more complex hand poses than Panoptic.

About 130K face and left/right hand boxes are labeled, resulting in more than
800K hand keyponits and 4M face keypoints in total.

Scale Difference. Distribution of the average keypoint distance of different
parts in WholeBody Dataset is summarized in Fig. 5a. We calculate the distance
between keypoint pairs in the tree-structured skeleton. Hand/face have obvi-
ously much smaller scales than body. The various scale distribution makes it
challenging to localize keypoints of different human parts simultaneously.

Facial Image “Blurriness”. Face image “blurriness” is a key factor for facial
landmark localization. We choose a variation of the Laplacian method [42] to
measure it. Specifically, an image is first converted into a grayscale image and
resized into 112 × 112. The log10 of the Laplacian of the converted image is
used as the “blurriness” measurement (the higher the better). The distribution
of the blurriness is shown in Fig. 5b. We find that most facial images fall in the
interval between 1 and 3 and are clear enough for accurate keypoint localization.
Compared with 300W [48], WholeBody has a larger variance of blurriness and
contains more challenging images (blurriness < 1).

Gesture Variances for Hands. We first normalize the 2D hand poses by
rotating and scaling and then cluster them into three main categories: “fist”,
“palm” and “others”. Unlike most previous hand datasets that are collected in
constrained environments, our WholeBody-Hand is collected in-the-wild. Com-
pared with Panoptic [13], WholeBody-Hand is more challenging as it contains a
larger proportion of hand images grasping or holding objects.

Overall, COCO-WholeBody is a large-scale dataset with great diversity,
which will not only promote researches on the whole-body pose estimation but
also contribute to other related areas, such as face and hand keypoint estimation.

4 ZoomNet: Whole-Body Pose Estimation

In this section, we will introduce our whole-body pose estimation pipeline. Given
an RGB image, we follow [52,63] to use an off-the-shelf FasterRCNN [45] human
detector to generate human body candidates. For each human body candidate,
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Fig. 6. ZoomNet is a single-network model, which consists of FeatureNet, BodyNet
and Face/HandHead. FeatureNet extracts low-level shared features for BodyNet and
Face/HandHead. BodyNet predicts body/foot keypoints and the approximate regions
of face/hands, while Face/HandHead zooms in to these regions and predict face/hand
keypoints with features of higher resolution.

ZoomNet localizes the whole-body keypoints. As shown in Fig. 6, ZoomNet pre-
dicts body/foot keypoints and face/hand keypoints successively in a single net-
work, consisting of the following submodules:

FeatureNet: the input image is processed by FeatureNet to extract shared
features (F1 and F2). It consists of two convolutional layers, each of which
downsamples the corresponding input to 1/2 resolution, and a bottleneck block
for effective feature learning. The input image size is 384 × 288 and the output
feature map sizes for F1 and F2 are 192 × 144 and 96 × 72, respectively.

BodyNet: using the features extracted from FeatureNet, BodyNet predicts
body/foot keypoints and face/hand bounding boxes at the same time. Each
bounding box is represented by four corner points and one center point. In total,
38 keypoints are generated for each person simultaneously. BodyNet is a multi-
resolution network with 38 output channels.

HandHead and FaceHead: Using face and hand bounding boxes predicted
by BodyNet, we crop the features in the corresponding areas from F1 and F2.
The features from F1 are resized to 64 × 64 and those from F2 are resized to
32 × 32. Then HandHead and FaceHead are applied to predict the heatmaps of
face/hand keypoints with the output resolution of 64 × 64 in parallel.

ZoomNet can be based on any state-of-the-art network architecture. In our
implementation, we choose HRNet-W32 [52] as the backbone of BodyNet and
HRNetV2p-W18 [53] as the backbone of FaceHead/HandHead. Please refer to
Supplementary for more implementation details.

4.1 Localizing Body Keypoints and Face/hand Boxes with BodyNet

Our face/hand box localization is inspired by CornerNet [27], which represents
the object with keypoint pairs and designs a one-stage keypoint-based detector.
In our case, each person has three types of bounding boxes to predict: the face
box, the left-hand box, and the right-hand box. Four corner points and one center
point are used to represent a box. We use 2D confidence heatmaps to encode
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both the human body keypoints and the corner keypoints. During inference, the
bounding box is obtained by the closest bounding box of the 4 corner points.

4.2 Face/hand Keypoint Estimation with HandHead and FaceHead

Given the face/hand bounding boxes predicted by BodyNet, RoIAlign [16] is
applied to extract the features of the face/hand areas from the feature maps
F1 and F2 of FeatureNet. The corresponding visual features are cropped and
up-scaled to a higher resolution. With the extracted features, HandHead and
FaceHead are used for face and hand keypoint estimation. HandHead and Face-
Head use the same network architecture (HRNet-W18). The features extracted
by RoIAlign are processed by the HandHead and FaceHead separately. In this
way, we are able to preserve the high-resolution for the hand/face regions, and
larger receptive fields for body keypoint estimation at the same time.

5 Experiments

5.1 Evaluation on COCO-WholeBody Dataset

To the best of our knowledge, there are only two existing approaches that target
at the 2D whole-body pose estimation task, i.e. OpenPose [7] and SN [17]. To
extensively evaluate the performance of the existing methods on the proposed
COCO-WholeBody Dataset, we also build upon the existing multi-person human
body pose estimation approaches, including both bottom-up (i.e. Partial Affinity
Field (PAF) [8] and Associate Embedding (AE) [36]) and top-down methods
(i.e. HRNet [52]), and adapt them to the more challenging whole-body pose
estimation task using official codes (see Supplementary for more details). For
fair comparisons, we retrain all methods on COCO-WholeBody and evaluate
their performance with single-scale testing as shown in Table 2. We show that
our proposed ZoomNet outperforms them by a large margin.

Among these methods, SN [17], PAF [8], AE [36] and HRNet [52] follow a
one-stage paradigm and predict all the keypoints simultaneously. Interestingly,
we find that in the task of whole-body pose estimation, directly learning to pre-
dict all 133 keypoints simultaneously, including body, face, hand keypoints, may
harm the original body keypoint estimation accuracy. In Table 2, “-body” means
that we only train the model on the original COCO-body keypoint (17 key-
points). We compare the body keypoint estimation results of the model learning
the whole-body keypoints versus the model learning the body keypoints only.
We observe considerable accuracy decrease by comparing PAF vs PAF-body
(−14.3% mAP and -14.2% mAR), AE vs AE-body (−17.7% mAP and −17.0%
mAR) and HRNet vs HRNet-body (−9.9% mAP and −10.0% mAR). In com-
parison, our proposed ZoomNet uses a two-stage framework, which decouples
the body keypoint estimation and face/hand keypoint estimation. The accuracy
of body keypoint estimation is less affected (−1.5% mAP and −0.7% mAR).
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HRNet [52] can be viewed as the one-stage alternative of ZoomNet, since they
share the same network backbone (HRNet-W32). ZoomNet significantly outper-
forms HRNet by 10.9% mAP and 13.8% mAR, demonstrating the effectiveness
of the “zoom-in” design for solving the scale variation.

OpenPose [7] is a multi-model approach, where the hand/face model and the
body model are not jointly trained, leading to sub-optimal results. In addition,
the hand/face boxes of OpenPose are roughly estimated by hand-crafted rules
from the estimated body keypoints. Therefore, the accuracy of the hand/face
boxes is limited, which will hinder hand/face pose estimation.

Table 2. Whole-body pose estimation results on COCO-WholeBody dataset. For fair
comparisons, results are obtained using single-scale testing.

Method Body Foot Face Hand Whole-body

AP AR AP AR AP AR AP AR AP AR

OpenPose [7] 0.563 0.612 0.532 0.645 0.482 0.626 0.198 0.342 0.338 0.449

SN [17] 0.280 0.336 0.121 0.277 0.382 0.440 0.138 0.336 0.161 0.209

PAF [8] 0.266 0.328 0.100 0.257 0.309 0.362 0.133 0.321 0.141 0.185

PAF-body [8] 0.409 0.470 – – – – – – – –

AE [36] 0.405 0.464 0.077 0.160 0.477 0.580 0.341 0.435 0.274 0.350

AE-body [36] 0.582 0.634 – – – – – – – –

HRNet [52] 0.659 0.709 0.314 0.424 0.523 0.582 0.300 0.363 0.432 0.520

HRNet-body [52] 0.758 0.809 – – – – – – – –

ZoomNet 0.743 0.802 0.798 0.869 0.623 0.701 0.401 0.498 0.541 0.658

Model Complexity Analysis. The model complexity of ZoomNet is 27.36G
Flops. By contrast, the model complexity of OpenPose [7] is 451.09G Flops
in total (137.52G for BodyNet, 106.77G for FaceNet and 103.40 × 2 = 206.80G
for HandNet), and that of SN [17] is 272.30G Flops. We also report the aver-
age runtime cost on COCO-WholeBody on one GTX-1080 GPU. SN is about
215.5 ms/image, while ZoomNet is about 174.7 ms/image on average (including
a Faster RCNN human detector which takes about 106 ms/image).

5.2 Cross-Dataset Evaluation

In this section, we show that the proposed COCO-WholeBody is complementary
to other separately labeled benchmarks by evaluating its generalization ability.

WholeBody-Face (WBF) Dataset. We build WholeBody-Face (WBF) by
extracting cropped face images/annotations from COCO-WholeBody. We con-
duct experiments on 300W [48] benchmark. We follow the common settings [53]
to train models on 3,148 training images, validate on the “common” set and
evaluate on the “challenging”, “full” and “test” sets. We use the normalized
mean error (NME) for evaluation and inter-ocular distance as normalization.
The results are shown in Table 3a. HR-Ours is our implementation of HRNetV2-
W18 [53] (HR). ∗HR-Ours is obtained by training HR on WBF only and directly
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testing on 300W, which already outperforms RCN [18]. After finetuning on
300W, it gets significantly better performance on “challenging” (4.73 vs 5.15),
“full” (3.21 vs 3.33) and “test” (3.68 vs 3.91) than the prior arts.

Table 3. (a) Facial landmark localization (NME) on 300W: “common” (for val), “chal-
lenging”, “full” and “test”. ∗ means only training on WBF. ↓ means lower is better.
(b) Cross-dataset evaluation results of HR. Different training and testing settings are
evaluated on two datasets: WBH and Panoptic (Pano.) [50]

extra. comm. ↓ chall. ↓ full ↓ test ↓
RCN [18] - 4.67 8.44 5.41 -
DAN [26] - 3.19 5.24 3.59 4.30
DCFE [58] w/3D 2.76 5.22 3.24 3.88
LAB [61] w/B 2.98 5.19 3.49 -
HR [53] - 2.87 5.15 3.32 3.85
∗HR-Ours - 4.61 7.50 5.17 5.66
HR-Ours - 2.89 5.15 3.33 3.91
HR-Ours WBF 2.84 4.73 3.21 3.68

(a)

# Train-set Test-set EPE ↓ NME ↓

1 Pano. Pano. 7.49 0.68
2 WBH ⇒ Pano. Pano. 7.00 0.63

3 WBH WBH 2.76 6.66
4 Pano. ⇒ WBH WBH 2.70 6.49

(b)

WholeBody-Hand (WBH) Dataset. For hand pose estimation, we experi-
ment with HRNetV2-W18 (HR) on CMU Panoptic [50] (Pano.), which is a stan-
dard benchmark for hand keypoint localization. We randomly split Pano [50] by
a rule of 70%-30% for training and validation. We report both the end-point-
error (EPE) and the normalized mean error (NME) for evaluation. In NME,
the hand bounding box is used as normalization. As shown in Table 3b, we ana-
lyze the generalization ability of WholeBody-Hand (WBH) by comparing the (1)
HR trained on Pano, (2) HR pretrained on WBH and then finetuned on Pano,
(3) HR trained on WBH, and (4) HR pretrained on Pano. and then finetuned
on WBH. Comparing #1 and #2, we observe that pretraining on WBH brings
about 6.5% improvement (from 7.49 to 7.00) in EPE on Pano. Comparing #1
and #3, we find that WBH vs Pano. is (6.66 vs 0.68) NME and (2.76 vs 7.49)
EPE, when training/testing on its own dataset. This implies that the proposed
WBH is much more challenging and that hand scales in WBH are smaller.

5.3 Analysis

Effect of the Bounding Box Accuracy on the Keypoint Estimation.
We experiment by replacing our predicted face/hand bounding boxes with the
ground-truth bounding boxes and re-run our FaceHead/HandHead of ZoomNet
to obtain the final face/hand keypoint detection result. As shown in Table 4a,
using ground truth bounding boxes (Oracle) significantly improves the mAP of
face/hand/whole-body by 19.6%, 8.4% and 23.6% respectively.
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Table 4. Effect of bounding box accuracy on keypoint estimation, where Oracle means
using gt boxes. (b) Effect of person scales on whole-body pose estimation.

Method face hand whole-body
AP AR AP AR AP AR

Oracle 0.819 0.854 0.485 0.578 0.777 0.856
Ours 0.623 0.701 0.401 0.498 0.541 0.658

(a)

Method mAP mAR
medium large medium large

PAF [8] 0.100 0.220 0.113 0.284
SN [17] 0.117 0.252 0.132 0.315
AE [36] 0.190 0.401 0.241 0.499
OpenPose [7] 0.398 0.302 0.425 0.484
HRNet [52] 0.471 0.410 0.538 0.497

Ours 0.594 0.519 0.677 0.635

(b)

Effect of the Person Scale on Whole-Body Pose Estimation. As shown
in Table 4b, we investigate the effect of person scales. Interestingly, for bottom-
up whole-body methods (PAF, SN and AE), the mAP for medium scale is worse
than that of large scale, since they are more sensitive to the scale variance and
are difficult in detecting smaller-scale people. For top-down approaches such as
HRNet and ZoomNet, mAP for medium scale is better, since larger-scale person
requires relatively more accurate keypoint localization. For ZoomNet, the gap
between the medium and large person scale is about 7.5% mAP and 4.2% mAR.

Effect of Blurriness and Poses on Facial Landmark Detection. In
Table 5, we evaluate the performance on different levels of image blurriness
and facial poses (yaw angles) on WBF. The model is significantly affected by
image blur (2.51 vs 19.13), while more robust to different face poses (9.02 vs
13.77).

Effect of Hand Poses on Hand Keypoint Estimation. As shown in Table 5,
we evaluate the performance on different hand poses (fist, palm or others) on
WBH (NME). We show that estimating the poses of “palm” or “others” (with
various gestures) is more challenging than that of “fist” (with similar patterns).

Table 5. left: Effect of blurriness/poses on facial landmark detection (NME) on
WholeBody-Face (WBF). right: Effect of hand poses on hand keypoint estimation
(NME) on WholeBody-Hand (WBH).

WBF (NME ↓) WBH (NME ↓)
Blurriness Yaw angles Pose

< 1 1–2 2–3 > 3 ALL < 15◦ 15◦ − 30◦ 30◦ − 45◦ > 45◦ ALL Fist Palm Others ALL

19.13 10.85 4.91 2.51 10.17 9.02 10.56 12.10 13.77 10.17 6.09 7.10 6.33 6.66
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6 Conclusion

In this paper, we proposed the first large-scale benchmark for whole-body
human pose estimation. We extensively evaluate the performance of the existing
approaches on our proposed COCO-WholeBody Dataset. Cross-dataset evalua-
tion also demonstrates the generalization ability of the proposed dataset. More-
over, to solve the problem of extreme scale difference among body parts, Zoom-
Net is proposed to pay more attention to the hard-to-detect face/hand keypoints.
Experiments show that ZoomNet significantly outperforms the prior arts.
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Abstract. The SE(3) invariants of a pose include its rotation angle and
screw translation. In this paper, we present a complete comprehensive
study of the relative pose estimation problem for a calibrated camera
constrained by known SE(3) invariant, which involves 5 minimal prob-
lems in total. These problems reduces the minimal number of point pairs
for relative pose estimation and improves the estimation efficiency and
robustness. The SE(3) invariant constraints can come from extra sensor
measurements or motion assumption. Unlike conventional relative pose
estimation with extra constraints, no extrinsic calibration is required
to transform the constraints to the camera frame. This advantage comes
from the invariance of SE(3) invariants cross different coordinate systems
on a rigid body and makes the solvers more convenient and flexible in
practical applications. In addition to the concept of relative pose estima-
tion constrained by SE(3) invariants, we also present a comprehensive
study of existing polynomial formulations for relative pose estimation
and discover their relationship. Different formulations are carefully cho-
sen for each proposed problems to achieve best efficiency. Experiments
on synthetic and real data shows performance improvement compared
to conventional relative pose estimation methods. Our source code is
available at: http://github.com/prclibo/relative pose.

1 Introduction

Minimal relative pose solver of a camera is a fundamental component in modern
3D vision applications including robot localization and mapping, augmented real-
ity, autonomous driving, 3D modeling, etc. Well-known solvers include the 7-point
algorithm [11] and the 5-point algorithm [30,39]. It is generally admitted that an
n-point solver with smaller n performs more robustly, has less degenerate config-
urations and requires less iterations when integrated in a RANSAC framework.

As the first contribution of this paper, we show that two measurements –
rotation angle and screw translation – can be respectively integrated into relative
pose solvers to reduce the number n of minimal points. Typical scenarios for these
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measurements include a robot equipped with a camera and an IMU, and a robot
with planar motion. These measurements are referred as SE(3) invariants as they
stay invariant cross different coordinate systems on a rigid body. Consequently,
the proposed methods do not require known extrinsic pose of the camera with
respect to the IMU or the motion plane, which is an important advantage over
previous relative pose estimation methods [4,8,13,20,23,35,36]. This advantage
make the proposed methods more flexible and convenient. For example, when
estimating visual odometry to hand-eye calibrate the camera-IMU extrinsics, the
proposed methods improve trajectory estimation even though the extrinsics are
unavailable. For robot systems subjected to long term operation, the proposed
methods avoid re-calibration. All the 5 minimal problems introduced by different
combination of SE(3) invariants as constraints are comprehensively studied in
this paper.

The second contribution is a comprehensive study of all existing polynomial
formulations for relative pose solvers. We show pros and cons of each formulation
under different minimal problem settings and reveal connections between the
formulations. For each proposed relative pose problem with SE(3) invariants, we
evaluate these formulations and propose solvers with the best efficiency.

2 Related Works

A fundamental matrix for a pair of pinhole cameras has 7 DoF and can be
estimated minimally from 7 and linearly from 8 point correspondences [10,11,25].
The estimation can be reduced to the 6-point algorithm [12,16,40] when all
camera intrinsics except a common focal length are calibrated. In the case where
the focal length is also calibrated, the 5-point algorithm [30,39] is naturally
introduced.

Beyond 5-point solution, extra constraints can be exploited. With known
gravity direction measured by IMU or by the knowledge of motion plane, [4,8,
13,35] obtain two rotation angles and hence reduce the minimal number of point
pairs to 3. Camera extrinsics are required to be calibrated for these methods to
transform the two angles to the camera frame. In [36], it is assumed that the
camera follows the Ackermann motion. In this case only one point is needed for
pose estimation. This method requires the camera to be specifically mounted. [23]
proposes the 4-point algorithm given a known rotation angle measurement from
other sensors. This is the first work on integrating SE(3) invariants in relative
pose estimation. The known rotation angle can also be used for the camera
self-calibration as demonstrated in [27]. As mentioned in the previous section,
extrinsic calibration is not required to use SE(3) invariants.

Minimal problems are usually formulated in terms of multivariate poly-
nomial systems and a plenty of methods have been proposed to solve these
systems. Some of these methods make use of the Gröbner basis computa-
tion [15,16,27,28,39]. The roots are then derived from the eigenvectors of the
so-called action matrix constructed from the Gröbner basis [5]. Apart from the
action matrix, alternative matrix decomposition methods are also proposed,
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e.g. PolyEig [17] and QuEst [33]. To avoid significant computational cost of
matrix decomposition, the hidden variable approach has been used in several
solvers [12,30]. This approach reduces the problem to finding real roots of a
univariate polynomial.

3 Preliminaries

3.1 Notation

We preferably use α, β, . . . for scalars, a, b, . . . for column 3-vectors, and A, B,
. . . for matrices. For a matrix A, the transpose is A�, the determinant is detA,
and the trace is tr A. For two 3-vectors a and b the cross product is a × b. For
a vector a, the entries are ai, the notation [a]× stands for the skew-symmetric
matrix such that [a]×b = a× b for any vector b. We use I for the identity matrix
and ‖ · ‖ for the Frobenius norm. A notation f∗∗ is used to refer a polynomial.

A rotation matrix R can be represented by a unit quaternion [σ u�] as follows

R = 2(uu� − σ[u]×) + (σ2 − ‖u‖2)I, (1)

fσ := ‖u‖2 + σ2 − 1 = 0. (2)

With θ as the rotation angle, we have

tr R = 4σ2 − 1 = 2 cos θ + 1, (3)

Another way to represent a rotation matrix R comes from the Cayley trans-
form if and only if it is not a rotation through an angle π + 2πk.

R = (I − [v]×)(I + [v]×)−1, (4)

where v = u/σ is a 3-vector.
The special Euclidean group SE(3) consists of all orientation-preserving rigid

motions of 3-dimensional Euclidean space. Any element H ∈ SE(3) can be rep-
resented by a 4 × 4 matrix of the form

H =
[

R t
0� 1

]
, (5)

where R ∈ SO(3) and t ∈ R
3 are the rotational and translational parts of H

respectively. In the sequel, saying about elements of group SE(3) we always imply
4 × 4 matrices of type (5).

3.2 Epipolar Constraint

Let P ′ = [R′ t′] and P ′′ = [R′′ t′′], where R′, R′′ ∈ SO(3) and t′, t′′ ∈ R
3, be

calibrated camera matrices. Let q′
i and q′′

i be the corresponding images of a 3D
point Qi. Then the epipolar constraint reads

fi := q′′�
i (R[t′]× − [t′′]×R)q′

i = 0, (6)
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where i counts the point pairs and R = R′′R′� is called the relative rotation
matrix. We notice that Eq. (6) can be rewritten in form

q′′�
i [t]×Rq′

i = 0, (7)

where t = Rt′ − t′′ is called the relative translation. Matrix E = [t]×R is well
known in the computer vision community as an essential matrix.

3.3 SE(3) Invariants

Given an element H ∈ SE(3), with its rotational part R represented by (1). We
denote the unit rotation axis of R by r = u

‖u‖ , then the value

δ = r�t (8)

is the screw translation of H. In this paper, we are specifically interested in the
case of δ = 0, which is also equivalent to

f0 := u�t = 0. (9)

Consider a robot with planar motion. Its rotation axis r must be the normal
vector of the motion plane, and its translation vector t must lie on the motion
plane. Therefore, it is obvious that the condition of zero screw translation (δ = 0)
holds for any planar motion regardless of the camera orientation with respect to
the ground plane direction.

Figure 1 illustrates the definition of θ and δ. We refer them as the SE(3)
invariants, i.e. scalar values invariant under the conjugation by an SE(3) ele-
ment. In robotics, this conjugation is known as the hand eye transformation. The
difference between SE(3) invariants and an easily mixed-up concept bi-invariant
metrics can be found from [3].

Theorem 1 (SE(3) Invariants). For a transform H ∈ SE(3), its rotation angle
θ and screw translation δ are invariant under the hand eye transformation H ′ =
X−1HX with X ∈ SE(3).

Proof. Let the rotational and translational parts of H, H ′, X be R, R′, RX and
t, t′, tX respectively. Then we have

H ′ =
[
R�

X −R�
XtX

0� 1

] [
R t
0� 1

] [
RX tX
0� 1

]
=

[
R�

XRRX R�
X(RtX − tX + t)

0� 1

]
, (10)

that is R′ = R�
XRRX and t′ = R�

X(RtX − tX + t). The invariance of θ follows
from Eq. (3), since tr(R′) = tr(R�

XRRX) = tr(R).
Furthermore, let r and r′ be the unit rotation axes of R and R′, respectively. It

is clear that r = Rr and r′ = R′r′ = R�
XRRXr′ (Lemma II [43]). Hence, axes r

and r′ are related by r′ = R�
Xr. Substituting this into the definition of δ′ yields

δ′ = r′�t′ = r�RXR�
X(RtX − tX + t) = r�RtX − r�tX + r�t = r�t = δ. (11)

��
Theorem 1 is a well-known result in robotics [2,3]. Different proof for the

rotation part can also be found from [2,3,38].
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Fig. 1. A rigid motion in SE(3) can always be decomposed as a rotation around an
axis r with angle θ, and a screw translation δ along r. θ and δ remain consistent for
different parts of the rigid body, regardless of the part offset and the local coordinate
system.

4 Minimal Problem Formulations

The relative pose estimation problem aims to solve for the relative rotation R
and relative translation t given several image point pairs. It is well known that if
no additional constraints are used, the relative pose can be estimated minimally
from 5 point pairs [12,30,39]. With known SE(3) invariants (rotation angle θ and
screw translation δ), the number of point pairs required for a minimal solution is
reduced. Table 1 summarizes the minimal relative pose estimation problems that
can be formulated for different combinations of image data and SE(3) invariants.

Table 1. Relative pose problems with SE(3) invariants. RA: Relative angle (θ)
ST0: Zero screw translation (δ = 0) ST1: Non-zero screw translation (δ �= 0)
n: Number of points for minimal cases

Problem SE(3) Inv n DoF Constraints

5P [12,30,39] – 5 5 f1, f2, f3, f4, f5

4P-RA [23,28] θ 4 5 f1, f2, f3, f4, f
σ

4P-ST0 δ = 0 4 5 f1, f2, f3, f4, f
0

3P-RA-ST0 θ, δ = 0 3 5 f1, f2, f3, f
σ, f0

5P-ST1 δ �= 0 5 6 f1, f2, f3, f4, f5

4P-RA-ST1 θ, δ �= 0 4 6 f1, f2, f3, f4, f
σ

Remark 1. In 5P, 4P-RA, 4P-ST0 and 3P-RA-ST0, each of SE(3) invariants
fσ and f0 can replace one of point correspondences fi as constraints and the
relative pose can be estimated up to an ambiguous scale (5 DoF). In 5P-ST1
and 4P-RA-ST1, condition (8) with δ �= 0 can not be used to replace point
correspondences as the essential matrix does not change regardless of the value
of a non-zero δ. Instead, δ can be used to determine the length of translation,
and hence the overall scale is observable (6 DoF). 5P-ST1 and 4P-RA-ST1 are
therefore equivalent to problems 5P and 4P-RA, respectively.
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Remark 2 (Beyond Pinhole Cameras). In this paper, we only focus on relative
pose estimation for a pinhole camera. However, it is worth mentioning the dif-
ference between pinhole camera and generalized camera models under known
SE(3) invariants. For a generalized camera model [32,41], the relative transla-
tion length is observable. The vanilla version of relative pose estimation problem
requires 6 points to fully recover the 6 DoF relative pose. When the screw trans-
lation is known, regardless of being zero or non-zero, 5 points are required to
fully recover the 6 DoF relative pose. The case of known relative rotation angle
for generalized cameras was covered in [28].

5 Solution Formulations for Relative Pose Estimation

Various solutions have been studied in the past decades on relative estimation
problems, i.e. to solve (6) or (7) under different constraints. We provide a com-
prehensive summary for these formulations in this section and also discover how
SE(3) invariants can be denoted for each formulation. All mentioned previous
formulations are also listed in Table 2.

Table 2. Representative works of polynomial formulations for relative pose estimation.

Problem Form #R #t Templ #S

PC 5P [15] SIR3 9 (R) 3 66×197 20

PC 5P [6] SIR6 4 (u, σ) 3 40×56 35

PC 5P [14] Direct 4 (u, σ) 3 NR 80

PC+θ [23] SIR3 3 (u) 3 270×290 20

PC+θ [28] SIR2 3 (u) 2 16×36 20

PC+g (IMU) [13] SIR3 1 (yaw) 3 CF 4

PC+g (pl) [4] Direct 1 (yaw) 1 CF 4

PC+Ack [37] Direct 1 (yaw) 0 CF 1

GC 6P [39] SIR2 3 (v) 2 60×1201 64

GC+θ [28] SIR2 3 (u) 2 37×81 44

GC+g (IMU) [20] SIR3 1 (yaw) 3 CF 8

GC+g (pl) [22] SIR3 1 (yaw) 2 CF 6

GC+Ack [21] Direct 1 (yaw) 1 CF 2

Problem Form Templ #S

PC 5P [30,39] NullE 10×20 10

PC−fc [16,40] NullE 31×46 15

PC+θ−fc−pp [27] NullE 19×322 6

PC+g (IMU) [8] NullE 6×10 4

* #R, #t: Number of parameters

* #S: Number of solutions

* +/−: With a constraint or an

unknown

* PC/GC: Pinhole camera / generalized

camera

* NR: Not reported

* CF: Closed form solution w/o tem-

plate matrix

* g: Vertical direction

* Ack: Ackermann motion model

* fc/pp: Focal length / principle point

1 Insufficient for full Gröbner basis gen-

eration

2 The largest of cascaded templates

reported

5.1 Solutions by Decomposing E

Directly Solving R and t . As an intuitive start, it is possible to directly
solve (6), (7) by considering R and t as polynomial unknowns. In [23], R is
parameterized by angle-axis to integrate rotation angle and t is constrained by
‖t‖2 = 1 to remove scale ambiguity. In theory R can be also parameterized by
a quaternion with constraint of fσ or by 9 matrix elements with constraint of
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R�R = I. However, these formulations involve 6 ∼ 12 unknowns (including 3 for
translation) and require quite complicated polynomial elimination, which makes
high computational burden in real-time applications. A simpler specialization
is when the vertical direction is known from IMU [13] or known ground plane
[4], R can be parameterized by a yaw angle rotation. With Ackermann motion
assumed, the parameters can even be further reduced [21,37].

Since each fi is linear in t, cf. Eq. (7), several formulations have been pro-
posed in previous works to eliminate translation variables and solve rotation
parameters only for simplicity.

SIR3: Solving Isolated Rotation by a 3×3 Determinant. We can isolate
unknown translation by rewriting the epipolar constraints (7) for n point pairs
in the form

G t = 0, (12)

where G is a matrix of size n × 3. Elements of the i-th row of matrix G are
polynomials in unknown rotation parameters and known q′

i, q
′′
i . It follows from

Eq. (12) that all 3 × 3 minors of G must vanish for a valid translation. Thus
we obtain new polynomial constraints of the total degree 6 on the rotation
parameters only. This solution formulation will be further referred to as SIR3.
If the rotation matrix is represented by (1) (resp. by (4)), then the formulation
is denoted by SIR3+u (resp. SIR3+v). When rotation is constrained to have
only one unknown, SIR3 generates a closed form univariate polynomial [13,20].
However, with more unknowns in rotation, it is still not satisfactory as leads to
large matrix templates for the Gröbner basis computation. For example, in [15]
SIR3 is used to solve 5P by a reduction on a 66×197 matrix. In [23], the SIR3+u
formulation of 4P-RA involves even larger template matrix and has to be solved
by numerical search.

The known rotation angle can be easily integrated into SIR3+u. If the motion
is planar, i.e. the screw translation is zero, polynomial f0 from (9) can be written
as a new row u� of matrix G.

SIR6: Solving Isolated Rotation by a 6×6 Determinant. Let Qi be the
i-th 3D point so that

λiq
′
i = P ′Qi, μiq

′′
i = P ′′Qi, (13)

where λi and μi are some scalars. The relative pose R and t satisfies λiq
′′
i =

μiRq′
i + t. Consider this equation for the i, j, k-th points and subtract the i-th

equation over the j-th and k-th respectively to eliminate t. We can obtain two
3D linear equations, forming a 6 × 6 matrix Mijk.

Mijk[λi μi λj μj λk μk]� = 0. (14)

Similar to SIR3, the determinant of Mijk must vanish, resulting in polynomials
on the rotation parameters only. SIR6 is proposed by [6] as an alternative solution
to 5P. Symbolic computation reveals the relationship between SIR6 and SIR3:

Theorem 2 Consider a 3 × 3 submatrix Gijk of matrix G whose three rows
correspond to the i-th, j-th, and k-th point pairs. We have det Gijk = det Mijk,
up to a sign.
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SIR2: Solving Isolated Rotation by a 2×2 Determinant. Using the rigid
motion ambiguity of the world coordinate frame, we set Qi = [0 0 0 1]� in (13)
for a certain i. This yields

t′ = λiq
′
i, t′′ = μiq

′′
i . (15)

Substituting t′ and t′′ into Eq. (6) for a j-th pair with j �= i, we convert Eq. (6)
into Fij

[
λi μi

]� = 0. Construct Fik from a k-th point pair and stack with Fij

as Fijk, we have
Fijk

[
λi μi

]� = 0. (16)

where matrix Fijk is of size 2×2. Fijk must have zero determinant. This leads to
degree 4 polynomial equations in the rotation parameters. The proposed solution
formulation will be further referred to as SIR2. The two versions of SIR2 corre-
sponding to the quaternion (1) and Cayley (4) parametrizations are denoted by
SIR2+u and SIR2+v respectively. The SIR2+v form was earlier used in [41] for
solving the relative pose problem for generalized cameras. In [28], SIR2+u was
used to solve 4P-RA. Symbolic computation also reveals the connection between
SIR2 and SIR3 and explains why SIR2 is a simpler formulation compared to
SIR3/SIR6.

Theorem 3 Consider Gijk in Theorem 2. Under SIR2/SIR3+u, we have:

det Gijk = (‖u‖2 + σ2) · det Fijk, (17)

up to a sign. This equation also holds if replacing (‖u‖2 + σ2) with (‖v‖2 + 1)
under the SIR2/SIR3+v.

Remark 3 According to Eq. (17), since equation ‖v‖2+1 = 0 has infinite number
of complex solutions, 5P in SIR3+v is not zero-dimensional over C.

The known rotation angle can be easily integrated into SIR2+u. If the motion
is planar, i.e. δ = 0, then polynomial f0 can add a row [−u�q′

i u�q′′
i ] to Fijk.

5.2 Solutions by Constraining E

NullE: Solving Essential Matrix Represented by NullSpace Bases.
Instead of direct solving for R and t, a more classical approach to the rela-
tive pose problem is solving first for the essential matrix E which is a mixed
form of rotation and translation parameters. Unknown E is parameterized by∑9−n

i=1 γiE
(i), where matrices E(i) form the nullspace basis of the underdeter-

mined linear system {fi | i = 1, . . . , n}, γi are new unknowns which are usually
scaled so that γ1 = 1. Traditional 5P solvers [12,30,39] use the following con-
straints to form a polynomial system on γi:

det E = 0, (18)

2EE�E − tr(EE�)E = 0. (19)

In addition, [8] found that known vertical can be denoted as constraints on E.
Known SE(3) invariants also can be formulated as constraints on E as follows.
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Theorem 4 ([27]). Let E = [t]×R be an essential matrix and tr R = τ . Then E
fulfills the following equation

1
2

(τ2 − 1) tr(EE�) + (τ + 1) tr(E2) − τ tr2 E = 0. (20)

Theorem 5. Let E = [t]×R be an essential matrix and R be a rotation through
an angle θ around a vector r �= 0. If δ = r�t = 0, then

tr E = 0. (21)

Conversely, if trE = 0, then either δ = 0 or θ = πk for a certain integer k.

Proof. We utilize Proposition 2.20 from [29] that trE = −2 sin θ(r�t) and the
statement follows.

Using Eqs. (18)–(21), problems 4P-RA, 4P-ST0, and 3P-RA-ST0 can be for-
mulated in terms of matrix E. Table 3 summarizes these formulations with refer-
ence template matrix size generated by automatic polynomial solver generators
[16,24].

Remark 4. As is well known, the 5P problem in the NullE formulation has 10
solutions. Each essential matrix corresponds to a twisted pair of rotations [11]
and each rotation, being represented by a unit quaternion, doubles due to the
sign ambiguity. Therefore, as shown in Table 3, the 5P problem in SIR2/SIR3+u
has 40 solutions while in SIR2/SIR3+v has only 20 solutions. The 4P-RA prob-
lem in the NullE formulation has 20 solutions, corresponding to 40 rotations.
For each pair of rotations, there is a unique one whose rotation angle equals
known θ. Similarly for 4P-ST0 in NullE, each pair of rotations corresponding to
an essential matrix contains a unique valid rotation.

Remark 5. The 3P-RA-ST0 problem has 12 solutions in SIR2+u. However, in
NullE the system consisting of Eqs. (18)–(21) has 20 solutions. The obtained
contradiction indicates that there must exist additional polynomial constraints
on essential matrix E. Using the implicitization algorithm [5], we found that
the entries of E additionally satisfy 7 cubic equations. We provide them in the
supplementary material. The above polynomial system complemented with the
new 7 cubics has 12 solutions (NullEx in Table 3). However, due to the lack
of geometric interpretability for the additional cubics, in this paper we use a
hand-crafted solver with slightly larger template matrix.

6 Minimal Relative Pose Solvers with SE(3) Constraints

The goodness of different solver formulations is reflected by the size of the matrix
template for Gröbner basis computation since it directly affects both the speed and
numerical accuracy of a minimal solver. Different formulated solvers are reported
in Table 3. We compared our proposed formulation with [16], the most widely used
generator the past years, and [24], a wrapper of a newer generator [19].
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Table 3. Comparison of different solution formulations for the minimal relative pose
problems with SE(3) invariants. #V: Number of variables D: Highest degree
#S: Number of solutions AG: Generator from [16] GAPS: Generator from [24]
1: Mirrored roots u merged by [18] 2: The largest of cascaded templates reported

Problem Form #V D #S AG GAPS Proposed

5P SIR3 + u 4 6 40 146×186 116×2001 –

5P SIR3 + v 3 6 ∞ – – –

5P SIR2 + u 4 4 40 90×130 60×801 –

5P SIR2 + v 3 4 20 31×51 36×56 –

5P NullE 3 3 10 10×20 10×20 –

4P-RA SIR2 + u 3 4 20 26×46 36×56 16×36 [28]

4P-RA NullE 4 3 20 34×542 50×70 –

4P-ST0 SIR2 + u 3 4 20 62×822 38×651 –

4P-ST0 SIR2 + v 3 4 10 25×35 27×35 –

4P-ST0 NullE 3 3 10 10×20 10×20 10×20

3P-RA-ST0 SIR2 + u 3 4 12 23×352 28×35 13×25

3P-RA-ST0 NullE 5 3 20 34×54 50×70 –

3P-RA-ST0 NullEx 5 3 12 22×352 53×65 –

6.1 5P, 4P-RA, 5P-ST1 and 4P-RA-ST1

NullE is the most widely used polynomial formulation for 5P, with a template
matrix of 10×20. Template matrix of 4P-RA was recently reduced from 270×290
to 16 × 36 using SIR2-u [28]. 5P-ST1 can be solved by a 5P solver and multiply
the unit translation solution t by δ

r�t
. 4P-RA-ST1 can be solved by a 4P-RA

solver in the same way.

6.2 4P-ST0

The NullE formulation for 4P-ST0 produces the smallest template of size 10×20.
Note that in NullE of 4P-ST0, Eq. (21) replaces an epipolar constraint of 5P and
they are both linear on E. Therefore, 4P-ST0 can be simply solved by a NullE
5P solver by replacing the coefficients of one epipolar constraint.

6.3 3P-RA-ST0

For problem 3P-RA-ST0, the SIR2+u formulation is preferable as it leads to the
smallest 13 × 25 matrix template. The algorithm is summarized as follows.

Three image point pairs are first used to form a 2 × 2 matrix F123, see
Subsect. 5.1. We set u� =

[
α β γ

]
. Then our system consists of the following

polynomial equations:
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– 10 equations of m · fσ = 0 for m being every monomial with degree up to 2;
– 1 equation detF123 = 0;
– 12 equations of m · det F ′

ij = 0, with i �= j, m ∈ {α, β, γ, 1} and

F ′
ij =

[
Fij

−u�q′
i u�q′′

i

]
.

In matrix form the system can be written as Ax = 023×1, where A is the 23×35
coefficient matrix whose i-th row consists of coefficients of the i-th polynomial,
x is a monomial vector. Matrix A is exactly the template produced by the Auto-
matic Generator, see Table 3. However, the template’s size can be further reduced
if we take into account the special structure of matrix A. Namely, if the first 10
monomials in x are

α4, α3β, α2β2, α3γ, α2βγ, α2γ2, α3, α2β, α2γ, α2, (22)

then matrix A has the following block form A =
[

U V
W X

]
, where U is an upper-

triangular 10×10 matrix with 1’s on its main diagonal. We conclude that matrix

A is equivalent to
[

U V
013×10 B

]
, where matrix B = X −WU−1V is our final tem-

plate of size 13 × 25. Matrix B contains all necessary data for deriving solutions
either by constructing an action matrix or by forming the 12-th degree univariate
polynomial in accordance with the hidden variable method. We provided more
details on the 3P-RA-ST0 solver in the supplementary material. Readers can
refer to [7,28] for more usage of the above simplification.

Handling Degeneracy

Condition (8) becomes degenerate when the rotation matrix is close to I. In
this case the rotation axis r is ill-posed and vector u becomes arbitrarily small.
Enforcing condition (9) in this case might lead to a large deviation in the direc-
tion of translation. Nevertheless, this degenerate case can be easily covered by
fitting relative pose to a translation-only motion (2P-TO). The skew-symmetric
essential matrix [t]× can be easily estimated from two image feature pairs. In this
paper, we estimate 4P-ST0 and 3P-RA-ST0 together with 2P-TO and accept the
results with more inliers.

7 Experiments

7.1 Implementation Details

All algorithms compared in experiments are implemented by C++. The hidden
variable method is used to derive solutions of polynomial systems. Roots of
univariate polynomials are found using Sturm sequences. We implement 4P-RA
[28], 4P-ST0, and 3P-RA-ST0. The C++ 5P solver from [12] is used, which is
regarded as the state-of-the-art fast implementation. Runtime statistics on an
i5-4288U is listed in Table 4.



226 B. Li et al.

Fig. 2. (a) Numerical accuracy comparison of the solvers; (b) Statistics on the number
of real roots for each solver

Table 4. Average runtime comparison of the solvers

Minimal solver 3P-RA-ST0 4P-RA 4P-ST0 5P

Average time 28 µs 34 µs 26 µs 25 µs

7.2 Synthetic Data

Synthetic data are generated to illustrate the algorithm performance. Synthetic
image features are generated from a 60◦ field of view with focal length in 500px.
We test algorithm performance under Gaussian image noise whose std ranges
in 0–1px. Synthetic data is generated for forward motion and sideway motion.
Rotation angle of a pose pair is randomly generated from Gaussian with std of
5◦. The rotation angle measurement is disturbed by Gaussian noise (derived from
the widely used Brownian process model for IMU noise) with std ranging in 0–1◦.
To test the performance of 4P-ST0 and 3P-RA-ST0 under non-perfectly planar
motion, we first produces unit translation with zero component on rotation axis.
Then the translation is disturbed along the rotation axis with Gaussian noise
whose std ranges in 0–5%.

The numerical accuracy of each algorithm is compared and listed in Fig. 2(a).
The numerical error is measured by the value min

i
‖Ri − R̄‖, where i counts all

real solutions and R̄ is the ground truth relative rotation matrix. The number of
real roots is also counted for each algorithm and listed in Fig. 2(b). We observe
that 4P-ST0 in NullE formulation generally has more real roots compared to
5P. The number of real roots also affects the computational efficiency in some
RANSAC frameworks like OpenCV where each real solution must be verified by
computing the reprojection error over all image feature pairs.

In the experiments on both synthetic data and real data, the error of rota-
tion is measured by the rotation angle between the estimated and groundtruth
rotation. The error of translation is measure by the angle between the unit
groundtruth translation and the estimated translation. Forward motion and side-
way motion are experimented separately. The mean estimation error of 4P-ST0
and 5P against image ray disturb is shown in Fig. 3. The estimation is executed
on 100 image feature pairs with 30% outliers under RANSAC. Green curves
from bottom to top represent 4P-ST0 estimation with different screw transla-
tion disturbance along rotation axis {0%, 1.66%, 3.33%, 5%}. As it is mentioned
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Fig. 3. Estimation error plot of 4P-ST0 and 5P on synthetic data: (a, b) rotation
errors; (c, d) translation errors

Fig. 4. Estimation error comparison of 3P-RA-ST0 and 5P: (a, b) contour curves ξ(ε)
denote that under image feature noise std ε px, when the error of rotation angle and
screw translation is at the bottom left of the curve, 3P-RA-ST0 outperforms 5P with
translation error no more than ξ; (c, d) translation error contour curve over different
rotation angle and screw translation disturbance, with image feature noise std fixed as
1px

in many previous works, the rotation error is generally small for different solvers.
Regarding translation error, the advantage of 4P-ST0 over 5P is more significant
for forward motion, which is considered as the more common and difficult case
than sideway motion.

The performance of 3P-RA-ST0 is affected by rotation angle error, screw
translation error and also image feature error. To simplify our visualization,
in Fig. 4(a) and Fig. 4(b), we fix the image feature error at different level and
consider the translation error surface against the rotation angle and screw trans-
lation errors. The intersection contour of this surface with the error surface of
5P is plotted. The bottom-left area of each curve denotes the error level under
which 3P-RA-ST0 can outperform 5P. We only compare the translation error
here as the rotation error is generally similar for different methods. Compared
to 4P-ST0, we find that 3P-RA-ST0 is more sensitive to screw translation error
in forward motion. For example, with perfect rotation angle and image feature
noise std as 1px in forward motion, 3P-RA-ST0 outperforms 5P only when screw
translation error is less than 3% (Fig. 4(a)), while 4P-ST0 outperforms 5P even
when screw translation error is 5% (Fig. 3(c)).
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7.3 Real-World Data

We compare our approaches on multiple datasets collected on indoor mobile
robots or outdoor autonomous vehicles, which are two popular modern robot
applications with planar motion. Experimented datasets include:

– RawSeeds-Bicocca [1]: Indoor mobile robot data, with IMU and odometer
available for rotation angle. Front camera (FC) images are used.

– TUM-RGBD-SLAM [42], Robot@Home [34]: Indoor mobile robot data, with-
out available angle measurement. Images from the front RGBD camera (FC)
are used. The left RGBD camera (LC) of Robot@Home is also experimented.

– KITTI [9], UMich [31], RobotCar [26]: Autonomous vehicle data, with fused
GPS/INS data available. Front camera (FC) images are used. The left camera
(LC) of UMich is also used. Rotation angle from the fused GPS/INS pose is
used.

Consecutive image pairs with translational movement larger than 0.1m in
indoor data and 1m in outdoor data are used in experiments. Performance com-
parison on indoor data is shown in Appendix Table 1. It is seen that 4P-ST0
outperforms 5P in almost all cases, which is consistent with the synthetic data
results. With IMU data on RawSeeds, 3P-RA-ST0 further improves the estima-
tion. Results with odometry angle have no improvement, implying the accuracy
of odometry angle might be low in this dataset.

However, the performance varies on autonomous driving data in Appendix
Table 2. We observe that 4P-ST0 outperforms 5P for broad road or highway
environments. For urban narrow road environments, 5P has the better accuracy.
The difference in the environments corresponds to different screw translation
disturbance on a planar motion assumption as roads are less planar and vehicles
might tilt more on urban road. With further analysis, we found that a portion of
relative poses have screw translation of more than 20% (r�t/‖t‖ > 0.2) in urban
autonomous driving scenarios, which explains the poor performance of 4P-ST0.

We also note that 3P-RA-ST0 performs better on UMich left camera than 4P-
ST0, corresponding to the observation in Fig. 4 that 3P-RA-ST0 is less sensitive
to screw translation error for sideway motion.

8 Conclusions

In this paper, we show that known SE(3) invariants can be used to constrain
the minimal relative pose estimation problem. Compared to existing relative
pose problems with contraints, the proposed methods are more flexible and con-
venient since extrinsics are not required to transform SE(3) invariant to the
camera frame. We also comprehensively revise and relate to each other existing
formulations of the relative pose problem. The discovered relationship provides a
deeper understanding to these previous methods. This knowledge help formulate
the most efficient solvers for the proposed relative pose problem with SE(3) con-
straints. A series of experiments on synthetic and real datasets show practicality
of the proposed solvers in robotic perception especially for indoor robots.
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Abstract. In recent years, Deep Neural Networks (DNN) have empow-
ered Compressed Sensing (CS) substantially and have achieved high
reconstruction quality and speed far exceeding traditional CS methods.
However, there are still lots of issues to be further explored before it
can be practical enough. There are mainly two challenging problems in
CS, one is to achieve efficient data sampling, and the other is to recon-
struct images with high-quality. To address the two challenges, this paper
proposes a novel Runge-Kutta Convolutional Compressed Sensing Net-
work (RK-CCSNet). In the sensing stage, RK-CCSNet applies Sequen-
tial Convolutional Module (SCM) to gradually compact measurements
through a series of convolution filters. In the reconstruction stage, RK-
CCSNet establishes a novel Learned Runge-Kutta Block (LRKB) based
on the famous Runge-Kutta methods, reformulating the process of image
reconstruction as a discrete dynamical system. Finally, the implementa-
tion of RK-CCSNet achieves state-of-the-art performance on influential
benchmarks with respect to prestigious baselines, and all the codes are
available at https://github.com/rkteddy/RK-CCSNet.

Keywords: Compressed sensing · Convolutional sensing ·
Runge-Kutta methods

1 Introduction

Compressed Sensing (CS) [5] is a prominent technique that combines sensing
and compression together at the hardware level, and can ensure high-fidelity
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Fig. 1. This figure shows the test results of the proposed RK-CCSNet on BSDS100 [1]
in different sampling ratios. Note that almost perfect visual effect is achieved when the
sampling ratio is 6.2500%, which implies that our model is capable of reconstructing
high-quality images even in low sampling ratios

reconstruction from limited observations received. In the CS framework, signals
are acquired by linear projection, which is proved to have the ability to preserve
most of the features in a few measurements if the sensing matrices satisfy the
Restricted Isometry Property (RIP) [3]. Compared with Nyquist’s theory, this
method uses the sparse nature of the signal to restore the almost perfect original
one from a much smaller number of measurements, leading to large reduction
in the cost of sensing, storing and transmitting. Several applications such as
Single Pixel Camera (SPC) [7], Hyperspectral Compressive Imaging (HCI) [2],
Compressive Spectral Imaging System [9], High-Speed Video Camera [13], and
CS Magnetic Resonance Imaging (MRI) system [21] have been introduced and
implemented. Taking SPC as an example, it uses only a number of single-pixel
signals in each shot, and merely a few shots are integrated to reconstruct the
original image in the receiving end. Therefore, before decompressing images, the
amount of signals needed is much smaller and thus is conducive to long-distance
transmission (Fig. 1).

Over the years, a great deal of CS algorithms have been proposed such as
Orthogonal Matching Pursuit (OMP) [31], Basis Pursuit (BP) [4] and Total
Variance minimization by Augmented Lagrangian and ALternating direction
ALgorithms (TVAL3) [19]. For instance, Zhang et al. [34] proposed a Group
Sparse Representation (GSR) method to enhance both image sparseness and
non-local self-similarity. But the common weaknesses of them are that they all
demand high computational overhead and perform poorly at low sampling ratios
(especially when the measurement is lower than 10%). With the rapid develop-
ment of deep learning, researchers were inspired to use new end-to-end models
to develop algorithms in CS, called Deep Compressed Sensing (DCS). These
algorithms do not use the prior knowledge of any signal, but are fed a large
number of training data for neural networks instead. The linear sensing module
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and reconstruction module form an Auto-Encoder structure [25]. Through end-
to-end training, both sensing module and reconstruction module can be jointly
optimized. Pure data-driven optimization learns how to make the best of the
data structure to speed up the reconstruction process.

There are two challenges in DCS: the linear encoding and the non-linear
reconstruction, respectively. For the former one, traditional CS algorithms usu-
ally apply hand-designed models according to the nature of the data. However,
general DCS models treat the sparse transformation with a fully connected layer,
which contains no priors and thus is hard to learn a concise embedding. Since
convolution can be an efficient prior that can well describe the structural fea-
tures of images, and can be easily combined with DCS, we replace the fully
connected layer with continuous convolutions (for linear observations, there are
no activation after every convolutional layer), named Sequential Convolutional
Module (SCM). For the latter one, the main approaches are to develop a pow-
erful reconstruction module with elaborate structures. According to the recent
studies on the relationship between ODE [26] and ResNet [11], the conventional
residual architecture with simple skip connections can be seen as an approxima-
tion of the forward Euler method [26], a simple numerical method. Accordingly,
we introduce a novel architecture called Learned Runge-Kutta Block (LRKB)
originating from Runge-Kutta methods [26], the higher-order numerical schemes
than the forward Euler method.

The main contributions of the paper are summarized as follows:

1. We propose a SCM for image CS, which applies local connectivity priors
during the sensing stage. SCM is empirically proved to have the ability to
preserve spatial features and thus avoid block artifacts and high frequency
noise in the final reconstruction.

2. We further develop a novel LRKB to achieve higher reconstruction quality,
by reformulating the process of image reconstruction as a discrete dynami-
cal system. Hence we can adopt highly efficient algorithms from ODE such
as Runge-Kutta methods [26], which can offer higher order of accuracy for
numerical solutions.

3. An end-to-end Runge-Kutta Convolutional Compressed Sensing Network
(RK-CCSNet) is introduced to encapsulate the two modules above, result-
ing in a novel end-to-end structure. And the implementation of RK-CCSNet
are extensively evaluated on influential benchmarks, achieving state-of-the-
art performance with respect to prestigious baselines.

The paper is structured as follows. We will present preliminaries in the next
section, followed by the section to detail the proposed RK-CCSNet, and then
comes the section for empirical and comparative studies on different benchmarks
compared with influential models. And we will conclude the paper in the last
section.



Runge-Kutta Convolutional Compressed Sensing Network 235

2 Preliminaries

2.1 Compressed Sensing

CS [5] is a signal acquisition and manipulation paradigm consisting of sensing
and compressing simultaneously, which leads to significant reduction in compu-
tational cost. Given a high-dimensional signal x ∈ R

N , the compressive measure-
ment y ∈ R

M about x can be obtained by y = Φx, where Φ ∈ R
M×N (M � N)

denotes the sensing matrix. The aim of CS is to reconstruct the original signal
x from a much lower dimensional measurement y.

2.2 Data-Driven Methods for Image Compressed Sensing

Inspired by the great success of DNN in representation learning, Mousavi et al.
[24] designed a new measurement and signal reconstruction framework. Stacked
Denoising Autoencoders (SDA) is used as an self-supervised feature learner in
the reconstruction network to obtain the statistical correlation between differ-
ent elements of signals and improve the performance of signal reconstruction.
And Kulkarni et al. introduced ReconNet [17], which takes image reconstruc-
tion as a task similar to super-resolution, with Convolutional Neural Networks
(CNN) to carry out pixel-wise mapping. Later, Mousavi et al. [22] argued that
the real-world data is not completely sparse on a fixed basis, and moreover the
traditional reconstruction algorithms take a lot of time to converge. And they
proposed DeepInverse that utilizes Fully Convolutional Networks (FCN) [27] to
recover the original image, which is able to learn a structured representation
from training data. And Yao et al. [33] presented DR2Net that applied resid-
ual architecture to further improve the reconstruction quality. And Xu et al.
[32] used multiple stages of reconstructive adversarial networks through Lapla-
cian pyramid architecture to achieve high-quality image reconstruction. And Shi
et al. put forward CSNet [30] and CSNet+ [29] to further improve the recon-
struction quality. Most recently, Shi et al. [28] tried to solve the problem that
different models should be trained in different sampling ratios by introducing
a Scalable Convolutional Neural Network (SCSNet). Parallel convolutions were
applied in sensing stage [23] to avoid block-based sensing for better adaptability
to different signals like Fourier signals. However, these methods do not make any
assumptions about the data (i.e., the natural images), which is very essential to
obtain low dimensional embeddings for a specific type of data. And recently it
was proposed to use convolution as measurement matrix in [6], in which there is
only one convolutional layer, not enough to capture the hierarchical structures.

2.3 Residual Neural Network

The Residual Neural Network (ResNet) was first presented in [11], which intro-
duced the identity skip connection that allows data to flow directly to subsequent
layers, bypassing residual layers. Generally, a residual block can be written as:
yn+1 = yn +F (yn). Skip connection brings shortcut into neural networks, which
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propagates the gradients in a more efficient way, making it possible to build a
much deeper neural network without gradient vanishing, and thus can obtain
impressive performance in many image tasks. ResNet and its variants [15] have
been widely used in different applications besides computer vision.

2.4 ResNet and ODEs

Taking x as the time variable, a first-order dynamical system has the form [18]:
y′(x) = F (x, y(x)) and y′(x) = y′ = dy

dx where y is a dependent variable of the
changing system state. This ODE describes the process of a system change, in
which the rate of change is a function of current time x and system state y.
When the initial value satisfies: y(x0) = y0, this is called the Initial Value Prob-
lem (IVP) [18]. Euler method [18] is a first-order numerical method for IVP,
including forward Euler method, backward Euler method and improved Euler
method. Forward Euler method approximates the system change by truncating
Taylor series and integral as: yn+1 = yn + hF (xn, yn) and h = xn+1 − xn, which
has the similar form to a basic block of ResNet. Over the past few years, this
link between residual connection and ODEs has been widely discussed by some
literature [8,20]. It leads to a novel perspective that the neural network can be
reformulated as a discrete sequence of a time-dependent dynamical system, pro-
viding good theoretical guidance for the design of neural network architectures.
And conventional residual architectures have been used in many DCS models
and have gained substantial effects [28,29,33].

As forward Euler method is just the first-order numerical solution of ODEs,
we can naturally think of building a more accurate neural network with higher-
order numerical approaches such as Runge-Kutta methods [26]. This motivates
us to build a residual architecture with LRKB, to achieve higher precision for
image reconstruction.

3 The Proposed Model

3.1 Sequential Convolutional Module

Conventional sensing modules consist of a single fully connected layer to replace
the sensing matrix which projects the original image into a measurement of much

Fig. 2. Sequential Convolutional Module (SCM)
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lower dimension linearly. Here, instead of standard sensing strategies, we propose
the SCM, which is also a valid linear operation for CS because convolution can
be represented by matrix-matrix multiplication. For a given single channel image
I ∈ R

1×H×W , the convolution operations squeeze the image into the shape of
c2× H

cr × W
cr , where r2 is the compression ratio and c2 is the hyperparameter, both

of which depend on the configuration of convolution filters. Then a depth-wise
convolution layer expanding the feature channels follows and the shape becomes
c2r2 × H

cr × W
cr . Finally, the pixel-shuffle layer will rearrange the elements of

c2r2 × H
cr × W

cr tensor to form a 1 × H × W tensor, illustrated in Fig. 2.
SCM senses the original image by gradually compacting the image size

through a sequence of filters. Compared with conventional sensing strategies,
which sense the image block by block through a single shared weight matrix
multiplication, our method has the advantage to preserve the spatial features
thanks to the sparse local connectivity nature of convolution operations. More-
over, continuous convolution can effectively capture the hierarchical structures
in the image. And it can be seen in the following section for experimental studies
that SCM is justified to have the ability to eliminate noises introduced by long
distance high-frequency component in the block and avoid block artifacts.

Fig. 3. Simplifying linear over-parameterized model.

The number of feature channels of intermediate layers of SCM during training
can be relatively large, as long as the final output shape can meet the required
measurements. Since there are no activation functions and no biases, no matter
how wide the SCM is, these linear combinations can be finally squeezed into one
matrix multiplication as shown in Fig. 3.

To be more specific, we take the feed forward network as an example. Assume
that the network input is an n0-elements vector x, the lth layer contains nl hidden
cells and the ith hidden cell in lth layer is denoted as hl,i, the weight in lth layer
connecting hl−1,i and hl,j is wl,i,j . Then the feed forward network can be modeled
by hl,i =

∑nl

j=0 wl,i,jhl,j .
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Every subsequent hidden cell can be represented as a linear combination of
x as follows:

hl,i =
nl∑

jl=0

wl,i,j

nl−1∑

jl−1=0

wl−1,i,j · · ·
n0∑

j0=0

w0,i,jxj

=
nl∑

jl=0

nl−1∑

jl−1=0

· · ·
n0∑

j0=0

w0,i,jw1,i,j . . . wl,i,jxj

=
n0∑

j=0

Wi,jxj .

This indicates that the final output of the network y can also be represented as
a linear combination of the input x. Thus we can utilize the learning ability of
an over-parameterized model to converge to a better optimal point. However,
wider model is more likely to cause unstable gradient problems during training.
So it is a trade-off to choose a proper width.

Note that SCM still pertains to block-based sensing, but it applies local
connectivity priors during training time. It is the same in deployment as block-
based methods since all the convolution kernels can be transformed into one
matrix during test time. So, SCM just changes the training behavior, leading to
better performance on natural images.

3.2 Learned Runge-Kutta Block

Fig. 4. Comparison of a residual block and a learned Runge-Kutta block.

The gradual reconstruction of the image can be reformulated as a dynamical
system, where the initial condition is the measurements and the ideal termination
condition is the original image. In such a dynamical system, each CNN block is a
state transition, training data are fed to learn the mapping from low dimension
measurements to the original image. Thus, we are able to see the residual block
with a single skip connection as a forward Euler method [26], which is just a
first-order scheme. So by mimicking higher order numerical methods, we can
expect higher accuracy. Hence, we consider Runge-Kutta methods, which is a
family of high-precision single step algorithms for numerical solution of ODE, to
build a novel residual architecture with better performance.

Specifically, second order Runge-Kutta method takes the following form:

yn+1 = yn + b1K1 + b2K2, (1)
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K1 = hF (xn, yn), (2)

K2 = hF (xn + c2h, yn + a21K1), (3)

where a21, b1, b2 and c2 are the coefficients. To specify the exact values of the
coefficients, we expand K2 at (xn, yn) according to Taylor’s formula:

hF (xn + c2h, yn + a21K1)

= h
[
F (xn, yn) + c2hF ′

x + a21K1F
′
y + O(h2)

]

= h
[
F (xn, yn) + c2hF ′

x + a21hFF ′
y + O(h3)

]
,

(4)

where F denotes F (xn, yn) and F ′
x, F ′

y are the partial derivatives of F with
respect to x and y, respectively. Then we get:

yn+1 = yn + (b1K1 + b2K2)

= y(xn) + b1hF (xn, yn) + b2h [F (xn, yn) + c2hF ′
x + a21hFF ′

y] + O(h3)

= y(xn) + (b1 + b2)hF (xn, yn) + c2b2h
2F ′

x + a21b2h
2FF ′

y + O(h3).
(5)

And we expand y(xn+1) at xn:

y(xn+1) = y(xn) + hy′(xn) +
h2

2!
y′′(xn) + O(h3)

= y(xn) + hF (xn, yn) +
h2

2!
[F ′

x + FF ′
y] + O(h3).

(6)

Let y(xn+1) = yn+1, we get:

b2 + b1 = 1, b2c2 =
1
2
, b2a21 =

1
2
, (7)

which is an under-determined system of equation, all methods satisfying the
above forms are collectively referred to as Second-Order Runge-Kutta Method.
As we can see, b2 can be the only free variable, and can be jointly optimized
during training time.

Actually the neural network can be trained to predict the auxiliary variable
of α = log(− log(b2)), to avoid division by zero. Also, when regressing the uncon-
strained value of α, b2 is resolved to the value between 0 and 1. Hence we can
have: b2 = e−eα

, b1 = 1 − e−eα

, and a21 = eeα

2 .
Regarding each non-linear state transition function F as an independent CNN

block, we build a residual block as shown in Fig. 4, where the state transition
functions F is illustrated in Fig. 5. Moreover, we use PReLU [10] as the activa-
tion function and adopt pre-activation structure [12], where the two convolution
filters share the same weights.

3.3 The Overall Structure

The overall structure of our model is an end-to-end auto-encoder structure as
shown in Fig. 6, where the encoder is a sequence of sub-sampling convolutional
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Fig. 5. The state transition function F .

sensing filters without activation functions, producing measurements. A followed
depth-wise convolution layer expands the feature channels and the resulting
feature map is to be rearranged to match the original size by a pixel shuffle
layer, whose product is called initial reconstruction. Then the output of encoder
is to be fed to the subsequent reconstruction network consisting of a head, body
and tail. The head first converts the initial reconstruction to image features by
convolution block, followed by a ReLU function. Afterwards the feature maps
are further processed by the body consisting of several LRKBs. Then the tail
will turn the resulting feature maps back to the final reconstructed image.

Fig. 6. The overall structure of RK-CCSNet.
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4 Experimental Studies

4.1 Weights Initialization

Because of the introduction of sequential convolution filters without activation
functions, it was observed that the gradient is unstable during training process.
By comparative empirical studies, we have identified the source of the problem
in weights initialization.

To be more specific, in each convolution step, we define X ∈ R
C×H×W to be

the input matrix convoluted with a filter F ∈ R
O×C×Hf ×Wf , and Y ∈ R

O×H×W

to be the output matrix, then each element Yij in the output matrix Y is defined
as:

Yk,i,j =
C∑

n=0

Hf∑

h=0

Wf∑

w=0

X
n,i+h− (Hf −1)

2 ,j+w− (Wf −1)
2

Fk,n,h,w (8)

where we simply assume that stride equals 1 with the same padding strategy,
and the height and width of the filter to be odd number, which can be extended
to more general situations. As we can see, each output element is the summation
of CHfWf products of X and F . We assume that X is normalized such that X ∼
N(0, 1) and we initialize the weight matrix of F with normal distribution without
considering the shape of filter, let’s say F ∼ N(0, 1), then after convolution we
will get Y ∼ N(0,

√
CHfWf ). If CHfWf is greater than 1 (which is surely the

case), after a sequence of convolution steps, the elements in the resulting matrix
will grow dramatically, leading to gradient explosion. The similar situation will
cause gradient vanishing when we initialize the weights with normal distribution
of which standard deviation is too small. To address this problem, we simply
initialize the weight matrix with scaled normal distribution as:

F ∼ N(0,
1

√
CHfWf

). (9)

To illustrate the effect of our initialization method, we build a toy exam-
ple which took a tensor of shape (8, 64, 96, 96) as the input, and is sequen-
tially convoluted by 10 filters of shape (64, 64, 3, 3) with stride of 1 and some
padding strategy to keep the shape of the input tensor and the output tensor
remain unchanged. We initialize the weights with three different distribution:
F1 ∼ N(0, 1), F2 ∼ N(0, 0.01) and F3 ∼ N(0, 1√

CHfWf

). And Fig. 7 shows the

changing standard deviation of the output tensor in each convolution stage.
The figure clearly shows that the general weights initialization method is

not suitable for continuous convolution operations without activation functions,
which will lead to either gradient explosion or gradient vanishing. And this exam-
ple verifies that the scaled version of F remains very stable and thus can have
better performance and generalization.
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Fig. 7. The comparison of weights initialization with different standard deviations.

4.2 Datasets and Implementation Details

To compare with state-of-the-art deep learning based models, we trained the
models on the training set and test set of BSDS5001, with 400 images for training
and 100 images for testing (BSDS100). As the original images are either 321×481
or 481×321, we randomly crop the images into patches of 96×96 and randomly
flip horizontally for data augmentation. In addition, we also compare our method
with TVAL3 [19] and GSR [34] on Set5 and Set142, which contains 5 images and
14 images, respectively. Because those images are not shape consistent, we resize
them into (256, 256) for evaluation. All the images are first converted to YCbCr
color space and only the Y channel is used as the input of all the models. We
use Adam optimizer [16] for training and set the exponential decay rates to 0.9
and 0.999 for the first and second moment estimate. The batch size is set to 4
and both CSNet+ [29] and RK-CCSNet were trained for 200 epochs at all, with
the initial learning rate of 1e − 3 and decay of 0.25 at 60, 90, 120, 150 and 180
epochs respectively. The sampling ratio for testing was set from 1/64 to 1/2, i.e.,
1.5625%, 3.1250%, 6.2500%, 12.5000%, 25.0000%, and 50.0000%. PSNR (Peak
Signal-to-Noise Ratio) and SSIM (Structural SIMilarity) [14] are chosen as the
evaluation metrics throughout our experiments.

4.3 Experimental Results

Table 1 presents the test results of CSNet+ [29] and RK-CCSNet on BSDS100
with the corresponding PSNR and SSIM, and the best results are marked in
bold font. It can be seen that our model exhibits significantly better performance
compared with CSNet+ across all sampling ratios. In average, our model gains
2.14% and 1.72% improvements in PSNR and SSIM, respectively.

Further experimental results of our model on Set5 and Set14 compared with
TVAL3, GSR and CSNet+ are provided in Table 2. Our model outperforms all

1 https://www2.eecs.berkeley.edu/Research/Projects/CS/vision/grouping/resources.
html#bsds500.

2 http://vllab.ucmerced.edu/wlai24/LapSRN/.

https://www2.eecs.berkeley.edu/Research/Projects/CS/vision/grouping/resources.html#bsds500
https://www2.eecs.berkeley.edu/Research/Projects/CS/vision/grouping/resources.html#bsds500
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Table 1. Comparisons of CSNet+ and RK-CCSNet on BSDS100

CSNet+ RK-CCSNet (our)

Data Ratio PSNR SSIM PSNR SSIM

BSDS100 1.56% 25.01 0.6904 25.56 0.7055

3.12% 26.55 0.7413 26.99 0.7564

6.25% 28.14 0.7977 28.60 0.8133

12.5% 30.11 0.8602 30.56 0.8759

25.0% 32.81 0.9206 33.43 0.9335

50.0% 36.62 0.9659 37.92 0.9766

Average 29.87 0.8294 30.51 0.8437

Table 2. Comparisons of different CS algorithms on Set5 and Set14

TVAL3 GSR CSNet+ RK-CCSNet (our)

Data Ratio PSNR SSIM PSNR SSIM PSNR SSIM PSNR SSIM

Set5 1.5625% 19.00 0.4844 21.39 0.5815 25.02 0.6888 25.63 0.7186

3.1250% 19.89 0.5415 23.70 0.6822 27.42 0.7778 28.03 0.8142

6.2500% 22.03 0.6175 27.59 0.8163 30.11 0.8605 30.91 0.8867

12.5000% 23.75 0.7365 31.61 0.9016 33.57 0.9250 35.05 0.9461

25.0000% 27.39 0.8522 36.32 0.9510 37.94 0.9665 39.29 0.9758

50.0000% 33.11 0.9430 42.18 0.9908 42.70 0.9856 44.72 0.9913

Set14 1.5625% 16.79 0.3993 18.93 0.4399 23.13 0.5768 23.32 0.5933

3.1250% 18.40 0.4514 20.26 0.5184 25.03 0.6660 25.42 0.6968

6.2500% 19.65 0.5287 23.59 0.6526 27.25 0.7651 27.48 0.7897

12.5000% 21.03 0.6379 28.08 0.7915 30.16 0.8630 30.93 0.8880

25.0000% 22.69 0.7731 31.82 0.8939 33.92 0.9354 35.03 0.9505

50.0000% 26.61 0.9004 37.47 0.9619 38.67 0.9756 40.66 0.9848

Average 22.53 0.6555 28.57 0.7650 31.24 0.8322 32.21 0.8530

the other ones across all different datasets, exhibiting excellent generalization
and achieving state-of-the-art results. We selected some representative images
to demonstrate visual comparisons of each model, in Fig. 8 and 9. It can be
seen that neither TVAL3 nor GSR can reconstruct meaningful features from
sample images in extremely low ratios. CSNet+ can roughly restore the original
image but results in serious blocking artifacts, while RK-CCSNet produces much
smoother boundary between blocks. Moreover, RK-CCSNet has less luminance
loss compared with CSNet+. When the sampling ratio comes to 12.5%, these
models all perform well. However, the one reconstructed by TVAL3 has a lot of
noises. GSR does a bit better in visual but brings about distortions. CSNet’s
reconstruction performs poorly in details of the image. We also found that in the
case of block by block sensing, if the block contains high-frequency components,
the noise will be distributed across all parts of the reconstructed block, causing
the whole reconstructed block less smooth. And this difference between blocks
exacerbates blocking artifacts. However, RK-CCSNet with SCM as the sensing
module, will not lead to this phenomenon, which is thus significantly better in
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the reconstruction of high frequency details of the image. All in all, RK-CCSNet
has the highest reconstruction quality among all the models.

Fig. 8. Visual comparisons of the reconstructed image in sampling ratio of 1.5625%

Fig. 9. Visual comparisons of the reconstructed image in sampling ratio of 12.5000%

4.4 Ablation Studies

Ablation studies are further carried out to justify the efficacy of the two mod-
ules proposed in our model. In general, we divide a CS model into two sub-
modules: sensing module and reconstruction module. We replace different mod-
ules of CSNet+ to form different models. To be more specific, the models com-
pared are listed as follows: Baseline (CSNet+), Baseline with SCM, Baseline with
LRKB, and RK-CCSNet. The experimental results are shown in Table 3. It can
be seen that both proposed modules can lead to appreciable improvements over
the baseline model. LRKB has more non-linear reconstruction strength for the
global structure of the image when the observation rate is limited, since LRKB is
from ODE theory with higher order of accuracy for numerical analysis than the
one in the baseline with a conventional residual architecture. SCM can restore
more details and eliminate most noises when the observation rate is sufficient.
And SCM’s power of preserving spatial features grows with the increasing of
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sampling ratios, because the larger spatial shape of the measurement will con-
tain more spatial information, while the standard fully connected layer cannot
capture spatial features well. Moreover, SCM’s local sensing strategy can also
avoid introducing noises.

Table 3. Ablation results on BSDS100

1.5625% 3.1250% 6.2500% 12.5000% 25.0000% 50.0000%

SCM LRKB PSNR SSIM PSNR SSIM PSNR SSIM PSNR SSIM PSNR SSIM PSNR SSIM

25.01 0.6904 26.55 0.7413 28.14 0.7977 30.11 0.8602 32.81 0.9206 36.62 0.9659

� 25.31 0.7014 26.64 0.7488 28.25 0.8075 30.26 0.8710 33.05 0.9294 37.59 0.9753

� 25.49 0.7010 26.91 0.7499 28.48 0.8055 30.11 0.8584 32.43 0.9138 36.91 0.9670

� � 25.56 0.7055 26.99 0.7564 28.60 0.8133 30.56 0.8759 33.43 0.9335 37.92 0.9766

Fig. 10. Visual comparisons of reconstructed image in the sampling ratio of 12.5%

To further present the effect of SCM and LRKB, we compare the visual
quality of the reconstructed image by three different models in Fig. 10. It can be
seen that our proposed SCM can eliminate most noises inside the block caused
by high frequency components as mentioned above, and alleviate luminance loss.
Combined with LRKB’s powerful reconstruction strength, our model can restore
images to a higher level.

5 Conclusion

In this paper, we have proposed a sensing module and a reconstruction mod-
ule respectively to enhance DCS frameworks. In the sensing stage, the proposed
SCM applies continuous convolution operations to replace the conventional single
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matrix multiplication to preserve spatial features. In the reconstruction module
of the proposed LRKB, we reformulate the forward process of ResNet as a dis-
crete dynamical system and introduce a novel residual architecture inspired by
Runge-Kutta methods, which can lead to much more precise reconstructions.
Furthermore, we have introduced an end-to-end RK-CCSNet to encapsulate the
two modules above. The implementation of RK-CCSNet has outperformed other
prestigious baselines when extensively evaluated on influential benchmarks. In
addition, ablation studies are also carried out that have justified the efficacy of
the two modules individually.
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Abstract. In this paper, we put forward a simple yet effective method
to detect meaningful straight lines, a.k.a. semantic lines, in given scenes.
Prior methods take line detection as a special case of object detection,
while neglect the inherent characteristics of lines, leading to less efficient
and suboptimal results. We propose a one-shot end-to-end framework by
incorporating the classical Hough transform into deeply learned repre-
sentations. By parameterizing lines with slopes and biases, we perform
Hough transform to translate deep representations to the parametric
space and then directly detect lines in the parametric space. More con-
cretely, we aggregate features along candidate lines on the feature map
plane and then assign the aggregated features to corresponding loca-
tions in the parametric domain. Consequently, the problem of detecting
semantic lines in the spatial domain is transformed to spotting individ-
ual points in the parametric domain, making the post-processing steps,
i.e. non-maximal suppression, more efficient. Furthermore, our method
makes it easy to extract contextual line features, that are critical to accu-
rate line detection. Experimental results on a public dataset demonstrate
the advantages of our method over state-of-the-arts. Codes are available
at https://mmcheng.net/dhtline/.

Keywords: Straight line detection · Hough transform · CNN

1 Introduction

We investigate an interesting problem of detecting meaningful straight lines in
natural scenes. This kind of line structure which outlines the conceptual structure
of images is referred to as ‘semantic line’ in a recent study [29]. The organization
of such line structure is an early yet important step in the transformation of the
visual signal into useful intermediate concepts for visual interpretation [5]. As
demonstrated in Fig. 1, semantic lines belong to a special kind of line structure,
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(a) (b) (c) (d)

Fig. 1. Example pictures from [31] reveals that semantic lines may help in photographic
composition. (a): a photo taken with arbitrary pose. (b): a photo fits the golden ratio
principle [7,27] which abtained by the method described in [31] using so-called ‘promi-
nent lines’ and salient objects [13,14,18] in the image. (c): Our detection result is clean
and comprises only few meaningful lines that are potentially helpful in photographic
composition. (d): Line detection result by the classical line detection algorithms often
focus on fine detailed straight edges.

which outlines the global structure of the image. Identifying such semantic lines
is of crucial importance for applications such as photographic composition [31]
and artistic creation [27].

The research of detecting line structures (straight lines and line segments)
dates back to the very early stage of computer vision. Originally described in [22],
the Hough transform (HT) is invented to detect straight lines from bubble cham-
ber photographs. The core idea of the Hough transform is translating the prob-
lem of pattern detection in point samples to detecting peaks in the parametric
space. This idea is quickly extended [11] to the computer vision community for
digital image analysis, and generalized by [3] to detect complex shapes. In the
case of line detection, Hough transform collects line evidence from a given edge
map and then votes the evidence into the parametric space, thus converting the
global line detection problem into a peak response detection problem. Classical
Hough transform based methods [16,26,35,44] usually detect continuous straight
edges while neglecting the semantics in line structures. Moreover, these methods
are very sensitive to light changes and occlusion. Consequently, the results are
noisy [2] and often contain irrelevant lines, as shown in Fig. 1(d). In this paper,
our mission is to only detect clean, meaningful and outstanding lines, as shown
in Fig. 1(c), which is helpful to photographic composition.

Since the success of Convolutional Neural Networks (CNNs) in vast computer
vision applications, several recent studies take line detection as a special case
of object detection, and adopt existing CNN-based object detectors, e.g. faster
R-CNN [38] and CornerNet [28], for line detection. Lee et al. [29] make several
modifications to the faster R-CNN [38] framework for semantic line detection.
In their method, proposals are in the form of lines instead of bounding boxes,
and features are aggregated along straight lines instead of rectangular areas.
Zhang et al. [46] adopt the idea from CornetNet, which identifies object locations
by detecting a pair of key points, e.g. the top-left and bottom-right corners.
[46] detects line segments by localizing two corresponding endpoints. Limited by
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the ROI pooling and non-maximal suppression of lines, both [29] and [46] are
less efficient in terms of running time. Moreover, ROI pooling [19] aggregates
features along a single line, while many recent studies reveal that richer context
information is critical to many tasks [17,21], e.g. video classification [42], edge
detection [33], salient object detection [4,15], and semantic segmentation [23].
In Table 3, we experimentally verify that only aggregating features along a single
line leads to suboptimal results.

In this paper, we propose to incorporate CNNs with Hough transform for
straight line detection in natural images. We firstly extract pixel-wise represen-
tations with a CNN-based encoder, and then perform Hough transform on the
deep representations to convert representations from feature space into para-
metric space. Then the global line detection problem is converted into simply
detecting peak response in the transformed features, making the problem sim-
pler. For example, the time-consuming non-maximal suppression (NMS) is sim-
ply calculating the centroids of connected areas in the parametric space, making
our method very efficient that can detect lines in real-time. Moreover, in the
detection stage, we use several convolutional layers on top of the transformed
features to aggregate context-aware features of nearby lines. Consequently, the
final decision is made upon not only features of a single line, but also information
of lines nearby.

In addition to the proposed method, we introduce a principled metric to
assess the agreement of a detected line w.r.t its corresponding ground-truth line.
Although [29] has proposed an evaluation metric that uses intersection areas to
measure the similarity between a pair of lines, this measurement may lead to
ambiguous and misleading results. The contributions are summarized below:

– We propose an end-to-end framework for incorporating the feature learning
capacity of CNN with Hough transform, resulting in an efficient real-time
solution for semantic line detection.

– We introduce a principled metric which measures the similarity between two
lines. Compared with previous IoU based metric [29], our metric has straight-
forward interpretation without ambiguity in implementation, as detailed
in Sect. 4.

– Evaluation results on an open benchmark demonstrate that our method out-
performs prior arts with a significant margin.

2 Related Work

The research of line detection in digital images dates back to the very early stage
of computer vision. Since the majority of line detection methods are based on
the Hough transform [11], we first brief the Hough transform, and then summa-
rize several early methods for line detection using Hough transform. Finally, we
describe two recently proposed CNN-based methods for line/segments detection
from natural images.

Hough Based Line Detectors. Hough transform (HT) is originally devised
by Hough [22] to detect straight lines from bubble chamber photographs.
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The algorithm is then extended [11] and generalized [3] to localize arbitrary
shapes, e.g. ellipses and circles, from digital images. Traditional line detectors
start by edge detection in an image, typically with the Canny [6] and Sobel [40]
operators. Then the next step is to apply the Hough transform and finally
detect lines by picking peak response in the transformed space. HT collects edge
response alone a line and accumulates them to a single point in the parametric
space.

There are many variants of Hough transform (HT) trying to remedy differ-
ent shortcomings of the original algorithm. The original HT maps each image
point to all points in the parameter space, resulting in a many-to-many voting
scheme. Consequently, the original HT presents high computational cost, espe-
cially when dealing with large-size images. Kiryati et al. [26] try to accelerate
HT by proposing the ‘probabilistic Hough transform’ that randomly picks sam-
ple points from a line. Princen et al. [35] and Yacoub and Jolion [44] partition the
input image into hierarchical image patches, and then apply HT independently
to these patches. Fernandes et al. [16] use an oriented elliptical-Gaussian kernel
to cast votes for only a few lines in the parameter space. Illingworth et al. [24]
use a ‘coarse to fine’ accumulation and search strategy to identify significant
peaks in the Hough parametric spaces. [1] approaches line detection within a
regularized framework, to suppress the effect of noise and clutter corresponding
to image features which are not linear. It’s worth noting that a clean input edge
map is critical to these HT-based detectors.

Line Segments Detection. Despite its robustness and parallelism, Hough
transform cannot directly be used for line segments detection because the out-
puts of HT are infinite long lines. In addition to Hough transform, many other
studies have been developed to detect line segments. Burns et al. [5] use the
edge orientation as the guide for line extraction. The main advantage is that the
orientation of the gradients can help to discover low-contrast lines. Etemadi et
al. [12] establish a chain from the given edge map, and then extract line segments
and orientations by walking over these chains. Chan et al. [8] use quantized edge
orientation to search and merge short line segments.

CNN-Based Line Detectors. There are two CNN-based line (segment) detec-
tors that are closely related to our method. Lee et al. [29] regard line detection
as a special case of object detection, and adopt the faster R-CNN [38] framework
for line detection. Given an input image and predefined line proposals, they first
extract spatial feature maps with an encoder network, and then extract line-wise
feature vectors by uniformly sampling and pooling along line proposals on the
feature maps. A classification network and a regression network are applied to the
extracted feature vectors to identify positive lines and adjust the line positions.
Zhang et al. [46] adopt the CornerNet [28] framework to extract line segments as
a pair of key points. Both of the methods as mentioned above extract line-wise
feature vectors by aggregating deep features solely along each line, leading to
inadequate context information. Besides, there are many works [36,37] using the
conception of Hough voting in 3D object detection.



Deep Hough Transform for Semantic Line Detection 253

X Y

H
H
H
H

R

H R

Loss

Training only

Testing
only

Upsample + Concat Add DHT RHT

Fig. 2. Pipeline of our proposed method. DHT is short for the proposed Deep Hough
Transform, and RHT represents the Reverse Hough Transform.

3 Deep Hough Transform for Line Detection

Our method comprises the following four major components: 1) a CNN encoder
that extracts pixel-wise deep representations; 2) the deep Hough transform
(DHT) that converts the spatial representations to a parametric space; 3) the
line detector that is responsible to detect lines in the parametric space, and 4) a
reverse Hough transform (RHT) that converts the detected lines back to image
space. All these components are unified in a framework that performs forward
inference and backward training in an end-to-end manner.

3.1 Line Parameterization and Reverse

In the 2D case, all straight lines can be parameterized with two parameters: an
orientation parameter and a distance parameter. As shown in Fig. 3(a), given a
2D image IW×H where H and W are the spatial size, we set the origin to the
center of the image. Then a line l can be parameterized with rl and θl ∈ [0, π),
representing the distance between l and the origin, and the angle between l and
the x-axis, respectively. Obviously ∀ l ∈ I, rl ∈ [−√

W 2 + H2/2,
√

W 2 + H2/2].
Given any line l from I, we can parameterize it with the above formulations,

and also we can perform a reverse mapping to translate any (r, θ) pair to a line
instance. Formally, we define the line parameterization and reverse as:

rl, θl = P (l),

l = P−1(rl, θl).
(1)

Obviously, both P and P−1 are bijective functions. In practice, r and θ are
quantized to discrete bins to be processed by computer programs. Suppose the
quantization interval for r and θ are Δr and Δθ, respectively. Then the quanti-
zation can be formulated as below:

r̂l =
⌈ rl

Δr

⌉
, θ̂l =

⌈
θl

Δθ

⌉
, (2)
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Fig. 3. (a): A line is parameterized by rl and θl; (b): Features along a line in the feature
space (left) are accumulated to a point (r̂l, θ̂l) in the parametric space (right).

where r̂l and θ̂l are the quantized line parameters. The number of quantization
levels, donoted with Θ and R, are:

Θ =
π

Δθ
, R =

√
W 2 + H2

Δr
, (3)

as shown in Fig. 3(b).

3.2 Feature Transformation with Deep Hough Transform

Deep Hough Transform. Given an input image I, we first extract deep CNN
features X ∈ R

C×H×W with the encoder network, where C indicates the num-
ber of channels and H and W are the spatial size. Afterward, the deep Hough
transform (DHT) takes X as input and produces the transformed features,
Y ∈ R

C×Θ×R. The size of transformed features, Θ,R, are determined by the
quantization intervals, as described in Eq. (3).

As shown in Fig. 3(b), given a line l ∈ X in the feature space, we accumulate
features of all pixels along l, to (θ̂l, r̂l) in the parametric space Y :

Y(θ̂l, r̂l) =
∑
i∈l

X(i), (4)

where i is the positional index. θ̂l and r̂l are determined by the parameters of
line l, according to Eq. (1), and then quantized into discrete grids according
to Eq. (2).

The DHT is applied to all unique lines in an image. These lines are obtained
by connecting an arbitrary pair of pixels on the edges of an image, and then
excluding the duplicated lines. It is worth noting that DHT is order-agnostic in
both the feature space and the parametric space, making it highly parallelizable.

Multi-scale DHT with FPN. Our proposed DHT could be easily applied to
arbitrary spatial features. We use an FPN network [30] as our encoder, which
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helps to extract multi-scale feature representations. Specifically, the FPN out-
puts 4 feature maps X1,X2,X3,X4 and their respective resolutions are (100,
100), (50, 50), (25, 25), (25, 25). Then each feature map is transformed by a
DHT module independently, as shown in Fig. 2. Since these feature maps are in
different resolutions, the transformed features Y1, Y2, Y3, Y4 also have different
sizes, because we use the same quantization interval in all stages (see Eq. (3) for
details). To fuse transformed features together, we interpolate Y2, Y3, Y4 to the
size of Y1, and then fuse them by concatenation.

3.3 Line Detection in the Parametric Space

Context-Aware Line Detector. After the deep Hough transform (DHT),
features are translated to the parametric space where grid location (θ, r) corre-
sponds to features along an entire line l = P−1(θ, r) in the feature space. An
important reason to transform the features to the parametric space is that the
line structures could be more compactly represented. As shown in Fig. 4, lines
nearby a specific line l are translated to surrounding points near (θl, rl). Conse-
quently, features of nearby lines can be efficiently aggregated using convolutional
layers in the parametric space.

W

H

Θ

R
DHT

RHT

feature space parametric space

Fig. 4. Illustration of the proposed context-aware feature aggregation. Features of
nearby lines in the feature space (left) are translated into neighbor points in the para-
metric space (right). In the parametric space, a simple 3 × 3 convolutional operation
can easily capture contextual information for the central line (orange). Best viewed in
color. (Color figure online)

In each stage of the FPN, we use two 3 × 3 convolutional layers to aggregate
contextual line features. Then we interpolate features to match the resolution of
features from various stages, and concatenate the interpolated features together.
Finally, a 1 × 1 convolutional layer is applied to the concatenated feature maps
to produce the pointwise predictions.

Loss Function. Since the prediction is directly produced in the parametric space,
we calculate the loss in the same space as well. For a training image I, the ground-
truth lines are first converted into the parametric space with the standard Hough
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Fig. 5. (a): Two pairs of lines with similar relative position could have very different
IOU scores. (b): Even humans cannot determine which area (blue or red) should be
considered as the intersection in the IOU-based metric [29]. (c) and (d): Our proposed
metric considers both Euclidean distance and angular distance between a pair of lines,
resulting in consistent and reasonable scores. Best viewed in color. (Color figure online)

transform. Then to help converging faster, we smooth and expand the ground-
truth with a Gaussian kernel. Similar tricks have been used in many other tasks
like crowed counting [10,32] and road segmentation [41]. Formally, let G be the
binary ground-truth map in the parametric space, Gi,j = 1 indicates there is a
line located at i, j in the parametric space. The expanded ground-truth map is

Ĝ = G � K,

where K is a 5 × 5 Gaussian kernel and � denotes the convolution operation.
An example pair of smoothed ground-truth and the predicted map is shown
in Fig. 2.

Finally, we compute the cross-entropy between the smoothed ground-truth
and the predicted map in the parametric space:

L = −
∑

i

(Ĝi · log(Pi) + (1 − Ĝi) · log(1 − Pi)) (5)

3.4 Reverse Mapping

Our detector produces predictions in the parametric space representing the prob-
ability of the existence of lines. The predicted map is then binarized with a
threshold (e.g. 0.01). Then we find each connected area and calculate respective
centroids. These centroids are regarded as the parameters of detected lines. At
last, all lines are mapped back to the image space with P−1(·), as formulated
in Eq. (1). We refer to the “mapping back” step as “Reverse Mapping of Hough
Transform (RHT)”, as shown in Fig. 2.

4 The Proposed Evaluation Metric

In this section, we elaborate on the proposed evaluation metric that measures
the agreement, or alternatively, the similarity between the two lines in an image.
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S = 0.1 S = 0.3 S = 0.5 S = 0.7 S = 0.9

Fig. 6. Example lines with various EA-scores.

Firstly, we review several widely used metrics in the computer vision community
and then explain why these existing metrics are not proper for our task. Finally,
we introduce our newly proposed metric, which measures the agreement between
two lines considering both Euclidean distance and angular distance.

4.1 Review of Existing Metrics

The intersection over union (IOU) is widely used in object detection, semantic
segmentation and many other tasks to measure the agreement between detected
bounding boxes (segments) w.r.t the ground-truth. Lee et al. [29] adopt the
original IOU into line detection, and propose the line-based IOU to evaluate the
quality of detected lines. Concretely, the similarity between the two lines is mea-
sured by the intersection areas of lines divided by the image area. Take Fig. 5(a)
as an example, the similarity between line m and n is IOU(m,n) = area(red
)/area(I).

However, we argue that this IOU-based metric is improper and may lead to
unreasonable or ambiguous results under specific circumstances. As illustrated
in Fig. 5(a), two pairs of lines (m, n, and p, q) with similar structure could have
very different IOU scores. In Fig. 5(b), even humans cannot determine which
areas (red or blue) should be used as intersection areas in line based IOU. To
remedy the aforementioned deficiencies, we elaborately design a new metric that
measures the similarity of two lines.

4.2 The Proposed Metric

We propose a simple yet reasonable metric to assess the similarity between a
pair of lines. Our metric S, named EA-score, considers both Euclidean distance
and Angular distance between a pair of lines. Let li, lj be a pair of lines to be
measured, the angular distance Sθ is defined according to the angle between two
lines:

Sθ = 1 − θ(li, lj)
π/2

, (6)

where θ(li, lj) is the angle between li and lj . The Euclidean distance is defined
as:

Sd = 1 − D(li, lj), (7)
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where D(li, lj) is the Euclidean distance between midpoints of li and lj . Note that
we normalize the image into a unit square before calculating D(li, lj). Examples
of Sd and Sθ can be found in Fig. 5(c) and Fig. 5(d). Finally, our proposed
EA-score is:

S = (Sθ · Sd)2. (8)

Note that the Eq. (8) is squared to make it more discriminative when the values
are high. Several example line pairs and corresponding EA-scores are demon-
strated in Fig. 6.

5 Experiments

In this section, we introduce the implementation details of our system, and report
experimental results compared with existing methods.

5.1 Implementation Details

Our system is implemented with the PyTorch [34] framework. Since the pro-
posed deep Hough transform (DHT) is highly parallelizable, we implement DHT
with native CUDA programming, and all other parts are implemented based on
PyTorch’s Python API. We use a single RTX 2080 Ti GPU for all experiments.

Network Architectures. We use two representative network architectures,
ResNet50 [20] and VGGNet16 [39], as our backbone and the FPN [30] to extract
multi-scale deep representations. For the ResNet network, following the common
practice in previous works [9,47], the dilated convolution [45] is used in the last
layer to increase the resolution of feature maps.

Hyper-Parameters. The size of the Gaussian kernel used in Sect. 3.3 is 5 × 5.
All images are resized to (400, 400) and then wrapped into a mini-batch of 8.
We train all models for 30 epochs using the Adam optimizer [25] without weight
decay. The learning rate and momentum are set to 2×10−4 and 0.9, respectively.
The quantization intervals Δθ,Δr will be detailed in Sect. 5.3 and Eq. (12).

Datasets and Data Augmentation. Lee et al. [29] construct a dataset named
SEL, which is, to the best of our knowledge, the only dataset for semantic line
detection. The SEL dataset is composed of 1715 images, 1541 images for training
and 174 for testing. There are 1.63 lines per image on average, and each image
contains 1 line at least, and 6 lines at most. Following the setup in [29], we use
only left-right flip data augmentation in all our experiments.

5.2 Evaluation Protocol

Given the metric in Eq. (8), we evaluate the detection results in terms of preci-
sion, recall, and F-measure.
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For a pair of predicted and ground-truth line (l̂, l), we first calculate the
similarity S(l̂, l) as depicted in Eq. (8). l̂ is identified as positive only if S(l̂, l) > ε,
where ε is a threshold. We calculate the precision and recall as:

Precision =
∑

l̂∈P 1(S(l̂, l) ≥ ε)
||P|| , (9)

Recall =
∑

l∈G 1(S(l, l̂) ≥ ε)
||G|| . (10)

P and G are sets of predicted and ground-truth lines, respectively, and || · ||
denotes the number of elements in a set. 1(·) is the indicator function evaluating
to 1 only if the condition is true. In Eq. (9), given a predicted line l̂, l is the
nearest ground-truth in the same image. Whereas in Eq. (10), l̂ is the nearest
prediction given a ground-truth line l in the same image. Accordingly, the F-
measure is:

F -measure =
2 · precision · recall

precision + recall
(11)

We apply a series thresholds, i.e. ε = 0.01, 0.02, ..., 0.99, to predictions. Accord-
ingly, we derive a series of precision, recall and F-measure scores. Finally, we
evaluate the performance in terms of average precision, recall and F-measure.

5.3 Grid Search for Quantization Interval

The quantization intervals Δθ and Δr in Eq. (2) are important factors to the
performance and running efficiency. Larger intervals lead to fewer quantization
levels, i.e. Θ and R, and the model will be faster. With smaller intervals, there
will be more quantization levels, and the computational overhead is heavier. To
achieve a balance between performance and efficiency, we perform a grid search to
find proper intervals that are computationally efficient and functionally effective.

We first fix the angular quantization interval to Δθ = π/100 and then
search for different distance quantization intervals Δr. According to the results
in Fig. 7(a), with fixed angular interval Δθ, the performance first increases with
the decrease of Δr, and then gets saturated nearly after Δr =

√
2.

Afterward, we fix Δr =
√

2 and try different Δθ. The results in Fig. 7(b)
demonstrate that, with the decrease of Δθ, the performance first increases until
reaching the peak, and then slightly fall down. Hence, the peak value Δθ = π/100
is a proper choice for angular quantization.

In summary, we use Δθ = π/100 and Δr =
√

2 in quantization, and corre-
sponding quantization levels are:

Θ = 100, R =

√
W 2 + H2

2
, (12)

where H,W are the size of feature maps to be transformed in DHT.
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Fig. 7. (a): Performance under different distance quantization intervals Δr with a fixed
angular quantization interval Δθ = π/100. Larger Δr indicates smaller quantization
levels R. (b): Performance under different angular quantization intervals Δθ with a
fixed distance quantization interval Δr =

√
2.

5.4 Comparisons

Quantitative Comparison with Previous Arts. We compare our proposed
method with the SLNet [29] and the classical Hough line detection [11] with
HED [43] as the edge detector. Note that we train the HED edge detector on
the SEL [29] training set using the line annotations as edge ground-truth.

The results in Table 1 illustrates that our method, with either VGG16 or
ResNet50 as backbone, consistently outperforms SLNet and HT+HED with a
considerable margin. In addition to Table 1, we plot the F-measure v.s. threshold
and the precision v.s. recall curves. Figure 8 reveals that our method achieves
higher F-measure than others under a wide range of thresholds.

Table 1. Quantitative comparisions across different methods. Our method significantly
outperforms other competitors in terms of average F-measure.

Method Precision Recall F-measure FPS

SLNet-iter1 [29] 0.747 0.862 0.799 2.67

SLNet-iter3 [29] 0.793 0.845 0.817 1.92

SLNet-iter5 [29] 0.798 0.842 0.819 –

SLNet-iter10 [29] 0.814 0.831 0.822 1.10

HED [43] + HT [11] 0.839 0.812 0.825 6.46

Ours (VGG16) 0.844 0.834 0.839 30.01

Ours (ResNet50) 0.899 0.824 0.860 49.99

Runtime Efficiency. In this section, we benchmark the runtime of different
methods including SLNet [29] with various iteration steps, classical Hough trans-
form and our proposed method.



Deep Hough Transform for Semantic Line Detection 261

Fig. 8. Left: F-measure under various thresholds. Right: The precision-recall curve. Out
method outperforms SLNet [29] and classical Hough transform [11] with a considerable
margin. Moreover, even with 10 rounds of location refinement, SLNet still presents
inferior performance.

Both SLNet [29] and HT require edge detection, e.g. HED [43], as a pre-
processing step. The non-maximal suppression (NMS) in SLNet requires edge
maps as guidance, and the classical Hough transform takes an edge map as
input. Moreover, SLNet uses a refining network to enhance the results itera-
tively, therefore, the inference speed is related to the iteration steps. In contrast,
our method produces results with a single forward pass, and the NMS is as simple
as computing the centroids of each connected area in the parametric space.

Table 2. Quantitative speed comparisons. Our method is much faster than the other
two competitors in forward pass and post-processing, and our method doesn’t require
any extra-process e.g. edge detection. Consequently, our method can run at 49 frames
per second, which is remarkably higher than the other two methods.

Method Network forward NMS Edge Total

SLNet-iter1 [29] 0.354 s 0.079 s 0.014 s 0.447 s

SLNet-iter3 [29] 0.437 s 0.071 s 0.014 s 0.522 s

SLNet-iter10 [29] 0.827 s 0.068 s 0.014 s 0.909 s

HED [43] + HT [11] 0.014 s 0.117 s 0.024 s 0.155 s

Ours (VGG16) 0.03 s 0.003 s 0 0.033 s

Ours (ResNet50) 0.017 s 0.003 s 0 0.020 s

Results in Table 2 illustrate that our method is significantly faster than all
other competitors with a very considerable margin. Even with only 1 iteration
step, SLNet is still slower than our method.

Qualitative Comparisions. Here we give several example results of our pro-
posed method along with SNLet and HED+HT. As shown in Fig. 9, compared
with other methods, our results are more compatitable with the ground-truth as
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well as the human cognition. In addition to the results in Fig. 9, we provide all
the detection results of our method and SLNet in the supplementary material.

GT

Ours

SLNet
(iter10)

SLNet
(iter1)

HED
+ HT

Fig. 9. Example detection results by different methods. Compared to SLNet [29] and
classical Hough transform [11], our results are more consistent with the ground-truth.

Table 3. Ablation study for each component. MS indicates DHTs with multi-scale
features and CTX means context-aware aggregation as described in Sect. 3.2 and 3.3.

DHT MS CTX F-measure

� 0.845

� � 0.852

� � 0.847

� � � 0.860

5.5 Ablation Study

In this section, we ablate each of the components in our method. Specifically,
they are: (a) the Deep Hough transform (DHT) module detailed in Sect. 3.2; (b)
the multi-scale (MS) DHT architecture described in Sect. 3.2; (c) the context-
aware (CTX) line detector proposed in Sect. 3.3. Experimental results are shown
in Table 3.

We first construct a baseline model with plain ResNet50 and DHT mod-
ule. Note that the baseline model achieves 0.845 average F-measure, which has
already surpassed the SLNet competitor.
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Then we verify the effectiveness of the multi-scale (MS) strategy and context-
aware line detector (CTX), individually. We separately append MS and CTX to
the baseline model and then evaluate their performance, respectively. Results
in Table 3 indicate that both MS and CTX can improve the performance of the
baseline model.

At last, we combine all the components together to form our final full method,
which achieves the best performance among all other combinations. Experimen-
tal results in this section clearly demonstrate that each component of our pro-
posed method contributes to the success of our method.

6 Conclusions

In this paper, we proposed a simple yet effective method for semantic line detec-
tion in natural images. By incorporating the strong learning ability of CNNs
into classical Hough transform, our method is able to capture complex textures
and rich contextual semantics of lines. A new evaluation metric was proposed
for line structures, considering both Euclidean distance and angular distance.
Both quantitative and qualitative results revealed that our method significantly
outperforms previous arts in terms of both detection quality and speed.
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Abstract. Image landmark detection aims to automatically identify the
locations of predefined fiducial points. Despite recent success in this
field, higher-ordered structural modeling to capture implicit or explicit
relationships among anatomical landmarks has not been adequately
exploited. In this work, we present a new topology-adapting deep graph
learning approach for accurate anatomical facial and medical (e.g., hand,
pelvis) landmark detection. The proposed method constructs graph sig-
nals leveraging both local image features and global shape features. The
adaptive graph topology naturally explores and lands on task-specific
structures which are learned end-to-end with two Graph Convolutional
Networks (GCNs). Extensive experiments are conducted on three public
facial image datasets (WFLW, 300W, and COFW-68 ) as well as three
real-world X-ray medical datasets (Cephalometric (public), Hand and
Pelvis). Quantitative results comparing with the previous state-of-the-
art approaches across all studied datasets indicating the superior perfor-
mance in both robustness and accuracy. Qualitative visualizations of the
learned graph topologies demonstrate a physically plausible connectivity
laying behind the landmarks.

Keywords: Landmark detection · GCN · Adaptive topology

1 Introduction

Image landmark detection has been a fundamental step for many high-level
computer vision tasks to extract and distill important visual contents, such as
image registration [22], pose estimation [4], identity recognition [75] and image
super-resolution [5]. Robust and accurate landmark localization becomes a vital
component determining the success of the downstream tasks.
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Recently, heatmap regression based methods [48,53,60,72] have achieved
encouraging performance on landmark detection. They model landmark loca-
tions as heatmaps and train deep neural networks to regress the heatmaps.
Despite popularity and success, they usually suffer from a major drawback of
lacking a global representation for the structure/shape, which provides high-level
and reliable cues in individual anatomical landmark localization. As a result,
heatmap-based methods could make substantial errors when being exposed to
large appearance variations such as occlusions.

In contrast, coordinate regression based methods [35,52,67,69] have an innate
potential to incorporate structural knowledge since the landmark coordinates are
directly expressed. Most existing methods initialize landmark coordinates using
mean or canonical shapes, which indirectly inject weak structural knowledge [52].
While the exploitation of the structural knowledge in existing methods has still
been insufficient as well as further exploitation of the structural knowledge con-
sidering the underlying relationships between the landmarks. Effective means for
information exchange among landmarks to facilitate landmark detection are also
important but have yet to be explored. Due to these limitations, the performance of
the latest coordinate-based methods [61] falls behind the heatmap-based ones [56].

In this work, we introduce a new topology-adapting deep graph learning app-
roach for landmark detection, termed Deep Adaptive Graph (DAG). We model
the landmarks as a graph and employ global-to-local cascaded Graph Convolu-
tional Networks (GCNs) to move the landmarks towards the targets in multiple
steps. Graph signals of the landmarks are built by combining local image features
and graph shape features. Two GCNs operate in a cascaded manner, with the
first GCN estimating a global transformation of the landmarks and the second
GCN estimating local offsets to further adjust the landmark coordinates. The
graph topology, represented by the connectivity weights between landmarks, are
learned during the training phase.

By modeling landmarks as a graph and processing it with GCNs, our method
is able to effectively exploit the structural knowledge and allow rich informa-
tion exchange among landmarks for accurate coordinate estimation. The graph
topology learned for landmark detection task is capable of revealing reasonable
landmark relationships for the given task. It also reduces the need for manu-
ally defining landmark relations (or grouping), making our method to be easily
adopted for different tasks. By incorporating shape features into graph signal in
addition to the local image feature, our model can learn and exploit the land-
mark shape prior to achieve high robustness against large appearance variations
(e.g., occlusions). In summary, our main contributions are four-fold:

1. By representing the landmarks as a graph and detecting them using GCNs,
our method effectively exploits the structural knowledge for landmark coor-
dinate regression, closes the performance gap between coordinate- and
heatmap-based landmark detection methods.
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2. Our method automatically reveals physically meaningful relationships among
landmarks, leading to a task-agnostic solution for exploiting structural knowl-
edge via step-wise graph transformations.

3. Our model combines both visual contextual information and spatial posi-
tional information into the graph signal, allowing structural shape prior to
be learned and exploited.

4. Comprehensive quantitative evaluations and qualitative visualizations on six
datasets across both facial and medical image domains demonstrate the con-
sistent state-of-the-art performance and general applicability of our method.

2 Related Work

A large number of studies have been reported in this domain including the
classic Active Shape Models [11,12,36], Active Appearance Models [10,32,45],
Constraind Local Models [3,13,30,44], and more recently the deep learning
based models which can be further categorized into heatmap or regression based
models.

HeatmapBasedLandmarkDetection: These methods [9,37,38,48,50,58]
generate localized predictions of likelihood heatmaps for each landmark and
achieve encouraging performances. A preliminary work by Wei et al. [58] intro-
duce a Convolutional Pose Machine (CPM) which models the long-range depen-
dency with a multistage network. Newell et al. [37] propose a Stacked Hourglass
model leveraging the repeated bottom-up and top-down structure and interme-
diate supervision. Tang et al. [50] investigate a stacked U-Net structure with
dense connections. Lately, Sun et al. [48] present a deep model named High-
Resolution Network (HRNet18) which extracts feature maps in a joint deep
and high resolution manner via conducting multi-scale fusions across multiple
branches under different resolutions. Based on these models, other methods also
integrate additional supervision cues such as the object structure constraints
[62,76], the variety of image, and object styles [17,41] to solve specific tasks.

Coordinate Based Landmark Detection: Another common approach
directly locates landmark coordinates from input images [33,35,47,49,51,52,73].
Most of these methods consist of multiple steps to progressively update predic-
tions based on visual signals, widely known as Cascaded-Regression. Toshev
et al. [51] and Sun et al. [49] adopt cascaded Convolutional Neural Networks
(CNNs) to predict landmark coordinates. Trigeorgis et al. [52] model the cas-
caded regression process using a Recurrent Neural Network (RNN) based deep
structure. Lv et al. [35] propose a two-stage regression model with global and
local reinitializations. From different perspectives, Zhu et al. [73] investigate the
methods of optimal initialization by searching the object shape space; Valle et al.
[53] present a combined model with a tree structured regressor to infer landmark
locations based on heatmap prediction results; Wu et al. [61] leverage uniqueness
and discriminative characteristics across datasets to assist landmark detection.

Landmark Detection with Graphs: The structure of landmarks can be
naturally modeled as a graph considering the landmark locations and landmark
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to landmark relationships [44,65,66,71,73]. Zhou et al. [71] propose a Graph-
Matching method which obtains landmark locations by selecting the set of land-
mark candidates that would best fit the shape constraints learned from the
examplars. Yu et al. [66] describe a two-stage deformable shape model to first
extract a coarse optimum by maximizing a local alignment likelihood in the
region of interest then refine the results by maximizing an energy function under
shape constraints. Later, Yu et al. [65] present a hierarchical model to extract
semantic features by constructing intermediate graphs from bottom-up node
clustering and top-down graph deconvolution operations, leveraging the graph
layout information. Zou et al. [76] introduce a landmark structure construction
method with covering set algorithm. While their method is based on heatmap
detection results, we would like to directly regress landmark locations from raw
input image to avoid potential errors incurred from heatmap detections.

Recently, Ling et al. [31] propose a fast object annotation framework, where
contour vertices are regressed using GCN to perform segmentation, indicating
the benefit of position prediction with iterative message exchanges. In their task,
each point is considered with the same semantics towards coarse anonymous
matching which is not appropriate for precise targeted localization tasks like
landmark detection. Adaptively learning graph connectivities instead of employ-
ing a fixed graph structure based on prior knowledge should be explored to
improve the model’s generalizability to different tasks.

3 Method

Our method adopts the cascaded-regression framework, where given the input
image and initial landmarks (from the mean shape), the predicted landmark
coordinates are updated in multiple steps. Yet differently, we feature the
cascaded-regression framework with a graph representation of the landmarks,
denoted by G = (V,E, F ), where V = {vi} denotes the landmarks, E = {eij}
denotes the learned connectivity between landmarks and F = {fi} denotes graph
signals capturing appearance and shape information. The graph is processed by
cascaded GCNs to progressively update landmark coordinates. An overview of
our method is shown in Fig. 1. Details of the cascaded GCNs, graph signal and
learned connectivity are presented in Sect. 3.1, Sect. 3.2 and Sect. 3.3, respec-
tively. The training scheme of our method can be found in Sect. 3.4.

3.1 Cascaded GCNs

Given a graph representation of landmarks G = (V,E, F ), two-stage cascaded
GCN modules are employed to progressively update the landmark coordinates.
The first stage, GCN-global, estimates a global transformation to coarsely move
the landmarks to the targets. The second stage, GCN-local, estimates local land-
mark coordinate offsets to iteratively move the landmarks toward the targets.
Both modules employ the same GCN architecture (weights not shared) and the
same learnable graph connectivity.
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GCN-global

CNN

GCN-local GCN-local

G=(V0,E, F0) G=(V1,E, F1) G=(V2,E, F2) G=(VK,E, FK)Feature Map: H

Visual feature 

Interpolation

Fig. 1. Overview of the proposed Deep Adaptive Graph (DAG). Initial graph is initial-
ized with the mean value computed from training data. We first deform the landmark
graph through a perspective transformation predicted by GCN-global and then pre-
cisely shift the graph by GCN-local through iterations. The visual features and shape
features are re-interpolated from feature map and re-calculated after each GCN mod-
ule, respectively.

Graph Convolution: Given a graph connectivity E and a graph feature
F , the k-th graph convolution operation updates the i-th node feature f jk by
aggregating all node features weighted by the connectivity:

f ik+1 = W1f ik +
∑

j

eijW2f
j
k (1)

where W1 and W2 are learnable weight matrices. The graph convolutions can
be seen as the mechanism of information collection among the neighborhoods.
The connectivity E serves as pathways for information flow from one landmark
to another.

Global Transformation GCN: Previous work [26,35] learn an affine trans-
formation with a deep neural network by predicting a two by three affine trans-
formation matrix which deforms the image to the satisfied posture. Inspired by
this work, we employ a GCN on the initial landmarks to coarsely move them to
the targets. Considering our graph is more flexible that does not have to main-
tain the parallelism and respective ratios among the edges, we model the global
transformation using a perspective transformation [16]. A perspective transfor-
mation can be parameterized by 9 scalars M = [a, b, c, d, e, f, g, h, i]T ∈ R

9×1

with the operation written as:
⎡

⎣
x′

y′

1

⎤

⎦ ∼=
⎡

⎣
rx′

ry′

r

⎤

⎦ =

⎛

⎝
a b c
d e f
g h i

⎞

⎠

⎡

⎣
x
y
1

⎤

⎦ (2)

Given a target image, we initialize landmark locations V 0 using the mean
shape of landmarks in the training set, and placed it at the center of the image.
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The graph is processed by the GCN-global to estimate a perspective transfor-
mation to bring the initial structure closer to the target.

Specifically, a graph isomorphism network (GIN) [64] is employed to process
the graph features {f ik} produced by the GCN to output a 9-dimensional vector
representing the perspective transformation:

fG = MLP
(
CONCAT

(
READOUT

({
f ik|i ∈ G

}) |k = 0, 1, . . . ,K
))

, (3)

where the READOUT operator sums the features from all the nodes in the graph
G. The transformation matrix M is obtained by transforming and reshaping fG

into a 3 by 3 matrix. We then apply this transformation matrix on the initial
landmark node coordinates to obtain the aligned landmark coordinates:

V 1 = {v1
i } = {Mv0

i } (4)

Local Refinement GCN: Given the transformed landmarks, we employ
GCN-local to further shift the graph in a cascaded manner. GCN-local employs
the same architecture as GCN-global, with a difference that the last layer pro-
duces a 2-dimensional vector for each landmark, representing the coordinate
offset of the landmark. The updated landmark coordinates can be written as:

vt+1
i = vt

i + Δvt
i , (5)

where Δvt
i = (Δxt

i,Δyt
i) is the output of the GCN-local at the t-th step. In all

our experiments, we perform T = 3 iterations of the GCN-local. Note that the
graph signal is re-calculated after each GCN-local iteration.

3.2 Graph Signal with Appearance and Shape Information

We formulate a graph signal F as a set of node features fi, each associated with
a landmark vi. The graph signal contains a visual feature to encode local image
appearance and a shape feature to encode the global landmark shape.

Visual Feature: Specifically, given a feature map H with D channels pro-
duced by a backbone CNN, visual features, denoted by pi ∈ RD, are extracted
by interpolating H at the landmark coordinates vi. The interpolation is per-
formed via a differentiable bi-linear interpolation [26]. In this way, visual feature
of each landmark is collected from the feature map, encoding the appearance of
its neighborhood.

Shape Feature: While the visual feature encodes the appearance in a neigh-
borhood of the landmark, it does not explicitly encode the global shape of the
landmarks. To incorporate this structural information into the graph signal, for
each landmark, we compute its displacement vectors to all other landmarks,
denoted as qi = {vj − vi}j �=i ∈ R2×(N−1), where N is the number of land-
marks. Such shape feature allows structural information of the landmarks to be
exploited to facilitate landmark detection. For example, when the mouth of a
face is occluded, the coordinates of the mouth landmarks can be inferred from
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the eyes and nose. Wrong landmark detection results that violate the shape prior
can also be avoided when the shape is explicitly captured in the graph signal.

The graph signal F is then constructed for each landmark by concatenating
the visual feature pi and the shape feature qi (flattened), resulting in a feature
vector fi ∈ RD+2(N−1).

3.3 Landmark Graph with Learnable Connectivity

The graph connectivity determines the relationship between each pair of land-
marks in the graph and serves as the information exchange channel in GCN.
In most existing applications of GCN [31,40,54,59,70], the graph connectivity
is given based on the prior knowledge of the task. In our landmark detection
application, it is non-trivial to manually define the optimal underlying graph
connectivity for the learning task. Therefore, relying on hand-crafted graph con-
nectivity would introduce a subjective element into the model, which could lead
to sub-optimal performance. To address this limitation, we learn task-specific
graph connectivities during the training phase in an end-to-end manner. The
connectivity weight eij behaves as information propagation gate in graph con-
volutions (Eqn. 1). We treat the connectivity {eij}, represented as an adja-
cency matrix, as a learnable parameter that is trained with the network during
the training phase. In this way, the task-specific optimal graph connectivity is
obtained by optimizing the performance of the target landmark detection task,
allowing our method to be applied to different landmark detection tasks without
manual intervention.

Graph connectivity learning has been studied before by the research com-
munity. One notable example is Graph Attention Networks [54], which employs
a self-attention mechanism to adaptively generate connectivity weights during
the model inference. We conjugate that in structured landmark detection prob-
lems, the underlying relationship between the landmarks remains the same for
a given task, instead of varying across individual images. Therefore, we share
the same connectivity across images on the same task, and directly optimize the
connectivity weights during the training phase.

3.4 Training

GCN-global: Since the perspective transformation estimated by GCN-global
has limited degree of freedom, directly penalizing the distance between the pre-
dicted and the ground truth landmarks will lead to unstable optimization behav-
ior. As the goal of GCN-global is to coarsely locate the landmarks, we propose
to use a margin loss on the L1 distance, written as:

Lglobal =

[(
1
N

∑

i∈N

∑

x,y

|v1
i − vi|

)
− m

]

+

(6)

where [u]+ := max(0, u). v1
i = (x1

i , y
1
i ) and vi = (xi, yi) denote the predicted

and ground truth landmark coordinates for the i-th landmark. m is a hyper-
parameter representing a margin which controls how well we want the alignment
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to be. Following this procedure, we aim to obtain a high robustness of the coarse
landmark detection, while forgive small errors.

GCN-local: To learn a precise localization, we directly employ L1 loss on
all predicted landmark coordinates after the GCN-local, written as:

Llocal =
1
N

∑

i∈N

∑

x,y

|vT
i − vi| (7)

where vT
i is the T -th step (the last step) coordinate predictions, and vi is the

ground truth coordinate for the i-th landmark.
The overall loss to train DAG is a combination of the above two losses:

L = λ1Lglobal + λ2Llocal (8)

where λk is the weight parameter for each loss.

4 Experiments

4.1 Datasets

We conduct evaluations on three public facial image and three medical image
datasets:
WFLW [60] dataset contains 7,500 facial images for training and 2,500 facial
images for testing. The testing set is further divided into 6 subsets focusing
on particular challenges in the images namely large pose set, expression set,
illumination set, makeup set, occlusion set, and blur set. 98 manually labeled
landmarks are provided for each image.
300W [43] dataset consists of 5 facial datasets namely LFPW, AFW, HELEN,
XM2VTS and IBUG. They are split into a training set with 3,148 images, and
a testing set with 689 images where 554 images are from LFPW and HELEN,
135 from IBUG. Each image is labeled with 68 landmarks.
COFW [6] dataset contains 1,345 facial images for training and 507 for testing,
under different occlusion conditions. Each image is originally labeled with 29
landmarks and re-annotated with 68 landmarks [21]. We follow previous studies
[41,60] to conduct inferences on the re-annotated COFW-68 dataset to test our
model’s cross-dataset performance which is trained on 300W dataset.
Cephalometric X-ray [55] is a public dataset originally for a challenge in
IEEE ISBI-2015. It contains 400 X-ray Cephalometric images with resolution of
1, 935 × 2, 400, 150 images are used as training set, the rest 150 images and 100
images are used as validation and test sets. Each cephalometric image contains
19 landmarks. In this paper, we only focus on the landmark detection task.
Hand X-ray [34] is a real-world medical dataset collected by a hospital. The
X-ray images are taken with different hand poses with resolutions in 1, 500s ×
2, 000s. In total, 471 images are randomly split into a training set (80%, N =
378) and a testing set (20%, N = 93). 30 landmarks are manually labeled for
each image.
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Pelvic X-ray [8,57] another real-world medical dataset collected by the same
hospital. Images are taken over patient’s pelvic bone with resolutions in 2, 500s×
2, 000s. The challenges in this dataset is the high structural and appearance vari-
ation, caused by bone fractures and metal prosthesis. In total, 1,000 imagesare
randomly splited into a training set (80%, N = 800) and a testing set (20%, N
= 200). 16 landmarks are manually labeled for each image.

Fig. 2. Visualization of landmark detection results. Pairs of reseults are displayed side
by side. For each pair, Left image: detection result from a SOTA method [48]. Right
image: result produced by our method. Green dot: predicted landmark location.
Red dot: groundtruth landmark location.

4.2 Experiment Settings

Evaluation Metrics: We evaluate the proposed method following two sets of
metrics. For the facial image datasets, we employ the widely adopted Normalized
Mean Error (NME), Area Under the Curve (AUC), Failure Rate for a maximum
error of 0.1 (FR@0.1) and Cumulative Errors Distribution (CED) curve (supple-
mentary material). To compare with previous methods, we conduct both “inter-
ocular” (outer-eye-corner-distance) and “inter-pupil” (eye-center-distance) nor-
malizations on the detected landmark coordinates.

For the Cephalometric X-ray images, we follow the original evaluation proto-
col to compare two sets of metrics: Mean Radial Error (MRE) which computes
the average of Euclidean Distances of predicted coordinates and ground truth
coordinates of all the landmarks; the corresponding Successful Detection Rate
(SDR) under 2 mm, 2.5 mm, 3 mm and 4 mm. For the Hand and Pelvic X-rays,
we compute MRE, Hausdorff Distance (HD) and Standard Deviations (STD).
Recall that Hausdorff Distance measures the maximum value of the minimum
distances between two sets of points. In our case, we aim to evaluate the error
upper-bound for the detected landmarks.
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Table 1. Evaluation on the WFLW dataset (98 Landmarks). *: focus on loss function.
#: focus on data augmentation.

Metric Method Test Pose Expression Illumination Make-up Occlusion Blur

Mean Error % CFSS [73] 9.07 21.36 10.09 8.30 8.74 11.76 9.96

DVLN [61] 6.08 11.54 6.78 5.73 5.98 7.33 6.88

LAB [60] 5.27 10.24 5.51 5.23 5.15 6.79 6.32

SAN [17] # 5.22 10.39 5.71 5.19 5.49 6.83 5.80

WING [20] * 5.11 8.75 5.36 4.93 5.41 6.37 5.81

HRNet18 [48] 4.60 7.94 4.85 4.55 4.29 5.44 5.42

STYLE [41] # 4.39 8.42 4.68 4.24 4.37 5.60 4.86

AWING [56] * 4.36 7.38 4.58 4.32 4.27 5.19 4.96

Ours 4.21 7.36 4.49 4.12 4.05 4.98 4.82

Failure Rate @0.1 CFSS [73] 20.56 66.26 23.25 17.34 21.84 32.88 23.67

DVLN [61] 19.84 46.93 11.15 7.31 11.65 16.30 13.71

LAB [60] 7.56 28.83 6.37 6.73 7.77 13.72 10.74

SAN [17] # 6.32 27.91 7.01 4.87 6.31 11.28 6.60

WING [20] * 6.00 22.70 4.78 4.30 7.77 12.50 7.76

HRNet18 [48] 4.64 23.01 3.50 4.72 2.43 8.29 6.34

STYLE [41] # 4.08 18.10 4.46 2.72 4.37 7.74 4.40

AWING [56] * 2.84 13.50 2.23 2.58 2.91 5.98 3.75

Ours 3.04 15.95 2.86 2.72 1.45 5.29 4.01

AUC @0.1 CFSS [73] 0.3659 0.0632 0.3157 0.3854 0.3691 0.2688 0.3037

DVLN [61] 0.4551 0.1474 0.3889 0.4743 0.4494 0.3794 0.3973

HRNet18 [48] 0.5237 0.2506 0.5102 0.5326 0.5445 0.4585 0.4515

LAB [60] 0.5323 0.2345 0.4951 0.5433 0.5394 0.4490 0.4630

SAN [17] # 0.5355 0.2355 0.4620 0.5552 0.5222 0.4560 0.4932

WING [20] * 0.5504 0.3100 0.4959 0.5408 0.5582 0.4885 0.4932

AWING [56] * 0.5719 0.3120 0.5149 0.5777 0.5715 0.5022 0.5120

STYLE [41] # 0.5913 0.3109 0.5490 0.6089 0.5812 0.5164 0.5513

Ours 0.5893 0.3150 0.5663 0.5953 0.6038 0.5235 0.5329

Implementation Details: Following previous studies, we crop and resize facial
images into 256 × 256 based on the provided bounding boxes. We follow [9] to
resize the Cephalometric X-rays to 640×800. For the Hand and Pelvic X-rays, we
resize each image into 512×512 preserving the original height and width ratio by
padding zero values to the empty regions. The proposed model is implemented in
PyTorch and is experimented on a single NVIDIA Titan V GPU. We choose λ1 =
λ2 = 1 for different parts in the overall loss function. HRNet18 [48] pretrained on
ImageNet is used as our backbone network to extract visual feature maps for its
parallel multi-resolution fusion mechanism and deep network design which fits
our need for both high resolution and semantic feature representation. The last
output after fusion is extracted as feature map of dimension H ∈ R256×64×64.
We employ 4 residual GCN blocks [29,31] in GCN-global and GCN-local and
perform 3 iterations of GCN-local. Adjacency matrix values are initialized to
1/N so that the total weight for each node is 1 to avoid message explosion.
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Table 2. Evaluation on 300W Common
set, Challenge set and Fullset.

Inter-Pupil Normalization

Method Year Comm. Challenge Full.

CFAN [68] 2014 5.50 16.78 7.69

ESR [7] 2014 5.28 17.00 7.58

SDM [63] 2013 5.57 15.40 7.52

3DDFA [74] 2016 6.15 10.59 7.01

LBF [42] 2014 4.95 11.98 6.32

CFSS [73] 2015 4.73 9.98 5.76

SeqMT [24] 2018 4.84 9.93 5.74

TCDCN [69] 2015 4.80 8.60 5.54

RCN [25] 2016 4.67 8.44 5.41

TSR [35] 2017 4.36 7.56 4.99

DVLN [61] 2017 3.94 7.62 4.66

HG-HSLE [76] 2019 3.94 7.24 4.59

DCFE [53] 2018 3.83 7.54 4.55

STYLE [41] # 2019 3.98 7.21 4.54

AWING [56] * 2019 3.77 6.52 4.31

LAB [60] 2018 3.42 6.98 4.12

WING [20] * 2018 3.27 7.18 4.04

Ours 2020 3.64 6.88 4.27

Inter-Ocular Normalization
Method Year Comm. Challenge Full.
PCD-CNN [28] 2018 3.67 7.62 4.44

ODN [72] 2019 3.56 6.67 4.17

CPM+SBR [18] 2018 3.28 7.58 4.10

SAN [17] # 2018 3.34 6.60 3.98

STYLE [41] # 2019 3.21 6.49 3.86

LAB [60] 2018 2.98 5.19 3.49

HRNet18 [48] 2019 2.91 5.11 3.34

HG-HSLE [76] 2019 2.85 5.03 3.28

LUVLi [27] 2020 2.76 5.16 3.23

AWING [56] * 2019 2.72 4.52 3.07

Ours 2020 2.62 4.77 3.04

Table 3. Evaluation on 300W and
COFW-68 testsets with the model
trained on 300W training set.

300W

Method Year AUC@0.1 FR@0.1

Deng et al. [14] 2016 0.4752 5.50

Fan et al. [19] 2016 0.4802 14.83

DensReg+DSM [1] 2017 0.5219 3.67

JMFA [15] 2019 0.5485 1.00

LAB [60] 2018 0.5885 0.83

HRNet18 [48] 2019 0.6041 0.66

AWING [56] * 2019 0.6440 0.33

Ours 2020 0.6361 0.33

COFW-68
Method Year Mean Error % FR@0.1
CFSS [73] 2015 6.28 9.07

HRNet18 [48] 2019 5.06 3.35

LAB [60] 2018 4.62 2.17

STYLE [41] # 2019 4.43 2.82

Ours 2020 4.22 0.39

Table 4. Evaluations on the hand X-
ray and pelvic X-ray images.

Hand X-ray Dataset

Method Year MRE (pix) Hausdorff STD

HRNet18 [48] 2019 12.79 26.36 6.07

Chen et al. [9] 2019 7.14 18.71 14.43

Payer et al. [39] 2019 6.11 16.55 4.01

Ours 2020 5.57 14.83 3.63

Pelvic X-ray Dataset
Method Year MRE (pix) Hausdorff STD
HRNet18 [48] 2019 24.77 71.31 19.98

Payer et al. [39] 2019 20.96 68.19 21.93

Chen et al. [9] 2019 20.10 59.92 20.14

Ours 2020 18.39 56.72 17.67

4.3 Comparison with the SOTA Methods

WFLW: WFLW is a comprehensive public facial landmark detection dataset
focusing on multi-discipline and difficult detection scenarios. Summary of results
is shown in Table 1. Following previous works, three evaluation metrics are
computed: Mean Error, FR@0.1 and AUC@0.1. Our model achieves 4.21%
mean error which outperforms all the strong state-of-the-art methods including
AWING [56] which adopts a new adaptive loss function, SAN [17] and STYLE
[41] which leverage additional generated images for training. The most signif-
icant improvements lie in Make-up and Occlusion subsets, where only partial
landmarks are visible. Our model is able to accurately infer those hard cases
based on the visible landmarks due to the benefit of preserving and leveraging
graph structural knowledge. This can be further illustrated by examining the
visualization results for the occlusion scenarios in Fig. 2.
300W: There are two evaluation protocols, namely inter-pupil and inter-ocular
normalizations. In this paper, we conduct experiments under both settings on
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Table 5. Evaluation on the public Cephalometric dataset.

Model Year Validation set Test set

MRE 2mm 2.5mm 3mm 4mm MRE 2mm 2.5mm 3mm 4mm

Arik et al. [2] 2017 - 75.37 80.91 84.32 88.25 - 67.68 74.16 79.11 84.63

HRNet18 [48] 2019 1.59 78.11 86.81 90.88 96.74 1.84 69.89 78.95 85.16 92.32

Payer et al. [39] 2019 1.34 81.47 89.36 93.15 97.01 1.65 69.94 78.84 85.74 93.89

Chen et al. [9] 2019 1.17 86.67 92.67 95.54 98.53 1.48 75.05 82.84 88.53 95.05

Ours - 1.04 88.49 93.12 95.72 98.42 1.43 76.57 83.68 88.21 94.31

the detection results in order to comprehensively evaluate with the other state-
of-the-arts. As can be seen from Table 2, our model achieves competitive results
in both evaluation settings comparing to the previous best models, STYLE [41],
LAB [60] and AWING [56] which are all heatmap-based. Comparing to the
latest coordinate-based model ODN [72] and DVLN [61], our method achieves
improvements in large margins (27% and 8% respectively) which sets a remark-
able milestone for coordinate-based models, closing the gap between coordinate-
and heatmap-based methods.
COFW-68 and 300W testset: To verify the robustness and generalizability
of our model, we conduct inference on images from COFW-68 and 300W testset
using the model trained on 300W training set and validated on 300W fullset.
Results summarized in Table 3 indicating our model’s superior performance over
most of the other state-of-the-art methods in both datasets. In particular for the
COFW-68 dataset, the Mean Error and FR@0.1 are significantly improved (5%
and 86% ) comparing to the previous best model, STYLE [41], demonstrating a
strong cross-dataset generalizability of our method.
Cephalometric X-rays: We further applied our model on a public Cephalo-
metric X-ray dataset and compare with HRNet18 [48] and three domain specific
state-of-the-art models on this dataset, Arik et al. [2], Payer et al. [39] and Chen
et al. [9]. As is shown in Table 5, our model significantly outperforms Arik et al.,
HRNet18 [48] and Payer et al. [39] in all metrics. Comparing to Chen et al. [9],
we also achieve improved overall accuracy evaluated under MRE. A closer look
at the error distribution reveals that our model is able to achieve more precise
localization under smaller error ranges, i.e., 2mm and 2.5mm.
Hand and Pelvic X-rays: As shown in Table 4, our model achieves susbstantial
performance improvements comparing to the HRNet18 [48], Payer et al. [39] and
Chen et al. [9] on both the Hand and Pelvic X-ray datasets. On Hand X-ray,
where the bone structure can vary in different shapes depending on the hand
pose, our method still achieves largely reduced Hausdorff distance as well as its
standard deviation, reveling DAG’s ability in capturing landmark relationships
under various situations toward robust landmark detection.
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Fig. 3. Graph structure visualization. Red lines: edges. Green dots: landmarks. Deeper
red means higher edge weights. [Leftmost column]: the constructed graphs (3 highest
weighted edges for each landmark). [Right 5 columns]: for the 5 landmarks, the most
related neighbors (10 highest weighted edges).

4.4 Graph Structure Visualization

To better understand learning outcomes, we look into the visualization on the
learned graph structure. As shown in Fig. 3, the learned structures in different
domains are meaningful indicating strong connections between 1) spatially close
landmarks, and 2) remote but related landmarks that move coherently, e.g. sym-
metrical body parts. We believe the mechanism behind our algorithm is relying
on these locations to provide reliable inductions when it makes movement pre-
dictions, such as similar movements by neighbors, or fixed spatial relationships
by the symmetrical body parts (e.g., eyes, pelvis). With the learnable graph
connectivity, we are able to capture the underlying landmarks relationships for
different objects.

4.5 Ablation Studies

In this section, we examine the performance of the proposed methods by con-
ducting ablation studies on the 300W fullset. We analyze: 1) the overall effect
of using the proposed DAG to regress landmark coordinates, 2) the individual
effect of learning the graph connectivity, 3) the individual effect of incorporating
shape feature into the graph signal. More ablation studies can be found in the
y material.

Overall effect of the proposed DAG: We analyze the effect of using
DAG to regress landmark coordinates in comparison with two baselines, namely
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Table 6. Ablation studies on the effectiveness of the proposed method DAG.

VGG16 ResNet50 StackedHG4 HRNet18

Global feature 4.66 4.33 4.31 4.30

Local feature 4.42 4.10 3.96 3.72

Proposed DAG 3.66 3.65 3.07 3.04

Table 7. Ablation study on graph connectivity and shape feature.

w.o Shape Feature w. Shape Feature

Self 3.31 3.16

Uniform 3.16 3.12

Learned 3.08 3.04

1) Global feature: The last feature map of the backbone network is global average
pooled to produce a feature vector, which connects to a fully connected layer to
regress landmark coordinates. This approach is similar to previous coordinate
regression based methods, e.g. [61,69]. 2) Local feature: The feature vectors are
interpolated at each landmark’s initial location on the last feature map of the
backbone CNN. Then each landmark’s feature vector is connected to a fully
connected layer to regress the landmark’s coordinate. To decouple the effect of
the backbone strength, each experiment is conducted on four popular landmark
detection backbone networks, namely VGG16 [46], ResNet50 [23], StackedHour-
Glass4 [37], HRNet18 [48]. Results are listed in Table 6. By comparing different
regression methods with the same backbone (columnwise), DAG achieves the
best results indicating the proposed framework’s strong localization ability. By
comparing DAG’s results under different backbones (last row), we observe DAG’s
consistent performance boost demonstrating its effectiveness and promising gen-
eralizability.

Individual effect of learning graph connectivity: We study three kinds
of graph connectivity schemes, namely 1) Self -connectivity: The landmarks only
connect to themselves and no other landmarks. 2) Uniform connectivity: The
landmarks connects to all other landmarks using the same edge weight. 3)
Learned connectivity: learned edge weights as proposed. As summarized in Table
7, regardless of using shape feature or not, using uniform connectivity performs
results in better performance than self-connectivity, demonstrating the impor-
tance of allowing information exchange on the graph. The learned connectivity
performance the best, further demonstrating that learned edge weights further
improve the effectiveness of information exchange on the graph. Individual
effect of incorporating shape feature: We analyze the effect of incorporat-
ing the shape feature using self, uniformed and learned connectivities, respec-
tively. As shown in Table 7, on all three types of connectivities, incorporating
the proposed shape feature into graph signal results in improved performance
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especially for self-connective graphs, where the shape feature adds the missing
global structure information.

5 Conclusion

In this paper, we introduce a robust and accurate landmark detection model
named Deep Adaptive Graph (DAG). The proposed model deploys an initial
landmark graph, and then deforms and progressively updates the graph by
learning the adjacency matrix. Graph convolution operations follow the strong
structural prior to enable effective local information exchange as well as global
structural constraints for each step’s movements. The superior performances on
three public facial image datasets and three X-ray datasets prove both the effec-
tiveness and generalizability of the proposed method in multiple domains.
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54. Veličković, P., Cucurull, G., Casanova, A., Romero, A., Lio, P., Bengio, Y.: Graph
attention networks. arXiv preprint arXiv:1710.10903 (2017)

55. Wang, C.W., Huang, C.T., Lee, J.H., Li, C.H., Chang, S.W., Siao, M.J., Lai, T.M.,
Ibragimov, B., Vrtovec, T., Ronneberger, O., et al.: A benchmark for comparison
of dental radiography analysis algorithms. MIA 31, 63–76 (2016)

56. Wang, X., Bo, L., Fuxin, L.: Adaptive wing loss for robust face alignment via
heatmap regression. In: ICCV. pp. 6971–6981 (2019)

https://doi.org/10.1016/j.media.2019.03.007
http://arxiv.org/abs/1409.1556
http://arxiv.org/abs/1710.10903


Landmark Detection via Topology-Adapting Deep Graph Learning 283

57. Wang, Y., Lu, L., Cheng, C.T., Jin, D., Harrison, A.P., Xiao, J., Liao, C.H., Miao,
S.: Weakly supervised universal fracture detection in pelvic x-rays. In: Shen, D.,
Liu, T., Peters, T.M., Staib, L.H., Essert, C., Zhou, S., Yap, P.T., Khan, A. (eds.)
MICCAI, pp. 459–467. Springer International Publishing, Cham (2019)

58. Wei, S.E., Ramakrishna, V., Kanade, T., Sheikh, Y.: Convolutional pose machines.
In: CVPR. pp. 4724–4732 (2016)

59. Wu, S., Tang, Y., Zhu, Y., Wang, L., Xie, X., Tan, T.: Session-based recommen-
dation with graph neural networks. AAAI. 33, 346–353 (2019)

60. Wu, W., Qian, C., Yang, S., Wang, Q., Cai, Y., Zhou, Q.: Look at boundary: A
boundary-aware face alignment algorithm. In: CVPR. pp. 2129–2138 (2018)

61. Wu, W., Yang, S.: Leveraging intra and inter-dataset variations for robust face
alignment. In: CVPRW. pp. 150–159 (2017)

62. Wu, Y., Ji, Q.: Facial landmark detection: a literature survey. IJCV 127(2), 115–
142 (2019)

63. Xiong, X., De la Torre, F.: Supervised descent method and its applications to face
alignment. In: CVPR. pp. 532–539 (2013)

64. Xu, K., Hu, W., Leskovec, J., Jegelka, S.: How powerful are graph neural networks?
arXiv preprint arXiv:1810.00826 (2018)

65. Yu, W., Liang, X., Gong, K., Jiang, C., Xiao, N., Lin, L.: Layout-graph reasoning
for fashion landmark detection. In: CVPR. pp. 2937–2945 (2019)

66. Yu, X., Huang, J., Zhang, S., Metaxas, D.N.: Face landmark fitting via optimized
part mixtures and cascaded deformable model. TPAMI 38(11), 2212–2226 (2015)

67. Yu, X., Zhou, F., Chandraker, M.: Deep deformation network for object landmark
localization. In: Leibe, B., Matas, J., Sebe, N., Welling, M. (eds.) ECCV 2016.
LNCS, vol. 9909, pp. 52–70. Springer, Cham (2016). https://doi.org/10.1007/978-
3-319-46454-1 4

68. Zhang, J., Shan, S., Kan, M., Chen, X.: Coarse-to-fine auto-encoder networks
(CFAN) for real-time face alignment. In: Fleet, D., Pajdla, T., Schiele, B., Tuyte-
laars, T. (eds.) ECCV 2014. LNCS, vol. 8690, pp. 1–16. Springer, Cham (2014).
https://doi.org/10.1007/978-3-319-10605-2 1

69. Zhang, Z., Luo, P., Loy, C.C., Tang, X.: Learning deep representation for face
alignment with auxiliary attributes. TPAMI 38(5), 918–930 (2015)

70. Zhao, L., Peng, X., Tian, Y., Kapadia, M., Metaxas, D.N.: Semantic graph convo-
lutional networks for 3d human pose regression. In: CVPR. pp. 3425–3435 (2019)

71. Zhou, F., Brandt, J., Lin, Z.: Exemplar-based graph matching for robust facial
landmark localization. In: ICCV. pp. 1025–1032 (2013)

72. Zhu, M., Shi, D., Zheng, M., Sadiq, M.: Robust facial landmark detection via
occlusion-adaptive deep networks. In: CVPR. pp. 3486–3496 (2019)

73. Zhu, S., Li, C., Change Loy, C., Tang, X.: Face alignment by coarse-to-fine shape
searching. In: CVPR. pp. 4998–5006 (2015)

74. Zhu, X., Lei, Z., Liu, X., Shi, H., Li, S.Z.: Face alignment across large poses: A 3d
solution. In: CVPR. pp. 146–155 (2016)

75. Zhu, Z., Luo, P., Wang, X., Tang, X.: Deep learning identity-preserving face space.
In: ICCV. pp. 113–120 (2013)

76. Zou, X., Zhong, S., Yan, L., Zhao, X., Zhou, J., Wu, Y.: Learning robust facial
landmark detection via hierarchical structured ensemble. In: ICCV (2019)

http://arxiv.org/abs/1810.00826
https://doi.org/10.1007/978-3-319-46454-1_4
https://doi.org/10.1007/978-3-319-46454-1_4
https://doi.org/10.1007/978-3-319-10605-2_1


3D Human Shape and Pose from a Single
Low-Resolution Image with
Self-Supervised Learning

Xiangyu Xu1(B), Hao Chen2, Francesc Moreno-Noguer3, László A. Jeni1,
and Fernando De la Torre1,4

1 Robotics Institute, Carnegie Mellon University, Pittsburgh, USA
2 Electrical and Computer Engineering, Carnegie Mellon University, Pittsburgh, USA
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Abstract. 3D human shape and pose estimation from monocular
images has been an active area of research in computer vision, having a
substantial impact on the development of new applications, from activ-
ity recognition to creating virtual avatars. Existing deep learning meth-
ods for 3D human shape and pose estimation rely on relatively high-
resolution input images; however, high-resolution visual content is not
always available in several practical scenarios such as video surveillance
and sports broadcasting. Low-resolution images in real scenarios can vary
in a wide range of sizes, and a model trained in one resolution does not
typically degrade gracefully across resolutions. Two common approaches
to solve the problem of low-resolution input are applying super-resolution
techniques to the input images which may result in visual artifacts, or
simply training one model for each resolution, which is impractical in
many realistic applications.

To address the above issues, this paper proposes a novel algorithm
called RSC-Net, which consists of a Resolution-aware network, a Self-
supervision loss, and a Contrastive learning scheme. The proposed net-
work is able to learn the 3D body shape and pose across different res-
olutions with a single model. The self-supervision loss encourages scale-
consistency of the output, and the contrastive learning scheme enforces
scale-consistency of the deep features. We show that both these new
training losses provide robustness when learning 3D shape and pose in a
weakly-supervised manner. Extensive experiments demonstrate that the
RSC-Net can achieve consistently better results than the state-of-the-art
methods for challenging low-resolution images.
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1 Introduction

3D human shape and pose estimation from 2D images is of great interest to the
computer vision and graphics community. Whereas significant progress has been
made in this field, it is often assumed that the input image is high-resolution
and contains sufficient information for reconstructing the 3D human geometry
in detail [1,2,6,21,22,24,25,34,40–42,52]. However, this assumption does not
always hold in practice, since lots of images in real scenes have low resolutions,
such as surveillance cameras and sports videos [35,36,38,46–48]. As a result,
existing algorithms designed for high-resolution images are prone to fail when
applied to low-resolution inputs as shown in Fig. 1. In this paper, we study the
relatively unexplored problem of estimating 3D human shape and pose from
low-resolution images.

There are two major challenges of this low-resolution 3D estimation problem.
First, the resolutions of the input images in real scenarios vary in a wide range,
and a network trained for one specific resolution does not always work well
for another. One might consider overcoming this problem by simply training
different models, one for each image resolution. However, this is impractical
in terms of memory and training computation. Alternatively, one could super-
resolve the images to a sufficiently large resolution, but the super-resolution step
often results in visual artifacts, which leads to poor 3D estimation. To address
this issue, we propose a resolution-aware deep neural network for 3D human
shape and pose estimation that is robust to different image resolutions. Our
network builds upon two main components: a feature extractor shared across
different resolutions and a set of resolution-dependent parameters to adaptively
integrate the different-level features.

Input image RSC-NetSOTASurveillance camera

Fig. 1. 3D human shape and pose estimation from a low-resolution image captured
from a real surveillance video. SOTA method [25] that works well for high-resolution
images performs poorly at low-resolution ones.

Another challenge we encounter is due to the fact that high-quality 3D anno-
tations are hard to obtain, especially for in-the-wild data, and only a small
portion of the training images have 3D ground truth labels [21,25], which com-
plicates the training process. Whereas most training images have 2D keypoint
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labels, they are usually not sufficient for predicting the 3D outputs due to the
inherent ambiguities in the 2D-to-3D mapping. This problem is further accentu-
ated in our task, as the low-resolution 3D estimation is not well constrained and
has a large solution space due to limited pixel observations. Therefore, directly
training low-resolution models with incomplete information typically does not
achieve good results. Inspired by the self-supervised learning [26,44], we pro-
pose a directional self-supervision loss to remedy the above issue. Specifically,
we enforce the consistency across the outputs of the same input image with dif-
ferent resolutions, such that the results of the higher-resolution images can act
as guidance for lower-resolution input. This strategy significantly improves the
3D estimation results.

In addition to enforcing output consistency, we also devise an approach
to enforce consistency of the feature representations across different resolu-
tions. Nevertheless, we find that the commonly used mean squared error is not
effective in measuring discrepancies between high-dimensional feature vectors.
Instead, we adapt the contrastive learning [7,14,39] which aims to maximize the
mutual information across the feature representations at different resolutions,
and encourages the network to produce better features for the low-resolution
input.

To summarize, we make the following contributions in this work. First, we
study the relatively unexplored problem of 3D human shape and pose estima-
tion from low-resolution images and present a simple yet effective solution for
it, called RSC-Net, which is based on a novel resolution-aware network that can
handle arbitrary-resolution input with one single model. Second, we propose a
self-supervision loss to address the issue of weak supervision. Furthermore, we
introduce contrastive learning which effectively enforces the feature consistency
across different resolutions. Extensive experiments demonstrate that the pro-
posed method outperforms the state-of-the-art algorithms on challenging low-
resolution inputs and achieves robust performance for high-quality 3D human
shape and pose estimation.

2 Related Work

We first review the state-of-the-art methods for 3D human shape and pose esti-
mation and then discuss the low-resolution image recognition algorithms.

3D human shape and pose estimation. Recent years have witnessed sig-
nificant progress in the field of 3D human shape and pose estimation from a
single image [1–3,6,9,21,22,24,25,34,40–42,49,50,52]. Existing methods for this
task can be broadly categorized into two classes. The first kind of approaches
generally splits the 3D human estimation process into two stages: first trans-
forming the input image into new representations, such as human 2D key-
points [1,2,6,9,34,40], human silhouettes [2,34,40], body part segmentations
[1], UV mappings [3], and optical flow [9], and then regressing the 3D human
parameters [29] from the transformed outputs of the last stage either with iter-
ative optimization [2,6] or neural networks [1,9,34,40]. As these methods map
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the original input images into simpler representation forms which are generally
sparse and can be easily rendered, they can exploit a large amount of synthetic
data for training where there are sufficient high-quality 3D labels. However,
these two-stage systems are error-prone, as the errors from early stage may be
accumulated or even deteriorated [21]. In addition, the intermediate results may
throw away valuable information in the image such as context. More importantly,
the task of the first stage, i.e., to estimate the intermediate representations, is
usually difficult for low-resolution images, and thereby, the aforementioned two-
stage models are not suitable to solve our problem of low-resolution 3D human
shape and pose estimation.

Without relying on new representations, the second kind of approaches can
directly regress the 3D parameters from the input image [21,22,24,25,41,42,50],
where most methods are based on deep neural networks. While being concise and
not requiring the estimation of intermediate results, these methods usually suffer
from the problem of weak supervision due to a lack of high-quality 3D ground
truth. Most existing works focus on this problem and have developed different
techniques to solve it. As a typical example, Kanazawa et al . [21] include a gen-
erative adversarial network (GAN) [11] to constrain the solution space using the
prior learned from 3D human data. However, we find the GAN-based algorithm
less effective for low-resolution input images where substantially fewer pixels are
available. Kolotouros [25] et al . integrate the optimization-based method [6] into
the training process of the deep network to more effectively exploit the 2D key-
points. While achieving good improvements over [21] on high-resolution images,
[25] cannot be easily applied to low-resolution input, as the low-resolution net-
work cannot provide good initial results to start the optimization loop. In addi-
tion, it significantly increases the training time. On the other hand, temporal
information has also been exploited to enforce temporal consistency of the 3D
estimation results, which however requires high-resolution video input [22,24,50].
Different from the above methods, we propose a 3D human shape and pose
estimation algorithm using a single low-resolution image as input. We propose
self-supervision loss and contrastive feature loss which effectively remedy the
problem of insufficient 3D supervision.

Low-resolution image recognition. While there is no prior work for low-
resolution 3D human shape and pose estimation, there are some related
approaches to process low-resolution inputs for other image recognition tasks,
such as 2D body pose estimation [35], face recognition [8,10,48], image classifi-
cation [46], image retrieval [37,43], and object detection [12,27]. Most of these
methods address the low-resolution issue by enhancing the degraded input, in
either the image space [8,12,46] or the feature space [10,27,37,43]. One typical
image-space method [12] applies a super-resolution network which is trained to
improve both the image quality (i.e., per-pixel similarity such as PSNR) and
the object detection performance. However, the loss functions for higher PSNR
and better recognition performance do not always agree with each other, which
may lead to inferior solutions. Moreover, the super-resolution model may bring
unpleasant artifacts, resulting in domain gap between the super-resolved and



288 X. Xu et al.

Fig. 2. Overview of the proposed algorithm. The resolution-aware network fRA is
trained with a combination of the basic loss (omitted in the figure for simplicity),
self-supervision loss and contrastive feature loss. The modules with the same colors are
shared across different resolutions, while the matrix α is resolution-dependent. Note
that we resize the different resolution inputs {xi} to 224×224 with bicubic interpolation
before feeding them into the network.

real high-resolution images. Unlike the image enhancement based approaches,
the feature enhancement based methods [10,27,37,43] are not distracted by the
image quality loss and thus can better focus on improving the recognition per-
formance. As a representative example, Ge et al . [10] use mean squared error
(MSE) to enforce the similarity between the features of low-resolution and high-
resolution images, which achieves good results for face recognition. Different
from the above approaches, Neumann et al . [35] propose a novel method for low-
resolution 2D body pose estimation by predicting a probability map with Gaus-
sian Mixture Model, which, however, cannot be easily extended to 3D human
shape and pose estimation. In this work, we apply the feature enhancement
strategy to low-resolution 3D human shape and pose estimation. Instead of using
MSE for measuring feature similarity, we introduce the contrastive learning [39]
which can more effectively maximize the mutual information across the features
of different resolutions. In addition, we handle different-resolution input with a
resolution-aware neural network.

3 Algorithm

We study the problem of 3D human shape and pose estimation for a low-
resolution image x. Instead of training different networks for each specific res-
olution, we propose a resolution-aware neural network fRA which can handle
the complex inputs with different resolutions. We first introduce the 3D human
representation model and the baseline network for 3D human estimation with a
single 2D image. Then we describe the proposed resolution-aware model as well
as the self-supervision loss and the contrastive learning strategy for training the
network. An overview of our method is shown in Fig. 2.
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3.1 3D Human Representation

We represent the 3D human body using the Skinned Multi-Person Linear
(SMPL) model [29]. The SMPL is a parametric model which describes the body
shape and pose with two sets of parameters β and θ, respectively. The body
shape is represented by a basis in a low-dimensional shape space learned from
a training set of 3D human scans, and the parameters β ∈ R

10 are coefficients
of the basis vectors. The body pose is defined by a skeleton rig with K = 24
joints including the body root, and the pose parameters θ ∈ R

3K are the axis-
angle representations of the relative rotation between different body parts as
well as the global rotation of the body root. With β and θ, we can obtain the
3D body mesh: M = fSMPL(β, θ), where M ∈ R

N×3 is a triangulated surface
with N = 6890 vertices.

Similar to the prior works [21,25], we can predict the 3D locations of the body
joints X with the body mesh using a pretrained mapping matrix W ∈ R

K×N :

X ∈ R
K×3 = WM. (1)

With the 3D human joints, we use a perspective camera model to project the
body joints from 3D to 2D. Assuming the camera parameters are δ ∈ R

3 which
define the 3D translation of the camera, the 2D keypoints can be formulated as:

J ∈ R
K×2 = fproject(X, δ), (2)

where fproject is the perspective projection function [13].

3.2 Resolution-Aware 3D Human Estimation

Baseline network. Similar to the existing methods [21,25], we use the deep con-
volutional neural network (CNN) for 3D human estimation, where the ResNet-50
[15] is employed to extract features from the input image. The building block of
the ResNet (i.e., ResBlock [16]) can be formulated as:

zk = zk−1 + φk(zk−1), (3)

where zk is the output features of the k-th ResBlock, and φk represents the
nonlinear function used to learn the feature residuals, which is modeled by several
convolutional layers with ReLU activation [33]. The ResNet stacks B ResBlocks
together, and the final output can be written as:

zB = z0 +
B∑

k=1

φk(zk−1), (4)

where z0 is the low-level features extracted from the input image x with con-
volutional layers, and zB is a combination of different level residual maps from
all the ResBlocks. Note that we do not explicitly consider the downsampling
ResBlocks in (4) for clarity. With the output features of the ResNet, we can use
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global average pooling to obtain a feature vector ϕ and employ an iterative MLP
for regressing the 3D parameters β, θ, δ similar to [21,25].

Resolution-aware network. The baseline network is originally designed for
high-resolution images with input size 224 × 224 pixels, whereas the image
resolutions for human in real scenarios can be much lower and vary in a wide
range. A straightforward way to deal with these low-resolution inputs is to train
different networks for all possible resolutions and choose the suitable one for
each test image. However, this is impractical for real applications.

To solve this problem, we propose a resolution-aware network, and the main
idea is that the different-resolution images with the same contents are largely
similar as shown in Fig. 2 and can share most parts of the feature extractor.
And only a small amount of parameters are needed to be resolution-dependent
to account for the characteristics of different image resolutions. Towards this
end, instead of directly combining the different level features as in (4), we learn
a matrix α to adaptively fuse the residual maps from the ResBlocks for each
input resolution as shown in Fig. 2, such that different resolutions can have
suitable features for 3D estimation. Specifically, we formulate the output of the
proposed resolution-aware network as:

zi,B = zi,0 +
B∑

k=1

αi,kφk(zi,k−1), i = 1, 2, . . . , R, (5)

where i is the index for different image resolutions, and larger i indicates smaller
image. i = 1 corresponds to the original high-resolution input. α ∈ R

R×B , where
R denotes the number of all the image resolutions considered in this work. zi,k
and αi,k respectively represent the output and the fusion weight of the k-th
ResBlock for the i-th input resolution. According to (5), the original ResBlock
in (3) is modified as: zi,k = zi,k−1 + αi,kφk(zi,k−1). Note that we use a slightly
different notation here compared with (3) and (4) which do not have the index i
for image resolution, as the baseline network is not resolution-aware and applies
the same operations to different resolution inputs.

Note that for training the above network, each high-resolution image in the
training dataset needs to conduct the downsampling operation for R − 1 times,
such that each row of parameters in α have their corresponding training data.
Whereas the original training datasets [4,18,28,31,32] are already quite large for
the diversity of the training images, it will be further augmented by R−1 times,
which significantly increases the computational burden of the training process.
To remedy the training issues and reduce the parameters in α, we divide all the
R resolutions into P ranges and only learn one set of parameters for each range.
We design the first resolution range to only have the original high-resolution
image, and for the other ranges, we randomly sample a resolution in each range
during each training iteration. The training images with different resolutions can
be denoted as {xi, i = 1, 2, . . . , P} where the smaller images x2, x3, . . . , xP are
synthesized from the same high-resolution image x1 with bicubic interpolation.
With this strategy, the training set can be much smaller without losing diversity,
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and we can have a lower-dimensional matrix α ∈ R
P×B , where the number of

parameters can be reduced from RB to PB. During inference, we first decide
the resolution range of the input image and then choose the suitable row of
parameters in α for usage in the network.

Progressive training. Directly using different resolution images for training
all at once can lead to difficulties in optimizing the proposed model since the
network needs to handle inputs with complex resolution properties simultane-
ously. Instead, we train the proposed network in a progressive manner, where the
higher-resolution images are easier to handle and thus first processed in training,
and more challenging ones with lower resolutions are subsequently added. In this
way, we alleviate the difficulty of the training process and the proposed model
can evolve progressively.

Basic loss function. Similar to the previous algorithms [21,25], the basic loss
of our network is a combination of 3D and 2D losses. Suppose the output of
the proposed network for input image xi is [β̂i, θ̂i, δ̂i] = fRA(xi) where i is the
resolution index, and Xg, Jg, βg, θg are the ground truth 3D and 2D keypoints
and SMPL parameters. The basic loss function can be written as:

Lb =
∑

i

‖[β̂i, θ̂i] − [βg, θg]‖22 + λ1‖X̂i − Xg‖22 + λ2‖Ĵi − Jg‖22, (6)

where X̂i and Ĵi are estimated with (1) and (2), respectively. λ1 and λ2 are
hyper-parameters for balancing different terms. Note that while all the training
images have 2D keypoint labels Jg in (6), only a limited portion of them have 3D
ground truth Xg, βg, θg. For the training images without 3D labels, we simply
omit the first two terms in (6) similar to [21,22,25].

3.3 Self-Supervision

The 3D human shape and pose estimation is a weakly-supervised problem as only
a small part of the training data has 3D labels, and it is especially the case for in-
the-wild images where accurate 3D annotations cannot be easily captured. This
issue gets even worse for the low-resolution images, as the 3D estimation is not
well constrained by limited pixel observations, which requires strong supervision
signal during training to find a good solution.

To remedy this problem, we propose a self-supervision loss to assist the basic
loss for training the resolution-aware network fRA. This new loss term is inspired
by the self-supervised learning algorithm [26] which improves the training by
minimizing the MSE between the network predictions under different input aug-
mentation conditions. For our problem, we naturally have the same input with
different data augmentations, i.e., the different-resolution images synthesized
from the same high-resolution image. Thus, the self-supervision loss can be for-
mulated by enforcing the consistency across the outputs of different image res-
olutions:

∑

i,j

‖fRA(xi) − fRA(xj)‖22. (7)
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However, a major difference between our work and the original self-
supervision method [26] is that we are generally more confident in the predictions
of the higher-resolution images while [26] treats the results under different input
augmentations equally. To exploit this prior knowledge, we improve the loss in
(7) and propose a directional self-supervision loss:

Ls =
∑

i,j

wi,j‖f̄RA(xi) − fRA(xj)‖22,

wi,j = 1(j − i > 0) · (j − i),
(8)

where wi,j is the loss weight for an image pair (xi, xj), and it is nonzero only
when xi has higher-resolution than xj . f̄RA represents a fixed network, and
the gradients are not back-propagated through it such that the lower-resolution
image xj is encouraged to have similar output to higher-resolution xi but not
vice versa. In addition, since higher-resolution results usually provide higher-
quality guidance during training, we give a larger weight to larger resolution
difference by the term (j−i) in wi,j . Note that we use all the resolutions that are
higher than xj as supervision in (8) instead of only using the highest resolution
x1, as the results of xj and x1 can differ from each other significantly for a
large j, and the results of the resolutions between xj and x1 can act as soft
targets during training. In [17], Hinton et al . show the effectiveness of the “dark
knowledge” in soft targets, and similarly for low-resolution 3D human shape
and pose estimation, we also find that it is important to provide the challenging
input a hierarchical supervision signal such that the learning targets are not too
difficult for the network to follow.

3.4 Contrastive Learning

While the self-supervision loss enforces the consistency of the network outputs
across different image resolutions, we can further improve the model training
by encouraging the consistency of the final feature representation ϕ encoded by
the network, such that features of lower-resolution images are closer to those of
higher-resolution ones. Similar to (8), we have the feature consistency loss:

Lf =
∑

i,j

wi,jg(ϕ̄i, ϕj), (9)

where ϕi is the feature vector of the i-th resolution input image xi, and ϕ̄ denotes
a fixed feature extractor without gradient back-propagation. wi,j is identical to
that in (8). The function g is used to measure the distance between two feature
vectors, and a straightforward choice is the MSE as in (8). However, the extracted
features ϕ usually have very high dimensions, and the MSE loss is not effective
in modeling correlations of the complex structures in high-dimensional represen-
tations, due to the fact that it can be decomposed element-wisely, i.e., assuming
independence between elements in the feature vectors [39,45]. Moreover, the
unimodal losses such as MSE can be easily affected by the noise or insignificant
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structures in the features, while a better loss function should exploit more global
structures [39].

Towards this end, we propose a contrastive feature loss similar to [7,14,39,45]
to maximize the mutual information across the feature representations of differ-
ent resolutions. The main idea behind our contrastive loss is to encourage the
feature representation to be close for the same image with different resolutions
but far for different images. Mathematically, the contrastive function can be
written as:

g(ϕ̄i, ϕj) = − log
exp(s(ϕ̄i, ϕj)/τ)

exp(s(ϕ̄i, ϕj)/τ) +
∑

q∈Q exp(s(q, ϕj)/τ)
, (10)

where s represents the cosine similarity function, and τ is a temperature hyper-
parameter. ϕi, ϕj are the features of the same input with different resolutions.
Q is a queue of data samples, which is constructed and progressively updated
during training, and ϕi, ϕj /∈ Q. We use a method similar to [14] to update
the queue, i.e., after each iteration, the current mini-batch is enqueued, and the
oldest mini-batch in the queue is removed. Supposing the size of the queue is |Q|,
the contrastive loss is essentially a (|Q| + 1)-way softmax-based classifier which
classifies different resolutions (ϕi, ϕj) as a positive pair while different contents
(q, ϕj) as a negative pair. As the feature extractor of the higher resolution image
does not have gradients in (10), the proposed loss function enforces the network
to generate higher-quality features for the low-resolution input image.

Our final loss is a combination of the basic loss, self-supervision loss, and
contrastive feature loss: Lb+λsLs+λfLf, where λs and λf are hyper-parameters.

4 Experiments

We first describe the implementation details of the proposed RSC-Net. Then we
compare our results with the state-of-the-art 3D human estimation approaches
for different image resolutions. We also perform a comprehensive ablation study
to demonstrate the effect of our contributions.

4.1 Implementation Details

We train our model and the baselines using a combination of 2D and 3D datasets
similar to previous works [21,25]. For the 3D datasets, we use Human3.6M [18]
and MPI-INF-3DHP [32] with ground truth of 3D keypoints, 2D keypoints, and
SMPL parameters. These datasets are mostly captured in constrained environ-
ments, and models trained on them do not generalize well to diverse images
in real world. For better performance on in-the-wild data, we also use the 2D
datasets including LSP [19], LSP-Extended [20], MPII [4], and MS COCO [28],
which only have 2D keypoint labels. We crop the human regions from the images
and resize them to 224 × 224. Images with significant occlusions or small human
are discarded from the dataset. We consider human image resolutions ranging
from 224 to 24. As introduced in Sect. 3.2, we split all the resolutions into P = 5
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Fig. 3. Visual comparisons with the state-of-the-art methods on challenging low-
resolution input. The input image has a resolution of 32 × 32. The results of high-
resolution images are also included as a reference. All the baselines are trained with
the same training data as our method.

Table 1. Quantitative evaluations against the state-of-the-arts on 3DPW [31].

Methods MPJPE MPJPE-PA

176 96 52 32 176 96 52 32

HMR 117.86 118.91 125.95 142.29 70.28 70.89 73.64 79.73

SPIN 112.72 113.60 120.71 137.61 69.20 69.40 72.21 78.44

ImgSR 116.47 117.74 127.78 146.58 66.62 67.48 72.34 81.07

FeaEN 107.97 109.42 119.08 143.51 61.37 62.13 66.62 77.21

Ours 96.36 97.36 103.49 117.12 58.98 59.34 61.81 67.59

ranges: {224, (224, 128], (128, 64], (64, 40], (40, 24]}, where the first range corre-
sponds to the original high-resolution image x1. We obtain the lower-resolution
images by downsampling the high-resolution images and resize them back to 224
with bicubic interpolation. During training, we apply data augmentations to the
images including Gaussian noise, color jitters, rotation, and random flipping. For
the loss functions, we set λ1 = 5, λ2 = 5, λs = 0.1, and λf = 0.1. For contrastive
learning, we set the size of the queue as 8192 and τ = 0.1 in (10) similar to [7].
As in [24], we initialize the baseline networks and our model with the param-
eters of [25]. We use the Adam algorithm [23] to optimize the network with a
learning rate 5e-5. Similar to [24], we conduct evaluations on a large in-the-wild
dataset 3DPW [31] with 3D joint ground truth to demonstrate the strength
of our model in an in-the-wild setting. We also provide results for constrained
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indoor images using the MPI-INF-3DHP dataset [32]. Following [21,24,25], we
compute the procrustes aligned mean per joint position error (MPJPE-PA) and
mean per joint position error (MPJPE) for measuring the 3D keypoint accuracy.
To evaluate the performance of different image resolutions, we report results for
the middle point of each resolution range, i.e., 176, 96, 52, and 32.

4.2 Comparison to State-of-the-Art Methods

We compare against the state-of-the-art 3D human shape and pose estimation
methods HMR [21] and SPIN [25] by fine-tuning them on different resolution
images with the same training settings as our model. Since no previous app-
roach has focused on the problem of low-resolution 3D human shape and pose
estimation, we adapt the low-resolution image recognition algorithms to our task
as new baselines, including both image super-resolution based [12] and feature
enhancement based [43]. For the image super-resolution based method (denoted
as ImgSR), we first use a state-of-the-art network RDN [51] to super-resolve the
low-resolution image, and the output is then fed into SPIN [25] for regressing the
SMPL parameters. Similar to [12], the network is trained to improve both the
perceptual image quality and the 3D human shape and pose estimation accu-
racy. For feature enhancement (denoted as FeaEN), we apply the strategy in [43]
which uses a GAN loss to enhance the discriminative ability of the low-resolution
features for better image retrieval performance. Nevertheless, we find the WGAN
[5] used in the original work [43] does not work well in our experiments, and we
instead use the LSGAN [30] combined with the basic loss (6) to train a stronger
baseline network.

Table 2. Quantitative evaluations against the state-of-the-arts on MPI-INF-3DHP
[32].

Methods MPJPE MPJPE-PA

176 96 52 32 176 96 52 32

HMR 114.89 113.27 114.82 133.25 74.77 74.45 76.35 85.30

SPIN 108.46 108.25 113.36 127.27 71.19 71.53 74.76 83.38

ImgSR 107.98 107.56 112.14 125.91 72.13 72.76 75.64 83.52

FeaEN 110.40 109.91 113.09 124.99 71.49 71.52 73.92 81.80

Ours 103.36 103.39 106.04 115.80 70.01 70.27 72.56 78.68

As shown in Table 1 and 2, the proposed method compares favorably against
the baseline approaches on both 3DPW and MPI-INF-3DHP datasets for all
the image resolutions. Note that we achieve significant improvement over the
baselines on the 3DPW dataset as shown in Table 1, which demonstrates the
effectiveness of the proposed method on the challenging in-the-wild images. We
also provide a qualitative comparison against the baseline models in Fig. 3, where
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the proposed method generates higher-quality 3D human estimation results on
the challenging low-resolution input.

4.3 Ablation Study

We provide an ablation study using the 3DPW dataset in Fig. 4 and Table
3 to evaluate the proposed resolution-aware network, self-supervision loss, and
contrastive feature loss. We first compare the proposed resolution-aware net-
work with the baseline model ResNet50 [15,21]. As shown by “RA” and “Ba”
in Table 3, our network can obtain slightly better results than the baseline net-
work with the basic loss (6) as loss function. Further, we can achieve a more
significant improvement over the baseline when adding the self-supervision loss
(8) for training, i.e., “RA+SS” vs. “Ba+SS”, which further demonstrates the
effectiveness of the resolution-aware structure.

Table 3. Ablation study of the proposed method. Ba: baseline network with basic loss
function, RA: resolution-aware network with basic loss function, SS: self-supervision
loss, MS: MSE feature loss, CD: cosine distance feature loss, CL: contrastive learning
feature loss.

Methods MPJPE MPJPE-PA

176 96 52 32 176 96 52 32

Ba 112.26 115.18 124.88 143.63 65.04 66.41 71.12 79.43

Ba+SS 107.51 109.58 116.54 128.88 62.32 63.27 66.78 72.49

RA 111.55 112.18 118.70 135.29 64.53 68.88 68.01 75.49

RA+SS 102.56 104.18 110.17 124.23 60.17 60.84 63.71 69.87

RA+SS+MS 105.96 106.15 111.33 124.85 60.90 61.76 64.55 70.40

RA+SS+CD 104.95 105.96 111.41 125.08 61.29 61.91 64.30 70.17

RA+SS+CL 96.36 97.36 103.49 117.12 58.98 59.34 61.81 67.59

Second, we use the self-supervision loss in (8) to exploit the consistency of
the outputs of the same input image with different resolutions. By comparing
“RA+SS” against “RA” in Table 3, we show that the self-supervision loss is
important for addressing the weak supervision issue of 3D human pose and shape
estimation and thus effectively improves the results. The comparison between
“Ba+SS” and “Ba” also leads to similar conclusions.

In addition, we propose to enforce the consistency of the features across dif-
ferent image resolutions. However, a normally-used MSE loss does not work well
as show in “RA+SS+MS” of Table 3, which is mainly due to that the unimodal
losses are not effective in modeling the correlations between high-dimensional
vectors and can be easily affected by noise and insignificant structures in the
embedded features [39]. In contrast, the proposed contrastive feature loss can
more effectively improve the feature representations by maximizing the mutual
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information across the features of different resolutions, and achieve better results
as in “RA+SS+CL” of Table 3. Note that we adopt the cosine similarity in
the contrastive feature loss (10) similar to prior methods [14,39,45]. Alterna-
tively, one may only use the cosine distance function for measuring the distance
of two features instead of using the whole contrastive loss (10). Nevertheless,
this strategy does not work well as shown by “RA+SS+CD” in Table 3, which
demonstrates the effectiveness of the proposed algorithm.

Analysis of training strategies. We also provide a detailed analysis of the
alternative training strategies of our model. First, as described in Sect. 3.2, we
train our model as well as the baselines in a progressive manner to deal with
the challenging multi-resolution input. As shown in the first row of Table 4 (i.e.,
“w/o PT”), directly training the model for all image resolutions without the
progressive strategy leads to degraded results.

Second, the original self-supervision loss (7) treats the images under differ-
ent augmentations equally, while we are generally more confident in the high-
resolution predictions. Therefore, we propose a directional self-supervision loss
in (8) to exploit this prior knowledge. As shown in the second row of Table 4
(i.e., “w/ SS-o”), using the original self-supervision loss (7) is not able to achieve
high-quality results, as the network can minimize (7) by simply degrading the
high-resolution predictions without improving the results of low resolution. In
addition, we provide hierarchical supervision for low-resolution images in (8)
which can act as soft targets during training. As shown in Table 4, only using
the highest-resolution predictions as guidance (i.e., “w/ SS-h”) cannot produce
as good results as the proposed approach (i.e., “full model”).

Input image RA + SS+ CL RA +SS +CL (224)RA + SSRABa

Alternate 
viewpoint

Fig. 4. Visual example which shows the effectiveness of the resolution-aware network,
the self-supervision loss, and the contrastive learning feature loss.
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Table 4. Analysis of the alternative training strategies. PT: Progressive Training, SS-
o: original self-supervision loss, SS-h: only using the highest-resolution for supervision.

Methods MPJPE MPJPE-PA

176 96 52 32 176 96 52 32

w/o PT 105.11 106.60 113.41 127.05 61.46 62.22 65.47 71.30

w/ SS-o 143.31 142.32 145.61 156.25 77.75 77.51 79.06 82.97

w/ SS-h 104.16 105.24 109.94 122.01 62.46 62.73 64.47 68.89

full model 96.36 97.36 103.49 117.12 58.98 59.34 61.81 67.59

5 Conclusion

In this work, we study the challenging problem of low-resolution 3D human shape
and pose estimation and present an effective solution, the RSC-Net. We pro-
pose a resolution-aware neural network which can deal with different resolution
images with a single model. For training the network, we propose a directional
self-supervision loss which can exploit the output consistency across different
resolutions to remedy the issue of lacking high-quality 3D labels. In addition, we
introduce a contrastive feature loss which is more effective than MSE for mea-
suring high-dimensional vectors and helps learn better feature representations.
Our method performs favorably against the state-of-the-art methods on different
resolution images and achieves high-quality results for low-resolution 3D human
shape and pose estimation.
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Abstract. We introduce Domain-specific Masks for Generalization, a
model for improving both in-domain and out-of-domain generalization
performance. For domain generalization, the goal is to learn from a set
of source domains to produce a single model that will best generalize
to an unseen target domain. As such, many prior approaches focus on
learning representations which persist across all source domains with the
assumption that these domain agnostic representations will generalize
well. However, often individual domains contain characteristics which
are unique and when leveraged can significantly aid in-domain recogni-
tion performance. To produce a model which best generalizes to both
seen and unseen domains, we propose learning domain specific masks.
The masks are encouraged to learn a balance of domain-invariant and
domain-specific features, thus enabling a model which can benefit from
the predictive power of specialized features while retaining the universal
applicability of domain-invariant features. We demonstrate competitive
performance compared to naive baselines and state-of-the-art methods
on both PACS and DomainNet (Our code is available at https://github.
com/prithv1/DMG).

Keywords: Distribution shift · Domain generalization

1 Introduction

The success of deep learning has propelled computer vision systems from purely
academic endeavours to key components of real-world products. This deployment
into unconstrained domains has forced researchers to focus attention beyond
a closed-world supervised learning paradigm, where learned models are only
evaluated on held-out in-domain test data, and instead produce models capable
of generalizing to diverse test time data distributions.

This problem has been formally studied and progress measured in the domain
generalization literature [15,34]. Most prior work in domain generalization focuses
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Fig. 1. Balancing specificity and invariance. At training time, we optimize for
a combination of domain-specific (shown in blue, yellow, red) and domain invariant
(shown in black) learned representations. Partially invariant representations are indi-
cated as color combinations (i.e. blue + yellow = green). At test-time, these learned
representations that capture a balance of domain-specificity and invariance allow the
classifier to make a better prediction for given test-instance by leveraging domain-
specific features from the most similar source domains. (color figure online)

on learning a model which generalizes to unseen domains by either directly opti-
mizing for domain invariance [34] or designing regularizers that induce such a bias
[3], the idea being that features which are present across multiple training distri-
butions are more likely to persist in the novel distributions. However, in practice,
as the number of training time data sources increases it becomes ever more likely
that at least some of the data encountered at test time will be very similar to one
or more source domains. In such a situation, ignoring features specific to only a
domain or two may artificially limit the efficacy of the final model. However, lever-
aging a balance between “invariance” – features that are shared across domains –
and “specificity” – features which are specific to individual domains – might actu-
ally aid the model in making a better prediction.

It is important to note that the similarity of data encountered at test-time to
a source domain can be understood clearly only in the context of the other avail-
able source domains. Consider the example in Fig. 1, where a classifier trained
on clipart, sketch and painting encounters an instance from a novel domain
quickdraw at test-time. Due to the severe domain-shift involved, leveraging the
relative similarity of the test-instance to samples from sketch might result in a
better prediction compared to a setting where the model relies solely on invari-
ant characteristics across domains. However, manually crafting such a balance
or creating an explicit separation between domain-specificity and invariance [20]
is not scalable as the number and diversity of the source distributions available
during training increases.

In this paper, we propose DMG: Domain-specific Masks for Generalization,
an algorithm for automatically learning to balance between domain-invariant
and domain-specific features producing a single model capable of simul-
taneously achieving strong performance across multiple distinct domains.
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At a high-level, we cast this problem of balanced feature selection as one of
learning distribution-specific binary masks over features of a shared deep convo-
lutional network (CNN). Specifically, for a given layer in the CNN, we associate
domain-specific mask parameters for each neuron which decide whether to turn
that neuron on or off during a forward pass. We learn these masks end-to-end
via backpropagation along with the network parameters. To promote discrimina-
tive features and strong end-task performance, we simultaneously minimize the
standard classification error and, to encourage domain-specificity in the selected
features, we penalize for overlap amongst masks from different source domains.
Importantly, our approach uses straightforward optimization across all pooled
source data without any need for multi-stage training or meta-learning. At test-
time we average the predictions obtained by applying all the individual source
domain masks thus making a prediction that is informed by both characteris-
tics which are shared across the source domains and are specific to individual
domains. Based on our experiments, we find that not only does our modeling
choice result in at par or improved performance compared to other complex
alternatives that explicitly model domain-shift during training, but also allows
us to explicitly characterize activations specific to individual source domains.
Compared to prior work, we find that our approach is much more scalable and
is faster to train as training time is essentially equivalent to the same as training
a vanilla aggregate baseline which pools data from multiple source domains and
trains a single deep network.

Additionally, we note that efforts towards domain generalization in the com-
puter vision literature have focused primarily on measuring novel domain perfor-
mance at test time. Since it is likely that in a realistic scenario the model might also
encounter data from the source distributions at test-time, it is equally important
to retain strong performance on the source distributions in addition to improved
generalization to novel domains. Thus, given that measuring continued holistic
progress in domain generalization requires benchmarking proposed solutions in
terms of both in and out-of-domain generalization performance, we also report in-
domain generalization performance on the large DomainNet [35] benchmark pro-
posed for domain adaptation. Concretely, we make the following contributions.

– We introduce an approach, DMG: Domain-specific Masks for Generalization,
that learns models capable of balancing specificity and invariance over multi-
ple distinct domains. We demonstrate that despite our relatively simple app-
roach, DMG achieves competitive out-of-domain performance on the com-
monly used PACS [25] benchmark and on the challenging DomainNet [35]
dataset. In addition, we demonstrate that our model can be used as a drop-
in replacement for an aggregate model when evaluated on in-domain test
samples, or can be trivially converted into a high performing domain-specific
model given a known test time domain label.

– We verify that our model does indeed lead to the emergence of domain speci-
ficity and show that our test time performance is stable across a variety of
allowed domain overlap settings. Though not the focus of this paper, this
domain specificity may be a helpful tool towards model interpretability.
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2 Related Work

Domain Adaptation. Significant progress has been made in the problem of
unsupervised domain adaptation where given access to a labeled source and
an unlabeled target dataset, the task is to improve performance on the target
domain. One popular line of approaches include learning a domain invariant
representation by minimizing the distributional shift between source and target
feature distributions using an adversarial loss [14,44], or MMD-based loss [28–
30]. While these approaches perform alignment in the feature space, pixel-level
alignment is performed using cross-domain generative models such as GANs in
[6]. A combination of feature-level and pixel-level aligment is explored in [18,40].
In addition, several regularization strategies have also been proven to be effective
for domain adaptation such as dropout regularization [38], classifier discrepancy
[39], self-ensembling [13], etc. Most existing domain adaptation methods con-
sider the setting where the source and the target datasets contain one domain
each. In multi-source domain adaptation, the source dataset consists of a mixture
of multiple domains where domain alignment is performed using an adversar-
ial interplay involving a k-way domain discriminator in [47], and multi-domain
moment matching in [35].

Domain Generalization. Similar to the multi-source domain adaptation prob-
lem, domain generalization considers multiple domains in the input data dis-
tribution. However, no access to the target distribution (including the unla-
beled target) is assumed during training. This makes domain generalization a
much harder problem than multi-source adaptation. One common approach to
the problem involves decomposing a model into domain-specific and domain-
invariant components, and using the domain-invariant component to make pre-
dictions at test time [16,20]. Recently, the use of meta-learning for domain gen-
eralization has gained much attention. [26] extends the MAML framework of [12]
for domain generalization by learning parameters that adapt quickly to target
domains. In [3], a regularization function is estimated using meta-learning, which
when used with multi-domain training results in a robust minima with improved
domain generalization. Use of data augmentation techniques for domain general-
ization is explored in [46]. Recently, a novel variant of empirical risk minimization
framework, called Invariant Risk Minimization (IRM) has been proposed in [1,2]
to make machine learning models invariant to spurious correlations in data when
training across multiple sources.

Disentangled Representations. The goal of learning disentangled represen-
tations is to be able to disentangle learned features into multiple factors of vari-
ations, each factor representing a semantically meaningful concept. The prob-
lem has primarily been studied in the unsupervised setting. Typical approaches
involve training a generative model such as a GAN or VAE while imposing con-
straints in the latent space using KL-divergence [8,21] or mutual information [9].
In the context of domain adaptation, disentangling features into domain-specific
and domain-independent factors have been proposed in [7,36]. The domain-
independent factors are then used to obtain predictions in the target domain.
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Our approach performs a similar implicit disentanglement, where domain-specific
and domain-invariant factors are mined using a masking operation.

Dropout, Pruning, Sparsification and Attention. Our approach to learn
domain-specific masks is similar to the techniques adopted in the network prun-
ing and sparsification literature. Relevant to our work are approaches that
directly learn a pruning strategy during training [41,43,45]. [41] involves learn-
ing masks over parameters under a sparsity constraint to discover small sub-
networks. In addition to model compression, pruning strategies have also been
used in multi-task and continual learning. In [42], catastrophic forgetting is pre-
vented while learning tasks (and subsequently attending over them) in a sequen-
tial manner. In [31], a binary mask corresponding to individual tasks are learnt
for a fixed backbone network. The resulting task-specific network is obtained
by applying the learnt masks on the backbone network. In [32], weights of a
network are iteratively pruned to free up packets of neurons. The free neurons
are in-turn updated to learn new tasks without forgetting. A similar approach
is proposed in [5] for multi-domain learning where domain-specific networks are
constructed by masking convolution filters under a budget on new parameters
being introduced for each domain. Similarly, several approaches building on top
of Dropout [43] have also been proposed for domain adaptation. In [38], a pair of
sub-networks are sampled from dropout that give maximal classifier discrepancy.
Feature network is trained to minimize this discrepancy, thus making it insen-
sitive to perturbations in classifier weights. An efficient implementation of this
idea using adversarial dropout is proposed in [24]. In [48], saliency supervision
is used to develop explainable models for domain generalization. While DMG
is akin to attention being used as learned masks for subset selection [31,32],
our focus is on implicitly learning to disentangle domain-specific and invariant
feature components for multi-source domain generalization.

3 Approach

Our motivation to ensure a balance between specificity and invariance is to aid
prediction in situations where an instance at test-time might benefit from some
of the domain-specific components captured by the domain-specific masks. In
what follows, we first describe the problem setup, ground associated notations
and then describe our proposed approach, DMG.

3.1 Problem Setup

Domain generalization involves training a model on data, denoted as X , sam-
pled from p source distributions that generalizes well to q unknown target dis-
tributions which lack training data. Without loss of generality we focus on the
classification case, where the goal is to learn a model which maps inputs to the
desired output label, M : X → Y. Let {Di}p+q

i=1 denote the p + q distributions
with same support X ×Y. Let Di = {(x(i)

j , y
(i)
j )}|Di|

i=1 refer to the dataset sampled
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Fig. 2. Illustration of our approach (DMG): We introduce domain-specific acti-
vation masks for learning a balance between domain-specific and domain-agnostic fea-
tures. [Left] Our training pipeline involves incorporating domain-specific masks in the
vanilla aggregate training process. [Middle] For an image belonging to sketch, we sam-
ple a binary mask from the corresponding mask parameters, which is then applied to
the neurons of the task-network. [Right] Post feature extraction, an elementwise prod-
uct of the obtained binary masks is performed with the neurons of the task network
layer (L) to obtain the effective activations being passed on to the next layer (L + 1).
The mask and network parameters are learned end-to-end based on the standard cross-
entropy coupled with the sIoU loss penalizing mask overlap among the source domains.

from the ith distribution, i.e., Di ∼ Di. We operate in the setting where all the
distributions share the same label space and distributional variations exist only
in the input data (space X ). We are interested in learning a parametric model
MΘ : X → Y, that we can decompose into a feature extractor (Fψ) and a task-
network (Tθ) i.e., MΘ(x) = (Tθ ◦Fψ)(x), where Θ,ψ, θ denote the parameters of
the complete, feature and the task networks respectively. For the remaining sub-
sections, we refer to the set of source domains as DS and index individual source
domains by d. We learn domain specific masks only on the neurons present in
the task network.

3.2 Activation or Feature Selection via Domain-Specific Masks

Our goal is to learn representations which capture a balance of domain specific
components (useful for predictive performance on a specific domain) and domain
invariant components (useful in general for the discriminative task). Capturing
information contained in multiple source distributions in such a manner allows
us to make better predictions by automatically relying more on characteristics
of a specific source domain in situations where an instance observed at test-time
is relatively similar to one of the sources. We cast this problem of disentangling
domain-specific and domain-invariant feature components as that of learning
binary masks on the neurons of the task network specific to individual source
domains. More specifically, for each of the p source distributions, we initialize
masks md over neurons (or activations) of the task-network Tθ. Our masks can
be viewed as layer-wise gates which decide which neurons to turn on or off
during a forward pass through the network.
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Given k neurons at some layer L of Tθ, we introduce parameters m̃d ∈ R
k

for each of the source distributions d ∈ DS . During training, for instances xd
i

from domain d, we first form mask probabilities md via a sigmoid operation
as md = σ(m̃d). Then, the binary masks md

i are sampled from a bernoulli
distribution given by the mask probabilities. i.e., md

i ∼ md, with md
i ∈ {0, 1}k.

Upon sampling masks for individual neurons, the effective activations which
are passed on to the next layer L + 1 are âL = aL � md

i , i.e., an elementwise
product of the obtained activations and the sampled binary masks (see Fig.
2, right). During training, we sample such binary masks corresponding to the
source domain of the input instance, thereby making feedforward predictions by
only using domain-specific masks. Under this setup, the prediction made by the
entire network MΘ for an instance xd

i ∈ d can be expressed as ŷi = MΘ : (xd
i ;m

d
i )

where md
i denotes the sampled mask (for domain d) being applied to all neurons

in the task-network Tθ. Note that, akin to dropout [43], these domain-specific
masks identify domain-specific sub-networks – for an instance xd

i , the sampled
binary mask md

i identifies a specific “thinner” subnetwork.
We learn the mask-parameters in addition to the parameters of the net-

work during training. However, note that the mask-parameters m̃d cannot be
updated directly using back-propagation as the sampled binary mask is discrete.
We approximate gradients through sampled discrete masks using the straight-
through estimator [4], i.e., we use a discretized md

i during a forward pass but
use the continuous version md during the backward pass by approximating
∇md

i
L ≈ ∇mdL. Even though the hard sampling step is non-differentiable, gra-

dients with respect to md
i serve as a noisy estimator of ∇mdL.

Incentivizing Domain-Specificity. To ensure the masks capture neurons that
are specific to individual source domains, we need to encourage specificity in the
masks while maximizing predictive performance on the source set of distribu-
tions. To incentivize domain-specificity, we introduce an additional soft-overlap
loss that ensures masks associated with each of the source distributions overlap
minimally. To quantify overlap we compute the Jaccard Similarity Coefficient
[19] (also known as IoU score) among pairs of source domain masks. However,
as IoU is non-differentiable it is not possible to directly optimize for the same
using gradient descent. Therefore, inspired by prior work [37], we minimize the
following soft-overlap loss for every pair of source domain masks {mdi ,mdj } at
a layer L as,

sIoU(mdi ,mdj ) =
mdi · mdj

∑
k(mdi + mdj − mdi � mdj )

(1)

where mdi · mdj approximates the intersection for the pair of source domain
masks as the inner product of the mask distributions, � denotes the elementwise
product and k denotes the number of neurons in layer L. During training sIoU
ensures predictions for instances from different source domains are made using
different sub-networks (as identified by the domain-specific binary masks).
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To summarize, for a set of source domains DS the overall objective we opti-
mize during training ensures – (1) good predictive performance on the discrim-
inative task at hand and (2) minimal overlap among source-domain masks,

L(θ, ψ, m̃d1 , .., m̃d|DS |) =
∑

d∈DS

∑

xd
i ∈d

Lclass(θ, ψ,md
i )

+λO

∑

L∈Tθ

∑

(di,dj)∈DS

sIoU(mdi ,mdj ) (2)

where md
i ∼ md

i for every instance xd
i of the source domain d and Lclass(·)

denotes the standard cross entropy loss. Figure 2 summarizes our training
pipeline in context of a standard aggregation method where a CNN is trained
jointly on data pooled from all the source domains.

Prediction at Test-Time. To obtain a prediction at test-time, we follow a
soft-scaling scheme similar to Dropout [43]. Recall that sampling from domain-
specific soft-masks essentially amounts to sampling a “thinned” sub-network
from the orginal task-network. However, since it is intractable to obtain pre-
dictions from all such possible (exponential) domain-specific sub-networks, we
follow a simple averaging scheme that ensures that the expected output under the
distribution induced by the masks is the same as the actual output at test-time.
Specifically, we scale every neuron by the associated domain-specific soft-mask
md instead of turning neurons on or off based on a discrete mask m ∼ md and
average the predictions obtained by applying md for all the source domains to
the task network.1

4 Experiments

4.1 Experimental Settings

Datasets and Metrics. We conduct domain generalization (DG) experiments
on the following datasets:

PACS [25] – PACS is a recently proposed benchmark for domain gener-
alization which consists of only 9991 images of 7 classes, distributed across 4
domains - photo, art-painting, cartoon and sketch. Following standard practice,
we conduct 4 sets of experiments – treating one domain as the unseen target
and the rest as the source set of domains. The authors of [25] provide specified
train and val splits for each domain to ensure fair comparison and treat the
entirety of train + val as the test-split of the target domain. We use the same
splits for our experiments. As such, the proposed splits do not include an in-
domain test-split, thereby limiting us from computing in-domain performance
in addition to measuring out-of-domain generalization.
1 We experimented with learning a domain-classifier on source domains to use the

predicted probabilities as weights for test-time averaging. We observed insignificant
difference in out-of-domain performance but significantly worse in-domain perfor-
mance, though we believe this may be dataset-specific.
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Table 1. Out of Domain Accuracy (%) on DomainNet (λO = 0.1) ∓We were
unable to optimize the MetaReg [3] objective with Adam [22] as the optimizer and
therefore, we also include comparisons with Aggregate and MetaReg trained with SGD.

Method C I P Q R S Overall

AlexNet Aggregate 47.17 10.15 31.82 11.75 44.35 26.33 28.60

Aggregate-SGD∓ 42.30 12.42 31.45 9.52 42.76 29.34 27.97

Multi-Headed 45.96 10.56 31.07 12.05 43.56 25.93 28.19

MetaReg [3]∓ 42.86 12.68 32.47 9.37 43.43 29.87 28.45

DMG (Ours) 50.06 12.23 34.44 13.07 46.98 30.13 31.15

ResNet-18 Aggregate 57.15 17.69 43.21 13.87 54.91 39.41 37.71

Aggregate-SGD∓ 56.56 18.44 45.30 12.47 57.90 38.83 38.25

Multi-Headed 55.46 17.51 40.85 11.19 52.92 38.65 36.10

MetaReg [3]∓ 53.68 21.06 45.29 10.63 58.47 42.31 38.57

DMG (Ours) 60.07 18.76 44.53 14.16 54.72 41.73 39.00

ResNet-50 Aggregate 62.18 19.94 45.47 13.81 57.45 44.36 40.54

Aggregate-SGD∓ 64.04 23.63 51.04 13.11 64.45 47.75 44.00

Multi-Headed 61.74 21.25 46.80 13.89 58.47 45.43 41.27

MetaReg [3]∓ 59.77 25.58 50.19 11.52 64.56 50.09 43.62

DMG (Ours) 65.24 22.15 50.03 15.68 59.63 49.02 43.63

DomainNet [35] – DomainNet is a recently proposed large-scale dataset
for domain adaptation which consists of ∼0.6 million images of 345 classes dis-
tributed across 6 domains – real, clipart, sketch, painting, quickdraw and info-
graph. DomainNet surpasses all prior datasets for domain adaptation signifi-
cantly in terms of size and diversity. The authors of [35] recently released anno-
tated train and test splits for all the 6 domains. We divide the train split
from [35] randomly in a 90-10% proportion to obtain train and val splits for
our experiments. Similar to PACS, we conduct 6 sets of leave-one-out experi-
ments. We report out-of-domain performance as the accuracy on the test split
of the unseen domain. For in-domain performance, we report accuracy averaged
over all the source domain test splits.

Models. We experiment with ImageNet [10] pretrained AlexNet [23], ResNet-18
[17] and ResNet-50 [17] backbone architectures. For AlexNet, we apply domain-
specific masks on the input activations of the last three fully-connected layers
– our task network Tθ – and turn dropout [43] off while learning the domain-
specific masks. For ResNet-18 and 50, we apply domain specific masks on the
input activations of the last residual block and the first fully connected layer.2

Baselines and Points of Comparison. We compare DMG with two simple
baselines (treating dropout [43] as usual if present in the backbone CNN) – (1)

2 Specifically, for ResNet, the domain-specific masks are trained to drop or keep specific
channels in the input activations as opposed to every spatial feature in every channel
in order to reduce complexity in terms of the number of mask parameters to be learnt.
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Table 2. Out of Domain Accuracy (%) on PACS (λO = 0.1) ∗We include the
aggregate baseline both as reported in [27] as well as our own implementation (indicated
as Aggregate∗).

Method A C P S Overall

AlexNet Aggregate [27] 63.40 66.10 88.50 56.60 68.70

Aggregate* 56.20 70.69 86.29 60.32 68.38

Multi-Headed 61.67 67.88 82.93 59.38 67.97

DSN [7] 61.10 66.50 83.30 58.60 67.40

Fusion [33] 64.10 66.80 90.20 60.10 70.30

MLDG [26] 66.20 66.90 88.00 59.00 70.00

MetaReg [3] 63.50 69.50 87.40 59.10 69.90

CrossGrad [46] 61.00 67.20 87.60 55.90 67.90

Epi-FCR [27] 64.70 72.30 86.10 65.00 72.00

MASF [11] 70.35 72.46 90.68 67.33 75.21

DMG (Ours) 64.65 69.88 87.31 71.42 73.32

ResNet-18 Aggregate [27] 77.60 73.90 94.40 74.30 79.10

Aggregate* 72.61 78.46 93.17 65.20 77.36

Multi-Headed 78.76 72.10 94.31 71.77 79.24

MLDG [26] 79.50 77.30 94.30 71.50 80.70

MetaReg [3] 79.50 75.40 94.30 72.20 80.40

CrossGrad [46] 78.70 73.30 94.00 65.10 77.80

Epi-FCR [27] 82.10 77.00 93.90 73.00 81.50

MASF [11] 80.29 77.17 94.99 71.68 81.03

DMG (Ours) 76.90 80.38 93.35 75.21 81.46

ResNet-50 Aggregate* 75.49 80.67 93.05 64.29 78.38

Multi-Headed 75.15 76.37 95.27 75.26 80.51

MASF [11] 82.89 80.49 95.01 72.29 82.67

DMG (Ours) 82.57 78.11 94.49 78.32 83.37

Aggregate - the CNN backbone trained jointly on data accumulated from all the
source domains and (2) Multi-Headed - the CNN backbone with different classi-
fier heads corresponding to each of the source domains (at test-time we average
predictions from all the classifier heads). Note, this baseline has more parame-
ters than our model due to the repeated classification heads. In addition to the
above baselines, we also compare with the recently proposed domain generaliza-
tion approaches (cited in Tables 1, 2 and 3). Please refer to the supplementary
material for implementation details.
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Table 3. In Domain Accuracy (%) on DomainNet (λO = 0.1). For the case
where inputs have known domain (KD) label, we can use the corresponding learning
mask (DMG-KD) to achieve the strongest performance without requiring additional
models or parameters. Column headers identify the target domains in the corresponding
multi-source shifts. ∓We were unable to optimize the MetaReg [3] objective with Adam
[22] as the optimizer and therefore, we also include comparisons with Aggregate and
MetaReg trained with SGD.

Method C I P Q R S Overall

AlexNet Aggregate 48.56 57.24 51.38 49.60 47.48 50.72 50.83

Aggregate-SGD∓ 48.14 54.93 50.55 48.33 47.57 49.98 49.92

Multi-Headed 48.16 56.73 51.31 49.75 47.65 50.82 50.74

MetaReg [3]∓ 48.87 56.06 51.23 49.60 48.66 50.12 50.76

DMG (Ours) 49.63 58.47 52.88 51.33 49.07 52.42 52.30

DMG-KD (Ours) 51.91 61.01 54.93 53.84 51.08 54.47 54.54

ResNet-18 Aggregate 56.58 65.27 59.29 59.15 55.47 58.84 59.10

Aggregate-SGD∓ 55.32 63.63 57.40 57.98 53.99 57.37 57.62

Multi-Headed 47.79 56.80 50.85 54.86 46.92 49.50 51.12

MetaReg [3]∓ 56.25 63.07 57.74 58.73 55.40 58.04 58.21

DMG (Ours) 57.39 65.73 58.87 59.66 55.95 58.63 59.37

DMG-KD (Ours) 58.61 66.98 59.86 60.98 57.24 59.84 60.59

ResNet-50 Aggregate 61.68 69.73 63.90 63.88 60.29 63.62 63.85

Aggregate-SGD∓ 61.64 69.36 63.65 64.08 60.52 63.82 63.85

Multi-Headed 53.77 62.09 56.54 60.32 51.38 55.10 56.53

MetaReg [3]∓ 61.86 68.80 63.23 64.75 60.59 63.21 63.74

DMG (Ours) 61.78 69.49 63.93 64.09 59.92 63.50 63.79

DMG-KD (Ours) 63.16 70.79 65.03 65.67 61.30 64.86 65.14

4.2 Results

We report results on both PACS (out-of-domain) and DomainNet (in-domain
and out-of-domain). For DomainNet, we use C, I, P, Q, R, S to denote the
domains – clipart, infograph, painting, quickdraw, real and sketch respectively.
On PACS, we use A, C, P and S to denote the domains – art-painting, cartoon,
photo and sketch respectively. We summarize the observed trends below:

Out-of-Domain Generalization. Tables 1 and 23 summarize out of domain
generalization results on the DomainNet and PACS datasets, respectively.

DomainNet - On DomainNet, we observe that DMG beats the naive aggre-
gate baseline, the multi-headed baseline and MetaReg [3] using AlexNet as the
backbone architecture in terms of overall performance – with an improvement
of 2.7% over MetaReg [3] and 2.6% over the Aggregate baseline. Interestingly,
this corresponds to an almost 2.89% improvement on the I, P, Q, R, S→C and
a 2.63% improvement on the C, I, P, Q, S→R shifts (see Table 1, AlexNet set of

3 For more comparisons to prior work, please refer to the supplementary material.
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Table 4. Domain-Specialized Masks (λO = 0.1). We show how optimizing for
sIoU leads to masks which are specialized for the individual source domains in terms
of predictive performance. We consider two multi-source shifts I, P, Q, R, S→C [top-
half] and C, I, P, R, S→Q [bottom-half] on DomainNet [35] with the AlexNet as the
backbone architecture and find that using corresponding source domain masks leads
to significantly improved in-domain performance.

Source Target

Chosen Mask I P Q R S C

AlexNet

mInfograph 23.84 45.56 59.13 62.43 46.70 46.91

mPainting 19.88 52.41 59.00 60.36 45.75 46.87

mQuickdraw 21.72 48.47 62.52 65.32 48.69 50.33

mReal 18.42 43.48 58.80 68.62 44.81 47.69

mSketch 19.45 45.41 57.64 61.78 52.16 48.36

Combined 22.28 49.55 60.45 66.14 49.72 50.06

Chosen Mask C I P R S Q

AlexNet

mClipart 66.70 21.36 46.60 64.35 49.70 13.37

mInfograph 60.71 24.95 47.06 63.78 49.36 12.58

mPainting 59.21 20.59 53.21 60.67 48.14 12.01

mReal 59.62 19.41 43.82 69.82 47.22 11.31

mSketch 60.97 20.29 45.69 62.40 54.51 13.08

Combined 64.13 23.21 50.05 67.03 52.24 13.07

rows). Using ResNet-18 as the backbone architecture, we observe that DMG is
competitive with MetaReg [3] (improvement margin of 0.43%) accompanied by
improvements on the I, P, Q, R, S→C and C, I, P, R, S→Q shifts. We observe
similar trends using ResNet-50, where DMG is competitive with the best per-
forming Aggregate-SGD∓ baseline.

PACS - To compare DMG with prior work in the Domain Generalization lit-
erature, we also report results on the more commonly used PACS [25] benchmark
in Table 2. We find that in terms of overall performance, DMG with AlexNet as
the backbone architecture outperforms baselines and prior approaches including
MetaReg [3]4 – which learns regularizers by modeling domain-shifts within the
source set of distributions, MLDG [26] – which learns robust network parame-
ters using meta-learning and Epi-FCR [27] – a recently proposed episodic scheme
to learn network parameters robust to domain-shift, and performs competitively
with MASF [11] – which introduces complementary losses to explicitly regularize
the semantic structure of the feature space via a model-agnostic episodic learn-
ing procedure. Notice that this improvement also comes with a 4.09% improve-
ment over MASF [11] on the A, C, P→S shift. Using ResNet-18 and ResNet-50
as the backbone architectures, we observe that DMG leads to comparable and
improved overall performance, with margins of 0.04% and 0.7% for ResNet-18
and ResNet-50, respectively. For ResNet-18, this is accompanied with a 0.91%
and 1.92% improvement on the A, C, P→S and A, P, S→C shifts. Similarily for
ResNet-50, we observe a 3.06% improvement on the A, C, P→S shift.

4 We report the performance for MetaReg [3] from [27] as the official PACS train-val
data split changed post MetaReg [3] publication.
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Fig. 3. Sensitivity to λO. DMG is relatively insensitive to the setting of the hyper-
parameter λO as measured by out-of-domain accuracy (a), in-domain accuracy (b),
and average IoU score measured among pairs of source domain masks (c). The legends
in (c) indicate the target domain in the corresponding multi-source shift. AlexNet is
the backbone CNN.

Due to its increased size, both in terms of number of images and number of
categories, DomainNet proves to be a more challenging benchmark than PACS.
Likely due to this difficulty, we find that performance on some of the hard-
est shifts (with Quickdraw and Infograph as the target domain) is significantly
low (<25% for Quickdraw). Furthermore, DMG and prior domain generaliza-
tion approaches perform comparably to naive baselines (ex. Aggregate) on these
shifts, indicating that there is significant room for improvement.

In-Domain Generalization. For each of the domain-shifts in Table 1, we
further report in-domain generalization performance on DomainNet in Table
3. For in-domain evaluation, we present both our standard approach as well
as a version which assumes knowledge of the domain corresponding to each
test instance. For the latter, we report the performance of DMG using only
the mask corresponding to the known domain (KD) label and refer to this as
DMG-KD. Notably, for this case where a test instance is drawn from one of the
source domains, DMG-KD provides significant performance improvement over
the baselines (see Table 3). Compared to DMG, we observe that DMG-KD results
in a consistent improvement of ∼1–2%. This alludes to the fact that the learnt
domain-specific masks are indeed specialized for individual source domains.

5 Analysis

Domain Specialization. We demonstrate that as an outcome of DMG,
using masks corresponding to the source domain at hand leads to siginificantly
improved in-domain performance compared to a mismatched domain-mask pair,
indicating the emergence of domain-specialized masks. In Table 4, we report
results on the I, P, Q, R, S→C (easy) and C, I, P, R, S→Q (hard) shifts using
AlexNet as the backbone CNN. We report both in and out-of-domain perfor-
mance using each of the source domain masks and compare it with the set-
ting when predictions from all the source domain masks are averaged. The cells
highlighted in gray represent in-domain accuracies when masks are paired with
the corresponding source domain. Clearly, using the mask corresponding to the
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source domain instance at test-time (also see DMG-KD in Table 3) leads to
significantly improved performance compared to the mis-matched pairs – with
differences with the second best source domain mask ranging from ∼2–4% for
I, P, Q, R, S→C and ∼3–6% for C, I, P, R, S→Q. This indicates that not only
do the source domain masks overlap minimally, but they are also “specialized”
for each of the source domains in terms of predictive performance. We further
observe that averaging predictions obtained from all the source domain masks
leads to performance that is relatively closer to the DMG-KD setting compared
to a mismatched mask-domain pair (but still falls behind by ∼2–3%). We note
that certain source domain masks do lead to out-of-domain accuracies which
are close (within 1%) to the combined setting – mQuickdraw for the I, P, Q, R,
S→C shift and mClipart, mInfograph, mSketch for the C, I, P, R, S→Q shift. This
highlights the motivation at the heart of our approach – how leveraging charac-
teristics specific to individual source domains in addition to the invariant ones
are useful for generalization.

Sensitivity to λO. A key component of our approach is the soft-IoU loss
which encourages domain specificity by minimizing overlapping features across
domains. During optimization, we require setting of a loss balancing hyper-
parameter, λO. Here, we explore the sensitivity of our model to λO by sweeping
from 0 to 1 in logarithmic increments. Figure 3 shows the final in and out-of-
domain accuracies (Fig. 3 (b) and (a)) and overlap (Fig. 3 (c)) measured as the
IoU [19] among pairs of discrete source domain masks obtained by thresholding
the soft-mask values per-domain at 0.5, i.e., m = 1md>0.5 for domain d. We
observe that both in and out-of-domain generalization performance is robust
to the choice of λO, with only minor variations and a slight drop in in-domain
performance at extreme values of λO (0.1 and 1). In Fig. 3 (c), we observe that
initially average pairwise IoU measures stay stable till λO = 10−3 but drop at
high values of λO = 0.1 and 1 (as low as <60% for some shifts)– indicating an
increase in the “domain specificity” of the masks involved. Note that low IoU at
high-values of λO is accompanied only by a minor drop in in-domain performance
and almost no-drop in out-of-domain performance! It is crucial to note here that
although there is an expected trade-off between specificity and generalization
performance this trade-off does not result in large fluctuations for DMG. Please
refer to the supplementary document for more analysis of DMG.

6 Conclusion

To summarize, we propose DMG: Domain-specific Masks for Generalization,
a method for multi-source domain learning which balances domain-specific and
domain-invariant feature representations to produce a single strong model capa-
ble of effective domain generalization. We learn this balance by introducing
domain-specific masks over neurons and optimizing such masks so as to min-
imize cross-domain feature overlap. Thus, our model, DMG, benefits from the
predictive power of features specific to individual domains while retaining the
generalization capapbilities of components shared across the source domains.
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DMG achieves competitive out-of-domain performance on the commonly used
PACS dataset and competitive in and out-of-domain performance on the chal-
lenging DomainNet dataset. Although beyond the scope of this paper, encour-
aging a blend of domain specificity and invariance may be useful not only in the
context of generalization performance but also in terms of model interpretability.
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4. Bengio, Y., Léonard, N., Courville, A.: Estimating or propagating gradi-
ents through stochastic neurons for conditional computation. arXiv preprint
arXiv:1308.3432 (2013)

5. Berriel, R., et al.: Budget-aware adapters for multi-domain learning. In: Proceed-
ings of the IEEE International Conference on Computer Vision. pp. 382–391 (2019)

6. Bousmalis, K., Silberman, N., Dohan, D., Erhan, D., Krishnan, D.: Unsupervised
pixel-level domain adaptation with generative adversarial networks. In: The IEEE
Conference on Computer Vision and Pattern Recognition (CVPR) (2017)

7. Bousmalis, K., Trigeorgis, G., Silberman, N., Krishnan, D., Erhan, D.: Domain
separation networks. In: Advances in neural information processing systems. pp.
343–351 (2016)

8. Burgess, C.P., et al.: Pre: Understanding disentangling in β-vae. arXiv preprint
arXiv:1804.03599 (2018)

9. Chen, X., Duan, Y., Houthooft, R., Schulman, J., Sutskever, I., Abbeel, P.: Infogan:
interpretable representation learning by information maximizing generative adver-
sarial nets. In: Advances in Neural Information Processing Systems. pp. 2172–2180
(2016)

10. Deng, J., Dong, W., Socher, R., Li, L.J., Li, K., Fei-Fei, L.: Imagenet: a large-scale
hierarchical image database. In: 2009 IEEE Conference on Computer Vision and
Pattern Recognition. pp. 248–255. IEEE (2009)

11. Dou, Q., de Castro, D.C., Kamnitsas, K., Glocker, B.: Domain generalization via
model-agnostic learning of semantic features. In: Advances in Neural Information
Processing Systems. pp. 6447–6458 (2019)

12. Finn, C., Abbeel, P., Levine, S.: Model-agnostic meta-learning for fast adaptation
of deep networks. In: Proceedings of the 34th International Conference on Machine
Learning. vol. 70, pp. 1126–1135. JMLR. org (2017)

13. French, G., Mackiewicz, M., Fisher, M.: Self-ensembling for visual domain adap-
tation. In: International Conference on Learning Representations (2018), https://
openreview.net/forum?id=rkpoTaxA-

http://arxiv.org/abs/2002.04692
http://arxiv.org/abs/1907.02893
http://arxiv.org/abs/1308.3432
http://arxiv.org/abs/1804.03599
https://openreview.net/forum?id=rkpoTaxA-
https://openreview.net/forum?id=rkpoTaxA-


316 P. Chattopadhyay et al.

14. Ganin, Y., Ustinova, E., Ajakan, H., Germain, P., Larochelle, H., Laviolette, F.,
Marchand, M., Lempitsky, V.: Domain-adversarial training of neural networks. J.
Mach. Learn. Res. 17(1), 2030–2096 (2016)

15. Ghifary, M., Bastiaan Kleijn, W., Zhang, M., Balduzzi, D.: Domain generalization
for object recognition with multi-task autoencoders. In: Proceedings of the IEEE
international conference on computer vision. pp. 2551–2559 (2015)

16. Ghifary, M., Kleijn, W.B., Zhang, M., Balduzzi, D.: Domain generalization for
object recognition with multi-task autoencoders. In: 2015 IEEE International Con-
ference on Computer Vision, ICCV 2015, Santiago, Chile, December 7–13 (2015)

17. He, K., Zhang, X., Ren, S., Sun, J.: Deep residual learning for image recognition. In:
Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition.
pp. 770–778 (2016)

18. Hoffman, J., et al.: Cycada: cycle-consistent adversarial domain adaptation. In:
Proceedings of the 35th International Conference on Machine Learning, ICML
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Abstract. In image-to-image translation, each patch in the output
should reflect the content of the corresponding patch in the input, inde-
pendent of domain. We propose a straightforward method for doing so
– maximizing mutual information between the two, using a framework
based on contrastive learning. The method encourages two elements (cor-
responding patches) to map to a similar point in a learned feature space,
relative to other elements (other patches) in the dataset, referred to
as negatives. We explore several critical design choices for making con-
trastive learning effective in the image synthesis setting. Notably, we
use a multilayer, patch-based approach, rather than operate on entire
images. Furthermore, we draw negatives from within the input image
itself, rather than from the rest of the dataset. We demonstrate that our
framework enables one-sided translation in the unpaired image-to-image
translation setting, while improving quality and reducing training time.
In addition, our method can even be extended to the training setting
where each “domain” is only a single image.

Keywords: Contrastive learning · Noise contrastive estimation ·
Mutual information · Image generation

1 Introduction

Consider the image-to-image translation problem in Fig. 1. We wish for the out-
put to take on the appearance of the target domain (a zebra), while retaining
the structure, or content, of the specific input horse. This is, fundamentally, a
disentanglement problem: separating the content, which needs to be preserved
across domains, from appearance, which must change. Typically, target appear-
ance is enforced using an adversarial loss [21,31], while content is preserved using
cycle-consistency [37,81,89]. However, cycle-consistency assumes that the rela-
tionship between the two domains is a bijection, which is often too restrictive. In
this paper, we propose an alternative, rather straightforward way of maintain-
ing correspondence in content but not appearance – by maximizing the mutual
information between corresponding input and output patches.
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doi.org/10.1007/978-3-030-58545-7 19) contains supplementary material, which is
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Fig. 1. Patchwise Contrastive Learning for one-sided translation. A generated
outputpatch should appear closer to its correspondinginputpatch, in compari-
son to other randompatches. We use a multilayer, patchwise contrastive loss, which
maximizes mutual information between corresponding input and output patches. This
enables one-sided translation in the unpaired setting.

In a successful result, given a specific patch on the output, for example,
the generated zebra forehead highlighted in blue, one should have a good idea
that it came from the horse forehead, and not the other parts of the horse or
the background vegetation. We achieve this by using a type of contrastive loss
function, InfoNCE loss [57], which aims to learn an embedding or an encoder
that associates corresponding patches to each other, while disassociating them
from others. To do so, the encoder learns to pay attention to the commonalities
between the two domains, such as object parts and shapes, while being invariant
to the differences, such as the textures of the animals. The two networks, the
generator and encoder, conspire together to generate an image such that patches
can be easily traceable to the input.

Contrastive learning has been an effective tool in unsupervised visual repre-
sentation learning [9,24,57,80]. In this work, we demonstrate its effectiveness in
a conditional image synthesis setting and systematically study several key factors
to make it successful. We find it pertinent to use it on a multilayer, patchwise
fashion. In addition, we find that drawing negatives internally from within the
input image, rather than externally from other images in the dataset, forces the
patches to better preserve the content of the input. Our method requires neither
memory bank [24,80] nor specialized architectures [3,25].

Extensive experiments show that our faster, lighter model outperforms both
prior one-sided translation methods [4,18] and state-of-the-art models that rely
on several auxiliary networks and multiple loss functions. Furthermore, since our
contrastive representation is formulated within the same image, our method can
even be trained on single images. Our code and models are available at GitHub.

https://github.com/taesungp/contrastive-unpaired-translation
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2 Related Work

Image translation and cycle-consistency. Paired image-to-image transla-
tion [31] maps an image from input to output domain using an adversarial loss
[21], in conjunction with a reconstruction loss between the result and target.
In unpaired translation settings, corresponding examples from domains are not
available. In such cases, cycle-consistency has become the de facto method for
enforcing correspondence [37,81,89], which learns an inverse mapping from the
output domain back to the input and checks if the input can be reconstructed.
Alternatively, UNIT [44] and MUNIT [30] propose to learn a shared interme-
diate “content” latent space. Recent works further enable multiple domains
and multi-modal synthesis [1,10,41,45,90] and improve the quality of results
[20,43,72,79,88]. In all of the above examples, cycle-consistency is used, often in
multiple aspects, between (a) two image domains [37,81,89] (b) image to latent
[10,30,41,44,90], or (c) latent to image [30,90]. While effective, the underly-
ing bijective assumption behind cycle-consistency is sometimes too restrictive.
Perfect reconstruction is difficult to achieve, especially when images from one
domain have additional information compared to the other domain.

Relationship preservation. An interesting alternative approach is to encour-
age relationships present in the input be analogously reflected in the output. For
example, perceptually similar patches within an input image should be similar in
the output [88], output and input images share similar content regarding a pre-
defined distance [5,68,71], vector arithmetic between input images is preserved
using a margin-based triplet loss [3], distances between input images should be
consistent in output images [4], the network should be equivariant to geomet-
ric transformations [18]. Among them, TraVeLGAN [3], DistanceGAN [4] and
GcGAN [18] enable one-way translation and bypass cycle-consistency. However,
they rely on relationship between entire images, or often with predefined dis-
tance functions. Here we seek to replace cycle-consistency by instead learning
a cross-domain similarity function between input and output patches through
information maximization, without relying on a pre-specified distance.

Emergent perceptual similarity in deep network embeddings. Defining
a “perceptual” distance function between high-dimensional signals, e.g., images,
has been a longstanding problem in computer vision and image processing. The
majority of image translation work mentioned uses a per-pixel reconstruction
metric, such as �1. Such metrics do not reflect human perceptual preferences
and can lead to blurry results. Recently, the deep learning community has found
that the VGG classification network [69] trained on ImageNet dataset [14] can
be re-purposed as a “perceptual loss” [16,19,34,52,75,87], which can be used in
paired image translation tasks [8,59,77], and was known to outperform tradi-
tional metrics such as SSIM [78] and FSIM [84] on human perceptual tests [87]. In
particular, the Contextual Loss [52] boosts the perceptual quality of pretrained
VGG features, validated by human perceptual judgments [51]. In these cases,
the frozen network weights cannot adapt to the data on hand. Furthermore, the
frozen similarity function may not be appropriate when comparing data across
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two domains, depending on the pairing. By posing our constraint via mutual
information, our method makes use of negative samples from the data, allowing
the cross-domain similarity function to adapt to the particular input and output
domains, and bypass using a pre-defined similarity function.

Contrastive representation learning. Traditional unsupervised learning has
sought to learn a compressed code which can effectively reconstruct the input
[27]. Data imputation – holding one subset of raw data to predict from another
– has emerged as a more effective family of pretext tasks, including denoisin
[76], context prediction [15,60], colorization [40,85], cross-channel encoding [86],
frame prediction [46,55], and multi-sensory prediction [56,58]. However, such
methods suffer from the same issue as before—the need for a pre-specified, hand-
designed loss function to measure predictive performance.

Recently, a family of methods based on maximizing mutual information has
emerged to bypass the above issue [9,24,25,28,47,54,57,73,80]. These methods
make use of noise contrastive estimation [23], learning an embedding where asso-
ciated signals are brought together, in contrast to other samples in the dataset
(note that similar ideas go back to classic work on metric learning with Siamese
nets [12]). Associated signals can be an image with itself [17,24,49,67,80], an
image with its downstream representation [28,47], neighboring patches within
an image [25,33,57], or multiple views of the input image [73], and most suc-
cessfully, an image with a set of transformed versions of itself [9,54]. The design
choices of the InfoNCE loss, such as the number of negatives and how to sample
them, hyperparameter settings, and data augmentations all play a critical role
and need to be carefully studied. We are the first to use InfoNCE loss for the
conditional image synthesis tasks. As such, we draw on these important insights,
and find additional pertinent factors, unique to image synthesis.

3 Methods

We wish to translate images from input domain X ⊂ RH×W×C to appear like
an image from the output domain Y ⊂ RH×W×3. We are given a dataset of
unpaired instances X = {x ∈ X}, Y = {y ∈ Y}. Our method can operate even
when X and Y only contain a single image each.

Our method only requires learning the mapping in one direction and avoids
using inverse auxiliary generators and discriminators. This can largely simplify
the training procedure and reduce training time. We break up our generator func-
tion G into two components, an encoder Genc followed by a decoder Gdec, which
are applied sequentially to produce output image ŷ = G(z) = Gdec(Genc(x)).

Adversarial loss. We use an adversarial loss [21], to encourage the output to
be visually similar to images from the target domain, as follows:

LGAN(G,D,X, Y ) = Ey∼Y log D(y) + Ex∼X log(1 − D(G(x))). (1)

Mutual information maximization. We use a noise contrastive estimation
framework [57] to maximize mutual information between input and output.
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Fig. 2. Patchwise Contrastive Loss. Both images, x and ŷ, are encoded into feature
tensor. We sample a query patch from the output ŷ and compare it to the input patch
at the same location. We set up an (N+1)-way classification problem, where N negative
patches are sampled from the same input image at different locations. We reuse the
encoder part Genc of our generator and add a two-layer MLP network. This network
learns to project both the input and output patch to a shared embedding space.

The idea of contrastive learning is to associate two signals, a “query” and its
“positive” example, in contrast to other points within the dataset, referred to as
“negatives”. The query, positive, and N negatives are mapped to K-dimensional
vectors v,v+ ∈ RK and v− ∈ RN×K , respectively. v−

n ∈ RK denotes the n-th
negative. We normalize vectors onto a unit sphere to prevent the space from
collapsing or expanding. An (N + 1)–way classification problem is set up, where
the distances between the query and other examples are scaled by a temperature
τ = 0.07 and passed as logits [24,80]. The cross-entropy loss is calculated, rep-
resenting the probability of the positive example being selected over negatives.

�(v,v+,v−) = − log

[
exp(v · v+/τ)

exp(v · v+/τ) +
∑N

n=1 exp(v · v−
n/τ)

]
. (2)

Our goal is to associate the input and output data. In our context, query refers
to an output. positive and negatives are corresponding and noncorresponding
input. Below, we explore several important design choices, including how to
map the images into vectors and how to sample the negatives.

Multilayer, patchwise contrastive learning. In the unsupervised learning
setting, contrastive learning has been used both on an image and patch level
[3,25]. For our application, we note that not only should the whole images share
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content, but also corresponding patches between the input and output images.
For example, given a patch showing the legs of an output zebra, one should be
able to more strongly associate it to the corresponding legs of the input horse,
more so than the other patches of the horse image. Even at the pixel level, the
colors of a zebra body (black and white) can be more strongly associated to the
color of a horse body than to the background shades of grass. Thus, we employ
a multilayer, patch-based learning objective.

Since the encoder Genc is computed to produce the image translation, its
feature stack is readily available, and we take advantage. Each layer and spatial
location within this feature stack represents a patch of the input image, with
deeper layers corresponding to bigger patches. We select L layers of interest and
pass the feature maps through a small two-layer MLP network Hl, as used in
SimCLR [9], producing a stack of features {zl}L = {Hl(Gl

enc(x))}L, where Gl
enc

represents the output of the l-th chosen layer. We index into layers l ∈ {1, 2, ..., L}
and denote s ∈ {1, ..., Sl}, where Sl is the number of spatial locations in each
layer. We refer to the corresponding feature as zs

l ∈ RCl and the other features as
z
S\s
l ∈ R(Sl−1)×Cl , where Cl is the number of channels at each layer. Similarly,

we encode the output image ŷ into {ẑl}L = {Hl(Gl
enc(G(x)))}L.

We aim to match corresponding input-output patches at a specific location.
We can leverage the other patches within the input as negatives. For example,
a zebra leg should be more closely associated with an input horse leg than the
other patches of the same input, such as other horse parts or the background
sky and vegetation. We name it as the PatchNCE loss, as illustrated in Fig. 2.
Appendix C.3 provides pseudocode.

LPatchNCE(G,H,X) = Ex∼X

L∑
l=1

Sl∑
s=1

�(ẑs
l ,z

s
l ,z

S\s
l ). (3)

Alternatively, we can also leverage image patches from the rest of the dataset.
We encode a random negative image from the dataset x̃ into {z̃l}L, and use
the following external NCE loss. In this variant, we maintain a large, consistent
dictionary of negatives using an auxiliary moving-averaged encoder, following
MoCo [24]. MoCo enables negatives to be sampled from a longer history, and
performs more effective than end-to-end updates [25,57] and memory bank [80].

Lexternal(G,H,X) = Ex∼X,z̃∼Z−

L∑
l=1

Sl∑
s=1

�(ẑs
l ,z

s
l , z̃l), (4)

where dataset negatives z̃l are sampled from an external dictionary Z− from
the source domain, whose data are computed using a moving-averaged encoder
Ĥl and moving-averaged MLP Ĥ. We refer our readers to the original work for
more details [24].

In Sect. 4.1, we show that our encoder Genc learns to capture domain-invariant
concepts, such as animal body, grass, and sky for horse → zebra, while our
decoder Gdec learns to synthesize domain-specific features such as zebra stripes.
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Interestingly, through systematic evaluations, we find that using internal patches
only outperforms using external patches. We hypothesize that by using internal
statistics, our encoder does not need to model large intra-class variation such as
white horse vs. brown horse, which is not necessary for generating output zebras.
Single image internal statistics has been proven effective in many vision tasks such
as segmentation [32], super-resolution, and denoising [66,91].

Final objective. Our final objective is as follows. The generated image should
be realistic, while patches in the input and output images should share cor-
respondence. Figure 1 illustrates our minimax learning objective. Additionally,
we may utilize PatchNCE loss LPatchNCE(G,H, Y ) on images from domain Y
to prevent the generator from making unnecessary changes. This loss is essen-
tially a learnable, domain-specific version of the identity loss, commonly used by
previous unpaired translation methods [71,89].

LGAN(G,D,X, Y ) + λXLPatchNCE(G,H,X) + λY LPatchNCE(G,H, Y ). (5)

We choose λX = 1 when we jointly train with the identity loss λY = 1, and
choose a larger value λX = 10 without the identity loss (λY = 0) to compensate
for the absence of the regularizer. We find that the former configuration, named
Contrastive Unpaired Translation (CUT) hereafter, achieves superior perfor-
mance to existing methods, whereas the latter, named FastCUT, can be thought
as a faster and lighter version of CycleGAN. Our model is relatively simple
compared to recent methods that often use 5–10 losses and hyper-parameters.

Discussion. Li et al. [42] has shown that cycle-consistency loss is the upper
bound of conditional entropy H(X|Y ) (and H(Y |X)). Therefore, minimizing
cycle-consistency loss encourages the output ŷ to be more dependent on input x.
This is related to our objective of maximizing the mutual information I(X,Y ),
as I(X,Y ) = H(X)−H(X|Y ). As entropy H(X) is a constant and independent of
the generator G, maximizing mutual information is equivalent to minimizing the
conditional entropy. Notably, using contrastive learning, we can achieve a similar
goal without introducing inverse mapping networks and additional discrimina-
tors. In the unconditional modeling scenario, InfoGAN [7] shows that simple
losses (e.g., L2 or cross-entropy) can serve as a lower bound for maximizing
mutual information between an image and a low-dimensional code. In our set-
ting, we maximize the mutual information between two high-dimensional image
spaces, where simple losses are no longer effective. Liang et al. [43] proposes an
adversarial loss based on Siamese networks that encourages the output to be
closer to the target domain than to its source domain. The above method still
builds on cycle-consistency and two-way translations. Different from the above
work, we use contrastive learning to enforce content consistency, rather than to
improve the adversarial loss itself. To measure the similarity between two distri-
butions, the Contextual Loss [52] used softmax over cosine disntances of features
extracted from pre-trained networks. In contrast, we learn the encoder with the
NCE loss to associate the input and output patches at the same location.
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Fig. 3. Results. We compare our methods (CUT and FastCUT) with existing meth-
ods on the horse→zebra, cat→dog, and Cityscapes datasets. CycleGAN [89], MUNIT
[44], and DRIT [41], are two-sided methods, while SelfDistance, DistanceGAN [4], and
GcGAN [18] are one-sided. We show successful cases above the dotted lines. Our full
version CUT is able to add the zebra texture to the horse bodies. Our fast variant Fast-
CUT can also generate competitive results at the least computational cost of training.
The final rows show failure cases. In the first, we are unable to identify the unfamiliar
pose of the horse and instead add texture to the background. In the second, the method
hallucinates a tongue.

4 Experiments

We test across several datasets. We first show that our method improves upon
baselines in unpaired image translation. We then show that our method can
extend to single-image training. Full results are available at our website.

Training details. We follow the setting of CycleGAN [89], except that the
�1 cycle-consistency loss is replaced with our contrastive loss. In detail, we used
LSGAN [50] and Resnet-based generator [34] with PatchGAN [31]. We define our
encoder as the first half of the generator, and accordingly extract our multilayer
features from five evenly distributed points of the encoder. For single image
translation, we use a StyelGAN2-based generator [36]. To embed the encoder’s

https://taesungp.github.io/ContrastiveUnpairedTranslation
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Table 1. Comparison with baselines We compare our methods across datasets on
common evaluation metrics. CUT denotes our model trained with the identity loss
(λX = λY = 1), and FastCUT without it (λX = 10, λY = 0). We show FID, a
measure of image quality [26] (lower is better). For Cityscapes, we show the semantic
segmentation scores (mAP, pixAcc, classAcc) to assess the discovered correspondence
(higher is better for all metrics). Based on quantitative measures, CUT produces higher
quality and more accurate generations with light footprint in terms of training speed
(seconds per sample) and GPU memory usage. Our variant FastCUT also produces
competitive results with even lighter computation cost of training.

Method Cityscapes Cat→Dog Horse→Zebra

mAP↑ pixAcc↑ classAcc↑ FID↓ FID↓ FID↓ sec/iter↓ Mem(GB)↓
CycleGAN [89] 20.4 55.9 25.4 76.3 85.9 77.2 0.40 4.81

MUNIT [44] 16.9 56.5 22.5 91.4 104.4 133.8 0.39 3.84

DRIT [41] 17.0 58.7 22.2 155.3 123.4 140.0 0.70 4.85

Distance [4] 8.4 42.2 12.6 81.8 155.3 72.0 0.15 2.72

SelfDistance [4] 15.3 56.9 20.6 78.8 144.4 80.8 0.16 2.72

GCGAN [18] 21.2 63.2 26.6 105.2 96.6 86.7 0.26 2.67

CUT 24.7 68.8 30.7 56.4 76.2 45.5 0.24 3.33

FastCUT 19.1 59.9 24.3 68.8 94.0 73.4 0.15 2.25

features, we apply a two-layer MLP with 256 units at each layer. We normalize
the vector by its L2 norm. See Appendix C.1 for more training details.

4.1 Unpaired Image Translation

Datasets We conduct experiments on the following datasets.

• Cat→Dog contains 5,000 training and 500 val images from AFHQ Dataset [11].
• Horse→Zebra contains 2,403 training and 260 zebra images from ImageNet

[14] and was introduced in CycleGAN [89].
• Cityscapes [13] contains street scenes from German cities, with 2,975 training

and 500 validation images. We train models at 256 × 256 resolution. Unlike
previous datasets listed, this does have corresponding labels. We can leverage
this to measure how well our unpaired algorithm discovers correspondences.

Evaluation protocol. We adopt the evaluation protocols from [26,89], aimed
at assessing visual quality and discovered correspondence. For the first, we uti-
lize the widely-used Fréchet Inception Distance (FID) metric, which empirically
estimates the distribution of real and generated images in a deep network space
and computes the divergence between them. Intuitively, if the generated images
are realistic, they should have similar summary statistics as real images, in any
feature space. For Cityscapes specifically, we have ground truth of paired label
maps. If accurate correspondences are discovered, the algorithm should generate
images that are recognizable as the correct class. Using an off-the-shelf net-
work to test “semantic interpretability” of image translation results has been
commonly used [31,85]. We use the pretrained semantic segmentation network
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Fig. 4. Ablations. The PatchNCE loss is trained with negatives from each layer output
of the same (internal) image, with the identity preservation regularization. (Left) We try
removing the identity loss [Id], using less negatives [Negs], using only the last layer of
the encoder [Layers], and varying where patches are sampled, internal [Int] vs external
[Ext]. (Right) We plot the FIDs on horse→zebra and Cityscapes dataset. Removing the
identity loss (no id) and reducing negatives (no id, 15 neg) still perform strongly. In
fact, our variant FastCUT does not use the identity loss. However, reducing number of
layers (last) or using external patches (ext) hurts performance.

DRN [83]. We train the DRN at 256 × 128 resolution, and compute mean aver-
age precision (mAP), pixel-wise accuracy (pixAcc), and average class accuracy
(classAcc). See Appendix C.2 for more evaluation details.

Comparison to baselines. In Table 1, we show quantitative measures of our
and Fig. 3, we compare our method to baselines. We present two settings of our
method in Eqn. 5: CUT with the identity loss (λX = λY = 1), and FastCUT
without it (λX = 10, λY = 0). On image quality metrics across datasets, our
methods outperform baselines. We show qualitative results in Fig. 3 and addi-
tional results in Appendix A. In addition, our Cityscapes semantic segmentation
scores are higher, suggesting that our method is able to find correspondences
between output and input.

Speed and memory. Since our model is one-sided, our method is memory-
efficient and fast. For example, our method with the identity loss was 40% faster
and 31% more memory-efficient than CycleGAN at training time, using the same
architectures as CycleGAN (Table 1). Furthermore, our faster variant FastCUT
is 63% faster and 53% lighter, while achieving superior metrics to CycleGAN.
Table 1 contains the speed and memory usage of each method measured on
NVIDIA GTX 1080Ti, and shows that FastCUT achieves competitive FIDs and
segmentation scores with a lower time and memory requirement. Therefore, our
method can serves as a practical, lighter alternative in scenarios, when an image
translation model is jointly trained with other components [29,62].

4.2 Ablation Study and Analysis

We find that in the image synthesis setting, similarly to the unsupervised learn-
ing setting [9,24,25], implementation choices for contrastive loss are important.
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Input CUT no id last layer only external only

Fig. 5. Qualitative ablation results of our full method (CUT) are shown: without
the identity loss LPatchNCE(G, H, Y ) on domain Y (no id), using only one layer of the
encoder (last layer only), and using external instead of internal negatives (external
only). The ablations cause noticeable drop in quality, including repeated building or
vegetation textures when using only external negatives or the last layer output.

Fig. 6. Identity loss LPatchNCE(G,H, Y ) on domain Y adds stability. This regu-
larizer encourages an image from the output domain y to be unchanged by the genera-
tor. Using it (shown in bold, black curves), we observe better stability in comparison
to other variants. On the left, our variant without the regularizer, no id, achieves bet-
ter FID. However, we see higher variance in the training curve. On the right, training
without the regularizer can lead to collapse.

Here, try various settings and ablations of our method, summarized in Fig. 4. By
default, we use the ResNet-based generator used in CycleGAN [89], with patch-
NCE using (a) negatives sampled from the input image, (b) multiple layers of
the encoder, and (c) a PatchNCE loss LPatchNCE(G,H, Y ) on domain Y . In Fig.
4, we show results using several variants and ablations, taken after training for
400 epochs. We show qualitative examples in Fig. 5.

Internal negatives are more effective than external. By default, we sample
negatives from within the same image (internal negatives). We also try adding
negatives from other images, using a momentum encoder [24]. However, the
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external negatives, either as addition (int and ext) or replacement of internal
negatives (ext only), hurts performance. In Fig. 5, we see a loss of quality, such
as repeated texture in the Cityscapes dataset, indicating that sampling negatives
from the same image serves as a stronger signal for preserving content.

Importance of using multiple layers of encoder. Our method uses mul-
tiple layers of the encoder, every four layers from pixels to the 16th layer. This
is consistent with the standard use of �1+VGG loss, which uses layers from the
pixel level up to a deep convolutional layer. On the other hand, many contrastive
learning-based unsupervised learning papers map the whole image into a single
representation. To emulate this, we try only using the last layer of the encoder
(last), and try a variant using external negatives only (ext only, last). Per-
formance is drastically reduced in both cases. In unsupervised representation
learning, the input images are fixed. For our application, the loss is being used
as a signal for synthesizing an image. As such, this indicates that the dense
supervision provided by using multiple layers of the encoder is important when
performing image synthesis.
LPatchNCE(G,H, Y ) regularizer stabilizes training. Given an image from
the output domain y ∈ Y, this regularizer encourages the generator to leave
the image unchanged with our patch-based contrastive loss. We also experiment
with a variant without this regularizer, no id. As shown in Fig. 4, removing the
regularizer improves results for the horse→zebra task, but decreases performance
on Cityscapes. We further investigate by showing the training curves in Fig. 6,
across 400 epochs. In the Cityscapes results, the training can collapse without
the regularizer (although it can recover). We observe that although the final FID
is sometimes better without, the training is more stable with the regularizer.

Visualizing learned similarity by encoder Genc To further understand why
our encoder network Genc has learned to perform horse→ zebra task, we study
the output space of the 1st residual block for both horse and zebra features. As
shown in Fig. 7. Given an input and output image, we compute the distance
between a query patch’s feature vector v (highlighted as red or blue dot) to
feature vectors v− of all the patches in the input using exp(v · v−/τ) (Eqn. 2).
Additionally, we perform a PCA dimension reduction on feature vectors from
both horse and zebra patches. In (d) and (e), we show the top three principal
components, which looks similar before and after translation. This indicates that
our encoder is able to bring the corresponding patches from two domains into a
similar location in the feature embedding space.

Additional applications. Figure 8 shows additional results: Parisian street →
Burano’s brightly painted houses and Russian Blue cat → Grumpy cat.

4.3 High-Resolution Single Image Translation

Finally, we conduct experiments in the single image setting, where both the
source and target domain only have one image each. Here, we transfer a Claude
Monet’s painting to a natural photograph. Recent methods [64,65] have explored
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Fig. 7. Visualizing the learned similarity by Genc. Given query points (blue or
red) on an output image (a) and input (b), we visualize the learned similarity to patches
on the input image by computing exp(v ·v−/τ) in (c). Here v is the query patch in the
output and v− denotes patches from the input. This suggests that our encoder may
learn cross-domain correspondences implicitly. In (d) and (e), we visualize the top 3
PCA components of the shared embedding.

Fig. 8. Additional applications on Parisian street → Burano’s colored houses and
Russian Blue cat → Grumpy cat.

training unconditional models on a single image. Bearing the additional challenge
of respecting the structure of the input image, conditional image synthesis using
only one image has not been explored by previous image-to-image translation
methods. Our painting → photo task is also different from neural style transfer
[19,34] (photo → painting) and photo style transfer [48,82] (photo → photo).

Since the whole image (at HD resolution) cannot fit on a commercial GPU, at
each iteration we train on 16 random crops of size 128 × 128. We also randomly
scale the image to prevent overfitting. Furthermore, we observe that limiting the
receptive field of the discriminator is important for preserving the structure of
the input image, as otherwise the GAN loss will force the output image to be
identical to the target image. Therefore, the crops are further split into 64 × 64
patches before passed to the discriminator. Lastly, we find that using gradient
penalty [35,53] stabilizes optimization. We call this variant SinCUT.
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Fig. 9. High-res painting to photo translation. We transfer Claude Monet’s
paintings to reference natural photographs. The training only requires a single image
from each domain. We compare our results (SinCUT) to recent style and photo trans-
fer methods including Gatys et al. [19], WCT2 [82], STROTSS [39], and patch-based
CycleGAN [89]. Our method generates can reproduce the texture of the reference photo
while retaining structure of input painting. Our generation is at 1k ∼ 1.5k resolution.

Figure 9 shows a qualitative comparison between our results and baseline
methods including two neural style transfer methods (Gatys et al. [19] and
STROTSS [39]), one leading photo style transfer method WCT2 [82], and a
CycleGAN baseline [89] that uses the �1 cycle-consistency loss instead of our
contrastive loss at the patch level. The input paintings are high-res, ranging
from 1k to 1.5k. Appendix B includes additional examples. We observe that
Gatys et al. [19] fails to synthesize realistic textures. Existing photo style trans-
fer methods such as WCT2 can only modify the color of the input image. Our
method SinCUT outperforms CycleGAN and is comparable to a leading style
transfer method [39], which is based on optimal transport and self-similarity.
Interestingly, our method is not originally designed for this application. This
result suggests the intriguing connection between image-to-image translation
and neural style transfer.

5 Conclusion

We propose a straightforward method for encouraging content preservation in
unpaired image translation problems – by maximizing the mutual information
between input and output with contrastive learning. The objective learns an
embedding to bringing together corresponding patches in input and output, while
pushing away noncorresponding “negative” patches. We study several important
design choices. Interestingly, drawing negatives from within the image itself,
rather than other images, provides a stronger signal. Our method learns a cross-
domain similarity function and is the first image translation algorithm, to our



Contrastive Learning for Unpaired Image-to-Image Translation 333

knowledge, to not use any pre-defined similarity function (such as �1 or per-
ceptual loss). As our method does not rely on cycle-consistency, it can enable
one-sided image translation, with better quality than established baselines. In
addition, our method can be used for single-image unpaired translation.
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Appendix A Additional Image-to-Image Results

We first show additional, randomly selected results on datasets used in our main
paper. We then show results on additional datasets.

A.1 Additional Comparisons

In Fig. 10, we show additional, randomly selected results for Horse→Zebra and
Cat→Dog. This is an extension of Fig. 3 in the main paper. We compare to
baseline methods CycleGAN [89], MUNIT [30], DRIT [41], Self-Distance and
DistanceGAN [4], and GcGAN [18].

B.2 Additional Datasets

In Fig. 11 and 12, we show additional datasets, compared against baseline
method CycleGAN [89]. Our method provides better or comparable results,
demonstrating its flexibility across a variety of datasets.

• Apple→Orange contains 996 apple and 1,020 orange images from ImageNet
and was introduced in CycleGAN [89].

• Yosemite Summer→Winter contains 1,273 summer and 854 winter images of
Yosemite scraped using the FlickAPI was introduced in CycleGAN [89].

• GTA→Cityscapes GTA contains 24,966 images [63] and Cityscapes [13] con-
tains 19,998 images of street scenes from German cities. The task was origi-
nally used in CyCADA [29].

Appendix B Additional Single Image Translation Results

We show additional results in Fig. 13 and Fig. 14, and describe training details
below.

Training details. At each iteration, the input image is randomly scaled to a
width between 384 to 1024, and we randomly sample 16 crops of size 128 × 128.
To avoid overfitting, we divide crops into 64 × 64 tiles before passing them to the
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Fig. 10. Randomly selected Horse→Zebra and Cat→Dog results. This is an
extension of Fig. 3 in the main paper.
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Fig. 11. Apple→Orange and Summer→Winter Yosemite. CycleGAN models
were downloaded from the authors’ public code repository. Apple→Orange shows that
CycleGAN may suffer from color flipping issue.

Fig. 12. GTA→Cityscapes results at 1024 × 512 resolution. The model was trained
on 512 × 512 crops.
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discriminator. At test time, since the generator network is fully convolutional, it
takes the input image at full size.

We found that adopting the architecture of StyleGAN2 [36] instead of Cycle-
GAN slightly improves the output quality, although the difference is marginal.
Our StyleGAN2-based generator consists of one downsampling block of Style-
GAN2 discriminator, 6 StyleGAN2 residual blocks, and one StyleGAN2 upsam-
pling block. Our discriminator has the same architecture as StyleGAN2. Follow-
ing StyleGAN2, we use non-saturating GAN loss [61] with R1 gradient penalty
[53]. Since we do not use style code, the style modulation layer of StyleGAN2
was removed.

Single image results.
In Fig. 13 and 14, we show additional comparison results for our method,

Gatys et al. [19], STROTSS [39], WCT2 [82], and CycleGAN baseline [89]. Note
that the CycleGAN baseline adopts the same augmentation techniques as well
as the same generator/discriminator architectures as our method. The image
resolution is at 1–2 Megapixels. Please zoom in to see more visual details.

Both figures demonstrate that our results look more photorealistic compared
to CycleGAN baseline, Gatys et al. [19], and WCT2. The quality of our results
is on par with results from STROTSS [39]. Note that STROTSS [39] compares
to and outperforms recent style transfer methods (e.g., [22,52]).

Appendix C Unpaired Translation Details and Analysis

C.1 Training Details

To show the effect of the proposed patch-based contrastive loss, we intentionally
match the architecture and hyperparameter settings of CycleGAN, except the
loss function. This includes the ResNet-based generator [34] with 9 residual
blocks, PatchGAN discriminator [31], Least Square GAN loss [50], batch size of
1, and Adam optimizer [38] with learning rate 0.002.

Our full model CUT is trained up to 400 epochs, while the fast variant
FastCUT is trained up to 200 epochs, following CycleGAN. Moreover, inspired
by GcGAN [18], FastCUT is trained with flip-equivariance augmentation, where
the input image to the generator is horizontally flipped, and the output features
are flipped back before computing the PatchNCE loss. Our encoder Genc is the
first half of the CycleGAN generator [89]. In order to calculate our multi-layer,
patch-based contrastive loss, we extract features from 5 layers, which are RGB
pixels, the first and second downsampling convolution, and the first and the fifth
residual block. The layers we use correspond to receptive fields of sizes 1 × 1,
9 × 9, 15 × 15, 35 × 35, and 99 × 99. For each layer’s features, we sample
256 random locations, and apply 2-layer MLP to acquire 256-dim final features.
For our baseline model that uses MoCo-style memory bank [24], we follow the
setting of MoCo, and used momentum value 0.999 with temperature 0.07. The
size of the memory bank is 16384 per layer, and we enqueue 256 patches per
image per iteration.
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Fig. 13. High-res painting to photo translation (I). We transfer Monet’s paint-
ings to reference natural photos shown as insets at top-left corners. The training only
requires a single image from each domain. We compare our results to recent style and
photo transfer methods including Gatys et al. [19], WCT2 [82], STROTSS [39], and
our modified patch-based CycleGAN [89]. Our method can reproduce the texture of
the reference photos while retaining structure of the input paintings. Our results are
at 1k ∼ 1.5k resolution.

C.2 Evaluation Details

We list the details of our evaluation protocol.
Fréchet Inception Distance (FID [26]) throughout this paper is computed by
resizing the images to 299-by-299 using bilinear sampling of PyTorch framework,
and then taking the activations of the last average pooling layer of a pretrained
Inception V3 [70] using the weights provided by the TensorFlow framework. We
use the default setting of https://github.com/mseitzer/pytorch-fid. All test set
images are used for evaluation, unless noted otherwise.

https://github.com/mseitzer/pytorch-fid
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Fig. 14. High-res painting to photo translation (II). We transfer Monet’s paint-
ings to reference natural photos shown as insets at top-left corners. The training only
requires a single image from each domain. We compare our results to recent style and
photo transfer methods including Gatys et al. [19], WCT2 [82], STROTSS [39], and
our modified patch-based CycleGAN [89]. Our method can reproduce the texture of
the reference photos while retaining structure of the input paintings. Our results are
at 1k ∼ 1.5k resolution.
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Semantic segmentation metrics on the Cityscapes dataset are computed
as follows. First, we trained a semantic segmentation network using the DRN-
D-22 [83] architecture. We used the recommended setting from https://github.
com/fyu/drn, with batch size 32 and learning rate 0.01, for 250 epochs at 256 ×
128 resolution. The output images of the 500 validation labels are resized to 256
× 128 using bicubic downsampling, passed to the trained DRN network, and
compared against the ground truth labels downsampled to the same size using
nearest-neighbor sampling.

C.3 Pseudocode

Here we provide the pseudo-code of PatchNCE loss in the PyTorch style. Our
code and models are available at our GitHub repo.

Fig. 15. Distribution matching. We measure the percentage of pixels belonging
to the horse/zebra bodies, using a pre-trained semantic segmentation model. We find
a distribution mismatch between sizes of horses and zebras images – zebras usually
appear larger (36.8% vs. 17.9%). Our full method CUT has the flexibility to enlarge
the horses, as a means of better matching of the training statistics than CycleGAN
[89]. Our faster variant FastCUT, trained with a higher PatchNCE loss (λX = 10) and
flip-equivariance augmentation, behaves more conservatively like CycleGAN.

C.4 Distribution Matching

In Fig. 15, we show an interesting phenomenon of our method, caused by the
training set imbalance of the horse→zebra set. We use an off-the-shelf DeepLab
model [7] trained on COCO-Stuff [6], to measure the percentage of pixels that
belong to horses and zebras1. The training set exhibits dataset bias [74]. On
average, zebras appear in more close-up pictures than horses and take up about
twice the number of pixels (37% vs 18%). To perfectly satisfy the discriminator,
a translation model should attempt to match the statistics of the training set.

1 Pretrained model from https://github.com/kazuto1011/deeplab-pytorch.

https://github.com/fyu/drn
https://github.com/fyu/drn
https://github.com/taesungp/contrastive-unpaired-translation
https://github.com/kazuto1011/deeplab-pytorch
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Our method allows the flexibility for the horses to change the size, and the
percentage of output zebra pixels (31%) better matches the training distribution
(37%) than the CycleGAN baseline (19%). On the other hand, our fast variant
FastCUT uses a larger weight (λX = 10) on the Patch NCE loss and flip-
equivariance augmentation, and hence behaves more conservatively and more
similar to CycleGAN. The strong distribution matching capacity has pros and
cons. For certain applications, it can create introduce undesired changes (e.g.,
zebra patterns on the background for horse→zebra). On the other hand, it can
enable dramatic geometric changes for applications such as Cat→Dog.

C.5 Additional Ablation Studies

In the paper, we mainly discussed the impact of loss functions and the number of
patches on the final performance. Here we present additional ablation studies on
more subtle design choices. We run all the variants on horse2zebra datasets [89].
The FID of our original model is 46.6. We compare it to the following two
variants of our model:

• Ours without weight sharing for the encoder Genc and MLP projection net-
work H: for this variant, when computing features {zl}L = {Hl(Gl

enc(x))}L,
we use two separate encoders and MLP networks for embedding input images
(e.g., horse) and the generated images (e.g., zebras) to feature space. They
do not share any weights. The FID of this variant is 50.5, worse than our
method. This shows that weight sharing helps stabilize training while reduc-
ing the number of parameters in our model.

• Ours without updating the decoder Gdec using PatchNCE loss: in this variant,
we exclude the gradient propagation of the decoder Gdec regarding PatchNCE
loss LPatchNCE. In other words, the decoder Gdec only gets updated through
the adversarial loss LGAN. The FID of this variant is 444.2, and the results
contain severe artifacts. This shows that our LPatchNCE not only helps learn
the encoder Genc, as done in previous unsupervised feature learning methods
[24], but also learns a better decoder Gdec together with the GAN loss. Intu-
itively, if the generated result has many artifacts and is far from realistic, it
would be difficult for the encoder to find correspondences between the input
and output, producing a large PatchNCE loss.
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Abstract. Deep generative models are often used for human motion
prediction as they are able to model multi-modal data distributions
and characterize diverse human behavior. While much care has been
taken into designing and learning deep generative models, how to effi-
ciently produce diverse samples from a deep generative model after it
has been trained is still an under-explored problem. To obtain sam-
ples from a pretrained generative model, most existing generative human
motion prediction methods draw a set of independent Gaussian latent
codes and convert them to motion samples. Clearly, this random sam-
pling strategy is not guaranteed to produce diverse samples for two
reasons: (1) The independent sampling cannot force the samples to
be diverse; (2) The sampling is based solely on likelihood which may
only produce samples that correspond to the major modes of the data
distribution. To address these problems, we propose a novel sampling
method, Diversifying Latent Flows (DLow), to produce a diverse set
of samples from a pretrained deep generative model. Unlike random
(independent) sampling, the proposed DLow sampling method samples
a single random variable and then maps it with a set of learnable map-
ping functions to a set of correlated latent codes. The correlated latent
codes are then decoded into a set of correlated samples. During train-
ing, DLow uses a diversity-promoting prior over samples as an objec-
tive to optimize the latent mappings to improve sample diversity. The
design of the prior is highly flexible and can be customized to gen-
erate diverse motions with common features (e.g., similar leg motion
but diverse upper-body motion). Our experiments demonstrate that
DLow outperforms state-of-the-art baseline methods in terms of sample
diversity and accuracy (Code: https://github.com/Khrylx/DLow. Video:
https://youtu.be/64OEdSadb00).

Keywords: Generative models · Diversity · Human motion forecasting

1 Introduction

Human motion prediction, i.e., predicting the future 3D poses of a person based
on past poses, is an important problem in computer vision and has many
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Fig. 1. In the latent space of a conditional variational autoencoder (CVAE), samples
(stars) from our method DLow are able to cover more modes (colored ellipses) than
the CVAE samples. In the motion space, DLow generates a diverse set of future human
motions while the CVAE only produces perturbations of the motion of the major mode.

useful applications in autonomous driving [53], human robot interaction [37]
and healthcare [65]. It is a challenging problem because the future motion of
a person is potentially diverse and multi-modal due to the complex nature of
human behavior. For many safety-critical applications, it is important to predict
a diverse set of human motions instead of just the most likely one. For examples,
an autonomous vehicle should be aware that a nearby pedestrian can suddenly
cross the road even though the pedestrian will most likely remain in place. This
diversity requirement calls for a generative approach that can fully characterize
the multi-modal distribution of future human motion.

Deep generative models, e.g., variational autoencoders (VAEs) [36], are effec-
tive tools to model multi-modal data distributions. Most existing work [3,6,
40,44,59,66,69] using deep generative models for human motion prediction is
focused on the design of the generative model to allow it to effectively learn
the data distribution. After the generative model is learned, little attention has
been paid to the sampling method used to produce motion samples (predicted
future motions) from the pretrained generative model (weights kept fixed). Most
of prior work predicts a set of motions by randomly sampling a set of latent
codes from the latent prior and decoding them with the generator into motion
samples. We argue that such a sampling strategy is not guaranteed to produce a
diverse set of samples for two reasons: (1) The samples are independently drawn,
which makes it difficult to enforce diversity; (2) The samples are drawn based on
likelihood only, which means many samples may concentrate around the major
modes (which have more observed data) of the data distribution and fail to cover
the minor modes (as shown in Fig. 1 (Bottom)). The poor sample efficiency of
random sampling means that one needs to draw a large number of samples in
order to cover all the modes which is computationally expensive and can lead to
high latency, making it unsuitable for real-time applications such as autonomous
driving and virtual reality. This prompts us to address an overlooked aspect of
diverse human motion prediction—the sampling strategy.
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We propose a novel sampling method, Diversifying Latent Flows (DLow), to
obtain a diverse set of samples from a pretrained deep generative model. For
this work, we use a conditional variational autoencoder (CVAE) as our pre-
trained generative model but other generative models can also be used with our
approach. DLow is inspired by the two previously mentioned problems with ran-
dom (independent) sampling. To tackle problem (1) where sample independence
limits model diversity, we introduce a new random variable and a set of learn-
able deterministic mapping functions to correlate the motion samples. We first
transform the random variable with the mapping functions to generate a set of
correlated latent codes which are then decoded into motion samples using the
generator. As all motion samples are generated from a common random factor,
this formulation allows us to model the joint sample distribution and offers us
the opportunity to impose diversity on the samples by optimizing the parameters
of the mapping functions. To address problem (2) where likelihood-based sam-
pling limits diversity, we introduce a diversity-promoting prior (loss function)
on the samples during the training of DLow. The prior follows an energy-based
formulation using an energy function based on pairwise sample distance. We
optimize the mapping functions during training to minimize the cross entropy
between the joint sample distribution and diversity-promoting prior to increase
sample diversity. To strike a balance between diversity and likelihood, we add
a KL term to the optimization to enhance the likelihood of each sample. The
relative weights between the prior term and the KL term represent the trade-off
between the diversity and likelihood of the generated motion samples. Further-
more, our approach is highly flexible in that by designing different forms of the
diversity-promoting prior we can impose a variety of structures on the samples
besides diversity. For example, we can design the prior to ask the motion samples
to cover the ground truth better to achieve higher sample accuracy. Addition-
ally, other designs of the prior can enable new applications, such as controllable
motion prediction, where we generate diverse motion samples that share some
common features (e.g., similar leg motion but diverse upper-body motion).

The contributions of this work are the following: (1) We propose a novel per-
spective for addressing sample diversity in deep generative models—designing
sampling methods for a pretrained generative model. (2) We propose a prin-
cipled sampling method, DLow, which formulates diversity sampling as a con-
strained optimization problem over a set of learnable mapping functions using a
diversity-promoting prior on the samples and KL constraints on the latent codes,
which allows us to balance between sample diversity and likelihood. (3) Our app-
roach allows for flexible design of the diversity-promoting prior to obtain more
accurate samples or enable new applications such as controllable motion predic-
tion. (4) We demonstrate through human motion prediction experiments that
our approach outperforms state-of-the-art baseline methods in terms of sample
diversity and accuracy.
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2 Related Work

Human Motion Prediction. Most previous work takes a deterministic app-
roach to modeling human motion and regress a single future motion from past
3D poses [1,9,13,16,17,21,33,43,49,50,55,67] or video frames [10,73,75]. While
these approaches are able to predict the most likely future motion, they fail to
model the multi-modal nature of human motion, which is essential for safety-
critical applications. More related to our work, stochastic human motion predic-
tion methods start to gain popularity with the development of deep generative
models. These methods [3,6,40,44,59,66,69,74] often build upon popular genera-
tive models such as conditional generative adversarial networks (CGANs; [20]) or
conditional variational autoencoders (CVAEs; [36]). The aforementioned meth-
ods differ in the design of their generative models, but at test time they follow
the same sampling strategy—randomly and independently sampling trajecto-
ries from the pretrained generative model without considering the correlation
between samples. In this work, we propose a principled sampling method that
can produce a diverse set of samples, thus improving sample efficiency compared
to the random sampling typically used in prior work.

Diverse Inference. Producing a diverse set of solutions has been investigated in
numerous problems in computer vision and machine learning. A branch of these
diversity-driven methods stems from the M-Best MAP problem [52,60], including
diverse M-Best solutions [7] and multiple choice learning [27,42]. Alternatively,
submodular function maximization has been applied to select a diverse subset
of garments from fashion images [30]. Another type of methods [5,18,19,31,
38,68,72] seeks diversity using determinantal point processes (DPPs; [39,48])
which are efficient probabilistic models that can measure the global diversity
and quality within a set. Similarly, Fisher information [58] has been used for
diverse feature [22] and data [62] selection. Diversity has also been a key aspect
in generative modeling. A vast body of work has tried to alleviate the mode
collapse problem in GANs [4,11,12,15,24,45,63,70] and the posterior collapse
problem in VAEs [8,28,35,46,64,76]. Normalizing flows [56] have also been used
to promote diversity in trajectory forecasting [23,57]. This line of work aims
to improve the diversity of the data distribution learned by deep generative
models. We address diversity from a different angle by improving the strategy
for producing samples from a pretrained deep generative model.

3 Diversifying Latent Flows (DLow)

For many existing methods on generative vision tasks such as multi-modal
human motion prediction, the primary focus is to learn a good generative model
that can capture the multi-modal distribution of the data. In contrast, once the
generative model is learned, little attention has been paid to devising sampling
strategies for producing diverse samples from the pretrained generative model.

In this section, we will introduce our method, Diversifying Latent Flows
(DLow), as a principled way for drawing a diverse and likely set of samples
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from a pretrained generative model (weights kept fixed). To provide the proper
context, we will first start with a brief review of deep generative models and how
traditional methods produce samples from a pretrained generative model.

Background: Deep Generative Models. Let x ∈ X denote data (e.g., human
motion) drawn from a data distribution p(x|c) where c is some conditional infor-
mation (e.g., past motion). One can reparameterize the data distribution by
introducing a latent variable z ∈ Z such that p(x|c) =

∫
z
p(x|z, c)p(z)dz, where

p(z) is a Gaussian prior distribution. Deep generative models learn p(x|c) by
modeling the conditional distribution p(x|z, c), and the generative process can
be described as sampling z and mapping them to data samples x using a deter-
ministic generator function Gθ : Z → X as

z ∼ p(z) , (1)
x = Gθ(z, c) , (2)

where the generator Gθ is instantiated as a deep neural network parametrized
by θ. This generative process produces samples from the implicit sample distri-
bution pθ(x|c) of the generative model, and the goal of generative modeling is to
learn a generator Gθ such that pθ(x|c) ≈ p(x|c). There are various approaches
for learning the generator function Gθ, which yield different types of deep gen-
erative models such as variational autoencoders (VAEs; [36]), normalizing flows
(NFs; [56]), and generative adversarial networks (GANs; [20]). Note that even
though the discussion in this work is focused on conditional generative models,
our method can be readily applied to the unconditional case.

Random Sampling. Once the generator function Gθ is learned, traditional
approaches produce samples from the learned data distribution pθ(x|c) by first
randomly sampling a set of latent codes Z = {z1, . . . , zK} from the latent prior
p(z) (Eq. (1)) and decode Z with the generator Gθ into a set of data samples
X = {x1, . . . ,xK} (Eq. (2)). We argue that such a sampling strategy may result
in a less diverse sample set for two reasons: (1) Independent sampling cannot
model the repulsion between samples within a diverse set; (2) The sampling is
only based on the data likelihood and many samples can concentrate around
a small number of modes that have more training data. As a result, random
sampling can lead to low sample efficiency because many samples are similar to
one another and fail to cover other modes in the data distribution.

DLow Sampling. To address the above issues with the random sampling app-
roach, we propose an alternative sampling method, Diversifying Latent Flows
(DLow), that can generate a diverse and likely set of samples from a pretrained
deep generative model. Again, we stress that the weights of the generative model
are kept fixed for DLow. We later apply DLow to the task of human motion pre-
diction in Sect. 4 to demonstrate DLow’s ability to improve sample diversity.

Instead of sampling each latent code zk ∈ Z independently according to p(z),
we introduce a random variable ε and conditionally generate the latent codes Z
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Fig. 2. Overview of our DLow framework applied to diverse human motion
prediction. The network Qγ takes past motion c as input and outputs the parameters
of the mapping functions Tψ1 , . . . , TψK . Each mapping Tψk transforms the random
variable ε to a different latent code zk and also warps the density p(ε) to the latent
code density rψ(zk|c). Each latent code zk is decoded by the CVAE decoder into a
motion sample xk.

and data samples X as follows:

ε ∼ p(ε) , (3)
zk = Tψk

(ε) , 1 ≤ k ≤ K , (4)
xk = Gθ(zk, c) , 1 ≤ k ≤ K , (5)

where p(ε) is a Gaussian distribution, Tψ1 , . . . , TψK
are latent mapping functions

with parameters ψ = {ψ1, . . . , ψK}, and each Tψk
maps ε to a different latent

code zk. The above generative process defines a joint distribution rψ(X,Z|c) =
pθ(X|Z, c)rψ(Z|c) over the samples X and latent codes Z, where pθ(X|Z, c) is
the conditional distribution induced by the generator Gθ(z, c). Notice that in our
setup, rψ(X,Z|c) depends only on ψ as the generator parameters θ are learned in
advance and are kept fixed. The data samples X can be viewed as a sample from
the joint sample distribution rψ(X|c) =

∫
rψ(X,Z|c)dZ and the latent codes Z

can be regarded as a sample from the joint latent distribution rψ(Z|c) induced
by warping p(ε) through Tψ1 , . . . , TψK

. If we further marginalize out all variables
except for xk from rψ(X|c), we obtain the marginal sample distribution rψ(xk|c)
from which each sample xk is drawn. Similarly, each latent code zk ∈ Z can be
viewed as a latent sample from the marginal latent distribution rψ(zk|c).

The above distribution reparametrizations are illustrated in Fig. 2. We can
see that all latent codes Z and data samples X are correlated as they are
uniquely determined by ε, and by sampling ε one can easily produce Z and X
from the joint latent distribution rψ(Z|c) and joint sample distribution rψ(X|c).
Because rψ(Z|c) and rψ(X|c) are controlled by the latent mapping functions
Tψ1 , . . . , TψK

, we can impose structural constraints on rψ(Z|c) and rψ(X|c) by
optimizing the parameters ψ of the latent mapping functions.

To encourage the diversity of samples X, we introduce a diversity-promoting
prior p(X) (specific form defined later) and formulate a constrained optimization
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problem:

min
ψ

− EX∼rψ(X|c)[log p(X)] , (6)

s.t. KL(rψ(zk|c)‖p(zk)) = 0 , 1 ≤ k ≤ K , (7)

where we minimize the cross entropy between the sample distribution rψ(X|c)
and the diversity-promoting prior p(X). However, the objective in Eq. (6) alone
can result in very low-likelihood samples xk corresponding to latent codes zk

that are far away from the Gaussian prior p(zk). To ensure that each sample xk

also has high likelihood under the generative model pθ(x|c), we add constraints
in Eq. (7) on the KL divergence between rψ(zk|c) and the Gaussian prior p(zk)
(same as p(z)) to make rψ(zk|c) = p(zk) and thus rψ(xk|c) = pθ(xk|c) where
rψ(xk|c) =

∫
pθ(xk|zk, c)rψ(zk|c)dzk and pθ(xk|c) =

∫
pθ(xk|zk, c)p(zk)dzk.

To optimize this constrained objective, we soften the constraints with the
Lagrangian function:

min
ψ

−EX∼rψ(X|c)[log p(X)] + β

K∑

k=1

KL(rψ(zk|c)‖p(zk)) , (8)

where we use the same Lagrangian multiplier β for all constraints. Despite having
similar form, the above objective is very different from the objective function of
β-VAE [29] in many ways: (1) our goal is to learn a diverse sampling distribution
rψ(X|c) for a pretrained generative model rather than learning the generative
model itself; (2) The first part in our objective is a diversifying term instead of a
reconstruction term; (3) Our objective function applies to most deep generative
models, not just VAEs. In this objective, the softening of the hard KL constraints
allows for the trade-off between the diversity and likelihood of the samples X. For
small β, rψ(zk|c) is allowed to deviate from p(zk) so that rψ(z1|c), . . . , rψ(zK |c)
can potentially attend to different regions in the latent space as shown in Fig. 2
(latent space) to further improve sample diversity. For large β, the objective
will focus on minimizing the KL term so that rψ(zk|c) ≈ p(zk) and rψ(xk|c) ≈
pθ(xk|c), and thus the sample xk will have high likelihood under pθ(xk|c).

The overall DLow objective is defined as:

LDLow = Lprior + βLKL , (9)

where Lprior and LKL are the first and second term in Eq. (8) respectively. In the
following, we will discuss in detail how we design the latent mapping functions
Tψ1 , . . . , TψK

and the diversity-promoting prior p(X).

Latent Mapping Functions. Each latent mapping Tψk
transforms the Gaus-

sian distribution p(ε) to the marginal latent distribution rψ(zk|c) for latent code
zk where Tψk

is also conditioned on c. As rψ(zk|c) should stay close to the Gaus-
sian latent prior p(zk), it would be ideal if the mapping Tψk

makes rψ(zk|c) also
a Gaussian. Thus, we design Tψk

to be an invertible affine transformation:

Tψk
(ε) = Ak(c)ε + bk(c) , (10)
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where the mapping parameters ψk = {Ak(c),bk(c)}, Ak ∈ R
nz×nz is a nonsin-

gular matrix, bk ∈ R
nz is a vector, and nz is the number of dimensions for zk

and ε. As shown in Fig. 2, we use a K-head network Qγ(c) to output ψ1, . . . , ψK ,
and the parameters γ of the network Qγ(c) are the parameters to be optimized
with the DLow objective in Eq. (9).

Under the invertible affine transformation Tψk
, rψ(zk|c) becomes a Gaussian

distribution N (bk,AkAT
k ). This allows us to compute the KL divergence terms

in LKL analytically:

KL(rψ(zk|c)‖p(zk)) =
1
2

(
tr

(
AkAT

k

)
+ bT

k bk − nz − log det
(
AkAT

k

))
. (11)

The KL divergence is minimized when rψ(zk|c) = p(zk) which implies that
AkAT

k = I and bk = 0. Geometrically, this means that Ak is in the orthogonal
group O(nz), which includes all rotations and reflections in an nz-dimensional
space. This means any mapping Tψk

that is a rotation or reflection operation will
minimize the KL divergence. As mentioned before, there is a trade-off between
diversity and likelihood in Eq. (9). To improve sample diversity (minimize Lprior)
without compromising likelihood (KL divergence), we can optimize Tψ1 , . . . , TψK

to be different rotations or reflections to map ε to different feasible points
z1, . . . , zk in the latent space. This geometric understanding sheds light on the
mapping space admitted by the hard KL constraints. In practice, we use soft KL
constraints in the DLow objective to further enlarge the feasible mapping space
which allows us to achieve lower Lprior and better sample diversity.

Diversity-Promoting Prior. In the DLow objective, a diversity-promoting
prior p(X) on the joint sample distribution is used to guide the optimization of
the latent mapping functions Tψ1 , . . . , TψK

. With an energy-based formulation,
the prior p(X) can be defined using an energy function E(X):

p(X) = exp(−E(X))/S , (12)

where S is a normalizing constant. Dropping the constant S, the first term in
Eq. (8) can be rewritten as

Lprior = EX∼rψ(X|c)[E(X)] . (13)

To promote sample diversity of X, we design an energy function E := Ed based
on a pairwise distance metric D:

Ed(X) =
1

K(K − 1)

K∑

i=1

K∑

j �=i

exp
(

−D2(xi,xj)
σd

)

, (14)

where we use the Euclidean distance for D and an RBF kernel with scale σd. Min-
imizing Lprior moves the samples towards a lower-energy (diverse) configuration.
Lprior can be evaluated efficiently with the reparametrization trick [36].

Up to this point, we have described the proposed sampling method, DLow, for
generating a diverse set of samples from a pretrained generative model pθ(x|c).
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By introducing a common random variable ε, DLow allows us to generate cor-
related samples X. Moreover, by introducing learnable mapping functions Tψk

,
we can model the joint sample distribution rψ(X|c) and impose structural con-
straints, such as diversity, on the sample set X which cannot be modeled by
random sampling from the generative model.

4 Diverse Human Motion Prediction

Equipped with a method to generate diverse samples from a pretrained deep
generative model, we now turn our attention to the task of diverse human motion
prediction. Suppose the pose of a person is a V -dimensional vector consisting
of 3D joint positions, we use c ∈ R

H×V to denote the past motion of H time
steps and x ∈ R

T×V to denote the future motion over a future time horizon of
T . Given a past motion c, the goal of diverse human motion prediction is to
generate a diverse set of future motions X = {x1, . . . ,xK}.

To capture the multi-modal distribution of the future trajectory x, we take
a generative approach and use a conditional variational autoencoder (CVAE)
to learn the future trajectory distribution pθ(x|c). Here we use the CVAE for
its stability over other popular approaches such as CGANs, but other suitable
deep generative models could also be used. The CVAE uses a variational lower
bound [34] as a surrogate for the intractable true data log-likelihood:

L(x; θ, φ) = Eqφ(z|x,c) [log pθ(x|z, c)] − KL (qφ(z|x, c)‖p(z)) , (15)

where qφ(z|x, c) is an φ-parametrized approximate posterior distribution. We
use multivariate Gaussians for the prior, posterior (encoder distribution) and
likelihood (decoder distribution): p(z) = N (0, I), qφ(z|x, c) = N (μ,Diag(σ2)),
and pθ(x|z, c) = N (x̃, αI) where α is a hyperparameter. Both the encoder and
decoder are implemented as recurrent neural networks (RNNs) (network archi-
tectures given in the supplementary materials). The encoder network Fφ outputs
the parameters of the posterior distribution: (μ,σ) = Fφ(x, c); the decoder net-
work Gθ outputs the reconstructed future trajectory x̃ = Gθ(z, c). The CVAE
is learned via jointly optimizing the encoder and decoder with Eq. (15).

4.1 Diversity Sampling with DLow

Once the CVAE is learned, we follow the DLow framework proposed in Sect. 3 to
optimize the network Qγ and learn the latent mapping functions Tψ1 , . . . , TψK

.
Before doing this, to fully leverage the DLow framework, we will look at one
of DLow’s key feature, i.e., the design of the diversity-promoting prior p(X)
in Lprior can be flexibly changed by modifying the underlying energy function
E(X). This allows us to impose various structural constraints besides diversity on
the sample set X. Below, we will provide two examples of such prior designs that
(1) improve sample accuracy or (2) enable new applications such as controllable
motion prediction.
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Reconstruction Energy. To ensure that the sample set X is both diverse and
accurate, i.e., the ground truth future motion x̂ is close to one of the samples
in X, we can modify the prior’s energy function E in Eq. (12) by adding a
reconstruction term Er:

E(X) = Ed(X) + λrEr(X) , (16)

Er(X) = min
k

D2(xk, x̂) , (17)

where λr is a weighting factor and we use Euclidean distance as the distance
metric D. As DLow produces a correlated set of samples X instead of indepen-
dent samples, the network Qγ can learn to distribute samples in a way that are
both diverse and accurate, covering the ground truth better. We use this prior
design for our main experiments.

Controllable Motion Prediction. Another possible design of the diversity-
promoting prior p(X) is one that promotes diversity in a certain subspace of the
sample space. In the context of human motion prediction, we may want certain
body parts to move similarly but other parts to move differently. For example, we
may want leg motion to be similar but upper-body motion to be diverse across
motion samples. We call this task controllable motion prediction, i.e., finding a
set of diverse samples that share some common features, which can allow users
or down-stream systems to explore variations of a certain type of samples.

Formally, we divide the human joints into two sets, Js and Jd, and ask samples
in X to have similar motions for joints Js but diverse motions for joints Jd. We
can slice a motion sample xk into two parts: xk =

(
xs

k,xd
k

)
where xs

k and xd
k

correspond to Js and Jd respectively. Similarly, we can slice the sample set X
into two sets: Xs = {xs

1, . . . ,x
s
K} and Xd = {xd

1, . . . ,x
d
K}. We then define a new

energy function E for the prior p(X):

E(X) = Ed(Xd) + λsEs(Xs) + λrEr(X) , (18)

Es(Xs) =
1

K(K − 1)

K∑

i=1

K∑

j �=i

D2(xs
i ,x

s
j) , (19)

where we add another energy term Es weighted by λs to minimize the motion
distance between samples for joints Js, and we only compute the diversity-
promoting term Ed using motions of joints Jd. After optimizing Qγ using the
DLow objective with the new energy E, we can produce diverse samples X that
have similar motions for joints Js.

Furthermore, we may also want to use a reference motion sample xref to
provide the desired features. To achieve this, we can treat xref as the first sam-
ple x1 in X. We first find its corresponding latent code z1 := zref using the
CVAE encoder: zref = Fμ

φ (xref, c). We can then find the common variable εref

for generating X using the inverse mapping T −1
ψ1

:

εref = T −1
ψ1

(zref) = A−1
1 (zref − b1) . (20)
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With εref known, we can generate X that includes xref. In practice, we force Tψ1

to be an identity mapping to enforce rψ(z1|c) = p(z1) so that rψ(z1|c) covers the
posterior distribution of zref. Otherwise, if zref lies outside of the high density
region of rψ(z1|c), it may lead to low-likelihood εref after the inverse mapping.

5 Experiments

Datasets. We perform evaluation on two public motion capture datasets:
Human3.6M [32] and HumanEva-I [61]. Human3.6M is a large-scale dataset with
11 subjects (7 with ground truth) and 3.6 million video frames in total. Each
subject performs 15 actions and the human motion is recorded 50 Hz. Following
previous work [47,51,54,71], we adopt a 17-joint skeleton and train on five sub-
jects (S1, S5, S6, S7, S8) and test on two subjects (S9 and S11). HumanEva-I is a
relatively small dataset, containing only three subjects recorded 60 Hz. We adopt
a 15-joint skeleton [54] and use the same train/test split provided in the dataset.
By using both a large dataset with more variation in motion and a small dataset
with less variation, we can better evaluate the generalization of our method to
different types of data. For Human3.6M, we predict future motion for 2 s based
on observed motion of 0.5 s. For HumanEva-I, we forecast future motion for 1 s
given observed motion of 0.25 s.

Baselines. To fully evaluate our method, we consider three types of base-
lines: (1) Deterministic motion prediction methods, including ERD [16] and
acLSTM [43]; (2) Stochastic motion prediction methods, including CVAE based
methods, Pose-Knows [66] and MT-VAE [69], as well as a CGAN based
method, HP-GAN [6]; (3) Diversity-promoting methods for generative models,
including Best-of-Many [8], GMVAE [14], DeLiGAN [26], and DSF [72].

Metrics. We use the following metrics to measure both sample diversity and
accuracy. (1) Average Pairwise Distance (APD): average L2 distance
between all pairs of motion samples to measure diversity within samples, which is
computed as 1

K(K−1)

∑K
i=1

∑K
j �=i ‖xi −xj‖. (2) Average Displacement Error

(ADE): average L2 distance over all time steps between the ground truth motion
x̂ and the closest sample, which is computed as 1

T minx∈X ‖x̂−x‖. (3) Final Dis-
placement Error (FDE): L2 distance between the final ground truth pose xT

and the closest sample’s final pose, which is computed as minx∈X ‖x̂T −xT ‖. (4)
Multi-Modal ADE (MMADE): the multi-modal version of ADE that obtains
multi-modal ground truth future motions by grouping similar past motions. (5)
Multi-Modal FDE (MMFDE): the multi-modal version of FDE.

In these metrics, APD has been used to measure sample diversity [3]. ADE
and FDE are common metrics for evaluating sample accuracy in trajectory fore-
casting literature [2,25,41]. MMADE and MMFDE [72] are metrics used to mea-
sure a method’s ability to produce multi-modal predictions.
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Table 1. Quantitative results on Human3.6M and HumanEva-I.

Human3.6M [32] HumanEva-I [61]

Method APD ↑ ADE ↓ FDE ↓ MMADE ↓ MMFDE ↓ APD ↑ ADE ↓ FDE ↓ MMADE ↓ MMFDE ↓
DLow (Ours) 11.741 0.425 0.518 0.495 0.531 4.855 0.251 0.268 0.362 0.339

ERD [16] 0 0.722 0.969 0.776 0.995 0 0.382 0.461 0.521 0.595

acLSTM [43] 0 0.789 1.126 0.849 1.139 0 0.429 0.541 0.530 0.608

Pose-Knows [66] 6.723 0.461 0.560 0.522 0.569 2.308 0.269 0.296 0.384 0.375

MT-VAE [69] 0.403 0.457 0.595 0.716 0.883 0.021 0.345 0.403 0.518 0.577

HP-GAN [6] 7.214 0.858 0.867 0.847 0.858 1.139 0.772 0.749 0.776 0.769

Best-of-Many [8] 6.265 0.448 0.533 0.514 0.544 2.846 0.271 0.279 0.373 0.351

GMVAE [14] 6.769 0.461 0.555 0.524 0.566 2.443 0.305 0.345 0.408 0.410

DeLiGAN [26] 6.509 0.483 0.534 0.520 0.545 2.177 0.306 0.322 0.385 0.371

DSF [72] 9.330 0.493 0.592 0.550 0.599 4.538 0.273 0.290 0.364 0.340

5.1 Quantitative Results

We summarize the quantitative results on Human3.6M and HumanEva-I in
Table 1. The metrics are computed with the sample set size K = 50. For both
datasets, we can see that our method, DLow, outperforms all baselines in terms
of both sample diversity (APD) and accuracy (ADE, FDE) as well as cover-
ing multi-modal ground truth (MMADE, MMFDE). Deterministic methods like
ERD [16] and acLSTM [43] do not perform well because they only predict one
future trajectory which can lead to mode averaging. Methods like MT-VAE [69]
produce trajectories samples that lack diversity so they fail to cover the multi-
modal ground-truth (indicated by high MMADE and MMFDE) despite having
decently low ADE and FDE. We would also like to point out the closest com-
petitor DSF [72] can only generate one deterministic set of samples, while our
method can produce multiple diverse sets by sampling ε. We also show how each
metric changes against various K in the supplementary materials.

Table 2. Ablation study on Human3.6M and HumanEva-I.

Energy Human3.6M [32] HumanEva-I [61]

Ed Er APD ↑ ADE ↓ FDE ↓ MMADE ↓ MMFDE ↓ APD ↑ ADE ↓ FDE ↓ MMADE ↓ MMFDE ↓
✓ ✓ 11.741 0.425 0.518 0.495 0.531 4.855 0.251 0.268 0.362 0.339

✓ ✗ 13.091 0.546 0.663 0.599 0.669 4.927 0.263 0.281 0.368 0.347

✗ ✓ 6.844 0.432 0.525 0.500 0.539 2.355 0.252 0.277 0.376 0.366

✗ ✗ 6.383 0.520 0.629 0.577 0.638 2.247 0.281 0.317 0.395 0.393

Ablation Study. We further perform an ablation study (Table 2) to analyze
the effects of the two energy terms Ed and Er in Eq. (16). First, without the
reconstruction term Er, the DLow variant is able to achieve higher diversity
(APD) at the cost of sample accuracy (ADE, FDE, MMADE, MMFDE). This is
expected because the network only optimizes the diversity term Ed and focuses
solely on diversity. Second, for the variant without Ed, both sample diversity and
accuracy decrease. It is intuitive to see why the diversity (APD) decreases. To
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see why the sample accuracy (ADE, FDE, MMADE, MMFDE) also decreases,
we should consider the fact that a more diverse set of samples have a better
chance at covering the ground truth. Finally, when we remove both Ed and Er

(i.e., only optimize LKL), the results are the worst, which is expected.
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Fig. 3. Qualitative Results on Human3.6M and HumanEva-I.
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Fig. 4. Varying β in DLow allows us to balance between diversity and likelihood.

5.2 Qualitative Results

To visually evaluate the diversity and accuracy of each method, we present a
qualitative comparison in Fig. 3 where we render the start pose, the end pose of
the ground truth future motion, and the end pose of 10 motion samples. Note
that we do not model the global translation of the person, which is why some
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sitting motions appear to be floating. For Human3.6M, we can see that our
method DLow can predict a wide array of future motions, including standing,
sitting, bending, crouching, and turning, which cover the ground truth bend-
ing motion. In contrast, the baseline methods mostly produce perturbations of
a single motion—standing. For HumanEva-I, we can see that DLow produces
interesting variations of the fighting motion, while the baselines produce almost
identical future motions.

Start Pose End Pose of 6 Samples Start Pose End Pose of 6 Samples

Fig. 5. Effect of varying ε on motion samples.

Start Pose End Pose of 5 SamplesRef

DLow

Random

Start Pose End Pose of 5 SamplesRef

Example 1 Example 2

Fig. 6. Controllable Motion Prediction. DLow enables samples to have more
similar leg motion to the reference.

Diversity vs. Likelihood. As discussed in the approach section, the β in
Eq. (8) represents the trade-off between sample diversity and likelihood. To
verify this, we trained three DLow models with different β (1, 10, 100) and visu-
alize the motion samples generated by each model in Fig. 4. We can see that a
larger β leads to less diverse samples which correspond to the major mode of
the generator distribution, while a smaller β can produce more diverse motion
samples covering other plausible yet less likely future motions.

Effect of Varying ε. A key difference between our method and DSF [72] is that
we can generate multiple diverse sets of samples while DSF can only produce a
fixed diverse set. To demonstrate this, we show in Fig. 5 how the motion samples
of DLow change with different ε. By comparing the four sets of motion samples,
one can conclude that changing ε varies each set of samples but preserves the
main structure of each motion.

Controllable Motion Prediction. As highlighted before, the flexible design
of the diversity-promoting prior enables a new application, controllable motion
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prediction, where we predict diverse motions that share some common features.
We showcase this application by conducting an experiment using the energy
function defined in Eq. (18). The network is trained so that the leg motion
of the motion samples is similar while the upper-body motion is diverse. The
results are shown in Fig. 6. We can see that given a reference motion, our method
can generate diverse upper-body motion and preserve similar leg motion, while
random samples from the CVAE cannot enforce similar leg motion. Please refer
to the supplementary materials for more results.

6 Conclusion

We have proposed a novel sampling strategy, DLow, for deep generative models
to obtain a diverse set of future human motions. We introduced learnable latent
mapping functions which allowed us to generate a set of correlated samples,
whose diversity can be optimized by a diversity-promoting prior. Experiments
demonstrated superior performance in generating diverse motion samples. More-
over, we showed that the flexible design of the diversity-promoting prior further
enables new applications, such as controllable human motion prediction. We hope
that our exploration of deep generative models through the lens of diversity will
encourage more work towards understanding the complex nature of modeling
and predicting future human behavior.
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Abstract. Estimating the complete 3D point cloud from an incomplete
one is a key problem in many vision and robotics applications. Main-
stream methods (e.g., PCN and TopNet) use Multi-layer Perceptrons
(MLPs) to directly process point clouds, which may cause the loss of
details because the structural and context of point clouds are not fully
considered. To solve this problem, we introduce 3D grids as intermediate
representations to regularize unordered point clouds and propose a novel
Gridding Residual Network (GRNet) for point cloud completion. In par-
ticular, we devise two novel differentiable layers, named Gridding and
Gridding Reverse, to convert between point clouds and 3D grids without
losing structural information. We also present the differentiable Cubic
Feature Sampling layer to extract features of neighboring points, which
preserves context information. In addition, we design a new loss func-
tion, namely Gridding Loss, to calculate the L1 distance between the 3D
grids of the predicted and ground truth point clouds, which is helpful to
recover details. Experimental results indicate that the proposed GRNet
performs favorably against state-of-the-art methods on the ShapeNet,
Completion3D, and KITTI benchmarks.

Keywords: Point cloud completion · Gridding · Cubic feature
sampling

1 Introduction

With the rapid development of 3D acquisition technologies, 3D sensors (e.g.,
LiDARs) are becoming increasingly available and affordable. As a commonly
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used format, point clouds are the preferred representation for describing the
3D shape of an object. Complete 3D shapes are required in many applications,
including semantic segmentation and SLAM [2]. However, due to limited sen-
sor resolution and occlusion, highly sparse and incomplete point clouds can be
acquired, which causes loss in geometric and semantic information. Consequently,
recovering the complete point clouds from partial observations, named point
cloud completion, is very important for practical applications.

In the recent few years, convolutional neural networks (CNNs) have been
applied to 2D images and 3D voxels. Since the convolution can not be directly
applied to point clouds due to their irregularity and unorderedness, most of the
existing methods [3,7,26,29,34,35,40] voxelize the point cloud into binary vox-
els, where 3D convolutional neural networks can be applied. However, the vox-
elization operation leads to an irreversible loss of geometric information. Other
approaches [27,38,51] use the Multi-Layer Perceptrons (MLPs) to process point
clouds directly. However, these approaches use max pooling to aggregate infor-
mation across points in a global or hierarchical manner, which do not fully
consider the connectivity across points and the context of neighboring points.
More recently, several attempts [41,42] have been made to incorporate graph
convolutional networks (GCN) [14] to build local graphs in the neighborhood of
each point in the point cloud. However, constructing the graph relies on the K-
nearest neighbor (KNN) algorithm, which is sensitive to the point cloud density
[39].

Several attempts in point cloud segmentation have been made to capture spa-
tial relationships in point clouds through more general convolution operations.
SPLATNet [36] and InterpConv [28] perform convolution on high-dimensional
lattices and 3D cubes interpolated from neighboring points, respectively. How-
ever, both of them are based on a strong assumption that the 3D coordinates of
the output points are the same as the input points and thus can not be used for
3D point completion.

Fig. 1. Overview of the proposed (a) GRNet, (b) Gridding, (c) Gridding Reverse, (d)
Cubic Feature Sampling, and (e) Gridding Loss.
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To address the issues mentioned above, we introduce 3D grids as intermediate
representations to regularize unordered point clouds, which explicitly preserves
the structural and context of point clouds. Consequently, we propose a novel
Gridding Residual Network (GRNet) for point cloud completion, as shown in
Fig. 1. Besides 3D CNN and MLP, we devise three differentiable layers: Grid-
ding, Gridding Reverse, and Cubic Feature Sampling. In Gridding, for each point
of the point cloud, eight vertices of the 3D grid cell that the point lies in are first
weighted using an interpolation function that explicitly measures the geometric
relations of the point cloud. Then, a 3D convolutional neural network (3D CNN)
with skip connections is adopted to learn context-aware and spatially-aware fea-
tures, which allows the network to complete missing parts of the incomplete
point cloud. Next, Gridding Reverse converts the output 3D grid to a coarse
point cloud by replacing each 3D grid cell with a new point whose coordinate is
the weighted sum of the eight vertices of the 3D grid cell. The following Cubic
Feature Sampling extracts features for each point in the coarse point cloud by
concatenating the features of the corresponding eight vertices of the 3D grid cell
that the point lies in. The coarse point cloud and the features are forwarded to
an MLP to obtain the final completed point cloud.

Existing methods adopt Chamfer Distance in PSGN [4] as the loss function to
train the neural networks. This loss function penalizes the prediction deviating
from the ground-truth. However, there is no guarantee that the predicted point
clouds follow the geometric layout of objects, and the networks tend to output
a mean shape that minimizes the distance [11,48]. Some recent works [11,12,
18,21,48] attempt to solve the unorderness while preserving fine-grained details
by projecting the 3D point cloud to an image, which is then supervised by the
corresponding ground truth masks. However, the projection requires extrinsic
camera parameters, which are challenging to estimate in most scenarios [31].
To solve the unorderedness of point clouds, we propose Gridding Loss, which
calculates the L1 distance between the generated points and ground truth by
representing them in regular 3D grids with the proposed Gridding layer.

The contributions can be summarized as follows:

– We innovatively introduce 3D grids as intermediate representations to reg-
ularize unordered point clouds, which explicitly preserve the structural and
context of point clouds.

– We propose a novel Gridding Residual Network (GRNet) for point cloud
completion. We design three differentiable layers: Gridding, Gridding Reverse,
and Cubic Feature Sampling, as well as a new Gridding Loss.

– Extensive experiments are conducted on the ShapeNet, Completion3D, and
KITTI benchmarks, which indicate that the proposed GRNet performs favor-
ably against state-of-the-art methods.

2 Related Work

According to the network architecture used in point cloud completion and recon-
struction, existing networks can be roughly categorized into MLP-based, graph-
based, and convolution-based networks.
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MLP-Based Networks. Pioneered by PointNet [32], several works use MLP for
point cloud processing [1,22] and reconstruction [27,51] because of its simplicity
and strong representation ability. These methods model each point indepen-
dently using several Multi-layer Perceptrons and then aggregate a global feature
using a symmetric function (e.g., Max Pooling). However, the geometric relation-
ships among 3D points are not fully considered. PointNet++ [33] and TopNet
[38] incorporate a hierarchical architecture to consider the geometric structure.
To relief the structure loss caused by MLP, AtlasNet [6] and MSN [23] recover
the complete point cloud of an object by estimating a collection of parametric
surface elements.

Graph-Based Networks. By considering each point in a point cloud as a
vertex of a graph, graph-based networks generate directed edges for the graph
based on the neighbors of each point. In these methods, convolution is usually
operated on spatial neighbors, and pooling is used to produce a new coarse
graph by aggregating information from each point’s neighbors. Compared with
MLP-based methods, graph-based networks take local geometric structures into
account. In DGCNN [42], a graph is constructed in the feature space and dynam-
ically updated after each layer of the network. Further, LDGCNN [52] removes
the transformation network and link the hierarchical features from different lay-
ers in DGCNN to improve its performance and reduce the model size. Inspired by
DGCNN, Hassani and Haley [8] introduce the multi-scale graph-based network
to learn point and shape features for self-supervised classification and recon-
struction. DCG [41] also follows DGCNN to encode additional local connection
into a feature vector and progressively evolves from coarse to fine point clouds.

Convolution-Based Networks. Early works [3,7,17] usually apply 3D con-
volutional neural networks (CNNs) build upon the volumetric representation
of 3D point clouds. However, converting point clouds into 3D volumes intro-
duces a quantization effect that discards some details of the data [43] and is
not suitable for representing fine-grained information. To the best of our knowl-
edge, no work directly applies CNNs on irregular point clouds for shape com-
pletion. In point cloud understanding, several works [10,15,16,20,28] develop
CNNs operating on discrete 3D grids that are transformed from point clouds.
Hua et al. [10] define convolutional kernels on regular 3D grids, where the points
are assigned with the same weights when falling into the same grid. PointCNN
[20] achieves permutation invariance through a χ-conv transformation. Besides
CNNs on discrete space, several methods [9,24–26,36,39,44,49] define convolu-
tional kernels on continuous space. Thomas et al. [39] propose both rigid and
deformable kernel point convolution (KPConv) operators for 3D point clouds
using a set of learnable kernel points. Compared with graph-based networks,
convolution-based networks are more efficient and robust to point cloud density
[28].
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3 Gridding Residual Network

3.1 Overview

The proposed GRNet aims to recover the complete point cloud from an incom-
plete one in a coarse-to-fine fashion. It consists of five components, includ-
ing Gridding (Sect. 3.2), 3D Convolutional Neural Network (Sect. 3.3), Gridding
Reverse (Sect. 3.4), Cubic Feature Sampling (Sect. 3.5), and Multi-layer Percep-
tron (Sect. 3.6), as shown in Fig. 1. Given an incomplete point cloud P as input,
Gridding is first used to obtain a 3D grid G = <V,W>, where V and W are
the vertex set and value set of G, respectively. Then, W is fed to a 3D CNN,
whose output is W ′. Next, Gridding Reverse produces a coarse point cloud P c

from the 3D grid G′ = <V,W ′>. Subsequently, Cubic Feature Sampling gener-
ates features F c for the coarse point cloud P c. Finally, MLP takes the coarse
point cloud P c and the corresponding features F c as input to produce the final
completed point cloud P f .

3.2 Gridding

2D and 3D convolutions have been developed to process regularly arranged data
such as images and voxel grids. However, it is challenging to directly apply stan-
dard 2D and 3D convolutions to unordered and irregular point clouds. Several
methods [3,7,17,26] convert point clouds into 3D voxels and then apply 3D
convolutions to them. However, the voxelization process leads to an irreversible
loss of geometric information. Recent methods [38,51] adopt Multi-layer Per-
ceptrons (MLPs) to directly operate on point clouds and aggregate information
across points with max pooling. However, MLP-based methods may lose local
context information because the connectivity and layouts of points are not fully
considered. Recent studies also indicate that simply applying MLPs to point
clouds cannot always work in practice [28,49].

In this paper, we introduce 3D grids as intermediate representations to regu-
larize point clouds and further propose a differentiable Gridding layer, which con-
verts an unordered and irregular point cloud P = {pi}n

i=1 into a regular 3D grid
G = <V,W> while preserving spatial layouts of the point cloud, where pi ∈ R

3,
V = {vi}N3

i=1, W = {wi}N3

i=1, vi ∈ {(−N
2 ,−N

2 ,−N
2 ), . . . , (N

2 − 1, N
2 − 1, N

2 − 1)},
wi ∈ R, n is the number of points in P , and N is the resolution of the 3D grid
G. As shown in Fig. 1 (b), we define a cell as a cubic consisting of eight vertices.
For each vertex vi = (xv

i , yv
i , zv

i ) of the 3D grid cell G, we define the neighboring
points N (vi) as points that lie in the adjacent 8 cells of this vertex. The point
p = (x, y, z) ∈ N (vi) is defined as a neighboring point of vertex vi by satisfying
p ∈ P , xv

i − 1 < x < xv
i + 1, yv

i − 1 < y < yv
i + 1, and zv

i − 1 < z < zv
i + 1,

respectively. In standard voxelization, value wi at the vertex vi is computed as

wi =

{
0 ∀p �∈ N (vi)
1 ∃p ∈ N (vi)

(1)
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However, this voxelization process introduces a quantization effect that discards
some details of an object. In addition, voxelization is not differentiable and thus
can not be applied to point cloud reconstruction. As illustrated in Fig. 1 (b),
given a vertex vi and its neighboring points p ∈ N (vi), the proposed Gridding
layer computes the corresponding value wi of this vertex vi as

wi =
∑

p∈N (vi)

w(vi, p)
|N (vi)|

(2)

where |N (vi)| is the number of neighboring points of vi. Specially, we define
wi = 0 if |N (vi)| = 0. The interpolation function w(vi, p) is defined as

w(vi, p) = (1 − |xv
i − x|)(1 − |yv

i − y|)(1 − |zv
i − z|) (3)

Fig. 2. The network architecture of GRNet.
⊕

denotes the sum operation. Tile creates
a new tensor of size 16384 × 3 by replicating the “Coarse Point Cloud” 8 times.

3.3 3D Convolutional Neural Network

The 3D Convolutional Neural Network (3D CNN) with skip connections aims
to complete the missing parts of the incomplete point cloud. It follows the idea
of a 3D encoder-decoder with U-net connections [46,47]. Given W as input, the
3D CNN can be formulated as

W ′ = 3DCNN(W ) (4)

where W ′ = {w′
i}N3

i=1 and w′
i ∈ R.

As shown in Fig. 2, the encoder of the 3D CNN has four 3D convolutional
layers, each of which has a bank of 43 filters with padding of 2, followed by batch
normalization, leaky ReLU activation, and a max pooling layer with a kernel size
of 23. The numbers of output channels of convolutional layers are 32, 64, 128,
256, respectively. The encoder is finally followed by two fully connected layers
with dimensions of 2048 and 16384. The decoder consists of four transposed
convolutional layers, each of which has a bank of 43 filters with padding of 2 and
stride of 1, followed by a batch normalization layer and a ReLU activation.
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3.4 Gridding Reverse

As illustrated in Fig. 1 (c), we propose Gridding Reverse to generate the coarse
point cloud P c = {pc

i}m
i=1 from the 3D grid G′ = <V,W ′>, where pc

i ∈ R
3 and

m is the number of points in the coarse point cloud P c. Let Θi = {θi
j}8j=1 be the

index set of vertices of the i−th 3D grid cell. Gridding Reverse generates one
point coordinate pc

i for this grid cell by a weighted combination of eight vertices
coordinates {vθ|θ ∈ Θi} and the corresponding values {w′

θ|θ ∈ Θi} in this cell,
which is computed as

pc
i =

∑
θ∈Θi w′

θvθ∑
θ∈Θi w′

θ

(5)

Specially, we ignore the point pc
i for this cell if

∑
θ∈Θi w′

θ = 0.

3.5 Cubic Feature Sampling

MLP-based methods (e.g., PCN) are unable to take the context of neighboring
points into account due to no local spatial connectivity across points. These
methods use max-pooling to aggregate information globally, which may lose
local context information.

To overcome this issue, we present Cubic Feature Sampling to aggregate fea-
tures F c = {fc}m

i=1 for the coarse point cloud P c, which is helpful for the fol-
lowing MLP to recover the details of point clouds, as shown in Fig. 1 (d). Let
F = {fv

1 , fv
2 , . . . , fv

t3} be the feature map of 3D CNN, where fv
i ∈ R

c and t3

is the size of the feature map. For a point pc
i of the coarse point cloud P c, its

features fc
i are computed as

fc
i = [fv

θi
1
, fv

θi
2
, . . . , fv

θi
8
] (6)

where [·] is the concatenation operation. {fv
θi
j
}8j=1 denotes the features of eight

vertices of the i-th 3D gird cell where pc
i lies in.

In GRNet, Cubic Feature Sampling extracts the point features from feature
maps generated by the first three transposed convolutional layers in 3D CNN. To
reduce the redundancy of these features and generate a fixed number of points,
we randomly sample 2, 048 points from the coarse point cloud P c. Consequently,
it produces a feature map of size 2048 × 1792.

3.6 Multi-layer Perceptron

The Multi-layer Perceptron (MLP) is used to recover the details from the coarse
point cloud by learning residual offsets between the coordinates of points in the
coarse and final completed point cloud. It takes the coarse point cloud P c and
the corresponding features F c as input, and outputs the final completed point
cloud P f = {pf

i }k
i=1 as

P f = MLP(F c) + Tile(P c, r) (7)
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where pf
i ∈ R

3 and k is the number of points in the final completed point cloud
P f . Tile creates a new tensor of size rm × 3 by replicating P c r times.

In GRNet, r is set to 8. The MLP consists of four fully connected layers
with dimensions of 1792, 448, 112, and 24, respectively. The output of MLP is
reshaped to 16384 × 3, which corresponds to the offsets of the coordinates of
16, 384 points.

3.7 Gridding Loss

Existing methods adopt Chamfer Distance [4] as the loss function to train the
neural networks. This loss function penalizes the prediction deviating from the
ground-truth. However, it can not guarantee that the predicted points follow the
geometric layout of the object. Therefore the networks tend to output a mean
shape that minimizes the distance, which causes the loss of the object’s details
[11,48].

Due to the unorderedness of point clouds, it is difficult to directly apply
binary cross-entropy like voxels or L1/L2 loss like images. With the proposed
Gridding, we can convert unordered point clouds into regular 3D grids (Fig. 1
(e)). Therefore, we design a new loss function based on Gridding, namely Grid-
ding Loss, which is defined as the L1 distance between value sets of the two
3D grids. Let Gpred =<V pred,W pred> and Ggt = <V gt,W gt> be the 3D grids
obtained by Gridding the predicted and ground truth point clouds, respectively,
where W pred ∈ R

N3
G , W gt ∈ R

N3
G , and NG is the resolution of the two 3D grids.

The Gridding Loss can be defined as

LGridding(W pred,W gt) =
1

N3

∑
||W pred − W gt|| (8)

4 Experiments

4.1 Datasets

ShapeNet. The ShapeNet dataset [45] for point cloud completion is derived
from PCN [51], which consists of 30,974 3D models from 8 categories. The
ground truth point clouds containing 16,384 points are uniformly sampled on
mesh surfaces. The partial point clouds are generated by back-projecting 2.5D
depth maps into 3D. For a fair comparison, we use the same train/val/test splits
as PCN.

Completion3D. The Completion3D benchmark [38] is composed of 28,974
and 800 samples for training and validation, respectively. Different from the
ShapeNet dataset generated by PCN, there are only 2,048 points in the ground
truth point clouds.

KITTI. The KITTI dataset [5] is composed of a sequence of real-world Velodyne
LiDAR scans, also derived from PCN [51]. For each frame, the car objects are
extracted according to the 3D bounding boxes, which results in 2,401 partial
point clouds. The partial point clouds in KITTI are highly sparse and do not
have complete point clouds as ground truth.
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4.2 Evaluation Metrics

Let T = {(xi, yi, zi)}nT
i=1 be the ground truth and R = {(xi, yi, zi)}nR

i=1 be a
reconstructed point set being evaluated, where nT and nR are the numbers
of points of T and R, respectively. In our experiments, we use both Chamfer
Distance and F-Score as quantitative evaluation metrics.

Chamfer Distance. Follow PSGN [4] and TopNet [38], the distance between
T and R are defined as

CD =
1

nT

∑
t∈T

min
r∈R

||t − r||22 +
1

nR

∑
r∈R

min
t∈T

||t − r||22 (9)

F-Score. As pointed out in [37], Chamfer Distance may sometimes be mislead-
ing. As suggested in [37], we take F-Score as an extra metric to evaluate the
performance of point completion results, which can be defined as following

F-Score(d) =
2P (d)R(d)

P (d) + R(d)
(10)

where P (d) and R(d) denote the precision and recall for a distance threshold d,
respectively.

P (d) =
1

nR

∑
r∈R

[
min
t∈T

||t − r|| < d

]
(11)

R(d) =
1

nT

∑
t∈T

[
min
r∈R

||t − r|| < d

]
(12)

4.3 Implementation Details

We implement our network using PyTorch [30] and CUDA1. All models are
optimized with an Adam optimizer [13] with β1 = 0.9 and β2 = 0.999. We
train the network with a batch size of 32 on two NVIDIA TITAN Xp GPUs.
The initial learning rate is set to 1e−4 and decayed by 2 after 50 epochs. The
optimization is set to stop after 150 epochs.

4.4 Shape Completion on ShapeNet

To compare the performance of GRNet with other state-of-the-art methods,
we conduct experiments on the ShapeNet dataset. AtlasNet [6] generates a
point cloud with a set of parametric surface elements. To compare with other
methods fairly, we sample 16,384 points from the generated primitive surface
elements. PCN [51] completes the partial point cloud with a stacked version
of PointNet [32], which directly outputs the coordinates of 16,384 points. Fold-
ingNet [50] is a baseline method adopted in PCN [51], which deforms a 128×128

1 The source code is available at https://github.com/hzxie/GRNet.

https://github.com/hzxie/GRNet
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Table 1. Point completion results on ShapeNet compared using Chamfer Distance
(CD) with L2 norm computed on 16,384 points and multiplied by 104. The best results
are highlighted in bold.

Methods Airplane Cabinet Car Chair Lamp Sofa Table Watercraft Overall

AtlasNet [6] 1.753 5.101 3.237 5.226 6.342 5.990 4.359 4.177 4.523

PCN [51] 1.400 4.450 2.445 4.838 6.238 5.129 3.569 4.062 4.016

FoldingNet [50] 3.151 7.943 4.676 9.225 9.234 8.895 6.691 7.325 7.142

TopNet [38] 2.152 5.623 3.513 6.346 7.502 6.949 4.784 4.359 5.154

MSN [23] 1.543 7.249 4.711 4.539 6.479 5.894 3.797 3.853 4.758

GRNet 1.531 3.620 2.752 2.945 2.649 3.613 2.552 2.122 2.723

Table 2. Point completion results on ShapeNet compared using F-Score@1%. Note
that the F-Score@1% is computed on 16,384 points. The best results are highlighted
in bold.

Methods Airplane Cabinet Car Chair Lamp Sofa Table Watercraft Overall

AtlasNet [6] 0.845 0.552 0.630 0.552 0.565 0.500 0.660 0.624 0.616

PCN [51] 0.881 0.651 0.725 0.625 0.638 0.581 0.765 0.697 0.695

FoldingNet [50] 0.642 0.237 0.382 0.236 0.219 0.197 0.361 0.299 0.322

TopNet [38] 0.771 0.404 0.544 0.413 0.408 0.350 0.572 0.560 0.503

MSN [23] 0.885 0.644 0.665 0.657 0.699 0.604 0.782 0.708 0.705

GRNet 0.843 0.618 0.682 0.673 0.761 0.605 0.751 0.750 0.708

2D grid into 3D point cloud. TopNet [38] incorporates a decoder following a hier-
archical rooted tree structure to consider the topology of point clouds. Due to the
scalable architecture of TopNet, it can easily generate 16,384 points by setting
the number of nodes and the size of feature embedding. A very recent method
MSN [23] generates dense point cloud containing 8,192 points in a coarse-to-fine
fashion. To generate 16,384 points, we combine the generated points of 2 times
forward propagation.

Quantitative results in Tables 2 and 1 indicate that GRNet outperforms all
competitive methods in terms of Chamfer Distance and F-Score@1%. Figure 3
shows the qualitative results for point completion on ShapeNet, which indicates
that the proposed method recovers better details of objects (e.g., chairs and
lamps) than the other methods.

4.5 Shape Completion on Completion3D

Using the model with the lowest Chamfer Distance (CD) on the validation set,
we recover the complete point clouds for 1,184 objects in the Completion3D
testing set. Then, random subsampling is applied to the generated point clouds
to obtain 2,048 points for benchmark evaluation. According to the online leader-
board2, as shown in Table 3, the overall CD for the proposed GRNet is 10.64,

2 https://completion3d.stanford.edu/results.

https://completion3d.stanford.edu/results
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Fig. 3. Qualitative completion results on the ShapeNet testing set. GT stands for the
ground truth of the 3D object.

which remarkably outperforms all state-of-the-art methods and ranks first on
this benchmark.

4.6 Shape Completion on KITTI

To evaluate the performance of the proposed method on real-world LiDAR scans,
we test GRNet on the KITTI dataset for completing sparse point clouds of cars.
Unlike ShapeNet generated by back-projected from 2.5D images, point clouds
from LiDAR scans can be highly sparse, which are much sparser than those in
ShapeNet.

We fine-tuned all competitive methods on ShapeNetCars (the cars from
ShapeNet) except PCN that directly uses released output for evaluation. Dur-
ing testing, each point cloud is transformed into the bounding box’s coordinates
and transformed back to the world frame after completion. The models trained
specifically on cars are able to incorporate prior knowledge of the object class.

Since there are no complete ground truth point clouds for KITTI, we use Con-
sistency and Uniformity to evaluate the performance of all competitive methods.
Consistency in PCN [51] is the average CD between the output of the same car



376 H. Xie et al.

Table 3. Point completion results on Completion3D compared using Chamfer Distance
(CD) with L2 norm. Note that the CD is computed on 2,048 points and multiplied by
104. The best results are highlighted in bold.

Methods Airplane Cabinet Car Chair Lamp Sofa Table Watercraft Overall

AtlasNet [6] 10.36 23.40 13.40 24.16 20.24 20.82 17.52 11.62 17.77

FoldingNet [50] 12.83 23.01 14.88 25.69 21.79 21.31 20.71 11.51 19.07

PCN [51] 9.79 22.70 12.43 25.14 22.72 20.26 20.27 11.73 18.22

TopNet [38] 7.32 18.77 12.88 19.82 14.60 16.29 14.89 8.82 14.25

GRNet 6.13 16.90 8.27 12.23 10.22 14.93 10.08 5.86 10.64

instance in nf consecutive frames. Let Rj
ti be the output for the j-th car instance

at time ti. The Consistency for the j-th car can be calculated as

Consistency =
1

nf − 1

nf∑
i=2

CD(Rj
ti−1

,Rj
ti) (13)

Table 4. Point completion results on LiDAR scans from KITTI compared using Con-
sistency and Uniformity. The best results are highlighted in bold.

Methods Consistency ×10−3 Uniformity for different p

0.4% 0.6% 0.8% 1.0% 1.2%

AtlasNet [6] 0.700 1.146 1.005 0.874 0.761 0.686

PCN [51] 1.557 3.662 5.812 7.710 9.331 10.823

FoldingNet [50] 1.053 1.245 1.303 1.262 1.162 1.063

TopNet [38] 0.568 1.353 1.326 1.219 1.073 0.950

MSN [23] 1.951 0.822 0.675 0.523 0.462 0.383

GRNet 0.313 0.632 0.572 0.489 0.410 0.352

Following PU-GAN [19], we adopt Uniformity to evaluate the distribution
uniformity of the completed point clouds, which can be formulated as

Uniformity(p) =
1
M

M∑
i=1

Uimbalance(Si)Uclutter(Si) (14)

where Si(i = 1, 2, . . . ,M) is a point subset cropped from a patch of the output
R using the farthest sampling and ball query of radius

√
p. The term Uimbalance

and Uclutter account for the global and local distribution uniformity, respectively.

Uimbalance(Si) =
(|Si| − n̂)2

n̂
(15)



GRNet: Gridding Residual Network 377

Fig. 4. Qualitative completion results on the LiDAR scans from KITTI. The incom-
plete input point cloud is extracted and normalized from the scene according to its 3D
bounding box.

where n̂ = p|R| is the expected number of points in Si.

Uclutter(Si) =
1

|Si|

|Si|∑
j=1

(di,j − d̂)2

d̂
(16)

where di,j represents the distance to the nearest neighbor for the j-th point in
Si, and d̂ is roughly

√
2πp

|Si|
√
3

if Si has a uniform distribution [19].
Table 4 shows the completion results for cars in the LiDAR scans from the

KITTI dataset. Experimental results indicate that GRNet outperforms other
competitive methods in terms of Consistency and Uniformity. Benefited from
Gridding and Gridding Reverse, GRNet is more sensitive to the spatial structure
of the input points, which leads to better consistency between the two consecu-
tive frames. As shown in Fig. 4, the cars are barely recognizable due to incom-
pleteness of the input data. In contrast, the completed point clouds provide more
geometric information. In addition, the qualitative results also demonstrate the
proposed method generates more reasonable shape completion.

4.7 Ablation Study

The performance improvement of GRNet should be attributed to three key com-
ponents, including Gridding, Cubic Feature Sampling, and Gridding Loss. To
demonstrate the effectiveness of each component in the proposed method, we
evaluate the performance with different parameters.

Gridding. Table 5 shows the results of different resolutions of 3D grids generated
by Gridding. The F-Score of final completed point clouds increases with the 3D
grids’ resolutions. However, the numbers of parameters and the backward time
also increases. To archive a balance between effect and efficiency, we choose the
resolution of size 643 for Gridding in GRNet.
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Table 5. The Chamfer Distance (CD), F-Score@1%, numbers of parameters, and back-
ward time on ShapeNet with different resolutions of 3D grids generated by Gridding.
The backward time is measured on an NVIDIA TITAN Xp GPU with batch size of 1.

Resolutions CD (×10−4) F-Score@1% # Parameters Backward time

Coarse Complete Coarse Complete (M) (ms)

323 23.339 5.943 0.329 0.549 69.54 64

643 11.259 2.723 0.340 0.708 76.70 100

1283 12.383 2.732 0.366 0.712 76.77 302

Table 6. The Chamfer Distance (CD), F-Score@1%, and numbers of parameters of
MLPs on ShapeNet with different features maps feeding into Cubic Feature Sampling.
The backward time is measured on an NVIDIA TITAN Xp GPU with batch size of 1.

The size of feature maps CD F-Score # Parameters Backward time

128 × 83 64 × 163 32 × 323 (×10−4) @1% (M) (ms)

11.375 0.343 0 72

� 2.922 0.640 0.11 80

� � 2.805 0.686 0.96 88

� � � 2.723 0.708 4.07 100

Table 7. The Chamfer Distance (CD) and F-Score@1% on ShapeNet with different
resolutions of 3D grids generated by Gridding Loss. The backward time is measured
on an NVIDIA TITAN Xp GPU with batch size of 1.

Resolutions CD (×10−4) F-Score@1% Backward time (ms)

Coarse Complete Coarse Complete

Not Used 11.259 4.460 0.340 0.624 86

643 10.275 3.427 0.364 0.672 92

1283 9.324 2.723 0.386 0.708 100

Cubic Feature Sampling. To quantitatively evaluate the effect of Cubic Fea-
ture Sampling, we compare the performance without Cubic Feature Sampling
and with different feature maps fed into it. The experimental results presented
in Table 6 indicate that Cubic Feature Sampling improves the point cloud com-
pletion results significantly. In addition, with more feature maps are fed, the
completion quality becomes better without a significant increase in the numbers
of parameters and backward time.

Gridding Loss. We further validate the effects of Gridding Loss, as shown in
Table 7. There is a decrease in terms of both CD and F-Score when removing
Gridding Loss. When increasing the resolution of 3D grids from 643 to 1283,
there are 25.9% and 5.4% improvements in CD and F-Score, respectively.
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5 Conclusion

In this paper, we study how to recover the complete 3D point cloud from an
incomplete one. The main motivation of this work is to enable the convolutions
on 3D point clouds while preserving their structural and context information.
To this aim, we introduce 3D grids as intermediate representations to regularize
unordered point clouds. We then propose a novel Gridding Residual Network
(GRNet) for point cloud completion, which contains three novel differentiable
layers: Gridding, Gridding Reverse, and Cubic Feature Sampling, as well as a new
Gridding Loss. Extensive comparisons are conducted on the ShapeNet, Com-
pletion3D, and KITTI benchmarks, which indicate that the proposed GRNet
performs favorably against state-of-the-art methods.
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Abstract. Gait recognition aims at identifying different people by the
walking patterns, which can be conducted at a long distance without
the cooperation of subjects. A key challenge for gait recognition is to
learn representations from the silhouettes that are invariant to the fac-
tors such as clothing, carrying conditions and camera viewpoints. Besides
being discriminative for identification, the gait representations should
also be compact for storage to keep millions of subjects registered in the
gallery. In this work, we propose a novel network named Gait Lateral
Network (GLN) which can learn both discriminative and compact rep-
resentations from the silhouettes for gait recognition. Specifically, GLN
leverages the inherent feature pyramid in deep convolutional neural net-
works to enhance the gait representations. The silhouette-level and set-
level features extracted by different stages are merged with the lateral
connections in a top-down manner. Besides, GLN is equipped with a
Compact Block which can significantly reduce the dimension of the gait
representations without hindering the accuracy. Extensive experiments
on CASIA-B and OUMVLP show that GLN can achieve state-of-the-art
performance using the 256-dimensional representations. Under the most
challenging condition of walking in different clothes on CASIA-B, our
method improves the rank-1 accuracy by 6.45%.

Keywords: Gait recognition · Lateral connections · Discriminative
representations · Compact representations

1 Introduction

Gait recognition aims at identifying different people using videos recording the
walking patterns [38]. Compared to other biometrics such as face [33], finger-
print [27] and iris [39], human gait can be obtained at a long distance without
the cooperation of subjects, which contributes to its broad applications in crime
prevention, forensic identification and social security [4,18]. However, gait recog-
nition suffers from a lot of variations such as clothing, carrying conditions and
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Fig. 1. Illustration of the silhouette-based gait recognition. The learned representations
should be discriminative to identify different people, and should also be compact for
the convenience of storage

camera viewpoints [36,42]. A key challenge is to learn representations from the
silhouettes of gait sequences that are invariant to the factors mentioned above.

To address the issue, various methods have been proposed which can be
roughly divided into three categories. The first category [8,10,35,41] aggregates
the silhouettes of a complete gait sequence into an image (or template) for recog-
nition, e.g. Gait Energy Image [8]. Despite the simplicity, the temporal and
fine-grained spatial information is inevitably lost in the pre-processing. The sec-
ond [20,40] regards the silhouettes of a gait sequence as a video. For example,
in [40], a 3D-CNN [14] is adopted to extract the spatial and temporal informa-
tion while the model is relatively hard to train. The third [6] is recently proposed
and treats the silhouettes of a gait sequence as an unordered set, which is robust
to the number of the silhouettes and achieves significant improvements. How-
ever, the dimension of the representations learned by [6] reaches up to 15872
that is much higher than those for face recognition (e.g. 180 [33]) or person
re-identification (e.g. 2048 [25]).

In this work, we deal with gait recognition with the aims of learning both
discriminative and compact representations from the silhouettes for gait recog-
nition. We propose a novel network named Gait Lateral Network (denoted as
GLN) where the silhouettes of each gait sequence are regarded as an unordered
set. As illustrated in Fig. 1, besides being discriminative to identify different peo-
ple, the learned representation for each silhouette set should also be as compact
as possible, which would otherwise incur a heavy storage burden to keep mil-
lions of subjects registered in the gallery. It is noteworthy that, the dimension of
the representations learned by GLN is fixed to 256 which is reduced by nearly
two orders of magnitude compared to [6] and the performance for all walking
conditions are improved simultaneously.

Specifically, we propose to leverage the inherent feature pyramid in deep
CNNs to learn discriminative gait representations. The features extracted by
different layers capture various visual details of the input [43]. We notice that
the silhouettes for different subjects only have subtle differences in many cases,
which makes it vital to explore the shallow features encoding the local spatial
structural information for gait recognition. Particularly, we modify the network
of [6] as the backbone and explicitly divide the layers into three stages. The



384 S. Hou et al.

silhouette-level and set-level features extracted by different stages are merged
with the lateral connections in a top-down manner, which tries to aggregate the
visual details extracted by different layers for accurate recognition. The features
after refinement of different stages are then split horizontally to learn part rep-
resentations and the triplet loss is added at all stages as the intermediate super-
vision [19]. Besides, we propose a novel Compact Block to learn compact gait
representations. The preliminary study reveals that there exists a lot of redun-
dancy in the high-dimensional representations learned by HPM [6,7] which is
widely adopted for part representation learning. The proposed Compact Block
can distill the knowledge of high-dimensional gait representations into compact
ones without hindering the accuracy. Its architecture is simple but non-trivial
which can be seamlessly integrated with the backbone and trained in an end-to-
end manner. We regard the high-dimensional representations as an ensemble of
low-dimensional ones and utilize Dropout to select a small subset, which is then
mapped into a compact space by Fully Connected Layer.

In summary, our contributions of this work lie in three folds: (1) We propose
to leverage the inherent feature pyramid in deep CNNs to enhance the gait rep-
resentations for accurate recognition. The silhouette-level and set-level features
extracted by different stages are merged with the lateral connections in a top-
down manner. (2) We propose a Compact Block which can significantly reduce
the dimension of the gait representations without hindering the accuracy. (3)
The resulting GLN can learn both discriminative and compact representations
from the silhouettes for gait recognition. The experiments on CASIA-B [42]
and OUMVLP [36] show that GLN can achieve state-of-the-art performance
for all walking conditions using the 256-dimensional representations. In partic-
ular, under the most challenging condition of walking in different clothes on
CASIA-B, the rank-1 accuracy achieved by GLN exceeds GaitSet [6] with the
15872-dimensional representations by 6.45%.

2 Related Work

Motion-Based Gait Recognition. These methods including [1,3,16] attempt
to model the human body structures and then extract motion features for gait
recognition, which have the advantage of being robust to clothing and carrying
conditions. Nevertheless, they usually fail on low-resolution videos where it is
difficult to estimate the body parameters accurately.

Appearance-Based Gait Recognition. These methods including [8,17,26,
37] directly learn features from the gait sequences without explicitly modeling
the body structures, which suit for the low-resolution conditions and thus attract
increasing attention [44,46]. The silhouettes are usually taken as the input and a
key challenge is to learn representations from the silhouettes that are robust to
the factors such as clothing, carrying conditions and camera viewpoints [36,42].
The silhouette-based gait recognition can be roughly divided into three categories
where the silhouettes of a complete gait sequence are respectively regarded as
an image [8,10,35,41], a video [20,40] or an unordered image set [6].
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Deep learning that innovates the field of computer vision is also widely used
for gait recognition. Specifically, a comprehensive study on deep convolutional
neural networks for gait recognition is conducted in [41]. An auto-encoder frame-
work is proposed by [46] to explicitly disentangle the appearance and pose
features in the representation learning. JUCNet [44] integrates the cross-gait
and unique-gait supervision with a tailored quintuplet loss. DiGGAN [12] takes
advantage of a Conditional GAN [28] to learn the view-invariant gait features.
GaitSet [6] treats the silhouettes of each gait sequence as an unordered set and
splits the features horizontally to learn part representations for gait recognition,
which achieves significant improvements and holds the best performance across
different datasets. However, the dimension of the final representations learned
by [6] is too high, i.e. 15872.
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for Max Pooling, SP for Set Pooling. The silhouette-level features are extracted from
each silhouette separately while the set-level features are extracted from all silhouettes.
Set Pooling is a function to aggregate the features in a silhouette set

Inherent Feature Pyramid. The inherent feature pyramid in deep convo-
lutional neural networks has been exploited in many visual tasks. For exam-
ple, FCN [24] utilizes the features of different layers to progressively refine the
predictions for semantic segmentation. Hypercolumns [9] proposes an efficient
computation strategy to aggregate the features of different layers for object seg-
mentation and localization. SSD [23] detects the objects using the features of
different layers separately without fusing features or scores.

The top-down manner to merge the features of different stages in GLN is
inspired by FPN [21] for object detection. However, our approach differs from
FPN in three aspects. First, there are two branches in the last two stages of GLN
as shown in Fig. 2 and the lateral connections in GLN are utilized to merge
the silhouette-level and set-level features simultaneously. Second, the training
labels for different stages in FPN are assigned according to the receptive fields,
while the supervision signals for different stages in GLN are the same. Third,
FPN shares the parameters in the heads following different stages, while the
subsequent layers for different stages in GLN have independent parameters.



386 S. Hou et al.

C
on

ca
t

Stage0

1x1
Conv

MaxP

Stage1

MaxP

Stage2

1x1
Conv

1x1
Conv

2x up

2x up

HPM

HPM

HPM

B
at

ch
N

or
m

R
eL

U
D

ro
po

ut
FC

B
at

ch
N

or
m

Triplet Loss

C
ro

ss
-e

nt
ro

py
 

Lo
ss

Compact Block

SMO

SMO

SMO

sil-level features
set-level features

Fig. 3. Illustration of Gait Lateral Network, Sil-level for Silhouette-level, MaxP for
Max Pooling, SMO for Smooth Layer, HPM for Horizontal Pyramid Mapping. For
simplicity, Set Pooling for the silhouette-level features before each 1 × 1 convolutional
layer is omitted and we use the scales S = {1, 2, 4} to split the features horizontally in
HPM. The output of Compact Block is taken as the final representation

3 Our Approach

In this work, we propose a novel network named Gait Lateral Network (GLN)
which can learn both discriminative and compact representations from the sil-
houettes for gait recognition. The silhouettes of a complete gait sequence are
regarded as an unordered set. The network structure is illustrated in Fig. 3. The
silhouette-level and set-level features extracted by different stages in the back-
bone are merged with the lateral connections in a top-down manner, which aims
to enhance the gait representations for accurate recognition. And we propose a
Compact Block which can significantly reduce the dimension of the gait repre-
sentations without hindering the accuracy. In what follows, we will first elabo-
rate the lateral connections in GLN. Then we will introduce the composition of
Compact Block. Finally, we will describe the corresponding training strategy for
GLN.

3.1 Lateral Connections

In GLN, we propose to leverage the inherent feature pyramid in deep convolu-
tional neural networks to learn discriminative gait representations. The features
extracted by different layers in the backbone are aggregated to enhance the gait
representations.

Specifically, we modify the network of [6] as the backbone where the order
of the second Set Pooling and Max Pooling is switched. As shown in Fig. 2, we
explicitly divide the layers in the backbone into three stages. The first stage is
comprised of two convolutional layers which transform the silhouettes into the
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internal features. The second and third stages consist of two branches that learn
the silhouette-level and set-level features respectively. Set Pooling is a function to
aggregate the features in a silhouette set, which should be permutation invariant
to the order of the silhouettes and is implemented by Max Pooling for simplicity.
Note that, different from Max Pooling between different stages operating along
the spatial dimensions (height and width), Max Pooling for Set Pooling operates
along the set dimension1. The backbone extracts the silhouette-level features as
well as the set-level features in a bottom-up way. The features extracted by the
three stages are respectively denoted as {C0, C1, C2}, which have the strides of
{1, 2, 4} with respect to the input silhouettes.

The features of different stages in the backbone capture various visual details
of the silhouettes [43], and we propose to merge the features extracted by dif-
ferent stages with the lateral connections in a top-down manner. The strategy
is illustrated in Fig. 3. Specifically, first, at the last two stages, we adopt Set
Pooling to deal with the silhouette-level features and concatenate the output
with the set-level features along the channel dimension. And at the first stage,
only the silhouette-level features are available which are also processed by Set
Pooling. Then at each stage, a 1 × 1 convolutional layer is taken to rearrange
the features and adjust the channel dimension. Next, starting from the features
generated at the last stage, we upsample the spatial dimensions (height and
width) by a factor of 2 and add to the features generated at the previous stage
(which have the same channel dimensions after the 1 × 1 convolutional layers)
by element-wise addition. This process is iterated until the features generated
at all stages are merged. Finally, a smooth layer is appended after each stage
to alleviate the aliasing effect caused by upsampling and semantic gaps between
different stages. The output of the smooth layers are denoted as {F0, F1, F2}
for the three stages, corresponding to {C0, C1, C2}, which respectively have the
same spatial dimensions.

It is worth noting that, the output of the 1 × 1 convolutional layers as well
as the smooth layers have the same channel dimensions, which are fixed to 256
through our experiments. Every smooth layer is implemented by a 3 × 3 con-
volutional layer. Besides, there are no non-linear activation functions involved
in the lateral connections and we use the nearest neighbor upsampling between
different stages.

3.2 Compact Block

In this section, we will elaborate the composition of Compact Block which is
proposed to learn compact gait representations. Before that, we first review
Horizontal Pyramid Mapping (HPM) [6] as the background which results in
the high representation dimension.

HPM is equivalent to Horizontal Pyramid Pooling (HPP) [7] for person Re-
ID, which is adopted by GLN to learn part representations for gait recognition.
1 The silhouette-level features have the shape of [batch, set, channel, height, width]

where the set dimension denotes the number of the silhouettes in an unordered set.
And the set-level features have the shape of [batch, channel, height, width].
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Despite the effectiveness, the representations obtained by HPM hold a very high
dimension, e.g. 15872 [6]. Specifically, HPM first splits the features horizontally
using multiple scales S, e.g. S = {1, 2, 4, 8, 16}. For each scale s ∈ S, the features
F are sliced into s bins horizontally and equally. Then, the global max and
average pooling are taken to generate the features Gs,t for each bin:

Gs,t = MaxPool (Fs,t) + AvgPool (Fs,t) (1)

where s ∈ S and t ∈ {1, · · · , s}. Finally, a fully connected layer is applied to
Gs,t and the output is denoted as ̂Gs,t. In the training phase, the loss is added
to the features of each part. And in the test phase, the features of all parts
are concatenated as the final representations. As a result, the dimension of the
final representations is proportional to the sum of scales (e.g. sum(S) = 31 with
S = {1, 2, 4, 8, 16}) and the feature dimension of each part (e.g. 256), which
is infeasible for the real-world applications. By delving into the formulation of
HPM, we observe that the representations across different scales encode some
duplicate information. For example, the part representations with the indexes
(s, t) = (4, 1) and (s, t) = {(8, 1), (8, 2)} correspond to the same regions in the
input silhouettes. Thus we conjecture that there exists a lot of redundancy in
the high-dimensional representations obtained by HPM.

To tackle the issue, we propose a Compact Block with the aims of distilling
the knowledge of high-dimensional representations into compact ones without
hindering the accuracy. As shown in Fig. 3, Compact Block has a plain structure
which is composed of Batch Normalization (BN-I) [13], ReLU [15], Dropout [32],
Fully Connected Layer (FC) and another Batch Normalization (BN-II). The
block is simple yet effective, and here we provide the design principles for each
layer:

(1) BN-I is adopted to normalize the concatenated features obtained by HPM,
which helps stabilize the training processing.

(2) ReLU is introduced as the activation function to increase the non-linearity
for Compact Block.

(3) Dropout is the key of Compact Block. As mentioned above, the representa-
tions obtained by HPM can be regarded as an ensemble of low-dimensional
ones. Here we take advantage of Dropout to select a small subset from each
high-dimensional representation.

(4) FC is used to map the small subset from Dropout into a more discriminative
space. The output of FC determines the dimension of the final representa-
tions which is set to 256 through our experiments.

(5) BN-II is introduced for the convenience of optimizing the cross-entropy loss
inspired by [22,25], where each subject in the training set is treated as a
separate class.

In summary, Compact Block significantly reduces the gait representations to
a fixed dimension (e.g. 256 in our experiments), which is seamlessly integrated
with the backbone and trained in an end-to-end manner. It is worth noting that,
we adopt the implementation of Dropout that is available in PyTorch [29]. It
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only works in the training phase, and at inference time the final representations
can be treated as an ensemble of multiple reductions.

3.3 Training Strategy

The training strategy for GLN consists of two steps: Lateral Pretraining and
Global Training. As shown in Fig. 3, there are two types of losses involved in the
training, i.e. triplet loss and cross-entropy loss. The triplet loss is deployed after
HPM as the intermediate supervision [19], while the cross-entropy loss is added
at the end of GLN to learn the global representations.

First, in order to obtain a reasonable initialization for the lateral connections,
we propose Lateral Pretraining supervised by the triplet loss only. Specifically,
the batch all version of triplet loss [11] is added to the features of each part
obtained by HPM at all stages. Formally:
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(2)

where Ntp+ is the number of triplets resulting in the non-zero loss terms over
a mini-batch, S is the multiple scales for HPM, (P,K) are the number of sub-
jects and the number of sequences for each subject in a mini-batch, m is the
margin threshold, f denotes the feature extraction, sil denotes the silhouette
set, dist measures the similarity between two features, e.g. euclidean distance.
Note that, in Lateral Pretraining, we do not decrease the learning rate to prevent
overfitting [47].

Then, Global Training is conducted to train the whole network with the sum
of triplet loss and cross-entropy loss. For cross-entropy loss, each subject in the
training set is treated as a separate class and the label smooth technique [34] is
adopted. Formally:

Lce = − 1
P × K

P
∑

i=1

K
∑

j=1

N
∑

n=1

qijn log pijn (3)

where N is the number of all subjects in the training set, p is the probabilities
belonging to each subject, q encodes the identity information which is computed
as follows (taking the y-th subject as an example):

qijn =

⎧

⎪

⎨

⎪

⎩

1 − N − 1
N

ε if n = y

ε

N
otherwise

(4)

where ε is a small constant to encourage the model to be less confident on the
training set. In our experiments, ε is set to 0.1. The total loss for Global Training
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is computed as:
L = Ltp + Lce (5)

It is worth noting that, in the training phase, another Fully Connected Layer
is introduced after Compact Block to compute the probabilities for each subject,
which, however, is deprecated at inference time. The output of Compact Block
is taken as the final representation for each silhouette set to match the probe
and gallery.

Table 1. The dataset statistics. NM for normal walking, BG for walking with bags, CL
for walking in different clothes

Dataset Subjects Walking conditions Views

Train Test NM BG CL

CASIA-B 74 50 6 2 2 11

OUMVLP 5153 5154 2 – – 14

4 Experiment

4.1 Settings

Datasets. The experiments are conducted on two popular gait datasets:
CASIA-B [42] and OUMVLP [36]. The dataset statistics are shown in Table 1.

CASIA-B. It is a typical gait dataset that consists of 124 subjects. The
walking conditions contain normal walking (NM, 6 variants per subject), walking
with bags (BG, 2 variants per subject) and walking in different clothes (CL, 2
variants per subject). The 11 views for each walking condition are uniformly
distributed in [0◦, 180◦] at an interval of 18◦. In total, there are (6 + 2 + 2) ×
11 = 110 sequences for each subject. There is no partition for training and test
provided in this dataset. In our experiments, we take the first 74 subjects as the
training set and the rest 50 as the test set. For evaluation, we regard the first 4
variants of normal walking (NM) for each subject as the gallery with the rest as
the probe. The probe can be further divided into three subsets according to the
walking conditions, i.e. NM, BG, CL.

OUMVLP. It is the largest gait dataset in public which consists of 10307
subjects. However, only the sequences of normal walking (NM, 2 variants per
subject) are available for each subject. The 14 views are uniformly distributed
between [0◦, 90◦] and [180◦, 270◦] at an interval of 15◦. In total, there are 2×14 =
28 sequences for each subject. According to the provided partition, we take 5153
subjects as the training set with the rest 5154 as the test set. For evaluation, the
first variant of normal walking (NM) for each subject is treated as the gallery
with the rest as the probe.
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Implementation Details. All models are implemented with PyTorch [29].
The silhouettes in both datasets are pre-processed using the methods in [35].
The number of subjects and the sequences for each subject in a mini-batch as
well as the input size of each silhouette, are set to (8, 16, 128 × 88) for CASIA-B
and (32, 16, 64 × 44) for OUMVLP. In the training phase, we randomly select
30 silhouettes for each gait sequence. For evaluation, all silhouettes of a gait
sequence are taken to obtain the final representation.

The convolutional channels in the three stages shown in Fig. 2 are set to
(32, 64, 128) for CASIA-B and (64, 128, 256) for OUMVLP. In the lateral connec-
tions shown in Fig. 3, the output dimensions of the 1×1 convolutional layers and
the smooth layers are all set to 256. We use the multiple scales S = {1, 2, 4, 8, 16}
to split the features horizontally at all stages and the feature dimension of each
part obtained by HPM is set to 256. For Compact Block, an aggressive dropping
ratio 0.9 is adopted for Dropout and the output dimension is set to 256.

We adopt SGD with momentum [30] as the optimizer. The initial learning
rate is set to 0.1 which is not decreased in Lateral Pretraining. While in Global
Training, the learning rate is scaled to its 1/10 three times until convergence.
The step size is set to 10000 iterations for CAISA-B and 50000 iterations for
OUMVLP. We use the momentum 0.9 and the weight decay 5e−4 for the opti-
mization. The margin threshold m for Ltp in Eq. 2 is set to 0.2. Besides, the
warmup strategy [25] is adopted at the start of training.

Baselines. GaitSet [6] holds the best performance for the silhouette-based gait
recognition and is taken as an important baseline in our experiments. It pro-
poses to treat the silhouettes of a gait sequence as an unordered set and splits
the features horizontally to learn part representations for gait recognition, which
outperforms the previous works [31,41] by a large margin. It is worth mention-
ing that, we reproduce the results for GaitSet by ourselves which are a little
higher than those reported in [6]. Besides, for a comprehensive study, we also
re-implement GEINet [31] which is a representative method taking Gait Energy
Image [8] as the input. It customizes a network for gait recognition and treats
each subject as a separate class in the training. The features before the softmax
layer are taken to match the probe and gallery for evaluation. Finally, to enable
a more fair comparison on CASIA-B, we implement an improved version of Gait-
Set (denoted as GaitSet-L) where the input size of each silhouette is enlarged
from 64 × 44 to 128 × 88.

4.2 Performance Comparison

CASIA-B. Table 2 shows the performance comparison on CASIA-B. The
dimensions of the final representations learned by different methods are also
compared. The probe sequences are divided into three subsets, i.e. NM, BG,
CL, which are respectively evaluated. The accuracy for each probe view is aver-
aged on all gallery views excluding the identical-view cases.
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From the results in Table 2, we observe that GaitSet and GaitSet-L out-
perform GEINet by a large margin, which, however, generate the gait repre-
sentations with a very high dimension (i.e. 15872). The comparisons between
GaitSet-L and GaitSet indicate that enlarging the input size is beneficial to
gait recognition especially for walking with bags (BG) and walking in differ-
ent clothes (CL), although the consumption of GPU memory is simultaneously
increased. Particularly, compared to GaitSet and GaitSet-L, GLN reduces the
representation dimension by nearly two orders of magnitude (15872→256) and
achieves state-of-the-art performance under all walking conditions (NM-96.88%,
BG-94.04%, CL-77.50%). Under the most challenging condition of walking in
different clothes (CL), GLN exceeds GaitSet by 6.45% with the representation
dimension significantly reduced to 256. The improvements under the other two
walking conditions compared to GaitSet are also impressive, i.e. +1.67% for nor-
mal walking (NM) and +5.96% for walking with bags (BG). Besides, we notice
that, though the average performance is inferior to GLN, GaitSet-L achieves the
best performance in some probe views (e.g. 126◦) for walking in different clothes
(CL). This phenomenon needs further exploration.

Table 2. The rank-1 accuracy (%) on CAISA-B across different views excluding the
identical-view cases, DIM for Dimension. For evaluation, the first 4 variants of normal
walking (NM) for each subject are taken as the gallery. The probe sequences are divided
into three subsets according to the walking conditions, i.e. NM, BG and CL

Probe Method DIM Probe view Average

0◦ 18◦ 36◦ 54◦ 72◦ 90◦ 108◦ 126◦ 134◦ 162◦ 180◦

NM GEINet [31] 1024 40.20 38.90 42.90 45.60 51.20 42.00 53.50 57.60 57.80 51.80 47.70 48.11

GaitSet [6] 15872 93.40 98.10 98.50 97.80 92.60 90.90 94.20 97.30 98.40 97.00 89.10 95.21

GaitSet-L 15872 91.40 98.50 98.80 97.20 94.80 92.90 95.40 97.90 98.80 96.50 89.10 95.57

GLN (ours) 256 93.20 99.30 99.50 98.70 96.10 95.60 97.20 98.10 99.30 98.60 90.10 96.88

BG GEINet [31] 1024 34.20 29.29 31.21 35.20 35.20 27.60 35.90 43.50 45.00 38.99 36.80 35.72

GaitSet [6] 15872 85.90 92.12 93.94 90.41 86.40 78.70 85.00 91.60 93.10 91.01 80.70 88.08

GaitSet-L 15872 89.00 95.25 95.56 93.98 89.70 86.70 89.70 94.30 95.40 92.73 84.40 91.52

GLN (ours) 256 91.10 97.68 97.78 95.20 92.50 91.20 92.40 96.00 97.50 94.95 88.10 94.04

CL GEINet [31] 1024 19.90 20.30 22.50 23.50 26.70 21.30 27.40 28.20 24.20 22.50 21.60 23.46

GaitSet [6] 15872 63.70 75.60 80.70 77.50 69.10 67.80 69.70 74.60 76.10 71.10 55.70 71.05

GaitSet-L 15872 66.30 79.40 84.50 80.70 74.60 73.20 74.10 80.30 79.70 72.30 62.90 75.27

GLN (ours) 256 70.60 82.40 85.20 82.70 79.20 76.40 76.20 78.90 77.90 78.70 64.30 77.50

OUMVLP. Table 3 displays the performance comparison on OUMVLP where
GLN also achieves state-of-the-art performance with the 256-dimensional rep-
resentations. The input size of each silhouette on this dataset is set to 64 × 44
due to the limits of GPU memory and thus the performance of GaitSet-L is not
available. It is worth noting that, the dimension of the representations learned
by GEINet is doubled to 2048 for this large-scale dataset, and the reproduced
results for GEINet is much higher than those reported in [6]. In spite of the high
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representation dimension, GaitS et al. so holds the best performance on this
large-scale dataset before this work and outperforms GEINet by a large margin.
According to the results shown in Table 3, we observe that GLN improves the
rank-1 accuracy by 2.13% compared to GaitSet and the representation dimension
is significantly reduced to 256.

Besides, we notice that the gait data for some subjects in OUMVLP is incom-
plete. As a result, for some probe sequences, there are not the corresponding
sequences in the gallery. Thus we further conduct the evaluation ignoring the
probe sequences which have no corresponding ones in the gallery. As shown
in the last three rows of Table 3, GLN finally achieves the rank-1 accuracy of
95.57% with the 256-dimensional representations, which exceeds GaitSet with
the 15872-dimensional representations by 2.32% on this large-scale dataset.

4.3 Ablation Study

In this section we provide the ablation study to further analyze GLN. The exper-
iments are conducted on CASIA-B using the settings described in Sect. 4.1.

Table 3. The rank-1 accuracy (%) on OUMVLP across different views excluding the
identical-view cases, DIM for Dimension. For evaluation, the first variant of normal
walking (NM) for each subject is taken as the gallery with the rest as the probe. The last
three rows show the results ignoring the probe sequences which have no corresponding
ones in the gallery

Method DIM Probe view Average

0◦ 15◦ 30◦ 45◦ 60◦ 75◦ 90◦ 180◦ 195◦ 210◦ 225◦ 240◦ 255◦ 270◦

GEINet [31] 2048 23.20 38.09 47.95 51.81 47.53 48.09 43.75 27.25 37.89 46.78 49.85 45.94 45.65 40.96 42.48

GaitSet [6] 15872 79.33 87.59 89.96 90.09 87.96 88.74 87.69 81.82 86.46 88.95 89.17 87.16 87.60 86.15 87.05

GLN(ours) 256 83.81 90.00 91.02 91.21 90.25 89.99 89.43 85.28 89.09 90.47 90.59 89.60 89.31 88.47 89.18

GEINet [31] 2048 24.91 40.65 51.55 55.13 49.81 51.05 46.37 29.17 40.67 50.53 53.27 48.39 48.64 43.49 45.26

GaitSet [6] 15872 84.50 93.27 96.72 96.58 93.48 95.28 94.15 87.04 92.50 96.00 95.96 92.99 94.34 92.69 93.25

GLN(ours) 256 89.28 95.84 97.87 97.82 96.01 96.68 96.07 90.71 95.34 97.66 97.54 95.69 96.24 95.27 95.57

Lateral Connections. In GLN, the silhouette-level and set-level features
extracted by different stages are merged with the lateral connections in a top-
down manner. Here we separately evaluate the effect of lateral connections.
Specifically, the network shown in Fig. 3 is trained without Compact Block until
convergence. HPM is applied to the features generated by the lateral connec-
tions at the three stages. And the features of all parts are concatenated as the
final representations where the dimension reaches up to 23808. According to the
results shown in Table 4, the lateral connections can improve the performance
under all walking conditions especially for walking in different clothes (CL).
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Label Smooth. As stated in Sect. 3.3, the label smooth is adopted to prevent
overfitting on the subjects in the training set. Here we conduct the experiment
ignoring the label smooth and the standard cross-entropy loss [15] is computed
for GLN. As shown in the last two rows of Table 4, the label smooth is beneficial
to gait recognition under all walking conditions. Besides, the experimental results
in Table 4 indicate that Compact Block can simultaneously reduce the dimension
of the representations and improve the performance especially for normal walking
(NM) and walking with bags (BG). The performance for walking in different
clothes (CL) is comparable before and after reduction.

Training Strategy. The training strategy for GLN consists of two steps: Lateral
Pretraining and Global Training. We have also tried to train the whole network
globally from scratch, however, the performance is inferior under all walking
conditions on CASIA-B (NM-96.48%, BG-93.07%, CL-77.07%). The comparison
indicates that it is necessary to pretrain the lateral connections.

Table 4. The ablation study for lateral connections and label smooth, DIM for Dimen-
sion, CBlock for Compact Block. The results are reported on CASIA-B

Method DIM Label Smooth NM BG CL

GaitSet [6] 15872 – 95.21 88.08 71.05

GaitSet-L 15872 – 95.57 91.52 75.27

GLN (without CBlock) 23808 – 95.58 91.98 77.22

GLN (with CBlock) 256 × 96.48 94.03 77.03

GLN (with CBlock) 256
√

96.88 94.04 77.50

Output Dimensions. The dimension of the final representations learned by
GLN is empirically set to 256 through our experiments. Here we provide the
experimental results with different output dimensions including 128 and 512.
As shown in Table 5, the performance for normal walking (NM) and walking
with bags (BG) are comparable with the three dimensions. The dimension 256
achieves the best performance for walking in different clothes (CL) which is the
most challenging and occurs frequently in the real-world applications.

Variants of Compact Block. As shown in Table 5, we conduct the exper-
iments in comparison to some variants of Compact Block. We use the same
settings as described in Sect. 4.1 except that the structure of Compact Block is
replaced by the variants shown in Table 5. And we have also tried some clas-
sical methods for dimension reduction such as Principal Components Analysis
(PCA, NM-95.47%, BG-91.90%, CL-76.99%) and Linear Discriminant Analy-
sis (LDA, NM-87.97%, BG-81.85%, CL-63.19%). The performance comparisons
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indicate that Compact Block can be treated as a reasonable choice to reduce the
dimension of the gait representations.

Time Statistics. Here we provide the running time comparison on CASIA-B
between GaitSet-L and GLN in the training (GaitSet-L: 0.96s per iteration v.s.
GLN: 1.01s per iteration) and test (GaitSet-L: 0.021s per sequence v.s. GLN:
0.022s per sequence). Though the running time of GLN is marginally increased
compared to GaitSet-L, our method can reduce the representation dimension
by nearly two orders of magnitude (15872 → 256) and the performance for all
walking conditions are improved simultaneously.

Table 5. The ablation study for output dimensions and variants of Compact Block,
DIM for Dimension. The results are reported on CASIA-B

DIM Variants of compact block NM BG CL

512 BN+ReLU+Dropout+FC+BN 96.98 94.09 77.10

256 BN+ReLU+Dropout+FC+BN 96.88 94.04 77.50

128 BN+ReLU+Dropout+FC+BN 97.07 94.10 76.84

256 BN+FC+BN 94.58 90.81 70.05

256 BN+ReLU+FC+BN 95.29 90.74 71.48

256 BN+Dropout+FC+BN 96.37 93.83 75.23

256 BN+ReLU+Dropout+FC+BN 96.88 94.04 77.50

Comparison to More Baselines. As stated in Sect. 4.1, GaitSet [6] holds
state-of-the-art performance for the silhouettes-based gait recognition before this
work and GEINet [31] is a representative method taking Gait Energy Image [8]
as input, which are more related to our work and compared thoroughly in our
experiments. Here we provide more silhouette-based methods for comparison
such as CNN-LB [41] (NM-89.9%, BG-72.4%, CL-54.0%) and J-CNN [45] (NM-
91.2%, BG-75.0%, 54.0%). Besides, we notice that there are some methods taking
other types of input for gait recognition such as GaitNet [46] (RGB frames, NM-
92.3%, BG-88.9%, CL-62.3%), GaitMotion [2] (optical flow, NM-97.5%, BG-
83.6%, CL-48.8%), SM-Prod [5] (gray images and optical flow, NM-99.8%, BG-
96.1%, CL-67.0%). Though some methods [2,5] report a little higher performance
for NM, the optical flow needs a lot of computation cost and the performance
for the challenging CL is much inferior to our method (CL-77.50%). The results
here are all reported on CASIA-B.

5 Conclusion

In this work, we propose a novel network named Gait Lateral Network (GLN)
which can learn both discriminative and compact representations from the sil-
houettes for gait recognition. Specifically, the inherent feature pyramid in deep



396 S. Hou et al.

convolutional networks is leveraged to learn discriminative gait representations.
The silhouette-level and set-level features extracted by different stages in the
backbone are merged with the lateral connections in a top-down manner, which
enhances the gait representations by aggregating more visual details. And we
propose a Compact Block to learn compact gait representations, which can sig-
nificantly reduce the dimension of the gait representations without hindering the
accuracy. Extensive experiments on CASIA-B and OUMVLP demonstrate that
GLN achieves state-of-the-art performance under all walking conditions using
the 256-dimensional representations.

Acknowledgments. We are grateful to Prof. Dongbin Zhao for his support to this
work.
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Abstract. Recent reference-based face restoration methods have
received considerable attention due to their great capability in recov-
ering high-frequency details on real low-quality images. However, most
of these methods require a high-quality reference image of the same iden-
tity, making them only applicable in limited scenes. To address this issue,
this paper suggests a deep face dictionary network (termed as DFDNet)
to guide the restoration process of degraded observations. To begin with,
we use K-means to generate deep dictionaries for perceptually significant
face components (i.e., left/right eyes, nose and mouth) from high-quality
images. Next, with the degraded input, we match and select the most
similar component features from their corresponding dictionaries and
transfer the high-quality details to the input via the proposed dictio-
nary feature transfer (DFT) block. In particular, component AdaIN is
leveraged to eliminate the style diversity between the input and dictio-
nary features (e.g., illumination), and a confidence score is proposed to
adaptively fuse the dictionary feature to the input. Finally, multi-scale
dictionaries are adopted in a progressive manner to enable the coarse-
to-fine restoration. Experiments show that our proposed method can
achieve plausible performance in both quantitative and qualitative evalu-
ation, and more importantly, can generate realistic and promising results
on real degraded images without requiring an identity-belonging refer-
ence. The source code and models are available at https://github.com/
csxmli2016/DFDNet.

Electronic supplementary material The online version of this chapter (https://
doi.org/10.1007/978-3-030-58545-7 23) contains supplementary material, which is
available to authorized users.

c© Springer Nature Switzerland AG 2020
A. Vedaldi et al. (Eds.): ECCV 2020, LNCS 12354, pp. 399–415, 2020.
https://doi.org/10.1007/978-3-030-58545-7_23

http://crossmark.crossref.org/dialog/?doi=10.1007/978-3-030-58545-7_23&domain=pdf
http://orcid.org/0000-0003-3844-9308
http://orcid.org/0000-0001-6137-5162
http://orcid.org/0000-0001-8201-8877
http://orcid.org/0000-0002-8974-2064
http://orcid.org/0000-0002-3330-783X
http://orcid.org/0000-0002-2078-4215
https://github.com/csxmli2016/DFDNet
https://github.com/csxmli2016/DFDNet
https://doi.org/10.1007/978-3-030-58545-7_23
https://doi.org/10.1007/978-3-030-58545-7_23
https://doi.org/10.1007/978-3-030-58545-7_23


400 X. Li et al.

Keywords: Face hallucination · Deep face dictionary · Guided image
restoration · Convolutional neural networks

1 Introduction

Blind face restoration (or face hallucination) aims at recovering realistic details
from real low-quality (LQ) image to its high-quality (HQ) one, without know-
ing the degradation types or parameters. Compared with single image restora-
tion tasks, e.g., image super-resolution [9,36,46], denoising [42,43], and deblur-
ring [22,23], blind image restoration suffers from more challenges, yet is of great
practical value in restoring real LQ images.

Recently, benefited from the carefully designed architecture and the incorpora-
tion of related priors in deep neural convolutional networks, the restoration results
tend to be more plausible and acceptable. Though great achievements have been
made, the real LQ images usually contain complex and diverse distributions that
are impractical to synthesize, making the blind restoration problem intractable. To
solve this issue, reference-basedmethods [7,26,35,47] have been suggested byusing
reference prior in image restoration task to improve the process of network learning
and alleviate the dependency of network on degraded input. Among these meth-
ods, GFRNet [26] and GWAINet [7] adopt a frontal HQ image as reference to guide
the restoration of degraded observation. However, these two methods suffer from
two drawbacks. 1) They have to obtain a frontal HQ reference which is from the
same identity with LQ image. 2) The differences of poses and expressions between
the reference and degraded input will affect the reconstruction performance. These
two requirements limit their applicative ability to some specific scenarios (e.g., old
film restoration or phone album that supports identity group).

In this paper, we present a DFDNet by building deep face dictionaries to
address the aforementioned difficulties. We note that the four face components
(i.e., left/right eyes, nose and mouth) are similar among different people. Thus,
in this work, we off-line build face component dictionaries by adopting K-means
on large amounts of HQ face images. This manner can obtain more accurate
component reference without requiring the corresponding identity-belonging HQ
images, which makes the proposed model applicable in most face restoration
scenes. To be specific, we firstly use pre-trained VggFace [3] to extract the
multi-scale features of HQ face images in different feature scale (e.g., output
of different convolutional layers). Secondly, we adopt RoIAlign [14] to crop their
component features based on the facial landmarks. K-means is then applied on
these features to generate the K clusters for each component on different fea-
ture levels. After that, component adaptive instance normalization (CAdaIN) is
proposed to norm the corresponding dictionary feature which helps to eliminate
the effect of style diversity (i.e., illumination or skin color). Finally, with the
degraded input, we match and select the dictionary component clusters which
have the smallest feature distance to guide the following restoration process in
an adaptive and progressive manner. A confidence score is predicted to balance
the input component feature and the selected dictionary feature. In addition, we
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use multi-scale dictionaries to guide the restoration progressively which further
improves the performance. Compared with the former reference-based methods
(i.e., GFRNet [26] and GWAINet [7]), which have only one HQ reference, our
DFDNet has more component candidates to be selected as a reference, thus
making our model achieve superior performance.

Extensive experiments are conducted to evaluate the performance of our
proposed DFDNet. The quantitative and qualitative results show the benefits
of deep multi-scale face dictionaries brought in our method. Moreover, DFDNet
can also generate plausible and promising results on real LQ images. Without
requiring identity-belonging HQ reference, our method is flexible and practical
in most face restoration applications.

To sum up, the main contributions of this work are:

– We use deep component dictionaries as reference candidates to guide the
degraded face restoration. The proposed DFDNet can generalize to face
images without requiring the identity-belonging HQ reference, which is more
applicative and efficient than those reference-based methods.

– We suggest a DFT block by utilizing CAdaIN to eliminate the distribution
diversity between the input and dictionary clusters for better dictionary fea-
ture transfer, and we also propose a confidence score to adaptively fuse the
dictionary feature to the input with different degradation level.

– We adopt a progressive manner for training DFDNet by incorporating the
component dictionaries in different feature scales. This can make our DFDNet
learn coarse-to-fine details.

– Our proposed DFDNet can achieve promising performance on both synthetic
and real degraded images, showing its potential in real applications.

2 Related Work

In this section, we discuss recent works about single image and reference-based
image restoration methods which are closely related to our work.

2.1 Single Image Restoration

Along with the benefits brought by deep CNNs, single image restoration has
achieved great success in many tasks, e.g., image super-resolution [9,19,24,
44,46], denoising [13,38,42,43], deblurring [22,29,41], and compression artifact
removal [8,10,12]. Due to the specific facial structure, there are also several well-
developed methods for face hallucination [2,4–6,15,37,39,40,48]. Among these
methods, Huang et al. [15] suggest to ultra-resolve a very low resolution face
image by using the neural networks to predict the wavelet coefficients of HQ
images. Cao et al. [2] propose reinforcement learning to discover the attended
regions and then enhance them with a learnable local network. To better recover
the structure details, there are also some methods that incorporate the image
prior knowledge in the restoring process. Wang et al. [35] propose to use seman-
tic segmentation probability maps as class prior to recover class-aware textures
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on natural image super-resolution task. It firstly takes the LR images through
a segmentation network to generate the class probability maps. And then these
maps and LQ features are fused together by spatial feature transformation. As
for face images, Shen et al. [33] propose to learn a global semantic face prior
as input to impose local structure on the output. Similarly, Xu et al. [39] use
a multi-tasks model to predict the facial components heatmaps and use them
for incorporating structure information. Chen et al. [4] learn the facial geometry
prior (i.e., landmarks heatmaps and parsing maps) and take them to recover the
high-resolution results. Yu et al. [40] develop a facial attribute-embedded network
by incorporating face attributes vector in the LR feature space. Kim et al. [6]
adopt a progressive manner to generate the successive higher resolution output
and propose a facial attention loss on landmarks to constrain the structure of
reconstruction. However, most of these facial prior knowledge mainly focus on
geometry constrains (i.e., landmarks or heatmaps), which may not bring direct
facial details for the restoration of LQ image. Thus, most of these single image
restoration methods failed to generate plausible and realistic details on real LQ
face images because of the ill-posed problem and the limitation of a single image
or facial structure prior brought to the learning process of networks.

2.2 Reference-Based Image Restoration

Due to the limitation of single image restoration methods on real-world LQ images,
there are some works that use an additional image to guide the restoration process,
which can bring the object structure details to the final result. As for natural image
restoration, Zhang et al. [47] utilize a reference image which has similar content
with a LR image and then adopt a global matching scheme to search the similar
content patches. These reference feature patches are then used to swap the texture
feature of LR images. This method can achieve great visual improvements. How-
ever, it is very time and memory consuming in searching similar patches from the
global content. Moreover, the requirement of reference further limits its applica-
tion, because finding a natural image with a similar content for each LR input is
also terrible and sometimes it is impossible to obtain these types of image.

Different from natural image, face owns specific structures and share the simi-
lar components on different images of the same identity. Based on this observation,
two reference-based methods have been developed for face restoration. Li et al. [26]
and Dogan et al. [7] use a fixed frontal HQ reference for each identity to provide
identity-aware features to benefit the restoration process. However, we note that
face images are usually taken under unconstrained conditions, e.g., different back-
ground, poses, expressions, illuminations, etc. To solve this problem, they utilize
a WarpNet to predict flow field to warp the reference to align with the LQ image.
However, the alignment still does not solve all the differences between the refer-
ence and input, i.e., mouth close to open. Besides, the warped reference is usu-
ally unnatural and may take obvious artifacts to the final reconstruction result.
We note that each component between different identity has the similar structure
(i.e., teeth, nose, and eyes). It is intuitive to split the whole face into different parts,
and generate the representative components for each one. To achieve this goal, we
firstly use K-means on HQ images to cluster different component features off-line.



Blind Face Restoration via Deep Multi-scale Component Dictionaries 403

left eyes dictionaries

mouth dictionaries

Scale-1 Components 
Dictionaries Dic1,c

Dictionaries Generation

Dictionaries Generation

Dictionaries 
Generation

Scale-2 Components 
Dictionaries Dic2,c

Scale-3 Components 
Dictionaries Dic3,c

Scale-4 Components 
Dictionaries Dic4,c

Convolution

ReLU

MaxPooling

Parameters from VggFace

K-means

K-means

RoIAlign

Dictionaries Generation

(a) Off-line generation of multi-scale component dictionaries.

Confidence Score

DFT-2 Block

DFT-4 Block

DFT-3 Block

Dilated 
Resblock

Conv. + SN 
+ LReLU

Learnable Parameters

DFT-1 Block

CAdaIN Feature
Match

CAdaIN
Feature
Match

Confidence Score

Confidence Score Reverse
RoIAlign

RoIAlign

DFT Block

F d
s,c Dics,c F d

s,c RDics,c F d
s,c

RDic∗
s,c

F̂s,c

α

β

F̂s

(b) Architecture of our DFDNet for dictionary feature transfer.

Fig. 1. Overview of our proposed method. It mainly contains two parts: (a) the off-line
generation of multi-scale component dictionaries from large amounts of high-quality
images which have diverse poses and expressions. K-means is adopted to generate K
clusters for each component (i.e., left/right eyes, nose and mouth) on different feature
scales. (b) The restoration process and dictionary feature transfer (DFT) block that
are utilized to provide the reference details in a progressive manner. Here, DFT-i block
takes the Scale-i component dictionaries for reference in the same feature level.

Then we match the LQ features from the conducted component dictionaries to
select the one with the similar structures to guide the latter restoration. Moreover,
with the conducted dictionaries, we do not require an identity-belonging reference
anymore, and more component candidates can be selected as reference. It is much
more accurate and effective than only one face image in reference-based restoration
and can be applied in the unconstrained applications.

3 Proposed Method

Inspired by the former reference-based image restoration methods [7,26,47],
this work attempts to overcome the limitation of requiring reference image in
face restoration. Given a LQ image Id, our proposed DFDNet aims to generate
plausible and realistic HQ one Îh with the conducted component dictionaries.
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The whole pipeline is shown in Fig. 1. In the first stage (Fig. 1 (a)), we firstly
generate the deep component dictionaries from the high-quality images Ih via
k-means. These dictionaries can be selected as candidate component references.
In the second stage (Fig. 1 (b)), for each component of the degraded observation
Id, our DFDNet selects the dictionary features that have the most similar struc-
ture with the input. Specially, we re-norm the whole dictionaries via component
AdaIN (termed as CAdaIN) based on the input component to eliminate the dis-
tribution or style diversity. The selected dictionary features are then utilized to
guide the restoration process via dictionary feature transformation. Furthermore,
we introduce a confidence score on the selected dictionary feature to generalize
different degradation levels through weighted feature fusion. The progressive
manner from coarse to fine is also beneficial to the restoration process. In the
following, we first describe the off-line generation of multi-scale deep component
dictionaries. Then the details of our proposed DFDNet along with the dictio-
naries feature transfer (DFT) blocks are interpreted. The objective functions for
training are finally presented.

3.1 Off-Line Generation of Component Dictionaries

To build the deep component dictionaries that cover the most types of faces,
we adopt FFHQ dataset [18] due to its high-quality and considerable variation
in terms of age, ethnicity, pose, expression, etc. We utilize DeepPose [32] and
Face++1 to recognize their poses and expressions (i.e., anger, disgust, fear, hap-
piness, neutral, sadness and surprise), respectively, to balance the distribution
of each attribute. Among these 70,000 high-quality images of FFHQ, we select
10,000 ones to build our dictionaries. Given a high-quality image Ih, we first
use pre-trained VggFace [3] to extract its features on different scales. With the
facial landmarks Lh detected by dlib [20], we utilize RoIAlign [14] to crop and
re-sample these four components on each scale to a fixed size. We then adopt
K-means [30] to generate K clusters for each component, resulting in our compo-
nent dictionaries. In particular, for handling 256×256 images, the feature sizes of
left/right eyes, nose and mouth on scale-1 are set to 40/40, 25, 55, respectively.
The sizes are down-sampled one by one by two times for the following scale-{2,
3, 4}. These dictionary feature can be formulated as:

Dics,c = FDic

(
Ih|Lh; ΘV gg

)
, (1)

where s ∈ {1, 2, 3, 4} is the dictionary scale, c ∈ {left eye, right eye,nose,mouth}
is the type of components, and ΘV gg is the fixed parameters from VggFace.

3.2 Deep Face Dictionary Network

After building the high-quality component dictionFaries, our DFDNet is then pro-
posed to transfer the dictionary features to the degraded input Id. The proposed

1 https://www.faceplusplus.com.cn/emotion-recognition/.

https://www.faceplusplus.com.cn/emotion-recognition/
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DFDNet can be formulated as:

Î = F(Id|Ld, Dic; Θ), (2)

where Ld and Dic represent the facial landmarks of Id and the component dic-
tionaries in Eq. 1, respectively. Θ denotes the learnable parameters of DFDNet.

To guarantee the features of Id and Dic in the same feature space, we take
the pre-trained VggFace model as the encoder of DFDNet, which has the same
network architecture and parameters in the dictionary generation network (Fig. 1
(a)). Suppose that the encoder of DFDNet is different from VggFace or trainable
in the training phase, it easily generates different features which are inconsis-
tent with the pre-conducted dictionaries. For better transferring the dictionary
feature to the input components, we suggest a DFT block and use it in a pro-
gressive manner. It mainly contains five parts, i.e., RoIAlign, CAdaIN, Feature
Match, Confidence Score and Reverse RoIAlign. As for the encoder features of
Id, we first utilize RoIAlign to generate four component regions. We note that
these input components may have different distribution/style with the cluster of
conducted dictionaries Dics,c, we here suggest a component adaptive instance
norm [16] (CAdaIN) to re-norm each cluster in the dictionaries. The feature
match scheme is then utilized to select the cluster with the similar texture.
In addition, a confidence score is predicted based on the residual between the
selected cluster and the input feature to better provide complementary details
on input. The reverse RoIAlign is finally adopted to paste the restored features
to the corresponding locations. For better transformation of restored features
to the decoder, we modify the UNet [31] and propose to use spatial feature
transform (SFT) [35] to transfer the dictionary features to the degraded input.

CAdaIN. We note that face images are usually under unconstrained conditions,
e.g., different illuminations, skin color. To eliminate the effect of these diversities
between the input components and dictionaries, we adopt component AdaIN
(CAdaIN) to re-norm the clusters in component dictionaries for accurate feature
matching. AdaIN [16] can remain the structure while translate the content to the
desired style. Denote F d

s,c and Dick
s,c as the c-th component features of the input

Id and the k-th cluster from the component dictionaries at scale s, respectively.
The re-normed dictionaries RDics,c by CAdaIN is formulated by:

RDicks,c = σ
(
F d
s,c

) (
Dicks,c − μ

(
Dicks,c

)

σ
(
Dicks,c

)
)

+ μ
(
F d
s,c

)
(3)

where s and c are the dictionary scale and the type of components defined in
Eq. 1. σ and μ are the mean and standard deviation. The re-normed dictionaries
RDick

s,c has the similar distribution with input components F d
s,c, which can not

only eliminate the style difference, but also facilitate the feature match scheme.

Feature Match. As for the input component feature F d
s,c and the re-normed

dictionaries RDics,c, we adopt inner product to measure the similarity between
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the F d
s,c and all the clusters in RDics,c. For k-th cluster in component dictionary,

the similarity is defined as:

Sk
s,c =

〈
F d
s,c, RDicks,c

〉
, (4)

The input component feature F d
s,c matches across all the clusters in the re-

normed component dictionaries to select the most similar one. F d
s,c has the same

size with k-th cluster in the corresponding dictionaries, thus this inner product
operation can be regarded as a convolutional layer with zero bias and weights of
F c

s,d performed over all the clusters. This is very efficient to obtain the dictionar-
ies’ similarity scores. Among all the scores Ss,c, we select the re-normed cluster
with the highest similarity as the matched dictionaries, termed as RDic∗

s,c. This
selected component feature RDic∗

s,c is then utilized to provide the high-quality
details to guide the restoration of the input components in the following section.

Confidence Score. We note that the slight degradation of input (e.g., ×2
super-resolution) relies little on the dictionaries and vice versa. To generalize
our DFDNet to different degradation level, we take the residual between F d

s,c
and RDic∗

s,c as input to predict a confidence score that performs on the selected
dictionary feature RDic∗

s,c. The result is expected to contain the absent high-
quality details which can add back to F d

s,c. The output of confidence score can
be formulated by:

F̂s,c = F d
s,c + RDic∗

s,c ∗ FConf (RDic∗
s,c − F d

s,c; ΘC), (5)

where ΘC is the learnable parameters of confidence score block FConf .

Reverse RoIAlign. After all the input components are processed by the former
section, here we utilize a reverse operation of RoIAlign by taking F̂s,c and c ∈
{left/right eyes, nose and mouth} to their original locations of F d

s,c. Denote the
result of reverse RoIAlign F̂s. This manner can easily keep and translate other
features (e.g., background) to the decoder for better restoration.

Inspired by SFT [35], which is proposed to learn a feature modulation func-
tion that incorporates some prior condition through affine transformation. The
scale α and shift β parameters are learned from the restored features F̂s with
two convolutional layers. The scale-s SFT layer is formulated as:

SFTs = α � F decoder
s + β , (6)

where α and β are both element-wise weights which have the same shape (i.e.,
height, width, number of channels) with F decoder

s . After the progressive DFT
block, our DFDNet can gradually learn the fine details for the final result Î.

3.3 Model Objective

The learning objective for training our DFDNet contains two parts, 1) recon-
struction loss that constrains the result Î close to the ground-truth Ih, 2) adver-
sarial loss [11] for recovering realistic details.
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Reconstruction Loss. We adopt mean square error (MSE) on both pixel and
feature space (perceptual loss [17]). The whole reconstruction loss is defined as,

Lrec = λl2‖Î − Ih‖2 +
M∑

m=1

λp,m

CmHmWm

∥∥∥Ψm(Î) − Ψm(Ih)
∥∥∥
2

(7)

where Ψm denotes the m-th convolution layer of VggFace model Ψ . C, H and
W are the channel, height, and width for the m-th feature. λl2 and λp,m are
the trade-off parameters. The first term tends to generate blurry results, while
the second one (perceptual loss) is beneficial for improving visual quality for the
reconstruction results. The combination of the two terms is common in computer
vision tasks and also is effective in the stable training of neural networks. In our
experimental settings, we set M equal to 4.

Adversarial Loss. It is widely used to generate realistic details in image
restoration tasks. In this work, we adopt multi-scale discriminators [34] at dif-
ferent size of the restoration results. Moreover, for stable training of each dis-
criminator, we adopt SNGAN [28] by incorporating the spectral normalization
after each convolution layer. The objective function for training multi-scale dis-
criminators is defined as:

�adv,Dr =

R∑

r

EIh↓r
∼P (Ih↓r

)

[
min

(
0, Dr(I

h
↓r)− 1

)]
+ EÎ↓r∼P(Î↓r)

[
min

(
0,−1− Dr(Î↓r)

)]
,

(8)
where ↓r denotes the down-sampling operation with scale factor r and r ∈
{1, 2, 4, 8}. Similarly, the loss for training generator F is defined as:

�adv,G = −λa,r

R∑
r

EId∼P(Id)

[
Dr

(
F

(
Id|Ld, Dic; Θ

)
↓r

)]
, (9)

where λa,r is the trade-off parameters for each scale discriminator.
To sum up, the full objective function for training our DFDNet can be written

as the combination of reconstruction and adversarial loss,

L = �rec + �adv,G. (10)

4 Experiments

Since the performance of reference-based methods are usually superior to other
single image or face restoration methods [26], in this paper, we mainly com-
pare our DFDNet with reference-based (i.e., GFRNet [26], GWAINet [7]) and
face prior-based methods (i.e., Shen et al. [33], Kim et al. [6]). We also report
the results of single natural image (i.e., RCAN [46], ESRGAN [36]) and face
(i.e., WaveletSR [15]) super-resolution methods. Among these methods, Shen
et al. [33] and Kim et al. [6] can only handle 128 × 128 images, while others
can restore 256 × 256 images. For fair comparisons, our DFDNet is trained on
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these two sizes (termed as DFDNet128 and DFDNet256). RCAN [46] and ESR-
GAN [36] were originally trained on the natural images, thus we retrain them
using our training data for further fair comparison (termed as *RCAN and *ESR-
GAN). WaveletSR [15] was also retrained by using our training data with their
released training code (termed as *WaveletSR). Following [26], PSNR, SSIM and
LPIPS [45] are reported on the super-resolution task (×4 and ×8) which also
has the random injection of Gaussian noise and blur operation for quantitatively
evaluating on the blind restoration task. In terms of qualitative comparison,
we demonstrate the comparisons on the synthetic and real-world low-quality
images. More visual results including high resolution restoration performance
(i.e., 512 × 512) can be found in our supplemental materials.

4.1 Training Details

As mentioned in Sect. 3.1, we select 10,000 images from FFHQ [18] to build our
component dictionaries. We note that GFRNet, GWAINet and WaveletSR adopt
VggFace2 [3] as their training data, we also use it for training and validating
our DFDNet for fair comparison. To evaluate the generality of our method, we
build two test datasets, i.e., 2,000 test images from VggFace2 [3] which are not
overlapped with the training data, and another 2,000 images from CelebA [27].
Each of them has a high-quality reference from the same identity for running
GFRNet and GWAINet. To synthesize the training data that approximate to the
real LQ images, we adopt the same degradation model suggested in GFRNet [26],

Id =
(
(Ih ⊗ k)↓r

+ nσ

)
JPEGq

(11)

where k denotes two common types of blur kernel, i.e., Gaussian blur with
	 ∈ {1 : 0.1 : 5} and 32 motion blur kernels from [1,25]. Down-sampler r,
Gaussian noise nσ and JPEG compression quality q are randomly sampled from
{1 : 0.1 : 8}, {0 : 1 : 15} and {40 : 1 : 80}, respectively. The trade-off parameters
for training DFDNet are set as follows: λl2 = 100, λp,1 = 0.5, λp,2 = 1, λp,3 = 2,
λp,4 = 4, λa,1 = 4, λa,2 = 2, λa,4 = 1, λa,8 = 1. The Adam optimizer [21] is
adopted to train our DFDNet with learning rate lr = 2 × 10−4, β1 = 0.5 and
β2 = 0.999. lr is reduced by 2 times when the reconstruction loss on validation
set becomes non-decreasing. The whole model including the generation of multi-
scale component dictionaries and the training of DFDNet are executed on a
server with 128G RAM and 4 Tesla V100. It takes 4 days to train our DFDNet.

4.2 Results on Synthetic Images

Qualitative Evaluation. The quantitative results of these competing methods
on super-resolution task are shown in Table 1. We can have the following obser-
vations: 1) Compared with all the competing methods, our DFDNet is superior
to others by a large margin on two datasets and two super-resolution tasks (i.e.,
at least 0.4 dB in ×4 and 0.3 dB in ×8 higher than the 2-nd best method). 2)
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Table 1. Quantitative comparisons on two datasets and two tasks (×4 and ×8).

Methods VggFace2 [3] CelebA [27]

×4 ×8 ×4 ×8

PSNR↑ SSIM↑ LPIPS↓ PSNR↑ SSIM↑ LPIPS↓ PSNR↑ SSIM↑ LPIPS↓ PSNR↑ SSIM↑ LPIPS↓

Shen et al. [33] 20.56 .745 .080 18.79 .717 .126 21.04 .751 .079 18.64 .714 .131

Kim et al. [6] – – – 20.99 .759 .095 – – – 20.72 .749 .104

DFDNet128 25.76 .893 .035 23.42 .841 .071 25.92 .899 .031 23.40 .839 .080

RCAN [46] 24.87 .889 .283 21.36 .819 .295 24.93 .892 .267 21.11 .814 .302

*RCAN 25.32 .896 .247 22.94 .836 .271 25.47 .901 .217 22.84 .831 .283

ESRGAN [36] 24.13 .876 .223 – – – 24.31 .878 .210 – – –

*ESRGAN 24.91 .891 .194 – – – 25.04 .896 .193 – – –

WaveletSR [15] 24.30 .878 .236 21.70 .823 .273 24.51 .884 .247 21.42 .820 .279

GFRNet [26] 27.13 .912 .132 23.37 .856 .269 27.32 .915 .124 23.12 .852 .273

GWAINet [7] – – – 23.41 .860 .260 – – – 23.38 .859 .270

DFDNet256 27.54 .923 .114 23.73 .872 .239 27.77 .925 .103 23.69 .872 .241

Input *RCAN *ESRGAN *WaveletSR GFRNet Ours Ground-truthShen et al.

Fig. 2. Visual comparisons of these competing methods on ×4 SR task. Close-up in
the right bottom of GFRNet is the required guidance.

Even though the retrained *RCAN and *ESRGAN have achieved great improve-
ments, the performance is still inferior to GFRNet, GWAINet and our DFDNet,
mainly due to the lack of high-quality facial references. 3) With the same training
data, reference-based methods (i.e., GFRNet [26] and GWAINet [7]) outperform
other methods, but are still inferior to our DFDNet, which can be attributed
to the incorporation of high-quality component dictionaries and the progressive
dictionary feature transfer manner. Given a LQ image, our DFDNet has more
candidates to be selected as component reference, resulting in the flexible and
effective restoration. 4) Our component dictionaries are conducted on FFHQ [18]
and DFDNet is trained on VggFace2 [3], but the performance on CelebA [27] still
outperforms other methods, indicating the great generalization of our DFDNet.

Visual Comparisons. Figures. 2 and 3 show the restoration results of these
competing methods on ×4 and ×8 super-resolution tasks. Shen et al. [33] and
Kim et al. [6] were proposed to handle face deblur and super-resolution prob-
lems. Since they only released their test model, we did not re-implement them
with the same training data and degradation model in this paper, resulting in
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Shen et al. Ground-truthOursGFRNet*WaveletSR*RCANKim et al.Input GWAINet

Fig. 3. Visual comparisons of these competing methods on ×8 SR task. Close-up in
the right bottom of GFRNet is the required guidance.

*RCAN OursGFRNetGWAINetWaveletSRInput

Fig. 4. Visual comparisons of competing methods with top performance on real-world
low-quality images. Close-up at the right bottom is the required guidance.

their poor performance. The retrained *RCAN, *ESRGAN and *WaveletSR still
limited in generating plausible facial structure, which may be caused by the lack
of reasonable guidance for face restoration. In terms of reference-based methods,
GFRNet [26] and GWAINet [7] generate plausible structures but fail to restore
realistic details. In contrast to these competing methods, our DFDNet can recon-
struct promising structure with richer details on these notable face regions (i.e.,
eyes and mouth). Moreover, even though the degraded input is not frontal, our
DFDNet can also have plausible performance (2-nd rows in Figs. 2 and 3).

Performance on Real-World Low-Quality Images. Our goal is to restore
the real low-quality images without knowing the degradation types and param-
eters. To evaluate the performance of our DFDNet on blind face restoration,
we select the real images from Google Image with face resolution lower than
80 × 80 and each of them has an identity-belonging high-quality reference for
running GFRNet [26] and GWAINet [7]. Here we only show the visual results
on competing methods with top-5 quantitative performance in Fig. 4. Among
these competing methods, only GFRNet [26] is proposed to handle blind face
restoration, thus can well generalize to real degraded images. However, its results
still contain obvious artifacts due to the inconsistent reference of only one high-
quality image. With the incorporation of component dictionaries, our DFDNet
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Input Ours(#16) Ours(#128) Ground-truthOurs(#64) Ours(#256) Ours(#512)

Fig. 5. Restoration results of our DFDNet with different cluster numbers.

Input Ours(0DFT) Ours(-Ada) Ground-truthOurs(2DFT) Ours(-CS) Ours(Full)

Fig. 6. Restoration results of our DFDNet variants.

can generate plausible and realistic results, especially in the eyes and mouth
region, indicating the effectiveness of our DFDNet in handling real degraded
observations. Moreover, our DFDNet does not require the identity-belonging
reference, showing practical values in wide applications.

4.3 Ablation Study

To evaluate the effectiveness of our proposed DFDNet, we conduct two groups
of ablative experiments, i.e., the cluster number K for each component dic-
tionary, and the progressive dictionary feature transfer block (DFT). For the
first one, we generate different number of clusters in our component dictionar-
ies. In this paper, we consider the cluster K ∈ {16, 64, 128, 256, 512}. For each
variant, we retrain our DFDNet256 with the same experimental settings but
with different cluster numbers, which are defined as Ours(#K). The quantita-
tive results on our VggFace2 test data are shown in Table 2. One can see that
Ours(#64) has nearly the same performance with GFRNet [26]. We analyze that
because GFRNet [26] adopts alignment between reference and degraded input,
making Ours(#16) performs poorer than it. By increasing the cluster numbers,
our DFDNet tends to achieve better results. We note that Ours(#256) performs
on par with Ours(#512) but has less time-consuming in feature match. Thus,
we adopt Ours(#256) as our default model. Visual comparisons between these
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Table 2. Comparisons on cluster number.

Methods ×4 ×8

PSNR↑SSIM↑LPIPS↓PSNR↑SSIM↑LPIPS↓
Ours(#16) 26.79 .908 .144 23.21 .839 .257

Ours(#64) 27.15 .914 .126 23.38 .856 .266

Ours(#128)27.43 .919 .120 23.56 .867 .248

Ours(#256)27.54 .923 .114 23.73 .872 .239

Ours(#512)27.55 .923 .110 23.75 .873 .231

Table 3. Comparisons on variants of
DFT.

Methods ×4 ×8

PSNR↑SSIM↑LPIPS↓PSNR↑SSIM↑LPIPS↓
Ours(0DFT)25.30 .896 .239 23.06 .839 .253

Ours(2DFT)26.43 .905 .161 23.24 .848 .261

Ours(-Ada) 25.47 .897 .190 22.97 .836 .270

Ours(-CS) 27.23 .914 .129 23.51 .862 .246

Ours(Full) 27.54 .923 .114 23.73 .872 .239

five variants are also presented in Fig. 5. We can see that when K is larger, the
restoration results tend to be clear and are much more realistic, indicating the
effectiveness of our dictionaries in guiding the restoration process.

For the second one, to evaluate the effectiveness of our progressive DFT block,
we consider the following variants: 1) Ours(Full): the final model in this paper,
2) Ours(0DFT ): our DFDNet by removing all the DFT blocks and directly using
SFT to transfer the encoder feature to the decoder, 3) Ours(2DFT ): our DFD-
Net with two DFT blocks (i.e., DFT-{3,4} block), 4) Ours(-Ada) and Ours(-CS ):
by removing the CAdaIN and Confidence Score in all the DFT blocks of final
model, respectively. The quantitative results on our VggFace2 [3] test data are
reported in Table 3. We can have the following observations. (i) By increasing
the number of DFT block, obvious gains (at least 2.2 dB in ×4 and 0.6 dB in ×8)
are achieved, indicating the effectiveness of our progressive manner. (ii) The per-
formance is severely degraded when removing the CAdaIN. This may be caused
by the inconsistent distribution of degraded feature and dictionaries, resulting
in the wrong matched features for restoration. (iii) With the incorporation of
confidence score, which can help balance the input and the matched dictionary
feature, our DFDNet can also achieve plausible improvements. Figure 6 shows the
restoration results of these variants. We can see that compared with Ours(0DFT )
and Ours(2DFT ), Ours(Full) is much clear and contains rich details. Results of
Ours(-Ada) are inconsistent with ground-truth (i.e., mouth region in 1-st row).
By the way, when the degradation is slight (1-st row), Ours(-CS ) which directly
swaps the dictionary feature to the degraded image can easily change the original
content (mouth region), making the undesired modification of face components.

5 Conclusion

In this paper, we present a blind face restoration model, i.e., DFDNet, to
solve the limitation of reference-based methods. To eliminate the dependence of
identity-belonging high-quality reference, we firstly suggest traditional K-means
on large amount of high-quality images to cluster perceptually significant facial
component. For dictionary feature transfer, we then propose a DFT block by
addressing the following problems, distribution diversity between degraded input
and dictionary feature with proposed component AdaIN, feature match scheme
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with fast inner product similarity, and generalization to degradation level with
the confidence score. Finally, the multi-scale component dictionaries are incorpo-
rated in the multiple DFT blocks in a progressive manner, which can make our
DFDNet learn the coarse-to-fine details for face restoration. Experiments vali-
date the effectiveness of our DFDNet in handling the synthetic and real-world
low-quality images. Moreover, we did not require an identity-belonging reference,
showing the practical value in wide scenes in the real-world applications.

Acknowledgments. This work is partially supported by the National Natural Science
Foundation of China (NSFC) under Grant No.s 61671182, U19A2073 and Hong Kong
RGC RIF grant (R5001-18).
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Abstract. Deep neural networks have achieved state-of-the-art perfor-
mance in a variety of fields. Recent works observe that a class of widely
used neural networks can be viewed as the Euler method of numeri-
cal discretization. From the numerical discretization perspective, Strong
Stability Preserving (SSP) methods are more advanced techniques than
the explicit Euler method that produce both accurate and stable solu-
tions. Motivated by the SSP property and a generalized Runge-Kutta
method, we proposed Strong Stability Preserving networks (SSP net-
works) which improve robustness against adversarial attacks. We empir-
ically demonstrate that the proposed networks improve the robustness
against adversarial examples without any defensive methods. Further,
the SSP networks are complementary with a state-of-the-art adversar-
ial training scheme. Lastly, our experiments show that SSP networks
suppress the blow-up of adversarial perturbations. Our results open up
a way to study robust architectures of neural networks leveraging rich
knowledge from numerical discretization literature.

1 Introduction

Recent progress in deep learning has shown promising results in various research
areas, such as computer vision, natural language processing and recommendation
systems. In particular, on the ImageNet classification task [18], deep neural net-
works show state-of-the-art performance, e.g., residual networks (ResNet), which
outperform humans in image classification [15]. Despite the success, deep neu-
ral networks often suffer from the lack of robustness against adversarial attacks
[30]. ResNet, which is a widely used base network, also suffers from adversarial
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(a) Euler method (b) 3rd order SSP

Fig. 1. We illustrate the difference between a forward Euler discretization and a third-
order SSP discretization applied to the inviscid Burgers’ solution. After computing
numerical solutions, the solutions are filtered through the sigmoid function as an acti-
vation function. Evidently, in (a) the Euler scheme, i.e., a ResBlock, produces notable
numerical errors while the SSP3 discretization in (b) shows a stable numerical approx-
imation. For more details, please see the supplement.

attacks which necessitates a more fundamental understanding of the architecture
at hand.

One interesting interpretation of the ResNet architecture is that of the
explicit Euler discretization scheme, i.e., x(tk+1) = x(tk) + F (x(tk)), because
it allows one to view neural networks as numerical methods. The explicit Euler
method is one of the simplest first-order numerical schemes but often leads to
large numerical errors due to its low order. Thus, we would expect that applying
advanced numerical discretizations would produce a more accurate numerical
solution than the Euler method, such as an explicit high-order Runge-Kutta
method. However, an arbitrary explicit high-order Runge-Kutta method can pose
a stability problem if the numerical solution becomes unstable [27]. To tackle
this issue, [9] and [27] introduce the notion of total variation diminishing (TVD);
also called Strong Stability Preserving (SSP) methods. The strong stability pre-
serving approach produces a more accurate solution of the differential equation
than the Euler method. We would expect to obtain a more accurate solution of
the underlying function with non-smooth initial data (shocks) compared to the
Euler method without notable numerical errors, see Fig. 1. This phenomenon is
directly related to the problem of adversarial attack and robustness of neural
networks [30].

Motivated by the advanced numerical discretization schemes, we propose
novel network architectures with the SSP property that address robustness; SSP
networks (SSPNets). The use of the SSP property consistently demonstrates that
all of our proposed architectures outperform ResNet in terms of robustness. SSP
architectural blocks do not increase the amount of model parameters compared
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to ResNet, can be easily implemented, and realized by a convex combination of
existing ResNet modules. The parameters used in SSP blocks are mathematically
derived coefficients from the advanced numerical discretization methods. In addi-
tion, starting from an explicit Runge-Kutta method with the SSP property, we
propose novel Adaptive Runge-Kutta blocks with learned coefficients obtained
by training. With these learned coefficients, we are able to improve robustness
while retaining the natural accuracy of ResNet.

The simple architectural change, SSPNets, improve robustness and are com-
plementary with adversarial training, which is the de facto state-of-the-art defen-
sive methodology. Our contributions are summarized as follows:

– We propose multiple novel architectural blocks motivated by the Strong Sta-
bility Preserving explicit higher-order numerical discretization method.

– We demonstrate empirically that these proposed blocks improve the robust-
ness of Strong Stability Preserving networks consistently; against adversarial
examples and without any defensive methods.

– We further improve on robustness with a novel adaptive architectural block
motivated by a generalized Runge-Kutta method and the SSP property.

– Last but not least, we show that Strong Stability Preserving Networks sup-
press the blow-up of adversarial perturbations added to inputs.

2 Background and Related Work

2.1 Neural Networks and Differential Equations

Neural networks such as ResNet [15], PolyNet [40] and recurrent neural networks
share a common operation represented as xt+1 = xt + F (xt;Θt). Interestingly,
a sequence of the operations (or equivalently the network architectures) can be
interpreted as an explicit Euler method for numerical discretization [6,7,20,24,
25]. For instance, ResNet can be written mathematically as

x0 = x,

xk+1 = xk + F (xk;Θk), k ∈ {0, 1, . . . , A − 1},

ŷ = f(xA),
(1)

where A denotes the number of layers in the network.
If we multiply the function F by Δt, i.e., xk+1 = xk + ΔtF (xk;Θk), then

ResNet can be seen as the explicit Euler numerical scheme discretization with
an initial condition, x(0), to solve the initial value problem given as

x(0) = x,

dx(t)
dt

= F (x(t);Θ(t)),

ŷ = f(x(A)).

(2)

The explicit Euler method is the simplest Runge-Kutta method and often
suffers from low accuracy because it is a first-order method. In this regard,
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higher-order numerical methods are natural candidates to obtain a more pre-
cise numerical solution, but the higher accuracy from higher-order methods may
come with the cost of instability, e.g., poor convergence behaviour on stiff dif-
ferential equations compared to the first order Euler method [4]. Therefore, it
is important to understand the trade-off between accuracy and stability when
considering a numerical method.

Recently, some network architectures inspired by the computational simi-
larity between ResNet and Euler discretization have been proposed, e.g., Neu-
ralODE and FFJORD [6,11]. Unlike ResNet, which requires the discretization of
observation/emission intervals to be represented by a finite number of hidden lay-
ers, NeuralODE and FFJORD use numerical discretization methods in the for-
ward propagation to define continuous-depth and continuous-time latent variable
models. These require ODE solvers for training and inference, unlike our imple-
mentation of SSP networks. Since we changed only computational graphs and
coefficients based on the numerical discretization theory, our methods perform
the standard forward/backward propagation in the discrete space as ResNet.

Another approach to design new blocks/layers of neural networks is to make
them have operations similar to advanced numerical discretization techniques
that possess desirable properties [20,25]. From the partial differential equation
perspective, analysis on numerical stability of conventional residual connections
lead to the development of new architectures: parabolic/hyperbolic CNNs to
achieve better stability as parabolic/hyperbolic PDEs [25]. The models use the-
oretical assumptions on the function to achieve stability with a positive semi-
definite Jacobian of the function resulting in constraints on convolutional kernels;
alternatively, our networks do not require such constraints.

2.2 Robust Machine Learning and Adversarial Attacks

Stability and robustness of neural networks have been studied in the context of
adversarial attacks after the success of deep learning [2,30,36]. Gradient-based
adversarial attacks create adversarial examples solving optimization problems.
One example is the maximization of loss against ground truth labels within
a small ball, e.g., maxδ L(hθ(x + δ), y), s.t. ‖δ‖∞ ≤ ε, where hθ is a model
parameterized by θ, x, y are the input (natural sample) and its target label
respectively, and L is a loss function. The simplest procedure to approximate the
solution is to use the fast gradient sign method (FGSM) [8]. It can be seen as an
optimal solution to a linearized loss function, i.e., arg max‖v‖∞≤α vT ∇δL(hθ(x+
δ), y) = α·sign(∇δL(hθ(x+δ), y)). Furthermore, the FGSM can be more powerful
when it is used with iterative methods such as the projected gradient descent
(PGD). PGD has been used in both untargeted and targeted attacks [5,21].

One of the early attempts to defend against adversarial attacks is adversar-
ial training using FGSM, a single-step method [8]. After that, various defensive
techniques have been proposed [3,22,26,29,31]. Many of them were defeated by
iterative attack methods [5] and Backward Pass Differentiable Approximation
[1]. Adversarial training with stronger multi-step attack methods is still promis-
ing and shows state-of-the-art performance [21,32,35]. More recently, provably
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robust neural networks have been successfully trained by minimizing the lower
bound of risk based on convex duality and convex relaxation [33,34]. Most adver-
sarial training methods above assume that attack methods are known a priori,
i.e., a white-box attack, and generate augmented samples using the attacks.
Another defensive technique is to alleviate the effect of perturbation by aug-
mentation and reconstruction [23,37], or denoising [35]. These methods along-
side adversarial training achieved comparable robustness. Similarly, in this work
we will introduce our approach and evaluate it with adversarial training.

3 Strong Stability Preserving Networks

In this section, we introduce the mathematical framework for the Strong Stability
Preserving property and describe how to implement SSP blocks with mathemat-
ically derived coefficients. Next, we provide a variance analysis to compare high-
order Runge-Kutta blocks with residual blocks. Lastly, we introduce adaptive
Runge-Kutta blocks with learnable coefficients which possess the SSP property.

3.1 Motivation of Strong Stability Preserving Method

Our objective is to solve the non-autonomous differential equation given as

∂u

∂t
= L(u(t), t), t ∈ [t0, ..., tN ], (3)

where t0, tN are the initial and terminal time state respectively; a non-
autonomous system permits a time varying solution, e.g., the learned function
varies as the depth of the network increases. The function L is a linear (or non-
linear) function and u(t0) is given by the initial condition. The objective is to
figure out the terminal state of the function u, i.e., u(tN ).

A general high-order Runge-Kutta time discretization for solving the initial
value problem (3) introduced in [28] is given as

u(0) = un,

u(i) =
i−1∑

k=0

(
αi,ku(k) + Δtβi,kL(u(k))

)
, i ∈ {1, · · · ,m},

un+1 = u(m),

(4)

where
∑i−1

k=0 αi,k = 1 and αi,k ≥ 0. For example, if m = 1, it becomes the
first-order Euler method as in Eq. (1) with α1,0 = β1,0 = 1.

Shu et al. [27,28] propose a TVD time discretization method that is called
the SSP time discretization method; for more discussion on the TVD method,
we refer the reader to [12,13]. The procedure of TVD time discretization is to
take the high-order method to decrease the local truncation error and maintain
the stability under a suitable restriction on the time step. While applying the
TVD scheme into the explicit high-order Runge-Kutta methods, there needs the
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assumption to hold it: The first-order Euler method in time is strongly stable
under a certain (semi) norm when the time step Δt is suitably restricted [10].
More precisely, if we assume that the forward Euler time discretization is stable
under a certain norm, the SSP methods find a higher-order time discretization
that maintains strong stability for the same norm; improving accuracy.

Followed by this assumption, for a sufficiently small time step known as
Courant-Friedrichs-Lewy (CFL) condition Δt ≤ ΔtCFL, the total variation semi-
norm of the numerical scheme does not increase in time, that is,

TV (un+1) ≤ TV (un), (5)

where the total variation is defined by

TV (un) :=
∑

j

|un
j+1 − un

j |, (6)

where j is the spatial discretization. The explicit high-order Runge-Kutta dis-
cretization with the SSP property maintains a higher order accuracy with a
modified CFL condition Δt ≤ cΔtCFL. In other words, the high-order SSP
Runge-Kutta scheme improves accuracy while retaining its stability. This has
been theoretically studied by the following Lemma 1.

Lemma 1. If the forward Euler method is strongly stable under the CFL condi-
tion, i.e. ||un +ΔtL(un)|| ≤ ||un||, then the Runge-Kutta method possesses SSP,
||un+1|| ≤ ||un||, provided that Δt ≤ cΔtCFL.

We provide a sketch of the proof of Lemma 1 in the supplement. The full
proof of the Lemma 1 can be found in [28]. Following this representation, we can
figure out the specific coefficients αi,k and βi,k in equation (4). In particular, the
second and third order nonlinear SSP Runge-Kutta method was studied in [28].

Lemma 2. An optimal second-order SSP Runge-Kutta method is given by,

u(1) = un + ΔtL(un),

un+1 =
1
2
un +

1
2
u(1) +

1
2
ΔtL(u(1)),

(7)

with a CFL coefficient c = 1. In addition, an optimal third-order SSP Runge-
Kutta method is of the form

u(1) = un + ΔtL(un),

u(2) =
3
4
un +

1
4
u(1) +

1
4
ΔtL(u(1)),

un+1 =
1
3
un +

2
3
u(2) +

2
3
ΔtL(u(2)),

(8)

with a CFL coefficient c = 1.

A sketch of the proof for Lemma 2 can be found in the supplement and for
the detailed proof, we refer the reader to [9,10,28].
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Fig. 2. Network modules with ResBlock and SSP blocks. (a): ResBlock. (b): SSP2-block
(c): SSP3-block, (d): ArkBlock

3.2 Strong Stability Preserving Networks

Next, we show how to incorporate the explicit SSP Runge-Kutta method into
neural networks. Equation (7) and (8) can be implemented with standard resid-
ual blocks and simple operations, as shown in Fig. 2.

Let ResBlock denote a standard residual block
written as ResBlock(x(tk);Θ(tk)) = x(tk) + F (x(tk);Θ(tk)), where Θ(tk) are
the parameters of ResBlock(·;Θ(tk)). The function F is typically composed of
two or three sets of normalization, activation, and convolutional layers, e.g.,
Fig. 2 and [15,16]. When the numbers of input and output channels differ, we
use the expansive residual block ResBlock-E ; this can be implemented with a
1 × 1 convolutional filter to expand the number of channels.

Using the standard modules in ResNet (ResBlock and ResBlock-E ), SSPNets
can be constructed. First, SSP blocks can be implemented using linear combi-
nations of ResBlocks. As the Euler method interpretation of ResNet requires
Δt = 1, we assume Δt = 1 in Eq. (7), then the SSP2-block is given by,

x(tk+ 1
2
) = x(tk) + F (x(tk);Θ(tk))︸ ︷︷ ︸

ResBlock(x(tk);Θ(tk))

,

x(tk+1) =
1
2
x(tk) +

1
2
x(tk+ 1

2
) +

1
2
F

(
x(tk+ 1

2
);Θ(tk)

)

︸ ︷︷ ︸
1
2ResBlock(x(tk+1/2);Θ(tk))

.
(9)
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Similarly, the third order SSP in Eq. (8) (SSP3-block) is written as

x(tk+ 1
3
) = x(tk) + F (x(tk);Θ(tk))︸ ︷︷ ︸

ResBlock(x(tk);Θ(tk))

,

x(tk+ 2
3
) =

3
4
x(tk) +

1
4
x(tk+ 1

3
) +

1
4
F

(
x(tk+ 1

3
);Θ(tk)

)

︸ ︷︷ ︸
1
4ResBlock(x(tk+1/3);Θ(tk))

,

x(tk+1) =
1
3
x(tk) +

2
3
x(tk+ 2

3
) +

2
3
F

(
x(tk+ 2

3
);Θ(tk)

)

︸ ︷︷ ︸
2
3ResBlock(x(tk+2/3);Θ(tk))

.

(10)

The SSP block schematic is presented in Fig. 2 and SSP blocks are only used
when the number of channels does not change.

The explicit SSP Runge-Kutta methods in Eq. (7) and (8) use the same func-
tion L multiple times. Similarly, SSP blocks in Eq. (9) and (10) apply the same
ResBlock multiple times. Using the same ResBlock multiple times can be viewed
as parameter sharing, which is a kind of regularization. In other words, without
increasing the number of parameters, a SSP block implementation improves the
robustness of neural networks by utilizing higher-order schemes.

Midpoint Runge-Kutta Second-Order Methods. For contrast, one may
ask whether or not the stability preserving properties are key to the robustness
against adversarial perturbation. We address this important question by train-
ing another network that utilizes a second-order midpoint Runge-Kutta method
(mid-RK2) which does not have the strong stability preserving property [4,10].
Recall that this method is implemented numerically as

x(tk+1) = x(tk) + F

(
x(tk) +

1
2
F (x(tk);Θ(tk));Θ(tk)

)
, (11)

and does not have the SSP property. This network will provide a comparison of
numerical discretization methods with regard to stability in attacked accuracy.

Variance Analysis of SSP Networks. We analyze the variance increase of
SSP blocks following previous works [14,39], which compare the variance of input
and output of functional modules. Next, we show that SSP blocks suppress the
variance increase compared to ResBlock ; as well as comparing the variance of the
midpoint Runge-Kutta second-order numerical method for further justification.

Lemma 3. If Var[F (x)] = Var[x], Cov[x, F (y)] = 0 then the variance increases
by

Var[ResBlock(x)] = 2Var[x], Var[mid-RK2(x)] =
9
4
Var[x],

Var[SSP2-Block(x)] =
7
4
Var[x], Var[SSP3-Block(x)] =

29
18

Var[x].
(12)
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The variance of SSP blocks is smaller than that of ResBlock. The variance adds
to our argument that the SSP property is the reason for improved robustness;
for more detailed derivation and proof, see the supplement.

Fig. 3. The overall architecture of neural networks used in experiments. Each group has
N ∈ {6, 10} blocks and the block is either ResBlock, SSP blocks (2 or 3) or ArkBlock.
The ResBlock-E is inserted between groups to expand the number of channels for all
the architectures.

Adaptive SSP Networks. Also, we generalize Eq. (4) with the second-order
Adaptive Runge-Kutta block (ArkBlock) that has the SSP property by construc-
tion. These novel computational blocks slightly increase the number of param-
eters compared to ResBlock but also provide greater robustness and natural
accuracy than SSP2-Block or SSP3-Block. Finally, we explore different compu-
tational architectures within each group to retain natural accuracy and further
improve robustness.

A naive implementation of Eq.(4) yields 5 additional parameters. We can
retain the SSP property in ArkBlocks by reducing the number of parameters
with Ralston’s method [9]. Thus, the number of additional learned parameters
per block, when compared with ResBlock, is 2 and is defined as

α1,0 = 1, α2,0 = 1 − α2,1,

β2,0 = 1 − 1
2β1,0

− α2,1β1,0, β2,1 =
1

2β1,0
.

(13)

We further improve performance by reducing the number of parameters by fixing
α2,1 and simply learning β1,0 in each block.

Adaptive SSP networks still maintain the same architecture, as in Fig. 3, but
are comprised of blocks that have the form

u(1) = un + β1,0L(un),

u(n+1) = α2,0u
n + β2,0L(un) + α2,1u

(1) + β2,1L(u(1)).
(14)

We implement ArkBlocks with,

x(tk+ 1
2
) = x(tk) + β1,0F (x(tk);Θ(tk)) ,

x(tk+1) = α2,0x(tk) + β2,0F (x(tk);Θ(tk))

+ α2,1x(tk+ 1
2
) + β2,1F

(
x(tk+ 1

2
);Θ(tk)

)
.

(15)

The ArkBlocks are inspired by the generalized Runge-Kutta method in (14).
However, the numerical scheme in Eq. (14), keeps α2,1 and β1,0 constant in
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all blocks, while ArkBlocks set those parameters as learnable; varying in each
block. Such an adaptivity based on data and architectures cannot be obtained by
mathematically derived coefficients. To our knowledge, this is the first attempt.

Table 1. The accuracy against adversarial attacks with standard training on the
MNIST dataset; all models were trained with 6 blocks. Note that PGDi represents
a projected gradient descent attack with i iterations and that all the SSPNets are
more robust against adversarial attacks than ResNet.

Model Clean FGSM PGD20 PGD30

ResNet 0.9961 0.7674 0.5799 0.1773

SSP-2 0.9954 0.7984 0.5979 0.1850

SSP-3 0.9960 0.8022 0.6176 0.1930

SSP-adap 0.9946 0.8586 0.7611 0.5102

4 Experiments

We evaluate the robustness of various SSP networks against adversarial exam-
ples. MNIST [19] and CIFAR10 [18] are used for evaluation; for results on other
datasets, see the supplement. The robustness is measured by the classification
accuracy on adversarial examples generated by FGSM [8] and PGD [21].

In this section, we empirically address the following three questions:

– Are deep neural networks with the SSP property more robust than ResNet
when the models are trained with or without adversarial training?

– Can we further improve upon adversarial robustness and simultaneously
retain the natural accuracy of ResNet?

– Do Strong Stability Preserving networks suppress the perturbation growth
during forward propagation?

4.1 Experimental Setup

ResNet and SSP Networks. Each group has N blocks where each block can be
either ResBlock, SSP2-block, SSP3-block, or ArkBlock, as seen in Fig. 3. Net-
works are named after the type of blocks: ResNet, SSP-2, SSP-3, and SSP-adap.
The blocks in each group have the same number of input/output channels. The
convolutional layers in group 1, group 2, and group 3 have 16, 32, 64 channels
respectively. The classification layer of our networks consist of an average pooling
and softmax layer, in order to calculate the confidence score.

4.2 Evaluation on MNIST with Standard Training

We demonstrate that SSPNets are more robust than ResNet with standard train-
ing. Since MNIST has relatively low-resolution images compared to CIFAR10,
we used a smaller architecture by skipping group 1 and 2 in Fig. 3.
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Experimental Details. We evaluate the models on MNIST. When training the
models, samples are augmented by adding random noise δ drawn from a uni-
form distribution Uniform(−ε, ε). We set the maximum perturbation magnitude
ε = 0.3 for both training and evaluation. For optimization, Adam [17] is used with
learning rate 0.0001 and (β1, β2) = (0.9, 0.999), minibatch size of 128. Models are
trained for 100 epochs.

Robustness Comparison. The results in Table 1 show that all four models have
high accuracy (99.5 ∼ 99.6%) in classifying clean samples. This means that SSP
blocks do not lead to a significant loss of accuracy on clean samples. Further, the
improvement by SSP compared to ResNet is consistently observed in different set-
tings. SSP-2 improves the robustness by 3% against FGSM and 1% against PGD.
SSP-3 shows larger improvement about 4% and 2% against FGSM and PGD. SSP-
adap shows the largest improvement about 9% and 33% against FGSM and PGD.
It is known that adversarial training onMNIST is sufficiently robust against FGSM
and PGD. All models trained by adversarial training achieve 96 ∼ 97% on MNIST,
which makes it hard to demonstrate the benefit of SSP networks with adversarial
training compared to ResNet.

4.3 SSP with Adversarial Training

We analyze the robustness of SSP networks, on the CIFAR10 dataset. Our pre-
liminary experiments show that all the models, e.g., ResNet, SSP-2, SSP-3, and
SSP-adap trained without adversarial training are easily fooled by PGD attacks,
but more analysis is needed on a more challenging dataset. For this reason, we
focus on the adversarial training setting for CIFAR10. Please see supplementary
materials for more analysis on SSP networks with adversarial training.

Adversarial Training. Before experimental results, we briefly summarize the
adversarial training proposed by [21]. The objective of adversarial training is to
minimize the adversarial risk given as,

Radv(hθ) = E(x,y)∼D

[
max
δ∈Δ

L(hθ(x + δ), y)
]
, (16)

where the hθ is a model parameterized by θ, L is a loss function, y is the label
of corresponding image x, D is a true data distribution, and Δ is a set of small
perturbations satisfying ‖δ‖p ≤ ε. In our experiments, the 
∞ metric is used,
i.e., p = ∞. Finding the exact solution to max

δ∈Δ
L(hθ(x + δ), y) is intractable, so

[21] approximate it with a sample generated by the PGD attack. PGD attack
finds the adversarial example given as xi+1 = Π(xi + α∇xi

L(hθ(xi), y)), where
i ∈ {0, 1, · · · ,K − 1}, K is the number of iterations of PGD attack, Π denotes
the projection to a small ball Δ and a valid pixel range. In our experiment, x0 is
initialized with the input image augmented by adding the random perturbation
δ0 sampled from the uniform distribution Uniform(−ε, ε).

To summarize, our adversarial training procedure works as follows: First,
randomly perturb the image within the allowed perturbation range ε. Next,
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generate the candidate adversarial example by PGD attack. Finally, take the
gradient descent step on a minibatch composed of only candidate adversarial
examples. The adversarial training is closely related to the Frank-Wolfe Algo-
rithm and two projections in the original adversarial training can be simplified to
one projection to the intersection of two convex sets. The pseudocode of adver-
sarial training and a detailed discussion of implementation are provided in the
supplement.

Table 2. CIFAR10 robustness evaluation against adversarial attacks. The column
index N indicates the number of blocks in each group of Fig. 3, K indicates the number
of PGD iterations during training while PGDi represents the attack with i iterations
during attack. The SSP-adap model indicates an adaptive Runge-Kutta structure. All
the SSP networks are more robust against adversarial attack than ResNet. Moreover,
SSP-adap maintains the natural accuracy.

N K Model Clean FGSM PGD7 PGD12 PGD20

6 7 ResNet 0.8357 0.5116 0.4389 0.4215 0.4150

6 7 mid-RK2 0.8407 0.5156 0.4377 0.4193 0.4129

6 7 SSP-2 0.8257 0.5223 0.4577 0.4426 0.4368

6 7 SSP-3 0.8376 0.5165 0.4478 0.4305 0.4246

6 7 SSP-adap 0.8376 0.5283 0.4640 0.4455 0.4403

6 12 ResNet 0.8010 0.5304 0.4817 0.4691 0.4650

6 12 mid-RK2 0.7957 0.5326 0.4849 0.4740 0.4693

6 12 SSP-2 0.7899 0.5426 0.5073 0.4983 0.4961

6 12 SSP-3 0.7966 0.5440 0.5092 0.4999 0.4976

6 12 SSP-adap 0.7988 0.5504 0.5066 0.4964 0.4943

10 7 ResNet 0.8516 0.5225 0.4398 0.4188 0.4111

10 7 mid-RK2 0.8451 0.5146 0.4343 0.4122 0.4045

10 7 SSP-2 0.8437 0.5373 0.4714 0.4502 0.4427

10 7 SSP-3 0.8505 0.5350 0.4719 0.4558 0.4497

10 7 SSP-adap 0.8504 0.5308 0.4592 0.4376 0.4310

10 12 ResNet 0.8181 0.5467 0.4957 0.4799 0.4755

10 12 mid-RK2 0.8198 0.5522 0.4968 0.4818 0.4775

10 12 SSP-2 0.8144 0.5497 0.5074 0.4957 0.4932

10 12 SSP-3 0.8119 0.5507 0.5032 0.4929 0.4890

10 12 SSP-adap 0.8156 0.5643 0.5166 0.5054 0.5016

Experimental Details. We use the Stochastic Gradient Descent method with
Nesterov momentum, learning rate of 0.1, weight decay of 0.0005, momentum 0.9,
and a minibatch size of 128 samples. All models are trained for 200 epochs and in
every 60, 100, 140 epochs, the learning rate decayed with a decaying factor 0.1.
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Both adversarial training and robustness evaluation, we set the maximum pertur-
bation range ε = 8/255. To evaluate the robustness, we use FGSM [8] and PGD
[21]; similar to our MNIST experiments. We set the PGD attack parameters to
α = 2/255, and the number of iterations K = 7, 12, 20 in evaluation.

Robustness Comparison. The experimental results are shown in Table 2.
Models are evaluated in four different settings varying both the number of blocks
(6 or 10 in column N) for each group in Fig. 3 and the number of iterations in
PGD (7 or 12 in column K) to generate adversarial examples during training.

Before discussing about the effectiveness of SSP, we briefly show the rela-
tionship among robustness, the amount of model parameters, and the strength
of attacks used in adversarial training. As shown in Table 2, the robustness of
all the models is improved by stronger attacks during training (e.g., larger K in
PGD). The same observation is reported in [32]. For instance, SSP-3 (N = 6,
K = 12) shows higher accuracy than SSP-3 (N = 6, K = 7) against all the
attacks and especially the improvement is about 7% against PGD with 20 itera-
tions. Also, a bigger model size (e.g., larger N) increases the robustness against
adversarial examples. This is closely related to the finding in [21] that increas-
ing the number of channels in hidden layers often improves the robustness. Our
experiments show that increasing the model size by adding more layers improves
the robustness. For example, when K = 7, SSP-3 with N = 10 blocks show over-
all higher accuracy than SSP-3 with N = 6 blocks, the gain is about 2%. From
the numerical discretization perspective, more blocks can be seen as a finer time
discretization that leads to a more accurate numerical solution (or prediction).

All SSPNets, SSP-2, SSP-3 and SSP-adap, consistently outperform ResNet
by, roughly, 1 ∼ 3.9% when ResNet and SSPNets have the same number of
blocks, N , and iterations, K, in adversarial training. Note that we compare SSP-
2 (and SSP-3) with ResNet, which has the same amount of parameters, and this
is important to assure that the gain is not from an increased the amount of model
parameters. Also, SSP-2, SSP-3 and SSP-adap have the same time discretiza-
tion as ResNet. So, we conclude that the improvement in robustness against
adversarial attacks solely comes from the strength of a higher-order numerical
discretization. Table 2 shows one more interesting property of SSP networks.
Unlike adversarial training and defensive methods that usually cause the label
leaking effects [31,38], SSP-2, SSP-3 and SSP-adap (our architectural changes)
do not bring any additional loss of accuracy on natural samples.

On the other hand, Table 2 also shows that the mid-RK2 architecture does
not outperform ResNet, SSP-2, SSP-3 or SSP-adap even though the mid-RK2
is derived from the second order numerical scheme. This gives credence to the
implementation of SSPNets and implies that the robust performance is not a
result of arbitrary high-order methods. In addition, SSP-adap achieves com-
parable natural accuracy as ResNet and improves robustness. Table 2 demon-
strates the consistent improvement across various settings. For example, SSP-
adap achieves nearly 4% absolute performance improvement for N = 10,K = 7.
The improvement by SSP networks compared to ResNet and the performance
difference between different SSP networks are relatively smaller than Table 1.
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Our conjecture is that this is due to the improvement by adversarial training.
We believe that the Strong Stability Preserving property imposed by our archi-
tectural change allows the SSPNets to improve the robustness against adversarial
attacks.

N=6,K=7,p=1 N=6,K=7,p=2 N=10,K=12,p=1 N=10,K=12,p=2(a) (b) (c) (d)

Fig. 4. Perturbation growth ratio in Eq. (17) of clean samples and its adversarial
counterparts. As the SSP networks suppress the perturbation growth during forward
propagation, SSP-2, SSP-3 and SSP-adap have a lower ratio than ResNet. For full
version of this figure, see the supplement.

Perturbation Growth Ratio Comparison. We investigate how the dis-
tance between clean samples and adversarial examples evolves through networks
by calculating the perturbation growth ratio between input/output of groups
given by

PGR(f) = Ex∼D

[
Ex′∼X ′

[‖f(x) − f(x′)‖p

‖x − x′‖p

]]
, p ∈ {1, 2} (17)

where f(·) is a function of a group, x′ is a corrupted sample from x and is an
element of the set X ′, X ′ is a small neighborhood of x, and p defines a type
of norm either 
1 (related to TV in Eq. (5)) or 
2 (related to Lemma 3). Since
each model has a different scale of feature maps, to compare, the distance needs
proper normalization. So, we first measure the distance between a clean sample
and its adversarial example before/after each group in Fig. 3. x′ is the adversarial
example generated by PGD attack with 20 iterations for each model.

Figure 4 presents the perturbation growth ratio when N = 6,K = 7 and
N = 10,K = 12 at each group in the models. Since the adversarial examples
change the final predictions, the perturbation growth ratio increases in all the
models. However, for SSPNets, the perturbation growth ratio is significantly
lower than ResNet. This result supports that the proposed SSP blocks improve
robustness of networks against adversarial attacks when compared to ResNet.
We also conducted an experiment when x′ is corrupted by adding a random
perturbation to x and the result is consistent with Fig. 4. For full version of
Fig. 4 and more discussion, see the supplement.
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5 Conclusion

In this work, we leverage the Strong Stability Preserving property of numerical
discretization in order to improve adversarial robustness. Inspired by the Strong
Stability Preserving methods, we design a series of SSPNets by applying the same
ResBlock multiple times with parameters derived from numerical analysis. All of
the SSP networks provide robustness against adversarial attacks. In particular,
SSPNets with the ArkBlock improve adversarial robustness while maintaining
natural accuracy. The proposed networks are complementary with adversarial
training and suppress the perturbation growth. Our work shows the way to
improve the robustness of neural networks by utilizing the theory of advanced
numerical discretization schemes. We believe that the intersection of numerical
discretization and robust deep learning will provide new opportunities to study
robust neural networks.1
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Abstract. Fitting 3D morphable models (3DMMs) on faces is a well-
studied problem, motivated by various industrial and research applica-
tions. 3DMMs express a 3D facial shape as a linear sum of basis func-
tions. The resulting shape, however, is a plausible face only when the
basis coefficients take values within limited intervals. Methods based on
unconstrained optimization address this issue with a weighted �2 penalty
on coefficients; however, determining the weight of this penalty is diffi-
cult, and the existence of a single weight that works universally is ques-
tionable. We propose a new formulation that does not require the tun-
ing of any weight parameter. Specifically, we formulate 3DMM fitting
as an inequality-constrained optimization problem, where the primary
constraint is that basis coefficients should not exceed the interval that
is learned when the 3DMM is constructed. We employ additional con-
straints to exploit sparse landmark detectors, by forcing the facial shape
to be within the error bounds of a reliable detector. To enable operation
“in-the-wild”, we use a robust objective function, namely Gradient Cor-
relation. Our approach performs comparably with deep learning (DL)
methods on “in-the-wild” data that have inexact ground truth, and bet-
ter than DL methods on more controlled data with exact ground truth.
Since our formulation does not require any learning, it enjoys a versa-
tility that allows it to operate with multiple frames of arbitrary sizes.
This study’s results encourage further research on 3DMM fitting with
inequality-constrained optimization methods, which have been unex-
plored compared to unconstrained methods.

Keywords: 3D model fitting · 3D face reconstruction · 3D shape

1 Introduction

Estimation of 3D facial shape from 2D data via 3D morphable models (3DMMs),
a.k.a. face reconstruction, is a fundamental computer vision problem that
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attracts great interest due to its various applications [10], such as facial expres-
sion synthesis or analysis [18], gaze estimation [38] and facial landmark detec-
tion [45].

Most 3DMMs reconstruct facial shape as a linear sum of basis functions that
are typically learned via a variant of principal component analysis (PCA) [3,5,7]
or other models [10,14]. Then, 3D facial shape reconstruction from 2D data is
performed by inferring the basis coefficients in this sum, often using uncon-
strained pseudo-second-order (PSO) optimization. The magnitude of basis coef-
ficients must not be too large; otherwise, the resulting shape may hardly look like
a face (Fig. 1a). More specifically, the coefficients should be within the bounds
of their distributions, which are learned when the 3DMM is constructed. For
example, if the 3DMM is learned with PCA (e.g., [21]), the coefficients should
very rarely exceed ±3 standard deviations (Sect. 2.2). A similar interval can be
found for 3DMMs learned with other stochastic approaches (e.g., [14]).

Fig. 1. Illustration of why inequality constraints are useful. (a) Morphable model con-
straints. Each row shows the effect of a basis function of the Basel’09 model [21] when
generating facial shapes. The shapes may become implausible when the basis coefficient
is outside a certain interval (in this case, ±3 standard deviations, [−3σ, 3σ]); thus, the
optimization algorithm is constrained to this interval. (b) Sparse landmark constraints.
The purple dots show the output of a landmark detector, and the red rectangles depict
the maximal error for two landmarks (i.e., eye and mouth corner), learned on a large
dataset (Sect. 2.2). When a dense facial mesh is fit to this image, the mouth and eye
corner of the mesh should remain inside the red rectangles (Color figure online)

Many methods address the above-mentioned issue by adding a weighted �2
penalty on the coefficients (Sect. 1.1). Unfortunately, the weights of those penal-
ties are not easy to tune, and such �2 regularization can lead to overly smooth
faces that miss personal characteristics, or images that exaggerate those charac-
teristics to minimize reconstruction error (Fig. 2). Using deep learning (DL) is
another alternative to 3DMM fitting. However, the DL methods that achieve the
best performance “in-the-wild” also tend to produce overly-smooth faces (Fig. 2).
Moreover, DL methods may lack versatility, as they rely on a fixed architecture
that may not be suitable for working with images of arbitrary size, or with
multiple frames of a person when available (Sect. 1.1).
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This paper introduces a novel and theoretically compelling alternative to
unconstrained PSO optimization, which achieves a robustness on par with DL
methods, without sacrificing the versatility of 3DMMs. Specifically, we formu-
late 3DMM fitting as an inequality-constrained optimization problem, where
the primary constraint is that no basis function coefficient should be outside
the coefficient interval that is learned while the 3DMM is constructed (Fig. 1a).
Thus, we prevent coefficients from taking prohibitively large values, but unlike �2
regularization, do not require the tuning of any application-specific parameter.
Additional inequality constraints are used to exploit (sparse) facial landmark
detectors (Fig. 1b). To enable our approach to operate “in-the-wild”, we use
Gradient Correlation (GC) [34] as the objective function, since GC is robust
against illumination variations and occlusion. Finally, our approach can fit a
3DMM to multiple frames of a person. We refer to our formulation as 3DI (3D
estimation via Inequality constraints).

This paper has two technical contributions. First, we propose a novel for-
mulation for 3DMM fitting as an inequality-constrained optimization problem.
Second, we show how to use GC as a robust objective function for fitting 3DMMs.
Our results on a widely-used “in-the-wild” dataset, AFLW2000-3D [44], are com-
parable to those of DL methods, even though our method does not require any
training at all, and the 3DMM that we use is learned under controlled condi-
tions [14]. Moreover, we demonstrate that our method actually outperforms the
state-of-the-art methods on data where exact ground truth is known (improve-
ment between 21% and 39% on the BU-4DFE dataset [41] and a synthesized
dataset). The performance improves significantly with multiple frames, high-
lighting the benefits of a versatile method that can use multiple images.

Fig. 2. Illustration of the output of two state-of-the-art deep learning-based methods,
PRNet [11] and 3DDFA [45], in comparison to our method (3DI; used with Basel 2009
model [21]), two optimization-based methods with �2 regularization (3DMM edges [1]
and ITW [7]) and ground truth. Deep learning methods are remarkably robust, but
tend to produce over-smooth faces, whereas our method is better capable of applying
the right amount of detail. More illustrations are provided in Supplementary Material
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1.1 Related Work

Many 3DMM fitting methods use unconstrained PSO optimization [10], such
as stochastic gradient [3,24], Levenberg-Marquardt [23,27] or Gauss-Newton
[6,7,15,17,30,40,46]. These methods usually use various weighted �2 regular-
ization terms in the cost function [1–4,6,7,12,15,17,24,27,30,39,46]. Unfortu-
nately, the determination of the weight of these terms can be ad hoc [3]. More-
over, it is highly unlikely that there are specific optimal weights that can work
on all images under all circumstances. For example, the optimal weight for the
�2 penalty on deviation from landmarks should ideally depend on the error of
the landmark detector, which is different for each image. A key novelty of our
approach is to replace �2 regularization strategies with inequality constraints.
Our formulation requires only determination of the bounds of the inequalities,
which is learned for each 3DMM only once, without tuning w.r.t. a problem-
specific metric (Sect. 2.2). Some recent methods can operate “in-the-wild” by
using robust representations [1,6,7]. We also use a robust approach to fit mor-
phable models, namely GC, which is robust against illumination variation and
has a built-in outlier elimination, rendering it robust against occlusions [34].

Deep learning (DL) techniques are increasingly popular for 3D shape esti-
mation [11,13,20,22,26,28,29,31,43]. Herein, we focus on DL methods that pri-
oritize 3D shape reconstruction, which is the purpose of our study (but, see
a recent survey on using DL for other tasks; e.g., texture reconstruction [10]).
Two DL methods are particularly robust, namely 3DDFA [45] and PRNet [11].
To our knowledge, PRNet achieves the best performance on one of the most
popular “in-the-wild” datasets, AFLW2000-3D [45], as also shown in a recent
independent study [43]. Like most DL methods, PRNet and 3DDFA work with
a single frame, and cannot be trivially extended to use multiple frames of a
person without creating a new architecture (e.g. [22]). In contrast, multi-frame
operation is a rather straightforward extension for PSO approaches [7] and for
our formulation. Also, the faces reconstructed by those DL methods tend to be
too smooth (Fig. 2), missing person-specific details, and possibly limiting their
performance when working with simpler images from relatively controlled con-
ditions (Sect. 3.2). This is unfortunate, as in many applications the conditions
are not “in-the-wild”, such as Skype interviews or video recordings for clinical
research [36].

2 Inequality-Constrained 3D Model Fitting

We first give background for fitting a 3D model to 2D frames and introduce
our notation (Sect. 2.1). We then explain why it is natural to formulate 3DMM
fitting as an inequality-constrained optimization problem (Sect. 2.2). Finally, we
describe the robust objective function that we use (Sect. 2.3) and how to optimize
it subject to inequality constraints (Sect. 2.4).
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2.1 Background and Notation

Fitting a 3DMM to a set of 2D frames, I1, . . . , IT , amounts to finding the facial
shape, texture, camera view, and illumination coefficients that best reconstruct
the frames.

3D Facial Shape. The 3D facial shape is represented with a dense mesh of N
points at each frame. Let pt be the mesh at frame t, pt := (pT

t1,p
T
t2, . . . ,p

T
tN )T ∈

R
3N , where pti is a single point, i.e., pti = (px

ti, p
y
ti, p

z
ti)

T . Then, morphable mod-
els represent the facial shape as a linear sum,

pt = p̄ + Aα + Eεt, (1)

where p̄ is the mean face shape, A∈R
3N×Kα is the (shape) identity basis of the

morphable model, α ∈ R
Kα is the vector of shape parameters, E∈R

3N×Kε is the
facial expression basis and εt ∈ R

Kε is the vector of expression coefficients. Note
that α does not depend on t as facial identity does not change over time, but the
expression εt can. The points undergo a camera view transformation; that is, a
rotation by a matrix Rt ∈ SO(3) and translation by a vector τ t = (τtx, τty, τtz)T .
The view-transformed points are represented as vt1,vt2, . . . ,vtN , where

vti := (vx
ti, v

y
ti, v

z
ti)

T := Rtpti + τ t. (2)

The rotation matrix can be represented via quaternion parameters qt
0, q

t
1, q

t
2 and

qt
3 [7]. The camera view transformation is represented concisely as a 6-vector
ct := (ct1, . . . , ct6)T := (qt

1, q
t
2, q

t
3, τ

T
t )T ; qt

0 is ignored, as it can be determined
when qt

1, q
t
2, q

t
3 are known due to the unit-norm constraint of quaternions [7].

3D-to-2D Mapping. The next step towards reconstructing the face image is
to project each 3D point vti onto the image plane. For a CCD camera, this
process is carried out with a perspective transformation [16], and the 2N -vector
containing image points, xt := (xt

1, y
t
1, . . . , x

t
N , yt

N ), is obtained as:

xt
i = φxvx

ti/vz
ti+cx, yt

i = φyvy
ti/vz

ti+cy (3)

where φx and φy are the parameters of the perspective transformation, and cx

and cy are the coordinates of the image center.

Texture. To obtain the reconstructed face image, Ît, one needs to determine the
texture (i.e., the pixel intensity) that will be assigned to each image point. This
essentially depends on two factors: the facial texture of the person (e.g., color
of skin) and the illumination. A morphable model represents the facial texture
of a person, Îf

t , as a linear sum, Îf
t := t̄ + Bβ, where t̄ is the mean texture and

t̄ ∈ R
N for a grayscale image; B ∈ R

N×Kβ is the texture basis of the morphable
model; and β ∈ R

Kβ is the vector of texture coefficients. Using a simplified
version of the Phong illumination model (i.e., we ignore specular reflection [3]),
the pixel intensities of the reconstructed image can finally be computed as

Ît = Îf
t + ΛÎf

t � Îd
t , (4)
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where � is element-wise vector production, Îd
t is the diffuse reflection component

of the Phong model and Λ is a scalar—the diffuse reflection coefficient. The ith
element of Îd

t is Îd
t [i] := 〈nti,λt − vti〉, where nti is the unit-norm the surface

normal vector of the facial mesh at the ith point, 〈·, ·〉 is the standard inner
product on �2, and λt := (λtx, λty, λtz)T is the 3D location of the illumination
source. Equation (4) can be extended to use multiple illumination sources [3].

Image Formation. Rendering of reconstructed face image is carried out by fill-
ing the pixels whose location is specified in xt with the intensity values specified
in Ît. The true rendering process is slightly more complicated, as it requires ras-
terization to identify the pixels that will be rendered and Z-buffering to discard
occluded pixels. However, for notational simplicity, we will suppose that Ît is the
(vectorized) rendered image—that the ith value of Ît contains the pixel intensity
at image location (xi, yi).

2.2 Inequality Constraints

The facial shape and texture bases of morphable models are learned from a large
number of 3D facial scans [3]. Often, a statistical learning approach that underlies
the assumption of Normal distribution (e.g., PCA [2,7]) is used, in which case
basis coefficients should very rarely exceed ±3 standard distribution [35]. Thus,
the distributions learned while constructing the 3DMM can be used to determine
hard upper and lower bounds for basis coefficients. Importantly, one can set those
bounds a priori, in an application-independent manner. Nevertheless, since the
basis coefficients are empirical distributions, it is worth visually confirming that
the hard bounds generated using the statistics of those distributions do indeed
generate plausible-looking faces, as the aim is to have universally-valid bounds.

Let us define hα, hβ and hε
t as the constraint functions hα := α, hβ := β,

and hε
t := εt. Then, the morphable model constraints are

α− � hα � α+, ε− � hε
t � ε+, β− � hβ � β+, (5)

where α− ∈R
Kα ,α+ ∈R

Kα , ε− ∈R
Kε , ε+ ∈R

Kε , β− ∈R
Kβ and β+ ∈R

Kβ are
vectors containing the bounds for the morphable model’s facial shape, expression
and texture coefficients. The symbol � is componentwise inequality [8].

Additional inequality constraints can be used to further improve the fit-
ting via (sparse) 2D landmark detectors, as in Fig. 1b. Suppose that we
have a detector that estimates the locations of L landmark points. Let those
landmark points on the facial mesh be x′

t := (xt
i1

, yt
i1

, . . . , xt
iL

, yt
iL

), and let
x̂′

t := (x̂t
i1

, ŷt
i1

, . . . , x̂t
iL

, ŷt
iL

) be the location of the same landmarks as estimated
by the detector. Let us suppose that the maximal error of the landmark detector
is measured for each landmark on a very large dataset and encoded in a vector
ε as ε := (εx

1 , εy
1 , . . . , ε

x
L, εy

L) (Fig. 1b). Here, the maximal error of a landmark,
εx
j , εy

j , can be defined in the strict sense (i.e., the error on the ith landmark does
not exceed εx

i , εy
i for any image in the dataset) or in a slightly loose sense, such

as the error that is valid for 99% of the images. Then, the discrepancy between
x̂′

t and the image location of the same landmarks under the morphable model,
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x′
t := (xt

i1
, yt

i1
, . . . , xt

iL
, yt

iL
) [see (3)], should not exceed ε. Thus, the sparse land-

mark constraint can be represented as

− st
bε � hL

t � st
bε, (6)

where hL
t :=x′

t−x̂′
t, and sb is the bounding box size st

b :=
√

wt
bbox×ht

bbox, which
is used for normalizing the error [9]. The width and height of the box, wt

bbox and
ht

bbox, are computed from the landmarks.

2.3 Objective Function

Fitting a 3DMM to an input image It requires a cost function to measure the
quality of fit. One may simply use the squared pixel-wise difference between the
input and reconstructed image [3], but this would hardly be robust (e.g., against
occlusions). We use GC, as it is a robust function due to its outlier elimination
property [34]. GC has been used for rigid [32,34] and non-rigid 2D registra-
tion [33]; however, to our knowledge, it has not been used for 3DMM fitting. We
derive the mathematical expressions needed for the latter in Sect. 2.4.

To compute GC, we need to compute the magnitude-normalized gradient of
the input image It and the fitted image Ît [34]. Let us denote the magnitude-
normalized gradients of It along the x and y axes with the N -dimensional vectors
gtx and gty. If we approximate the ideal gradient operator with centered differ-
ence, then the kth entry of those vectors can be computed as

gtx[k] := (It[kr] − It[kl])/h, gty[k] := (It[kb] − It[ka])/h, (7)

where ka, kb, kl, and kr are the pixels above, below, to the left, and right of

the kth pixel, and h :=
√

(It[kr]−It[kl])
2 + (It[kb]−It[ka])2 is the magnitude.

The magnitude-normalized gradients of Ît, ĝtx and ĝty, are computed similarly.
For notational simplicity, we concatenate those gradients and represent them as
gt := (gT

tx,gT
ty)T and ĝt := (ĝT

tx, ĝT
ty)T . The objective function f that we aim to

maximize, namely the GC between the input and the fitted frames, is

f =
T∑

t=1

gT
t ĝt. (8)

2.4 Optimization

Inequality-constrained optimization problems are more difficult to solve than
unconstrained problems [8]. Algorithms that are standard for 3DMM fitting, such
as Gauss-Newton, cannot be used with inequality constraints. Fortunately, there
are high-quality solvers for inequality-constrained problems, such as IPOPT [37],
that require only the derivative of the objective function f and the Jacobian of
inequality constraints. We derive these terms below.



440 E. Sariyanidi et al.

Derivative of Objective Function. The derivative of f in (8) w.r.t. any
parameter y that affects the rendered image Ît is

∂f

∂y
=

T∑

t=1

gT
t

∂ĝt

∂y
=

T∑

t=1

gT
t

∂ĝt

∂Ît

∂Ît

∂y
. (9)

Since the normalized gradient depends only on neighboring values of the input
image [see (7)], ∂ĝt/∂Ît is a sparse 2N × N matrix. This matrix is obtained
by horizontally concatenating ∂ĝtx/∂Ît and ∂ĝty/∂Ît. The entries of the latter
matrices are provided in Supplementary Material. To compute the partial deriva-
tives of f for all needed variables, we must compute ∂Ît/∂α, ∂Ît/∂β, ∂Ît/∂εt,
∂Ît/∂ct and ∂Ît/∂λt and then replace them in turn with ∂Ît/∂y in (9). ∂Ît/∂β

is rather simple as β affects only the Îf
t in (4):

∂Ît

∂β
=

∂Îf
t

∂β
+

∂Îf
t

∂β
� (1T

Kβ
⊗ ΛÎd

t ) = B + B � (1T
Kβ

⊗ ΛÎd
t ), (10)

where 1T
Kβ

is the transpose of the Kβ -dimensional column vector whose all
entries are 1, and ⊗ is the Kronecker product; therefore, (1T

Kβ
⊗ Îd

t ) is an N ×Kβ

matrix whose every column is ΛÎd
t . The derivative w.r.t. illumination source λ

is also simple as λ has no effect on Îf
t :

∂Ît

∂λ
= (1T

3 ⊗ Îf
t ) � ∂Îd

t

∂λ
= (1T

3 ⊗ Îf
t ) � (nt1,nt2, . . . ,ntN )T . (11)

The derivatives w.r.t. remaining parameters are obtained as follows:

∂Ît

∂α
=

∂Îf
t

∂xt

∂xt

∂pt

∂pt

∂α
�

(
1NKα

+1T
Kα

⊗ΛÎd
t

)
+

(
1T

Kα
⊗ΛÎf

t

)
�∂Îd

t

∂xt

∂xt

∂pt

∂pt

∂α
,

∂Ît

∂εt
=

∂Îf
t

∂xt

∂xt

∂pt

∂pt

∂εt
�

(
1NKε

+1T
Kε

⊗ΛÎd
t

)
+

(
1T

Kε
⊗ΛÎf

t

)
�∂Îd

t

∂xt

∂xt

∂pt

∂pt

∂εt
,

∂Ît

∂ct
=

∂Îf
t

∂xt

∂xt

∂ct
�

(
1N6 + 1T

6 ⊗ΛÎd
t

)
+

(
1T
6 ⊗ΛÎf

t

)
� ∂Îd

t

∂ct
(12)

where 1N is an N -dimensional vector of ones. ∂Îf
t /∂xt is an N × 2N block-

diagonal matrix that contains the (un-normalized) gradient of the image Îf
t ;

specifically, the nth block on its diagonal is a 1 × 2 matrix comprising the hor-
izontal and vertical gradient of the nth pixel of Îf

t . ∂p/∂α and ∂p/∂εt are
respectively A and E. ∂xt/∂pt is a block-diagonal matrix whose nth block is
a 2 × 3 matrix containing the derivative of the nth image point w.r.t. pn. The
remaining terms that are needed to complete the computation of derivatives,
namely ∂xt/∂ct and ∂Îd

t /∂ct, are provided in Supplemental Material.

Jacobian of Constraints. Our problem has 2 + 2T constraint functions
hα, hβ ,hε

1, . . . ,h
ε
T ,hL

1 , . . . ,hL
T and 2 + 3T sets of variables α, β, ε1, . . . , εT ,
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c1, . . . , cT , λ1, . . . ,λT . The Jacobian of the constraints is therefore a matrix
partitioned into a grid of (2 + 2T ) × (2 + 3T ) blocks, where each partition is
the partial derivative of one of the afore-listed constraint functions w.r.t. one of
the sets of variables. J is a sparse matrix, as each constraint depends only on a
small set of variables. We list all of the non-zero derivatives in this partitioning
below. The derivatives for the morphable model constraints are

∂hα

∂α
= IKα

,
∂hε

t

∂εt
= IKε

∂hβ

∂β
= IKβ

, (13)

where IKα
, IKε

and IKβ
are identity matrices of size Kα, Kε and Kβ , respec-

tively. The derivatives for the landmark constraints are

∂hL
t

∂εt
=

∂x′
t

∂p′
t

∂p′
t

∂εt
,

∂hL
t

∂ct
=

∂x′
t

∂ct
, (14)

where p′
t is the 3L-vector obtained by concatenating the 3D points corresponding

to landmarks, p′
t := (pT

ti1
, . . . ,pT

tiL
)T . The matrix ∂x′

t/∂p′
t is a block-diagonal

matrix obtained similarly to the ∂xt/∂pt described for (12); the only difference
is that it comprises L blocks –corresponding to L landmarks– and not N blocks.
The derivative ∂p′

t/∂α is a 3L×Kα matrix containing the rows of A correspond-
ing to the L landmarks. Similarly, ∂p′

t/∂εt contains the rows of E corresponding
to landmarks. The partial derivative ∂x′

t

∂ct
is also similar to the ∂xt

∂ct
in (12), with

the difference that it is computed from L landmark points.

3 Experimental Validation

We validate our method experimentally on three tasks, namely (sparse) 2D facial
landmark estimation (a.k.a. face alignment), 3D landmark estimation, and dense
(3D) facial shape estimation. We show the robustness of the method, as well as
its ability to attain high precision, through experiments conducted with “in-the-
wild” data in addition to controlled data.

3.1 Experimental Setup

Evaluation metric and datasets. We evaluate performance with the com-
monly used Normalized Mean Error (NME) for all tasks [9,11,45]. For 2D land-
mark estimation, the NME of one image is computed by calculating the esti-
mation error for each landmark via �2 norm, then computing the average of
those errors, and finally normalizing this average by dividing it by the bound-
ing box size computed as

√
wbbox × hbbox, where the bounding box width wbbox

and height hbbox are computed from the labeled landmarks. We report perfor-
mance on the commonly employed L = 68 landmark points (Fig. 1b) as well
as the L = 51 (inner-face) points [25]. When computing NME for 3D land-
mark estimation, the point-wise error is computed in terms of 3D points, and
Z-normalization is applied to all points to resolve the ambiguity along the depth



442 E. Sariyanidi et al.

axis. For NME for dense facial shape estimation, the average error is computed
from all the points on the dense facial mesh, and normalization is performed by
dividing by outer interocular distance [11]. Similarly to previous studies, we use
Iterative Closest Point (ICP) prior to computing the dense NME, but only to
establish the point correspondence between the ground truth mesh shape and
the estimated facial mesh [19,42] (i.e., rigid alignment is not used).

We use three datasets. First, AFLW2000-3D [45]— a widely used dataset
[9,19,43,45] that contains 2D and 3D landmark annotations. Second, a Synthe-
sized dataset that we generated using the Basel’09 3DMM [21]. This dataset
has two advantages: It enables us to compute exact ground truth for 2D and
3D landmarks, and to run multi-frame experiments, as the images of the same
face from different angles can be generated trivially (examples of images for the
Synthesized dataset are in Supplementary Material). We use the Basel’09 model,
as its facial mesh is used by many previous methods [1,6,7,45] and the ground
truth location of the L = 68 landmarks on this mesh are established. Thus, an
exact comparison between the estimated and true location of 3D points becomes
possible. We synthesize 900 images from 100 subjects in 9 poses as in previous
works [19,45]; that is, we apply 9 yaw rotations of, −80, −60, ..., 80◦, and a
pitch rotation randomly selected from −15, 20 and 25◦. We also apply a random
illumination variation. Finally, we use the BU-4DFE [41] dataset for dense facial
shape estimation. BU-4DFE contains 3D facial data collected from 101 subjects,
and allows us to evaluate our method on faces of real subjects from various eth-
nic and racial backgrounds. This is important for our study as the Basel models
that we use for fitting are constructed from European participants; therefore, our
methods’s ability to generalize to non-European populations must be explicitly
tested. Similarly to the Synthesized dataset, we generate 9 images per subject,
but also add one of the six basic facial expressions, namely happiness, sadness,
anger, surprise, fear and disgust.

Compared Methods and Implementation of 3DI. To validate different
aspects of our method, we compare with five very recent state-of-the-art meth-
ods. First, we compare with PRNet [11], which, to our knowledge, attains the
best performance on AFLW2000-3D, even in an independent study [43]. Second,
we compare with 3DDFA [45]. While 3DFFA was outperformed by some recent
studies [11,19,43], it now has an updated code1 that is considerably improved.
Third, we compare with one of the most popular landmark estimation methods,
3D-FAN [9]. Fourth, we compare with two robust optimization-based methods
that use �2 regularization, namely 3DMM Edges [1] and ITW [7]. Finally, we
compare with a video-based variant of the latter, ITW-V [7].

We implemented our method, 3DI, in MATLAB. We used IPOPT [37] for
inequality-constrained optimization, and 3D-FAN [9] for landmark estimation.
To learn the maximal landmark detection error (ε) as discussed in Sect. 2.2, we
synthesized a large face dataset with the Basel’09 model, and computed the
error of 3D-FAN for each landmark. We ignored the outliers by not taking into
account the 1% of the images with the highest errors. However, we expanded the
1 https://github.com/cleardusk/3DDFA.

https://github.com/cleardusk/3DDFA
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error bounds by 15% to account for the difficulties associated with “in-the-wild”
images. We resized each image to 100×100, and applied Gaussian smoothing as
suggested for GC [34]. We used the Basel’17 3DMM[14], except for the experi-
ments on the Synthesized dataset, where we used Basel’09 for landmark estima-
tion experiments with the aim of providing exact comparison using the common
keypoints with other methods (see Datasets above). We applied the coefficient
constraints of ±3 standard deviations for the Basel’09 model. For the Basel’17
model, we used a reduced interval of ±1.5 standard deviations as the interval
of ±3 generates implausible looking faces with this model (see Supplementary
Material). Note that these intervals were determined only through evaluating
Basel 3DMMs, and fixed for all experiments. The source code of our method is
available on https://github.com/sariyanidi/3DI for research purposes.

3.2 Results

2D and 3D Landmark Estimation. Our method’s qualitative 2D landmark
estimation and dense 3DMM fitting results are shown in Fig. 3. Overall, Fig. 3
demonstrates that our method operates well “in-the-wild”, producing compelling
results even in the presence of large illumination or expression variations, or
occlusions (more qualitative results are provided in Supplementary Material).
This is a remarkable outcome that validates the theoretical appeal of our formu-
lation in practice; to our knowledge, we propose the first method that can gen-
eralize to “in-the-wild” data, without requiring a morphable model constructed
from uncontrolled images (e.g., [7]) or a deep architecture trained with large
amounts of “in-the-wild” data. Figure 4 shows the 2D and 3D landmark esti-
mation performance of all methods via cumulative error distribution (CED) on
the AFLW2000-3D dataset, and Table 1 shows the mean NME. The 2D land-
mark estimation performance of our method on 51 or 68 landmarks (Fig. 4 and
Table 1) is very similar to that of PRNet, which, to our knowledge, is the best-
performing method on this dataset. Our method’s error is slightly higher than
other methods on 3D landmark estimation, but one must take those results with
a pinch of salt, because the annotations of AFLW2000-3D are controversial [11].
3D landmark annotations on AFLW are obtained from single frames. Such anno-
tations can hardly be called ground truth, as inferring 3D points from 2D data is
an ill-posed problem. We next investigate the performance of the same methods
on BU-4DFE and the Synthesized dataset, where true ground truth is available.

Figure 5 shows the 2D and 3D landmark estimation results on the Syn-
thesized dataset. Results for multiframe methods are computed by using 5 ran-
domly selected frames simultaneously; additional results with 3 and 9 frames are
reported in Supplementary Material. Our method outperforms all other meth-
ods when the performance metric is reliable (i.e., a true ground truth is avail-
able). Of note, using our method with multiple frames significantly improves 3D
landmark estimation even though it does not improve 2D landmark estimation.
This is because 3DMM fitting is an ill-posed problem; even though single-frame
estimation is generally capable of finding a good fit for 2D landmarks, the 3D
location of the same landmarks is not necessarily as accurate. In particular, the

https://github.com/sariyanidi/3DI
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Fig. 3. Qualitative illustration of our method’s performance on the AFLW2000-3D
dataset. Top row: input images; middle row: 2D landmarks estimated by our method;
bottom row: dense 3D shape estimated by our method. It is notable that our method
can successfully operate in such uncontrolled conditions, even though we use a 3DMM
collected from controlled data, namely Basel 2017 [14]

Fig. 4. Cumulative error distribution (CED) of compared methods on the AFLW2000-
3D dataset for the tasks of 2D and 3D (sparse) landmark estimation. Performance is
reported separately for L = 68 and L = 51 landmarks

2D landmark estimation of our method on 51 landmarks is ∼39% better than
the next best method. The 3D estimation is ∼21% better than the next best
method for single-frame and ∼39% better for multi-frame. Note that the mor-
phable model that we used for fitting in the experiments on the Synthesized
dataset (i.e., Basel’09) is also the model that was used to generate the images of
the dataset. This may be seen as a possible explanation of our method’s superi-
ority in this experiment. To alleviate this concern, we re-run experiments using
our method with the Basel’17 model and results (see y material) show that our
method attains similar results even when we use a different morphable model.

Dense Shape Estimation. Figure 6 and Fig. 7 show the dense shape estima-
tion performance of the compared methods on the Synthesized and BU-4DFE
datasets, respectively. Dense estimation is performed on a facial shape mesh
with ∼23,000 points that cover the facial region and ignore the ear, neck etc.
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Fig. 5. Cumulative error distribution (CED) of compared methods on the Synthe-
sized dataset for the tasks of 2D and 3D (sparse) landmark estimation. Performance is
reported separately for L = 68 and L = 51 landmarks

Table 1. Mean NME of compared methods on the AFLW2000-3D and Synthesized
datasets for the tasks of 2D and 3D landmark estimation for L = 51 and L = 68
landmarks. Bold and underline indicate best and second best performance, respectively

AFLW2000-3D dataset Synthesized dataset

2D landmarks 3D landmarks 2D landmarks 3D landmarks

L = 51 L = 68 L = 51 L = 68 L = 51 L = 68 L = 51 L = 68

PRNet 0.041 0.035 0.048 0.044 0.041 0.038 0.045 0.045

3DDFA 0.049 0.040 0.050 0.046 0.048 0.042 0.048 0.048

3D-FAN 0.041 0.038 0.060 0.053 0.041 0.041 0.050 0.052

ITW 0.047 0.042 0.066 0.060 0.041 0.034 0.048 0.041

ITW-V (multi-frame) N/A N/A N/A N/A 0.060 0.045 0.043 0.038

3DI Single-frame (our) 0.042 0.038 0.057 0.056 0.025 0.027 0.034 0.036

3DI Multi-frame (our) N/A N/A N/A N/A 0.026 0.027 0.026 0.032

Results show that our method outperforms existing methods; in particular, our
method’s mean NME is ∼34% (∼21%) lower compared to the next best method
on the BU-4DFE (Synthesized) dataset, when we use multiple frames.

Ablation Study. We performed an ablation study to show the effect of our
formulation’s two critical components, namely the two inequality constraints.
Our ablation study is conducted on 2D/3D landmark detection (L = 68). When
we omit the first constraint, mean NME increases by 17.4% for 2D points and
45% for 3D points on the AFLW2000-3D dataset; and by 16.7% for 2D points
and 11.1% for 3D points on the Synthesized dataset. When we omit the second
constraint, mean NME increases by 9.5% for 2D points and 12.5% for 3D points
on the AFLW2000-3D dataset; and by 19.3% for 2D points and 8.6% for 3D
points on the Synthesized dataset. Another component that can be subjected to
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Fig. 6. Normalized mean error (NME) of compared methods on the Synthesized dataset
for dense face reconstruction, reported in terms of Cumulative Error Distribution
(CED) and NME against pose. Numbers in legend indicate mean NME

Fig. 7. Normalized mean error (NME) of compared methods on the BU-4DFE dataset
for dense face reconstruction, reported in terms of Cumulative Error Distribution
(CED) and NME against pose. Numbers in legend indicate mean NME

ablation is GC—it can be replaced by a simpler objective function such as
squared pixel-wise difference. However, the latter proved inadequate in uncon-
trolled conditions with illumination variations and occlusions as was shown
in studies of 3DMM fitting [7] or the closely related problem of image align-
ment [34].

4 Conclusions and Future Work

This paper proposes a new and theoretically compelling formulation to a well-
established computer vision problem, namely 3D morphable model (3DMM)
fitting. We show that when 3DMM fitting is formulated as an inequality-
constrained optimization problem with a robust objective function, the result-
ing approach performs on par with top-performing deep learning (DL) meth-
ods on “in-the-wild” data where ground truth is not exact, and outperforms
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those methods on more controlled data with exact ground truth. Moreover, this
approach enjoys the versatility of standard optimization approaches, as it is
capable of working with multiple frames of arbitrary sizes. The results of this
paper strongly encourage future research to evaluate the efficiency of existing
inequality-constrained minimization algorithms (e.g., the log-barrier method,
primal-dual interior-point methods [8]), which, unlike unconstrained methods,
remain unexplored in the context of 3DMM fitting and similar problems.
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Abstract. We revisit the benefits of merging classical vision concepts
with deep learning models. In particular, we explore the effect of replac-
ing the first layers of various deep architectures with Gabor layers
(i.e. convolutional layers with filters that are based on learnable Gabor
parameters) on robustness against adversarial attacks. We observe that
architectures with Gabor layers gain a consistent boost in robustness
over regular models and maintain high generalizing test performance. We
then exploit the analytical expression of Gabor filters to derive a compact
expression for a Lipschitz constant of such filters, and harness this the-
oretical result to develop a regularizer we use during training to further
enhance network robustness. We conduct extensive experiments with var-
ious architectures (LeNet, AlexNet, VGG16, and WideResNet) on several
datasets (MNIST, SVHN, CIFAR10 and CIFAR100) and demonstrate
large empirical robustness gains. Furthermore, we experimentally show
how our regularizer provides consistent robustness improvements.

Keywords: Gabor · Robustness · Adversarial attacks · Regularizer

1 Introduction

Deep neural networks (DNNs) have enabled outstanding performance gains in
several fields, from computer vision [16,21] to machine learning [23] and natural
language processing [17]. However, despite this success, powerful DNNs are still
highly susceptible to small perturbations in their input, known as adversarial
attacks [15]. Their accuracy on standard benchmarks can be drastically reduced
in the presence of perturbations that are imperceptible to the human eye. Fur-
thermore, the construction of such perturbations is rather undemanding and,
in some cases, as simple as performing a single gradient ascent step on a loss
function with respect to the image [15].
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Fig. 1. Gabor layers and their effect on network robustness. (a): Gabor layers
convolve each channel of the input with a set of learned Gabor filters. As low-level
filters, Gabor filters offer a natural approach to represent local signals. (b): Replacing
standard convolutional layers with Gabor layers yields an structured distribution of
the filters’ singular values, reduces the Lipschitz constant of the filters (L in the legend
of the left plot), and improves accuracy under adversarial attacks (right figure). These
results are for VGG16 on CIFAR100.

The brittleness of DNNs in the presence of adversarial attacks has spurred
interest in the machine learning community, as evidenced by the emerging corpus
of recent methods that focus on designing adversarial attacks [6,15,32,49]. This
phenomenon is far-reaching and widespread, and is of particular importance in
real-world scenarios, e.g., autonomous cars [5,9] and devices for the visually
impaired [38]. The risks that this degenerate behavior poses underscore the need
for models that are not only accurate, but also robust to adversarial attacks.

Despite the complications that adversarial examples raise in modern com-
puter vision, such inconveniences were not a major concern in the pre-DNN era.
Many classical computer vision methods drew inspiration from the animal visual
system, and so were designed to extract and use features that were semantically
meaningful to humans [25–27,34,37]. As such, these methods were structured,
generally comprehensible and, hence, better understood than DNNs. Further-
more, these methods even exhibited rigorous stability properties under robust-
ness analysis [14]. However, mainly due to large performance gaps on several
tasks, classical methods were overshadowed by DNNs. It is precisely in the fron-
tier between classical computer vision and DNNs that a stream of works arose
to combine tools and insights from both worlds to improve performance. For
instance, the works of [46,53] showed that introducing structured layers inspired
by the classical compressed sensing literature can outperform pure learning-
based DNNs. Moreover, Bai et al. [3] achieved large gains in performance in
instance segmentation by introducing intuitions from the classical watershed
transform into DNNs.

In this paper, and searching for robustness in computer vision, we draw inspi-
ration from biological vision, as the survival of species strongly depends on both
the accuracy and robustness of the animal visual system. We note that Marr’s
and Julesz’ work [19,30] argues that the visual cortex initially processes low-
level agnostic information, in which the system’s input is segmented according to
blobs, edges, bars, curves, and boundaries. Furthermore, Hubel and Wiesel [18]
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demonstrated that individual cells on the primary visual cortex of an animal
model respond to wave textures with different angles, providing evidence that
supports Marr’s theory. Since Gabor filters [13] are based on mathematical func-
tions that are capable of modeling elements that resemble those that the animal
visual cortices respond to, these filters became of customary use in computer
vision, and have been used for texture characterization [19,25], character recog-
nition [45], edge detection [33], and face recognition [8]. While several works
examine their integration into DNNs [1,28,41], none investigate the effect of
introducing parameterized Gabor filters into DNNs on the robustness of these
networks. Our work fills this gap in the literature, as we provide experimental
results demonstrating the significant impact that such architectural change has
on improving robustness. Figure 1 shows an overview of our work and results.

Contributions: Our main contributions are two-fold: (1) We propose a param-
eterized Gabor-structured convolutional layer as a replacement for early con-
volutional layers in DNNs. We observe that such layers can have a remarkable
impact on robustness. Thereafter, we analyze and derive an analytical expression
for a Lipschitz constant of the Gabor filters, and propose a new training regu-
larizer to further boost robustness. (2) We empirically validate our claims with
a large number of experiments on different architectures (LeNet [24], AlexNet
[21], VGG16 [44] and Wide-ResNet [51]) and over several datasets (MNIST [22],
SVHN [31], CIFAR10 and CIFAR100 [20]). We show that introducing our pro-
posed Gabor layers in DNNs induces a consistent boost in robustness at negli-
gible cost, while preserving high generalizing test performance. In addition, we
experimentally show that our novel regularizer based on the Lipschitz constant
we derive can further improve adversarial robustness. For instance, we improve
adversarial robustness on certain networks by almost 18% with �∞ bounded noise
of 8/255. Lastly, we show empirically that combining this architectural change
with adversarial training [29,43] can further improve robustness.1

2 Related Work

Integrating Gabor Filters with DNNs. Several works attempted to combine
Gabor filters and DNNs. For instance, the work of [41] showed that replacing
the first convolutional layers in DNNs with Gabor filters speeds up the train-
ing procedure, while [28] demonstrated that introducing Gabor layers reduces
the parameter count without hurting generalization accuracy. Regarding large
scale datasets, Alekseev and Bobe [1] showed that the standard classification
accuracy of AlexNet [21] on ImageNet [40] can be attained even when the first
convolutional filters are replaced with Gabor filters. Moreover, other works have
integrated Gabor filters with DNNs for various applications, e.g., pedestrian
detection [35], object recognition [50], hyper-spectral image classification [7],
and Chinese optical character recognition [55]. Likewise, in this work, we study
the effects of introducing Gabor filters into various DNNs by means of a Gabor
1 Code at https://github.com/BCV-Uniandes/Gabor Layers for Robustness.

https://github.com/BCV-Uniandes/Gabor_Layers_for_Robustness
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layer, a convolution-based layer we propose, in which the convolutional filters
are constructed by a parameterized Gabor function with learnable parameters.
Furthermore, and based on the well-defined spatial structure of these filters, we
study the effect of these layers on robustness, and find encouraging results.

Robust Neural Networks. Recent work demonstrated that DNNs are vulner-
able to perturbations in their input. While input perturbations as simple as shifts
and translations can cause drastic changes in the output of DNNs [54], the case
of carefully-crafted adversarial perturbations has been of particular interest for
researchers [47]. This susceptibility to adversarial perturbations incited a stream
of research that aimed to develop not only accurate but also robust DNNs. A
straightforward approach to this nuisance is the direct augmentation of data
corrupted with adversarial examples in the training set [15]. However, the per-
formance of this approach can be computationally limited, since the amount of
augmentation needed for a high dimensional input space is computationally pro-
hibitive. Moreover, Papernot et al. [36] showed that distilling DNNs into smaller
networks can improve robustness. Another approach to robustness is through
the functional lens. For instance, Parseval Networks [11] showed that robustness
can be achieved by regularizing the Lipschitz constant of each layer in a DNN
to be smaller than 1. In this work, along the lines of Parseval Networks [11], and
since Gabor filters can be generated by sampling from a continuous Gabor func-
tion, we derive an analytical closed form expression for the Lipschitz constant
of the filters of the proposed Gabor layer. This derivation allows us to propose
well-motivated regularizers that can encourage Lipschitz constant minimization,
and then harness such regularizers to improve the robustness of networks with
Gabor layers.

Adversarial Training. An orthogonal direction for obtaining robust models is
through optimization of a saddle point problem, in which an adversary, whose
aim is to maximize the objective, is introduced into the traditional optimiza-
tion objective. In other words, instead of the typical training scheme, one can
minimize the worst adversarial loss over all bounded energy (often measured
in �∞ norm) perturbations around every given input in the training data. This
approach is one of the most celebrated for training robust networks, and is now
popularly known as adversarial training [29]. However, this training comes at an
inconvenient computational cost. To this regard, several works [43,48,52] pro-
posed faster and computationally-cheaper versions of adversarial training capa-
ble of achieving similar robustness levels. In this work, we use “free” adversarial
training [43] in our experiments to further study Gabor layers and adversar-
ial training as orthogonal approaches to achieve robustness. Our results show
how Gabor layers interact positively with adversarial training and hence, can be
jointly used for enhancing network robustness.

3 Methodology

As demonstrated by Hubel and Wiesel [18], the first layers of visual processing
in the animal brain are responsible for detecting low-level visual information.
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Since Gabor filters have the capacity to capture low-level representations, and
inspired by the robust properties of the animal visual system, we hypothesize
that Gabor filters possess inherent robustness properties that are transferable
to other systems, perhaps even DNNs. In this section, we discuss our proposed
Gabor layer and its implementation. Then, we derive a Lipschitz constant to the
Gabor filter, and design a regularizer, which aims at controlling the robustness
properties of the layer by controlling the Lipschitz constant.

Fig. 2. Gabor layer operations. (1) We generate filters by rotating a sampled grid
over multiple orientations and then evaluating the Gabor function according to the set
of parameters P to yield the set of filters FP (2). Then, we construct the total set
of filters K by joining multiple sets FPi (3). Finally, the Gabor Layer operation (4)
separately convolves every filter in K with every channel from the input, applies ReLU
non-linearity, and then applies a 1 × 1 convolution to the output features to get the
desired number of output channels.

3.1 Convolutional Gabor Filter as a Layer

We start by introducing the Gabor functions, defined as follows:

Gθ(x′, y′;σ, γ, λ, ψ) := e− (x′2+γ2y′2)/σ2
cos(λx′ + ψ)

x′ = x cos θ − y sin θ y′ = x sin θ + y cos θ.
(1)

To construct a discrete Gabor filter, we discretize x and y in Eq. (1) uniformly
on a grid, where the number of grid samples determines the filter size. Given a
fixed set of parameters {σ, γ, λ, ψ}, a grid {(xi, yi)}k2

i=1 of size k × k, a rotation
angle θj and a filter scale αj , computing Eq. (1) with a scale over the grid yields
a single surface αjGθj

(x′, y′;σ, γ, λ, ψ) ∈ R
1×k×k, that we interpret as a filter

for a convolutional layer. The learnable parameters [39] for such a function are
given by the set P = {αj , σ, γ, λ, ψ;∀j = 1, . . . , r}, where the rotations θj are
restricted to be r angles uniformly sampled from the interval [0, 2π]. Evaluating
these functions results in r rotated filters, each with a scale αj defined by the set
FP = {αjGθj

}r
j=1. In this work, we consider several sets of learnable parameters

P, say p of them, thus, the set of all Gabor filters (totaling to rp filters) is given
by the set K = {FPi

}p
i=1. Refer to Fig. 2 for a graphical guide on the construction

of K.



Gabor Layers Enhance Network Robustness 455

3.2 Implementation of the Gabor Layer

Given an input tensor I with m channels, I ∈ R
m×h×w, the Gabor layers follow

a depth-wise separable convolution-based [10] approach to convolve the Gabor
filters in K with I. The tensor I is first separated into m individual channels.
Next, each channel is convolved with each filter in K, and then a ReLU activation
is applied to the output. Formally, the Gabor layer with filters in the set K
operating on some input tensor I is presented as R = {ReLU(Ii 
 fj), Ii ∈
I, fj ∈ K, ∀i, j} where Ii = I(i, :, :) ∈ R

1×h×w and 
 denotes the convolution
operation. This operation produces |R| = mrp responses. Finally, the responses
are stacked and convolved with a 1×1 filter with n filters. Thus, the final response
is of size n × h′ × w′. Figure 2 shows an overview of this operation.

3.3 Regularization

A function f : Rn → R is L-Lipschitz if ‖f(x) − f(y)‖ ≤ L‖x − y‖ ∀x, y ∈ R
n,

where L is the Lipschitz constant. Studying the Lipschitz constant of a DNN
is essential for exploring its robustness properties, since DNNs with a small
Lipschitz constant enjoy a better-behaving backpropagated signal of gradients,
improved computational stability [42], and an enhanced robustness to adversar-
ial attacks [11]. Therefore, to train networks that are robust, Cisse et al. [11]
proposed a regularizer that encourages the weights of the networks to be tight
frames, which are extensions of orthogonal matrices to non-square matrices.
However, the training procedure is nontrivial to implement. Following the intu-
ition of [11], we study the continuity properties of the Gabor layer and derive an
expression for a Lipschitz constant as a function of the parameters of the filters,
P. This expression allows for direct network regularization on the parameters of
the Gabor layer corresponding to the fastest decrease in the Lipschitz constant
of the layer. To this end, we present our main theoretical result, which allows us
to apply regularization on the Lipschitz constant of the filters of a Gabor layer.

Theorem 1. Given a Gabor filter Gθ(m,n;σ, γ, λ, ψ), a Lipschitz constant L of
the convolutional layer that has Gθ as its filter, with circular boundary conditions
for the convolution, is given by:

L =
(
1 + |X ′|e−m2

∗/σ2
) (

1 + |Y ′|e−γ2n2
∗/σ2

)
,

where X ′ = X \ {0}, Y ′ = Y \ {0}, X = {xi}k2

i=1 and Y = {yi}k2

i=1 are sets of
sampled values of the rotated (x′, y′) grid where {0} ∈ X,Y , m∗ = argminx∈X′ |x|
and n∗ = argminy∈Y ′ |y|.
Proof. To compute the Lipschitz constant of a convolutional layer, one must
compute the largest singular value of the underlying convolutional matrix of the
filter. For separable convolutions, this computation is equivalent to the max-
imum magnitude of the 2D Discrete Fourier Transform (DFT) of the Gabor
filter Gθ [4,42]. Thus, the Lipschitz constant of the convolutional layer is given
by L = maxu,v|DFT (Gθ(m,n;σ, γ, λ, ψ))|, where DFT is the 2D DFT over the
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coordinates m and n in the spatial domain, u and v are the coordinates in the
frequency domain, and | · | is the magnitude operator. Note that Gθ can be
expressed as a product of two functions that are independent of the sampling
sets X and Y as follows:

Gθ(m,n;σ, γ, λ, ψ) := e−m2/σ2
cos(λm + ψ)︸ ︷︷ ︸

f(m;σ,λ,ψ)

e−γ2n2/σ2

︸ ︷︷ ︸
g(n;σ,γ)

.

Thus, we have

L = max
u,v

∣∣DFT (Gθ(m,n;σ, γ, λ, ψ))
∣∣

= max
u,v

∣∣ ∑
m∈X

e−ωmumf(m;σ, λ, ψ)
∑
n∈Y

e−ωnvng(n;σ, γ)
∣∣

≤ max
u,v

∑
m∈X

∣∣f(m;σ, λ, ψ)
∣∣ ∑

n∈Y

∣∣g(n;σ, γ)
∣∣.

Note that ωm = j2π
|X| , ωn = j2π

|Y | and j2 = −1. The last inequality follows from
Cauchy–Schwarz and the fact that |e−ωmum| = |e−ωnvn| = 1. Note that since
|g(n;σ, γ)| = g(n;σ, γ), and |f(m;σ, λ, ψ)| ≤ e−m2/σ2

we have that:

L ≤
∑

m∈X

e−m2/σ2 ∑
n∈Y

e−γ2n2/σ2 ≤
(
1 + |X ′|e−m2

∗/σ2
) (

1 + |Y ′|e−γ2n2
∗/σ2

)
.

The last inequality follows by construction, since we have {0} ∈ X,Y , i.e.,
the choice of uniform grid contains the 0 element in both X and Y , regardless of
the orientation θ, where m∗ = argminx∈X′ |x|, and n∗ = argminy∈Y ′ |y|. �

3.4 Lipschitz Constant Regularization

Theorem 1 provides an explicit expression for a Lipschitz constant of the Gabor
filter as a function of its parameters. Note that the expression we derived
decreases exponentially fast with σ. In particular, we note that, as σ decreases,
Gθ converges to a scaled Dirac-like surface. Hence, this Lipschitz constant is
minimized when the filter resembles a Dirac-delta. Therefore, to train DNNs
with improved robustness, one can minimize the Lipschitz constant we derived
in Theorem 1. Note that the Lipschitz constant of the network can be upper
bounded by the product of the Lipschitz constants of individual layers. Thus,
decreasing the Lipschitz constant we provide in Theorem 1 can aid in decreasing
the overall Lipschitz constant of a DNN, and thereafter enhance the network’s
robustness. To this end, we propose the following regularized loss:

L = Lce + β
∑

i

σ2
i , (2)

where Lce is the typical cross-entropy loss and β > 0 is a trade-off parameter.
The loss in Equation (2) can lead to unbounded solutions for σi. To alleviate
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this behavior, we also propose the following loss:

L = Lce + β
∑

i

(μ tanh σi)
2
, (3)

where μ is a scaling constant for tanh σ. In the following section, we present
experiments showing the effect of our Gabor layers on network robustness.
Specifically, we show the gains obtained from the architectural modification of
introducing Gabor layers, the introduction of our proposed regularizer, and the
addition of adversarial training to the overall pipeline.

4 Experiments

To demonstrate the benefits and impact on robustness of integrating our Gabor
layer to DNNs, we conduct extensive experiments with LeNet [24], AlexNet [21],
VGG16 [44], and Wide-ResNet [51] on the MNIST [22], CIFAR10, CIFAR100
[20] and SVHN [31] datasets. In each of the aforementioned networks, we replace
up to the first three convolutional layers with Gabor layers, and measure the
impact of the Gabor layers in terms of accuracy, robustness, and the distribution
of singular values of the layers. Moreover, we perform experiments demonstrating
that the robustness of the Gabor-layered networks can be enhanced further by
using the regularizer we propose in Eqs. (2) and (3), and even when jointly
employing regularization and adversarial training [43].

4.1 Implementation Details

We train all networks with stochastic gradient descent with weight decay of
5 × 10−4, momentum of 0.9, and batch size of 128. For MNIST, we train the
networks for 90 epochs with a starting learning rate of 10−2, which is multiplied
by a factor of 10−1 at epochs 30 and 60. For SVHN, we train models for 160
epochs with a starting learning rate of 10−2 that is multiplied by a factor of 10−1

at epochs 80 and 120. For CIFAR10 and CIFAR100, we train the networks for
300 epochs with a starting learning rate of 10−2 that is multiplied by a factor of
10−1 every 100 epochs.

4.2 Robustness Assessment

Following common practice for robustness evaluation [29,43], we assess the
robustness of a DNN by measuring its prediction accuracy when the input is
probed with adversarial attacks, which is widely referred to in the literature as
“adversarial accuracy”. We also measure the “flip rate”, which is defined as the
percentage of instances of the test set for which the predictions of the network
changed when subjected to adversarial attacks.

Formally, if x ∈ R
d is some input to a classifier C : Rd → R

k, C(x) is the
prediction of C at input x. Then, xadv = x + η is an adversarial example if the
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Table 1. Test set accuracies on different datasets of various baselines, and
their Gabor-layered versions. Gabor-layered architectures can recover the accu-
racies of their standard counterparts while providing robustness. Δ is the absolute
difference between the baselines and the Gabor-layered architectures.

Dataset Architecture Baseline Gabor Δ

MNIST LeNet 99.36 99.03 0.33

SVHN WideResNet 96.62 96.70 0.08

SVHN VGG16 96.52 96.18 0.34

CIFAR10 VGG16 92.03 91.35 0.68

CIFAR100 AlexNet 46.48 45.15 1.33

CIFAR100 WideResNet 77.68 76.86 0.82

CIFAR100 VGG16 67.54 64.49 3.05

prediction of the classifier has changed, i.e. C(xadv) �= C(x). Both η and xadv

must adhere to constraints, namely: (i) the �p-norm of η must be bounded by
some ε, i.e., ‖η‖p ≤ ε, and (ii) xadv must lie in the space of valid instances X,
i.e., xadv ∈ [0, 1]d. A standard approach to constructing xadv for some input x
is by running Projected Gradient Descent (PGD) [29] with x as an initialization
for several iterations. For some loss function L, a PGD iteration projects a step
of the Fast Gradient Sign Method [15] onto the valid set S, which is defined by
the constraints on η and xadv. Formally, one iteration of PGD attack is:

xk+1 =
∏
S

(
xk + δ sign

(∇xkL(xk, y)
))

,

where
∏

S is the projection operator onto S and y is the label. In our experiments,
we consider attacks where η is ε-�∞ bounded. For each image, we run PGD for
200 iterations and perform 10 random restarts inside the ε-�∞ ball centered in
the image. Following prior art [48], we set ε ∈ {0.1, 0.2, 0.3} for MNIST and
ε ∈ {2/255, 8/255, 16/255} for all other datasets. Throughout our experiments, we
assess robustness by measuring the test set accuracies under PGD attacks.

4.3 Performance of Gabor-Layered Architectures

The Gabor function in Eq. (1) restricts the space of patterns attainable by the
Gabor filters. However, this set of patterns is aligned with what is observed in
practice in the early layers of many standard architectures [2,21]. This obser-
vation follows the intuition that DNNs learn hierarchical representations, with
early layers detecting lines and blobs, and deeper layers learning semantic infor-
mation [12]. By experimenting with Gabor layers on various DNNs, we find that
Gabor-layered DNNs recover close-to-standard, and sometimes better, test-set
accuracies on several datasets. In Table 1, we report the test-set accuracies of
several dataset-network pairs for standard DNNs and their Gabor-layered coun-
terparts. We show the absolute difference in performance in the last column.
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Moreover, in Fig. 3, we provide a visual comparison between the patterns
learned by AlexNet in its original implementation [21] and those learned in the
Gabor-layered version of AlexNet (trained on CIFAR100). We observe that fil-
ters in the Gabor layer converge to filters that are similar to those found in the
original implementation of AlexNet, where we observe blob-like structures and
oriented edges and bars of various sizes. Note that both sets of filters are, in
turn, similar to filter banks traditionally used in computer vision, as those pro-
posed by Leung and Malik [25]. Next, we show that the Gabor-layered networks
highlighted in Table 1 not only achieve test set accuracies as high as those of
standard DNNs, but also enjoy better robustness properties for free.

Fig. 3. Comparison between filters learned by AlexNet and by Gabor-
layered AlexNet. (a) Various filters learned in the first convolutional layer of AlexNet
in its original implementation [21]. (b) Several filters learned in the Gabor-layered ver-
sion of AlexNet. Each column in (b) is a different orientation of the same filter, while
each row represents a different set of parameters of the Gabor function. Note that
standard convolutional layers use multiple-channeled filters, while Gabor layers use
single-channeled filters. Compellingly, both sets of filters present blobs and oriented
edges and bars of various sizes and intensities.

4.4 Distribution of Singular Values

The Lipschitz constant of a network is an important quantity in the study of
the network’s robustness properties, since it is a measure of the variation of the
network’s predictions under input perturbations. Hence, in this work we study
the distribution of singular values and, as a consequence, the Lipschitz constant
of the filters of the layers in which we introduced Gabor layers instead of regular
convolutional layers, in a similar fashion to [11]. In Fig. 4 we report box-plots of
the distributions of singular values for the first layer of LeNet trained on MNIST,
and the first three layers of VGG16 trained on CIFAR100. Each plot shows the
distribution of singular values of the standard architectures (S), Gabor-layered
architectures (G), and Gabor-layered architectures trained with the regularizers
(G+r) proposed in Eqs. (2) and (3).
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Figure 4 demonstrates that the singular values of the filters in Gabor layers
tend to be concentrated around smaller values, while also being distributed in
smaller ranges than those of their standard convolutional counterparts, as shown
by the interquartile ranges. Additionally, in most cases, the Lipschitz constant
of the filters of Gabor layers, i.e. the top notch of each box-plot, is smaller than
that of standard convolutional layers.

Moreover, we find that training Gabor-layered networks with the regularizer
we introduced in Eqs. (2) and (3) incites further reduction in the singular values
of the Gabor filters, as shown in Fig. 4. For instance, the Gabor-layered version of
LeNet trained on MNIST has a smaller interquartile range of the singular values,
but still suffers from a large Lipschitz constant. However, by jointly introducing
both the Gabor layer and the regularizer, the Lipschitz constant decreases by a
factor of almost 5. This reduction in the Lipschitz constant is consistent in all
layers of VGG16 trained on CIFAR100.

Fig. 4. Box-plot representation of the distribution of singular values in layers
of LeNet and VGG16. Left: LeNet on MNIST. Right: VGG16 on CIFAR100. S:
Standard; G: Gabor-layered; G+r: Gabor-layered with regularization. The top notch of
each box-plot corresponds to the maximum value of the distribution, i.e. the Lipschitz
constant of the layer.

4.5 Robustness in Gabor-Layered Architectures

After observing significant differences in the distribution of singular values
between standard convolutional layers and Gabor layers, we now study the
impact on robustness that Gabor layers introduce. We study the robustness
properties of different architectures trained on various datasets when Gabor lay-
ers are introduced in the first layers of each network. The modifications that we
perform on each architecture are:

– LeNet. We replace the first layer with a Gabor layer with p = 2.
– AlexNet. We replace the first layer with a Gabor layer with p = 7.
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– WideResNet. We replace the first layer with a Gabor layer with p = 4 for
SVHN, and p = 3 for CIFAR100.

– VGG16. We replace the first three layers with Gabor layers with parameters
p = 3, p = 1 and p = 3, respectively.

Note that we fix the number of rotations r to be 8 in all of the experiments,
and we leave the ablation on p to the Appendix.

Table 2. Adversarial accuracy comparison. We compare Standard (S), Gabor-
layered (G), and regularized Gabor-layered (G+r) architectures. For each attack
strength (ε), the highest performance is in bold; second-highest is underlined.

ε 2/255 8/255 16/255

Dataset Network S G G+r S G G+r S G G+r

SVHN WRN 40.27 49.35 53.36 1.02 1.03 1.13 1.32 1.36 1.19

SVHN VGG16 57.86 62.88 64.03 5.84 14.57 15.99 2.33 7.98 8.88

CIFAR10 VGG16 34.22 37.60 38.07 23.63 30.11 30.69 13.88 19.50 19.93

CIFAR100 AN 15.05 14.77 14.68 4.80 7.71 7.88 5.37 6.25 6.67

CIFAR100 WRN 4.52 8.06 9.33 2.38 2.92 3.07 1.65 2.4 2.59

CIFAR100 VGG16 27.22 31.12 31.68 18.46 25.82 26.64 10.49 15.40 16.06

Standard Architectures vs. Gabor-Layered Architectures. We report the
adversarial accuracies on both standard architectures and Gabor-layered archi-
tectures, where we refer to each with “S” and “G”, respectively. Table 2 presents
results on SVHN, CIFAR10 and CIFAR100, and Table 3 presents results on
MNIST. We observe that Gabor-layered architectures consistently outperform
their standard counterparts across datasets, and can provide up to a 9% boost in
adversarial robustness. For instance, with ε = 8/255 attacks, introducing Gabor
layers into VGG16 boosts adversarial accuracy from 23.63 to 30.11 (6.48% rela-
tive increment) and from 5.84 to 14.57 (8.73% relative increment) on CIFAR10
and SVHN (Table 2), respectively. For LeNet on MNIST, under an ε = 0.2
attack, introducing Gabor layers can boost adversarial accuracy from 4.39% to
7.94% (80% relative increment). Additionally, we report the flip rates for these
experiments and for experiments on ImageNet as well in the Appendix. On
the flip rates, we conduct a similar analysis, which yields equivalent conclusions:
introducing Gabor layers leads to boosts in robustness.

It is worthwhile to note that the increase in robustness we observe in the
Gabor-layered networks came solely from an architectural change, i.e. replacing
convolutional layers with Gabor layers, without there being any other modifica-
tion. Our experimental results demonstrate that: (1) Simply introducing Gabor
filters, in the form of Gabor layers, as low-level feature extractors in DNNs
provides beneficial effects to robustness. (2) Such robustness improvements are
consistent across datasets and architectures. Inspired by these results, we now
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investigate the robustness effects of using our proposed regularization approach,
as proposed in Eqs. (2) and (3).

Robustness Effects of Introducing Regularization. To better control
robustness and to regularize the Lipschitz constant we derived in Theorem 1,
we proposed two regularizers for the loss function as per Eqs. (2) and (3). As
we noted in Subsect. 4.4 (refer to Fig. 4), Gabor-layered architectures inherently
tend to have lower singular values than their standard counterparts. Additionally,
upon training the same architectures with the proposed regularizer, we observe
that Gabor layers tend to enjoy further reduction in the Lipschitz constant.
These results suggest that such architectures may have enhanced robustness
properties as a consequence.

Table 3. Adversarial accuracy comparison on MNIST. We compare Standard
(S), Gabor-layered (G), and regularized Gabor-layered (G+r) architectures. For each
attack strength (ε), the highest performance is in bold; second-highest is underlined.

ε 0.1 0.2 0.3

Dataset Network S G G+r S G G+r S G G+r

MNIST LeNet 80.04 80.58 88.42 4.39 7.94 22.69 0.44 0.78 0.76

To assess the role of the proposed regularizer on robustness, we train Gabor-
layered architectures from scratch following the same parameters from Sub-
sect. 4.1 and include the regularizer. We present the results in Tables 2 and 3,
where we refer to these regularized architectures as “G+r”. We observe that, in
most cases, adding the regularizer improves adversarial accuracy. For instance,
for LeNet on MNIST, the regularizer improves adversarial accuracy over the
Gabor-layered architecture without any regularization by 8% and 14% with
ε = 2/255, 8/255 attacks, respectively. This improvement is still present in more
challenging datasets. For instance, for VGG16 on SVHN under attacks with
ε = 2/255 and ε = 8/255, we observe increments of over 1% from the regular-
ized architecture with respect to its non-regularized equivalent. For the rest of
the architectures and datasets, we observe modest but, nonetheless, sustained
increments in performance. We report the flip rates for these experiments in the
Appendix. The conclusions obtained from analyzing the flip rates are analogous
to what we conclude from the adversarial accuracies: applying regularization on
these layers provides minor but consistent improvements in robustness.

It is worthy to note that, although the implementation of the regularizer is
trivial and that we perform optimization including the regularizer for the same
number of epochs as regular training, our results still show that it is possible to
achieve desirable robustness properties. We expect that substantial modifications
and optimization heuristics can be applied in the training procedure, with aims
at stronger exploitation of the insights we have provided here, and most likely
resulting in more significant boosts in robustness.
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4.6 Effects of Adversarial Training

Adversarial training [29] has become the standard approach for tackling robust-
ness. In these experiments, we investigate how Gabor layers interact with adver-
sarial training. We study whether the increments in robustness we observed when
introducing Gabor layers can still be observed in the regime of adversarially-
trained models. To study such interaction, we adversarially train standard,
Gabor-layered and regularized Gabor-layered architectures, and then compare
their robustness properties. We use the adversarial training described in [43],
with 8 mini-batch replays, and ε = 8/255.

In Table 4, we report adversarial accuracies for AlexNet on CIFAR10 and
CIFAR100 under ε = 8/255 attacks. Even in the adversarially trained networks-
regime, our experiments show that (1) Gabor-layered architectures outperform
their standard counterparts, and (2) regularization of Gabor-layered architec-
tures provides substantial improvements in robustness with respect to their non-
regularized equivalents. Such results demonstrate that Gabor layers represent
an orthogonal approach towards robustness and, hence, that Gabor layers and
adversarial training can be jointly harnessed for enhancing the robustness of
DNNs.

The results we present here are empirical evidence that using closed form
expressions for filter-generating functions in convolutional layers can be exploited
for the purpose of increasing robustness in DNNs. We refer the interested reader
to the Appendix for the rest of the experimental results.

Table 4. Adversarial accuracy with ε = 8/255. We study the effect of equipping our
Gabor-layered and regularized Gabor-layered architectures with adversarial training
on the robustness of the network.

CIFAR10 CIFAR100

Gabor Reg. Adv. training AlexNet VGG16 AlexNet VGG16

✓ 19.24 41.95 13.48 18.49

✓ ✓ 20.26 42.41 10.94 19.66

✓ ✓ ✓ 22.15 44.02 13.62 19.41

5 Conclusions

In this work, we study the effects in robustness of architectural changes in
convolutional neural networks. We show that introducing Gabor layers consis-
tently improves the robustness across various neural network architectures and
datasets. We also show that the Lipschitz constant of the filters in these Gabor
layers tends to be lower than that of traditional filters, which was theoretically
and empirically shown to be beneficial to robustness [11]. Furthermore, theoret-
ical analysis allows us to find a closed form expression for a Lipschitz constant
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of the Gabor filters. We then leverage this expression as a regularizer in the pur-
suit of enhanced robustness and validate its usefulness experimentally. Finally,
we study the interaction between Gabor layers, our regularizer, and adversar-
ial training, and show that the benefits of using Gabor layers are still observed
when deep learning models are specifically trained for the purpose of adversar-
ial robustness, showing that Gabor layers can be jointly used with adversarial
training for further enhancements in robustness.
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Abstract. We study conditional image repainting where a model is
trained to generate visual content conditioned on user inputs, and com-
posite the generated content seamlessly onto a user provided image while
preserving the semantics of users’ inputs. The content generation com-
munity has been pursuing to lower the skill barriers. The usage of human
language is the rose among thorns for this purpose, because the language
is friendly to users but poses great difficulties for the model in associat-
ing relevant words with the semantically ambiguous regions. To resolve
this issue, we propose a delicate mechanism which bridges the seman-
tic chasm between the language input and the generated visual content.
The state-of-the-art image compositing techniques pose a latent ceiling
of fidelity for the composited content during the adversarial training pro-
cess. In this work, we improve the compositing by breaking through the
latent ceiling using a novel piecewise value function. We demonstrate
on two datasets that the proposed techniques can better assist tackling
conditional image repainting compared to the existing ones.

Keywords: Image generation · Semantic · Compositing · Adversarial

1 Introduction

The advanced image editing techniques lower the skill barriers and simplify the
required user inputs. For example, FaceApp [1] simplifies the user inputs to just
one click for various face editing tasks including the alternations of smile, age
and style. The research community also witnessed the great efforts along this
direction, e.g., GauGAN [13] is trained to synthesize images collaboratively with
users, i.e., users draw contours of objects, and GauGAN fills the object textures.
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Aiming to further push the frontier of the practicability of the image editing
techniques, we study a practical use case of image editing, i.e., conditional image
repainting, which is achieved through the collaboration between users and the
trained model. By “repainting”, we mean that the model is trained to repaint an
area of an existing image with some visual content. By “conditional”, we mean
that the visual content to be repainted is generated by the model conditioned on
several user inputs. As such, the conditional image repainting can be formulated
into two sub-tasks, i.e., conditional content generation and content compositing.
Figure 1 illustrates our targeted conditional image repainting problem.

Fig. 1. From left to right, we show the input image, input semantic parsing mask (the
white indicates the unaltered regions), generated content, and composited image. The
input color description is “The grass is green and yellow, the pavement is gray, and the
sky is white”. (Color figure online)

Conditional content generation refers to visual synthesis tasks conditioned on
user inputs. The user inputs cover three aspects, i.e., geometry (shape, pose and
semantic labels), colors, and gray-scale textures, and can be roughly divided into
two categories, i.e., visually-concrete reference (e.g., reference images and seman-
tic parsing masks) and visually-abstract description (e.g., language and latent
code). For example, in [13,22], the geometry is provided by users as semantic
parsing masks, and the gray-scale textures altogether with colors as a whole is
squeezed into a latent code. To enable higher control flexibility, Li et al. [12]
attempt to use a separate reference image as user input for each aspect. How-
ever, it is sometimes cumbersome to find a desirable reference image, or very
expensive to modify a reference image if the off-the-shelf one is not satisfying.

This motivates us to study the conditional content generation based on inputs
that are more user-friendly. For the geometry, we follow [13,22] to use semantic
parsing masks as input which can be easily manipulated by users. The gray-
scale textures are highly correlated with the content class to be generated, so
we use the latent code as input for the sake of reducing users’ burden. A naive
solution of providing the color input is to ask users to select different colors
from a palette, and associate them with different parts of the geometry. How-
ever, this solution may require extensive and precise operations on the user
interface, which is impractical on mobile devices with relatively small screens.
Natural language is a user-friendly option for summarizing colors and their dis-
tributions. In order to enforce the generated content at each region to reflect
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its relevant words, the generation model needs to associate the word features
with the relevant regions on the image plane. The word features correspond to
semantically meaningful words, but as an embryo of the generated content, the
region features are semantically ambiguous, thus causing a great challenge for
the cross-modality association. We name such a challenge as the semantic chasm.
In order to bridge the chasm, we disambiguate the semantics of region features
through the semantic parsing mark which can be considered as a cross-modality
mediator. By overlaying a semantic parsing mask on the image plane, regions
covered by object masks can be associated with words which are relevant to
the object class names. Guided by this philosophy, we propose a delicate and
plug-n-play SEmantic-BridgE (SEBE) attention mechanism for assisting using
language as the input color condition.

To complete the repainting task, the model needs to adjust the contrast and
brightness of the generated visual content according to a user-provide image
while preserving the semantics of the user-input conditions, and then composites
the adjusted content at the user-indicated location of the user-provided image.
The assumption is that the composited content should visually be indistinguish-
able from the innate content of the provided image. Based on this assumption,
state-of-the-art image compositing techniques [3,9] train an adversarial discrim-
inator for segmenting the composited content so as to supervise the compositing
model (which plays a similar role to a generator). Such an adversarial training
poses a latent ceiling of fidelity for the composited content with a rigid value
function by restricting that when training the compositing model, under no
circumstances, the discriminator should identify the innate content as the com-
posited one. However, there might be cases being mistakenly penalized where
the fidelity of the composited content is high enough to confuse the discrimina-
tor. Therefore, we propose a piecewise value function for the discriminator which
applies the proper penalization opportunistically. In order to pave the way for
the piecewise value function, we preprocess the input to the discriminator so as
to impede the convergence of the discriminator.

We conduct extensive experiments on CUB-200-2011 dataset [21] and COCO-
Stuff dataset [2], and show that the proposed SEBE attention mechanism and
piecewise value function are beneficial for conditional image repainting.

2 Related Works

Cross-Modality Attention. Most existing methods [4,15,17,25,26,29]
addressed the semantic chasm by attentively estimating the relevance between
words and regions. Such an attentive model is trained in a data-driven fash-
ion and the training is partially supervised by a cross-modality retrieval [25] or
reconstruction [15] loss. Let e[i] and h[j] denote features of the i-th word and
the j-th region, respectively. Their relevance is estimated as an attention weight
β[j, i]:

β[j, i] =
exp(s[j, i])

∑K
k=1 exp(s[j, k])

, s[j, i] = (h[j])Tφ(e[i]), (1)
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where s[j, i] is the similarity between h[j] and e[i] which is computed by the
dot product, and K is the number of words. φ(·) is a linear layer for mapping
the word features to the domain of the region features. With the estimated
attention weights, in most existing methods [4,15,17,25,29], the words’ features
are aggregated by their relevance to each region on the image plane: c[j] =
∑N

i=1 β[j, i]φ(e[i]), where c[j] is the aggregated word features (or named context
feature vector) for the j-th region. For each region, c[j] is concatenated with h[j],
so as to enforce the generated content at each region to reflect its relevant words.
Despite great improvements achieved, the cross-modality attention estimation is
still challenging because of the semantic ambiguity of regions.
Content compositing has been tackled from different angles, e.g., handcrafted
feature matching [20,24], fusion of semantic information [19], image reconstruc-
tion [6], etc. Recent progress in content compositing derives from the compositing
models [3,5,9,18] based on the adversarial training. As a concurrent work, Cong
et al. [5] train a U-Net [16] based model to fuse the composited content and the
innate content of the provided image, and also propose a domain verification
discriminator for supervising the compositing model. Compared to [3,5,9,18]
address the compositing problem in a more parametric fashion, which train a
model to infer a set of contrast and brightness affine parameters for adjusting
the color tone of the composited content. The compositing model is supervised
by a segmentation [3,9] or detection [18] based adversarial discriminator.
Conditional normalization is proposed to alleviate the “condition dilution”
problem by performing an affine transformation after each normalization oper-
ation. The affine parameters, which are inferred through a network from the
input condition, are responsible for modulating the activations either element-
by-element [13] or channel-by-channel [10]. The element-wise transformation is
tailored for the input condition with spatial dimensions, e.g., parsing mask, while
the channel-wise one is much more general and not limited to spatial-explicit
condition, and thus should be suitable for our gray-scale texture condition, i.e.,
Gaussian noise vector.

3 Preliminaries

This section revisits recent techniques for addressing our targeted problems, so
as to analyze their limitations in detail, and clarify our motivations technically.

3.1 Object-Driven Attention for Content Generation

To further resolve the semantic chasm challenge, Li et al. [11] proposed the
object-driven attention in which with the help of objects’ names, the cross-
modality attention estimation can be converted to the attention estimation
within the same modality. The intuition of the object-driven attention (2) is
as follows: (i) The attention of a region to a word can be estimated by compar-
ing the name embedding of the object that covers this region and the embedding
of this word. If the name of an object to be generated in the image matches with
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one in a sentence, the word embedding of these two names should be similar
thus leading to high and reliable attention weight. (ii) The descriptive words
of an object should reside around the object name in a sentence, so the feature
of the object name should contain the information of its descriptive words due
to the property of the bi-directional LSTM based text encoder [25]. (iii) Given
the reliable attention weight and the meaningful feature of the object name,
it should be more effective in enforcing the reflection of the relevant words on
image regions. Similar to (1), the object-driven attention is formulated as:

βobj[t, i] =
exp(sobj[t, i])

∑K
k=1 exp(sobj[t, k])

, sobj[t, i] = (ê+[t])T ê[i], (2)

where ê[i] and ê+[t] denote the GloVe embedding [14] of the i-th word and the
name of the t-th object, respectively. For the j-th region, if it is covered by the
t-th object, its object-driven context feature cobj[j] can be computed similarly to
computing c[j] using the cross-modality attention: cobj[j] =

∑N
i=1 βobj[t, i]φ(e[i]).

If a region is not covered by any object, its object-driven context feature is set
to all-zero. For each region, c[j] and cobj[j] are concatenated with h[j] to enforce
the reflection of the relevant words.

Limitation 1. Despite the rationality of the object-driven attention, it has three
weaknesses that we cannot ignore. (i) The dot product is not suitable for comput-
ing the similarity in the object-driven attention (2), because its output depends
on the magnitude of the word embedding vectors. For example, the similarity
between any pair of identical word embedding vectors should be high and con-
stant, because their similarity should indicate the “perfect-match”. But, the dot
product cannot guarantee this. (ii) The context feature vectors driven by these
two attentions are concatenated with the region features without partiality. When
these two attentions are not in consensus for a particular region, it causes extra
burdens for the generation model learning to figure how out to use these two
attentions in the training stage. (iii) The concatenation of two context feature
vectors causes large overhead of the runtime memory.

3.2 Segmentation-Based Adversarial Training for Compositing

We study [3,9] to design our compositing model, which employ the segmentation-
based adversarial discriminator for training. During training, the adversarial
discriminator D learns to identify the composited foreground content by maxi-
mizing the value function V1:

max
D

V1(D,G) = Ey∼pdata(y)ξ
(
log(1 − D(y|ȳ))

)
+ Ey∼pg(y)ξ

(
log D(y|ȳ)

)
+

Ey∼pdata(y)ξ
(
log(1 − D(ȳ|y))

)
+ Ey∼pg(y)ξ

(
log(1 − D(ȳ|y))

)
,

(3)

where pg is a probability distribution defined by the compositing model G, and
y and ȳ represent the foreground and background content, respectively. D(y|ȳ)
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outputs the probability of y being the composited foreground content conditioned
on ȳ. ξ represents the mean-reduction function for pixels inside a content.

D has two directions with the shared parameters: D(y|ȳ) and D(ȳ|y). Given
a fixed G, the optimality of D(y|ȳ) is proved in [7] to be D∗

G(y|ȳ) = pdata(y)
pdata(y)+pg(y)

.
In the supplementary, we prove the optimality of D(ȳ|y) to be D∗

G(ȳ|y) = 0 which
has nothing to do with pg, and thus can be regarded as a posterior-collapse state.
This is understandable because the amount of real images for training is limited,
given enough training steps, D(ȳ|y) should be able to memorize the data. At
that time, the loss terms related to D(ȳ|y) should be invalid.

During the training of G, G minimizes the value function V2:

min
G

V2(G,D) = Ey∼pg(y)ξ
(
log D(y|ȳ)

)
+ Ey∼pg(y)ξ

(
log D(ȳ|y)

)
. (4)

The intuition of V2(4) is that both the composited foreground content and the
innate background content should be identified as the innate content by D, i.e.,
D(y|ȳ) = 0 and D(ȳ|y) = 0, and thus these two contents should be indistinguish-
able. However, the minimax game shown in V1(3) and V2(4) is atypical from the
perspective of adversarial training, because the underlined terms in V1(3) and
V2(4) should be identical for each player in a typical minimax game. The typical
value function V ′

2 can be formed by substituting the underlined term in V1(3)
for that in V2(4):

min
G

V ′
2(G,D) = Ey∼pg(y)ξ

(
log D(y|ȳ)

)
+ Ey∼pg(y)ξ

(
log(1 − D(ȳ|y))

)
. (5)

Limitation 2. Minimizing V ′
2(5) pushes G to evolve toward confusing D to

identify the innate content as the composited one, i.e., D(ȳ|y) = 1, which con-
tradicts the intuition of V2(4). Moreover, as discussed above, it should not be
difficult for D(ȳ|y) to reach its optimality. Thus, D(ȳ|y) could be reliable for
most of the training time, so the gradients deriving from the underlined term in
V ′
2(5) would keep steady no matter how G evolves, thus bringing the potential

harm to the training. Considering the high reliability of D(ȳ|y), the underlined
term in V2(4) would be kept minimal during the training period no matter how
G evolves, so this term makes little sense in supervising G. Here we come to
understand that [3,9] abandon the harm of V ′

2(5) and embrace the limitation of
V2(4). The limitation of V2(4) stems from the convenience for D(ȳ|y) in reach-
ing the convergence. Supposing that we can impede the convergence of D(ȳ|y),
the reliability of D(ȳ|y) should be weakened. In this fashion, the aforementioned
intuition of V2(4) may be too strict for the weakened D(ȳ|y), because there are
higher chances that the fidelity of the composited content is high enough to con-
fuse D(ȳ|y) to mistakenly identified the innate content as the composited one.
So, G could be excessively penalized by V2(4) given the weakened D(ȳ|y). In other
words, V2(4) poses a latent ceiling of fidelity for the composited content by con-
straining that the fidelity of the composited content should not be high enough to
confuse D(ȳ|y).
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4 Conditional Image Repainting

In this work, the conditional image repainting is formulated as a generation-
compositing setting. In the generation phase, the content generation model Gcg

accepts three inputs: (i) a semantic parsing mask xg ∈ L
Ng×H1×W1 for defining

the content geometry, where L ∈ {0, 1}, and Ng, H1 and W1 represent the
number of object classes, image height and width, respectively; (ii) a sentence
xc describing the colors and their distributions on the geometry; (iii) a Gaussian
noise vector xt ∼ N (0, 1) encoding the gray-scale textures. Then, Gcg maps these
inputs to a visual content ẏ, concluding the generation phase.

ẏ can be composited onto a user-provided image ȳ at a user-indicated loca-
tion. In order to make ẏ and ȳ more harmonious, the content compositing model
Gcc infers a set of contrast and brightness affine parameters for ẏ to be adjusted.

4.1 Semantic-Bridge Attention for Content Generation

In order to resolve Limitation 1, we propose the SEmantic-BridgE (SEBE) atten-
tion mechanism for content generation. The intuition of SEBE attention is the
same as that of the object-driven attention in Sect. 3, i.e., bridging the semantic
chasm between the word features and the region features through the semantics
of the geometry that covers those regions. SEBE achieves improvements over
the object-driven attention in three aspects, i.e., attention estimation, attention
selection, and computational overhead.
Trustier Attention Estimation. Let ê[i] and ê+[t] denote the GloVe embed-
ding of the i-th word in the input sentence, and the name of the t-th object to
be generated on the image plane. For any region, if it is covered by the geometry
of the t-th object on the image plane, then its region feature hj can be repre-
sented by ê+[t]. Given the GloVe embedding of any word ê[i], the cross-modality
attention estimation between words and regions can thus be formulated as the
attention estimation of the same modality (viz. the space of GloVe embedding).

The object-driven attention computes the similarity between ê[i] and ê+[t]
as their dot product in (2). However, as discussed in Sect. 3, the dot product
operation is not suitable for computing the similarity for embedding of the same
modality, because its output depends on the magnitude of the word embedding
vectors. Therefore, supposing that the j-th region is covered by the t-th object,
we formulate the attention estimation of SEBE as

βSEBE[j, i] =
sSEBE[j, i] + 1

∑K
k=1(sSEBE[j, k] + 1)

, sSEBE[j, i] =
(ê+[t])T ê[i]
‖ê+[t]‖‖ê[i]‖ , (6)

where sSEBE[j, k] ∈ [−1, 1] is the cosine similarity between ê+[t] and ê[i], viz. the
dot product operation normalized the magnitude of two vectors. The attention
weight βSEBE[j, i] ∈ [0, 1] is computed by shifting sSEBE[j, i] to be non-negative
and normalizing the shifted value by L1 Norm of attention weights of the t-th
object for all words. Thus, if ê+[t] and ê[i] are embedding vectors of the same
word (viz. object name), sSEBE[j, i] is able to stay constantly as 1. The coverage
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relationship between regions and objects is specified in the input semantic pars-
ing mask xg. If a region is not covered by any objects, we set its SEBE attention
weight to be zero.
Smarter Attention Selection. As discussed in Sect. 3, the object-driven atten-
tion and the cross-modality are used to compute their respective context feature
vector for each region, and these two types of context feature vectors are concate-
nated with the region features for model’s further processing. Such an impartial
treatment of these two attentions shift the duty of selecting which attention
to trust from the input end to model, which causes extra learning burdens for
model. Therefore, in SEBE, we address the attention selection at the input end
with the philosophy of “loudness is persuasive”. For the j-th region, we formulate
its context feature vector computation based on two types of attentions as

cSEBE[j] =
N∑

i=1

max(βSEBE[j, i], β[j, i])φ(e[i]). (7)

If the j-th region is covered by an object, βSEBE[j, i] is computed as in (6),
and otherwise is set to zero. β[j, i] is a cross-modality attention weight which is
computed as in (1). φ(·) is a linear layer as introduced below (1). Consequently,
there is only one context feature vector, i.e., cSEBE[j], for each region.
Lighter Computational Overhead. Reducing a half of the context feature
vectors reduce the runtime memory overhead significantly because the concate-
nated features are supposed to be fed in a series of residual blocks which need
to keep the feature dimensions the same throughout the process.

4.2 Piecewise Value Function for Content Compositing

In order to resolve Limitation 2, we propose a piecewise value function for content
compositing. Specifically, we modify V2(4) by replacing its rigid underlined term
with a piecewise term:

S(D(ȳ|y)) =
{
Ey∼pg(y)ξ

(
log D(ȳ|y)

)
, if D(ȳ|y) < 0.5

Ey∼pg(y)ξ
(
log(1 − D(ȳ|y))

)
, otherwise (8)

The philosophies behind (8) are two-fold: (i) when D(ȳ|y) < 0.5, it retains the
intuition of V2(4) in Sect. 3.2 that the composited content should be indistin-
guishable from the innate one, i.e., D(y|ȳ) = 0 and D(ȳ|y) = 0; (ii) otherwise,
we consider that y ∼ pg(y) has successfully confused D(ȳ|y), so we urge Gcc

to evolve along the direction of making D(ȳ|y) more confused (viz. producing
composited content of higher fidelity) by encouraging D(ȳ|y) to approximate 1.

Considering the gradient ineffectiveness issue of the underlined term in V ′
2(5)

as justified in Sect. 3.2, combining these two philosophies in (8) help further
improve Gcc while circumventing the weakness of V ′

2(5). By replacing the under-
lined term in V2(4) with (8), we have the piecewise value function V3 as

min
G

V3(G,D) = Ey∼pg(y)ξ
(
log D(y|ȳ)

)
+ S(D(ȳ|y)). (9)
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V1(3) and V3(9) compose a two-player minimax game for Gcc and its adversarial
discriminator Dcc. As discussed in Sect. 3.2, it is convenient for Dcc(y|ȳ) to reach
the convergence. Thus, in order to impede the convergence, we propose a novel
but delicate strategy to improve Dcc based on the design in [9], which will be
introduced in the network architecture design Sect. 4.3.

4.3 Network Architecture Design
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Fig. 2. (a) The multistage conditional content generator Gcg takes as input three
conditions, i.e., geometry xg

0, color xc, and gray-scale texture xt for the first stage. xc

and xt are encoded by Encc and Enct to form e and z for condition injection. xg
0 is

encoded by Encg to form the initial region features h0. The resolution of xg
i is doubled

with the increment of i, while the specified objects remain the same. ê and ê+ denote
the GloVe embedding of words in xc and names of objects specified in xg

i . Red arrows
indicate that regions are associated with their relevant words through SEBE, and the
word features e are aggregated by these associations to form the context features c.
Green arrows indicate the injection of z under the guidance of xg

i . (b) The input
preparation process, “scatter & shuffle”, for the compositing discriminator Dcc.

Conditional Content Generator. Gcg is multistage, in which every stage
shares the architecture that stacks two residual blocks as shown in Fig. 2(a).
In each block, we employ the Gated Adaptive Instance Normalization (GAIN)
[23] for injecting the texture code (i.e., , Gaussian noise), which is proved to
overcome the shortcomings of AdaIN in injecting the texture code for the non-
rigid geometry. hi+1 represents the intermediate features from the previous stage,
which can be fed into a conv-tanh block to generate an image ẏi+1 (omitted in
Fig. 2(a)) The resolution of ẏi+1 is doubled with the increment of i. Red arrows
indicate the inputs to and output from SEBE, which supplement the introduction
in Sect. 4.1.
Compositing Model Gcc. Its design follows the recently proposed pixel trans-
formation method [3] using a neural network to infer the contrast and brightness
transformation parameters given both the composited and the innate contents.
Compositing Discriminator. Dcc is not designed following the segmentation-
based discriminator in [3], because as discussed in Sect. 3.2, it is not diffi-
cult for the segmentation-based discriminator to reach convergence because the
discriminator can memorize data after some epochs. This could weaken the
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effectiveness of the proposed piecewise value function in Sect. 4.2. Therefore,
in order to impede the convergence, we exponentially increase the amount of
real training images by reorganizing images using a simple “scatter & shuffle”
strategy (which is also applied to the composited images) as shown in Fig. 2(b).
This makes Dcc very hard to go through all reorganized images multiple times
to memorize data during training. Then, the real/fake labels are no longer dis-
tributed by pixels but by patches. Therefore, we build Dcc as a simple CNN for
patch-wise classification.

4.4 Learning

We train the proposed generation-compositing framework by solving a minimax
optimization problem given by

min
Dcg,Dcc

max
Gcg,Gcc

Lcg(Dcg, Gcg, Gcc) + λ1Lcm(Gcg) + λ2Lcc(Dcc, Gcc) + λ3Lr(Gcc),

(10)
where Lcg, Lcm, Lcc, and Lr are the GAN loss for the overall image quality,
DAMSM loss [25] for the color condition, GAN loss and a regularization loss [3]
for the compositing performance, respectively. Dcg is a set of joint-conditional-
unconditional patch discriminators [11] for each stage of Gcg. Lcg, Lcm, and Lr

are borrowed from [23]. Lcc is defined by V1(3) for training Dcc and by V3(9)
for training Gcc. Let y denote a composited image. Applying Dcc to y, we have
p = Dcc(y), where p = {p1, . . . , pi, . . . , pN} is a set of probabilities with each
indicating how likely a patch belongs to the composited content. We define two
index sets for each y, i.e., the composited patch index set Ici and the innate patch
index set I

ii. For training Dcc, Lcc is a typical classification loss. For training
Gcc, Lcc is defined as

Lcc(Gcc,Dcc) = − 1
N

( ∑

i∈Ici

log(1 − pi) +
∑

i∈Iii

log ψ(pi)
)
, (11)

where ψ corresponds to the piecewise term in (8), which is defined as ψ(pi) =
1 − pi, if pi < 0.5; otherwise, ψ(pi) = pi.

Based on the experiments on a held-out validation set, we set the hyperpa-
rameters in this section as: λ1 = 20, λ2 = 0.03, and λ3 = 1.0.

5 Experiments

Datasets. We use CUB-200-2011 [21] and COCO-Stuff [2] for evaluation. For
CUB, we annotate bird images with parsing masks, and follow [25] for data
processing. For COCO, we select 9 most common stuff classes to use, including
sky, grass, road, clouds, pavement, dirt, sand, bush, and sea. We annotate 10
captions per image, and use 6.2K images for training and 1.4K for test.
Quantitative Evaluation Metrics. Three evaluation metrics are used: (i) we
use the Fréchet inception distance (FID) [8] score to evaluate the general image
quality. (ii) Following [25], we use R-precision to evaluate whether the generated
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Table 1. The quantitative experiments. ↑ (↓) means the higher (lower), the better.
The best performances are highlighted in bold. The compared baselines are divided
into six categories: Rows 1–2 for generation, and Rows 3–4 for compositing.

Category Methods CUB-200-2011 COCO-Stuff

FID ↓ R-prcn (%) ↑ M-score ↓ FID ↓ R-prcn (%) ↑ M-score ↓
Attn Est SEBE w/ DotPrdct 12.6 98.72 32.86 19.3 59.14 81.62

SEBE w/o CrsMod 12.68 98.75 35.68 19.43 58.73 72.11

CrsMod 12.21 98.7 31.38 19.06 60.48 78.54

Attn Sel SEBE w/o SAS 12.31 98.91 34.18 20.03 61.13 81.14

Seg Seg V2(4) 12.12 98.74 28.1 19.11 60.36 75.16

Seg V3(9) 12.25 98.99 33.53 19.25 57.34 76.35

Cls Cls V2(4) 12.39 98.81 27.17 19.23 57.4 74.74

Cls V ′
2(5) 12.44 99.18 34.95 19 57.65 81.22

Cls V3(9) w/o Pwise 12.62 98.99 26.65 18.96 58.53 76.21

Ours SEBE-GAIN-Cls-V3(9) 12.08 98.94 24.6 18.91 65.43 67.96

image is well conditioned on the input color description. More specifically, given a
generated image y conditioned on the input sentence xc and 9 randomly sampled
sentences, we rank these 10 sentences by the pre-trained DAMSM model. If
the ground truth sentence xc is ranked the highest, we count this a success
retrieval. We perform this retrieval task on all generated images and calculate
the percentage of success retrievals as the R-precision score. (iii) For measuring
the compositing quality, we follow [18] to use the M-score which is the output by
a manipulation detection model [28]. The higher M-score, the higher possibility
that an image has been manipulated. For each compared method, we randomly
pick 500 generated images to calculate the average M-score.

5.1 Content Generation

We evaluate two aspects of our method for content generation, i.e., attention esti-
mation (abbr. Attn Est) and attention selection (abbr. Attn Sel) in Sect. 4.1. For
each aspect, we create some baselines either by disabling modules of our model
or adapting the existing techniques to our task. The quantitative and qualitative
comparison are shown in Table 1 and left side of Fig. 3, respectively. Note that our
full-version method outperforms the compared baselines in most metrics on both
datasets, which demonstrates the effectiveness of our proposed modules quantita-
tively, so we focus on analyzing the qualitative results in the following.
Attention Estimation. We create three baselines for this aspect: (i) SEBE
w/ DotPrdct using the object-driven attention (2) [11] for estimation, and keep-
ing the attention selection (7); (ii) SEBE w/o CrsMod by disabling the cross-
modality attention in (7); (iii) CrsMod using the cross-modality attention esti-
mation (1) [25], and by disabling the SEBE attention in (7). Figure 3 shows
that SEBE is effective in controlling the color artifacts such as Column 3 and 5
for SEBE w/ DotPrdct, Column 2 and 4 for SEBE w/o CrsMod, and Column
4 for CrsMod. Please refer to Sect. 2 and Limitation 1 for shortcomings of these
baselines.
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Attention Selection. We create SEBE w/o SAS by disabling the attention
selection (7). As justified in Sect. 4.1, this module should be able to shift model’s
burden in selecting attention to the input end. The texture artifacts in Column
1 and the color artifacts in Column 4 of Fig. 3 are obvious for SEBE w/o SAS.

5.2 Content Compositing

For content compositing, we evaluate the influences of discriminator design,
i.e., the full-image and segmentation based discriminator [3] (abbr. Seg) vs. the
shuffled-patches and classification based one (abbr. Cls), and the influences for
different value functions including V2(4), V ′

2(5), V3(9) w/o the piecewise (abbr.
Pwise) term (8), and V3(9).
Seg vs. Cls. When the Seg and Cls discriminators are evaluated with the same
value functions, i.e., V2(4) and V3(9), Cls outperforms Seg in terms of M-score on
both datasets, which demonstrate the effectiveness of our discriminator design in
Sect. 4.3. In the supplementary, we show that the Seg discriminator reaches the
convergence much faster than the Cls one. This implies that Seg discriminator
and the compositing model reach the Nash equilibrium faster, which prevents
further improving the compositing model in the training.
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Fig. 3. Qualitative comparison for content generation (left) and compositing (right).
Best viewed on the computer, in color and zoomed-in. Input color descriptions: (1)
“This bird is black and yellow in color, and has an orange beak.” (2) “The bird has
a white belly and chest with gray wings and tail and black striped head.” (3) “This
bird has a white belly and breast, with a long orange hooked bill.” (4) “The pavement
is brown and gray.” (5) “The grass in the picture is brown and green.” (Color figure
online)
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Value Functions. In Table 1, Cls V3(9) outperforms Cls V2(4) significantly in
terms of M-score, while this is not the case for the Seg This phenomenon echos
our analysis in Limitation 2 that we need to first impede the early convergence
of the discriminator before the value function is improved. It also proves the
necessity of modifying the discriminator as in Sect. 4.3. In addition, Cls V ′

2(5)
yields much worse M-score than our method, which provides some evidence for
our discussions in Limitation 2 about the weakness of V ′

2(5). Here we come to
know that both V2(4) and V ′

2(5) cannot achieve prominent compositing perfor-
mance alone. In fact, our proposed V3(9) implements a mechanism for choosing
to apply V2(4) or V ′

2(5) at the right time. To further study the impact of the
proposed piecewise term (8), we simply remove it from V3(9) to see the results.
This means that the discriminator only cares about the composited content but
ignores the innate one when training the compositing model. From Table 1, we
see that the influences are more obvious on COCO-Stuff than on CUB. This
might be because that COCO-Stuff is more challenging than CUB.

Fig. 4. Composited images in which the innate content is correctly identified or
misidentified by Dcc are shown on the left and right, respectively.

Fig. 5. Comparison with [27] for mask based object removal. Masks are placed in the
lower-left corner of the edited images, where the gray indicates regions to be filled.
From left to right, we show the real image, the result of [27], and our result.

Assumption in Limitation 2 is that the fidelity of the composited content is
high enough to confuse D(ȳ|y) to mistakenly identified the innate content as the
composited one, which is also the motivation for us to improve the value function
in Sect. 4.2. Therefore, we select a discriminator in-between the training process,
and visualize in Fig. 4 the randomly-sampled composited images in which the
innate content is correctly identified or misidentified by our compositing discrim-
inator Dcc. We can see that the compositing fidelity of the misidentified images
is generally higher than that of the correctly identified images, which provides
evidence supporting the assumption.
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5.3 Qualitative Study

Object removal is always considered as a task for image inpainting. However, as
shown in Fig. 5, the recently proposed [27] cannot handle cases with complicated
background well. Surprisingly, our method can successfully remove the objects
despite the cost of substituting the generated content for a large portion of
content in the original images, e.g., sky and lawn in Fig. 5. In the supplementary,
we provide more analyses about this task and the limitations of our work in
handling this task, and indicate the future direction of our research.
Iterative image editing in the wild is shown on the right of Fig. 6. From
the real image in Column 5 to the final editing results in Column 8, the whole
scenes look quite different, which demonstrates the robustness and flexibility of
our method.

Fig. 6. Image editing in the wild. Column 1 and Column 5 show the real images.
Columns 2–4 show the alternation of input conditions. Columns 6–8 show the iterative
editing. See the supplementary for detailed input conditions for producing these images.
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6 Conclusion

Targeting at a relatively new and practical task, conditional image repainting,
we propose two novel and delicate modules for addressing the weaknesses of the
existing component technologies, i.e., semantic-bridge attention mechanism for
assisting using languages as conditional input, and a piecewise value function to
improve the adversarial training of the compositing model. We observe favorable
performance with both quantitative and qualitative results, and also explore
several interesting potential application scenarios of the proposed techniques.
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Abstract. Cost volume is an essential component of recent deep mod-
els for optical flow estimation and is usually constructed by calculating
the inner product between two feature vectors. However, the standard
inner product in the commonly-used cost volume may limit the rep-
resentation capacity of flow models because it neglects the correlation
among different channel dimensions and weighs each dimension equally.
To address this issue, we propose a learnable cost volume (LCV) using
an elliptical inner product, which generalizes the standard inner prod-
uct by a positive definite kernel matrix. To guarantee its positive def-
initeness, we perform spectral decomposition on the kernel matrix and
re-parameterize it via the Cayley representation. The proposed LCV is
a lightweight module and can be easily plugged into existing models
to replace the vanilla cost volume. Experimental results show that the
LCV module not only improves the accuracy of state-of-the-art mod-
els on standard benchmarks, but also promotes their robustness against
illumination change, noises, and adversarial perturbations of the input
signals.

Keywords: Optical flow · Cost volume · Cayley representation · Inner
product

1 Introduction

Optical flow estimation is a fundamental computer vision task and has broad
applications, such as video interpolation [2], video prediction [21], video segmen-
tation [6,36], and action recognition [22]. Despite the recent progress made by
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deep learning models, it is still challenging to accurately estimate optical flow
for image sequences with large displacements, textureless regions, motion blur,
occlusion, illumination changes, and non-Lambertian reflection.

Fig. 1. Standard inner product space v.s. elliptical inner product space.

Most deep optical flow models [12,23,33] adopt the idea of coarse-to-fine
processing via feature pyramids and construct cost volumes at different levels of
the pyramids. The cost volume stores the costs of matching pixels in the source
image with their potential matching candidates in the target image. It is typically
constructed by calculating the inner product between the convolutional features
of one frame and those of the next frame, and then regressed to the estimated
optical flow by an estimation sub-network. The accuracy of the estimated optical
flow heavily relies on the quality of the constructed cost volume.

While the standard Euclidean inner product is widely used to build the cost
volume (a.k.a., vanilla cost volume) for optical flow, we argue that it limits the
representation capacity of the flow model for two reasons. First, the correlation
among different channel dimensions is not taken into consideration by the stan-
dard Euclidean inner product. As shown in Fig. 1, we use a simple 2D example
for illustration. Given two feature vectors f1 and f2 with positive correlation in
the standard inner product space, we are able to find a proper elliptical inner
product space to make these two feature vectors orthogonal to each other, which
gives a zero correlation. Therefore, the specific choice of the inner product space
influences the values of the matching costs, and thus should be further exploited.
Second, each feature dimension contributes equally to the vanilla cost volume,
which may give a sub-optimal solution to constructing the cost volume for flow
estimation. Ideally, dimensions corresponding to noises and random perturba-
tions should be suppressed, while those containing discriminative signals for flow
estimation should be kept or magnified.

To address these limitations, we propose a learnable cost volume (LCV) mod-
ule which accounts for the correlation among different channel dimensions and
re-weighs the contribution of each feature channel to the cost volume. The LCV
generalizes the Euclidean inner product space to an elliptical inner product space,
which is parameterized by a symmetric and positive definite kernel matrix. The
spectral decomposition of the kernel matrix gives an orthogonal matrix and a
diagonal matrix. The orthogonal matrix linearly transforms the features into a
new feature space, which accounts for the correlation among different channel
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dimensions. The diagonal matrix multiplies each transformed feature by a pos-
itive scalar, which weighs each feature dimension differently. From a geometric
perspective, the orthogonal matrix rotates the axes and the diagonal matrix
stretches the axes so that the feature vectors are represented in a learned ellip-
tical inner product space, which generates more discriminative matching costs
for flow estimation.

However, directly learning a kernel matrix in an end-to-end manner cannot
guarantee the symmetry and positive definiteness of the kernel matrix, which is
required by the definition of inner product. To address this issue, we perform
spectral decomposition on the kernel matrix and represent each component via
the Cayley transform. Specifically, the special orthogonal matrices that exclude
−1 as the eigenvalue can be bijectively mapped into the skew-symmetric matri-
ces, and the diagonal matrices can be similarly represented by the composition
of the Cayley transform and the arctangent function. In this way, all parameters
of the learnable cost volume can be inferred in an end-to-end fashion without
explicitly imposing any constraints.

The proposed learnable cost volume is a general version of the vanilla cost
volume, and thus can replace the vanilla cost volume in the existing networks.
We finetune the existing architectures equipped with LCV by initializing the
kernel matrix as the identity matrix and restoring other parameters from the
pre-trained models. Experimental results on the Sintel and KITTI benchmark
datasets show that the proposed LCV significantly improves the performance of
existing methods in both supervised and unsupervised settings. In addition, we
demonstrate that LCV is able to promote the robustness of the existing models
against illumination changes, noises, and adversarial attacks.

To summarize, we make the following contributions:

1. We propose a learnable cost volume (LCV) to account for correlations among
different feature dimensions and weight each dimension separately.

2. We employ the Cayley representation to re-parameterize the kernel matrix in
a way that all parameters can be learned in an end-to-end manner.

3. The proposed LCV can easily replace the vanilla cost volume and improve
the accuracy and robustness of the state-of-the-art models.

2 Related Work

Supervised Learning of Optical Flow. Inspired by the success of convolu-
tional neural networks (CNNs) on per-pixel predictions such as semantic segmen-
tation and single-image depth estimation, Dosovitski et al. propose FlowNet [8],
the first end-to-end deep neural network capable of learning optical flow. FlowNet
predicts a dense optical flow map from two consecutive image frames with an
encoder-decoder architecture. FlowNet2.0 [15] extends FlowNet by stacking mul-
tiple basic FlowNet modules for iterative refinement and its accuracy is fully on
par with those of the state-of-the-art methods at the time. Motivated by the idea
of coarse-to-fine refinement in traditional optical flow methods, SpyNet [29] intro-
duces a compact spatial pyramid network that warps images at multiple scales to
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deal with displacements caused by large motions. PWC-Net [33] extracts feature
through pyramidal processing and builds a cost volume at each level from the
warped and the target features to iteratively refine the estimated flow. VCN [39]
improves the cost volume processing by decoupling the 4D convolution into a 2D
spatial filter and a 2D winner-take-all (WTA) filter, while still retaining a large
receptive field. HD3 [40] learns a probabilistic matching density distribution at
each scale and merges the matching densities at different scales to recover the
global matching density.

Unsupervised Learning of Optical Flow. The advantage of unsupervised
methods is that it can sidestep the limitations of the synthetic datasets and
exploit the large number of training data in the realistic domain. In [17] and
[31], the flow guidance comes from warping the target image according to the
predicted flow and comparing against the reference image. The photometric
loss is adopted to ensure brightness constancy and spatial smoothness. In some
work [25,37], occluded regions are excluded from the photometric loss. As pixels
occluded in the target image are also absent in the warped one, enforcing match-
ing of the occluded pixels would misguide the training. Wang et al. [37] obtain
an occlusion mask from the range map inferred from the backward flow, while
UnFlow [25] relies on the forward-backward consistency to estimate the occlu-
sion mask. Unlike these two methods that predict the occlusion map in advance
with certain heuristic, Back2Future [16] estimates the occlusion and optical flow
jointly by introducing a multi-frame formulation and reasoning the occlusion in
a more advanced manner. DDFlow [23] performs knowledge distillation by crop-
ping patches from the unlabeled images, which provides flow guidance for the
occluded regions. SelFlow [24] hallucinates synthetic occlusions by perturbing
super-pixels where the occluded regions are guided by a model pre-trained from
non-occluded regions.

Correspondence Matching. Typically, stereo matching algorithms [11,32]
involve local correspondence extraction and smoothness regularization, where
the smoothness regularization is enforced by energy minimization. Recently,
hand-crafted features are replaced by deep features and minimization of the
matching cost is substituted by training convolutional neural networks [19,42].
Xu et al. [38] construct a 4D cost volume using an adaptation of the semi-global
matching, and Yang et al. [39] reduce the computation overhead of processing
the 4D matching volume by factorizing into two separable filters.

Different from these approaches where the correspondence is represented by
a hand-crafted matching cost volume, we propose a learnable cost volume that
can capture the correlation among different channels by adapting the features
to an elliptical inner product space. Such a correlation is automatically learned
by optimizing the kernel matrix using the Cayley representation, which is more
flexible and effective in optical flow estimation and can be easily plugged into
the existing architectures. To our knowledge, this paper is the first one to use
the Cayley representation for learning correspondence in optical flow.
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3 Learnable Correlation Volume

3.1 Vanilla Cost Volume

Let F 1,F 2 ∈ R
c×h×w be the convolutional feature of the first frame and the

warped feature of the second frame, respectively. The vanilla cost volume is
defined as the inner product between the query feature F 1

i,j and the potential
match candidate F 2

k′,l′ , i.e.,

C(F 1,F 2)k,l,i,j = F 1�
i,j F 2

k′,l′ , (1)

which maps from the space R
c×h×w × R

c×h×w to R
u×v×h×w. Here, u and v

are usually odd numbers, indicating the displacement ranges in horizontal and
vertical directions, (i, j) denotes the spatial location of the feature map F 1, and
(k′, l′) = (i−(u−1)/2+k, j−(v−1)/2+ l) denotes that of F 2. For each location
(i, j) of the query feature F 1, the matching is performed against pixels of F 2

within a u×v search window centered by the location (i, j). Then, the cost volume
is either reshaped into uv × h × w and post-processed by 2D convolutions [33],
or kept as a 4D tensor on which the separable 4D convolutions [39] are applied.

3.2 Learnable Cost Volume

We generalize the standard Euclidean inner product to the elliptical inner prod-
uct, where the matching cost is computed as follows:

C(F 1,F 2)k,l,i,j = F 1�
i,j WF 2

k′,l′ . (2)

Here, W ∈ R
c×c is a learnable kernel matrix that determines the elliptical inner

product space, and other notations are the same as those in Eq. (1). According
to the definition of inner product, W should be a symmetric and positive definite
matrix. By spectral decomposition, we obtain

W = P �ΛP , (3)

where P is an orthogonal matrix, and Λ is a diagonal matrix with positive
entries, i.e., Λ = diag(λ1, · · · , λc) with λi > 0, ∀i ∈ {1, · · · , c}. The orthog-
onal matrix P actually rotates the coordinate axes and the diagonal matrix
Λ re-weights different dimensions, which directly address the two limitations
mentioned in Sect. 1.

3.3 Learning with the Cayley Representation

In the proposed LCV module, the entries of the kernel matrix W are the
only learnable parameters. However, the constraints of symmetry and positive-
definiteness hinders the gradient-based end-to-end learning of W . To address
this issue, we propose to optimize P and Λ instead of W .
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One way to optimize P is to employ the Riemann gradient descent on the
Stiefel manifold, which is defined as

Vk(Rn) = {A ∈ R
n×k|A�A = Ik}. (4)

All orthogonal matrices lie in the Stiefel manifold. Specifically, P ∈ Vc(Rc).
Therefore, we can apply the Riemann gradient descent on the Stiefel matrix
manifold, where the projection and retraction formula [1] are given by

PX (Z) = (I − XX�)Z + X · skew(X�Z) (5)

RX (Z) = (X + Z)(I + Z�Z)− 1
2 , (6)

where skew(X) := (X − X�)/2. However, to perform the Riemann gradient
descent, the projection and retraction operations are required in each training
step, and the matrix multiplication brings considerable computational overhead.

We can address this issue in a more elegant way using the Cayley Represen-
tation [5]. First, we define a set of matrices:

SO∗(n) := {A ∈ SO(n) : −1 �∈ σ(A)}, (7)

where σ(A) denotes the spectrum, i.e., all eigenvalues, of A. SO∗(n) is a subset
of the special orthogonal group SO(n) and the spectrum of its elements excludes
−1. Then, we have the following theorems:

Theorem 1 (Cayley Representation). Given any matrix P ∈ SO∗(n), there
exists a unique skew-symmetric matrix S, i.e., S� = −S, such that

P = (I − S)(I + S)−1. (8)

Theorem 2. The set of matrices SO∗(n) is connected.

By Theorem 1, we can initialize the matrix P in Eq. (3) as an identity matrix
I ∈ SO∗(c), and update S so as to update P using gradient-based optimizer. Let
P ∗ be the optimal orthogonal matrix, and we claim that it is possible to reach
P ∗ from initializing as the identity matrix P = I. This because SO∗(c) is a
connected set (Theorem 2), so there exists a continuous path joining I ∈ SO∗(c)
and any P ∈ SO∗(c), including P ∗.

Due to the positive definiteness of W , the constraint of the diagonal matrix
Λ = diag(λ1, . . . , λc) is λi > 0, ∀i = 1, . . . , c. Thus, we map R to R

+ by applying
the composition of the Cayley transform and the arctangent function, i.e.,

λi =
π + 2arctan ti
π − 2 arctan ti

, (9)

where ti ∈ R is free of constraint.
The above re-parameterization trick enables us to update the kernel matrix

W in an end-to-end manner using the SGD optimizer or its variants, which
alleviates the heavy computation brought by the projection and retraction and
makes the training process much easier.
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3.4 Interpretation

To better understand the learnable cost volume, we analyze several cases here.
1. W = I. This degenerates into the vanilla cost volume, in which the standard
Euclidean inner product is adopted.
2. W = Σ−1. Let Σ be the covariance matrix, i.e., Gram matrix, of the convo-
lutional feature, then the learnable cost volume is essentially a whitening trans-
formation. Let Q = Λ1/2P , and then Eq. (2) can be formulated as

C(F 1,F 2)k,l,i,j = F 1�
i,j P �Λ1/2Λ1/2PF 2

k′,l′ = (QF 1
i,j)

�(QF 2
k′,l′), (10)

where QF 1
i,j represents the transformed feature of F 1

i,j after PCA [18] whitening.
Similarly, letting R = P �Λ1/2P , we can have

C(F 1,F 2)k,l,i,j = F 1�
i,j P �Λ1/2PP �Λ1/2PF 2

k′,l′ = (RF 1
i,j)

�(RF 2
k′,l′), (11)

where RF 1
i,j is the transformed feature of F 1

i,j after ZCA [3] whitening. It has
been shown that the high-level styles can be removed with the contextual struc-
tures remained by whitening the convolutional features [20].
3. W = P �ΛP . The learnable cost volume shares a similar formula as the
whitening process, but W is learned over the whole training dataset rather than
statistics of two inputs, thus contains certain holistic information of the entire
training dataset. Because it has been verified that the certain holistic character-
istics of the underlying image can be captured by the Gram matrix along the
channel dimension [9,20]. The learnable cost volume performs as “whitening”
features using the common information learned from all frames. Specifically, the
orthogonal matrix P re-arranges the information across the channel dimension,
while the diagonal matrix Λ filters out insignificant signals, making the correla-
tion more robust to the illumination changes and noises. (See Sect. 4.4.)

It should also be pointed out that the whitening matrix R in Eq. (11) could
be viewed as a 1 × 1 conv functioning on the feature, but directly applying a
1×1 conv with learnable parameters on features before computing the standard
cost volume cannot replace the proposed learned cost volume. Because R�R
only gives a positive semi-definite matrix even when R is full-rank, which does
not meet the positive definiteness property of an inner product.

3.5 Relation with the Weighted Sum of Squared Difference

The learnable cost volume can be also formulated by re-thinking the simplest
matching criterion for comparing two features, i.e., the weighted sum of squared
difference (WSSD):

∑

i

λi

(
Gi(F 2) − Gi(F 1)

)2
, (12)
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where G : R
c → R

c denotes a transformation function on the features F i ∈
R

c, i = 1, 2, and Gi(F ) indicates the ith element of G(F ). By the Taylor series
expansion, we have

∑

i

λi

(
Gi(F 2) − Gi(F 1)

)2 ≈
∑

i

λi

(∇Gi(F 1)�ΔF
)2

= ΔF �WΔF , (13)

where ΔF=F 2−F 1 is the feature difference and W =
∑

i λi∇Gi(F 1)∇Gi(F 1)�

is the auto-correlation matrix. Here, W coincides with the kernel matrix of the
proposed LCV module in Eq. (2). When λi = 1(i = 1, . . . , c) and G is an
identity map, then W = I, which corresponds to the vanilla cost volume. If we
further expand Eq. (13), we can see the connection with the proposed learnable
correlation volume as follows:

ΔF �WΔF = (F 2 − F 1)�W (F 2 − F 1)

= (F 2�WF 2 + F 1�WF 1) − 2F 1�WF 2,
(14)

where the last term shares the same formula with the proposed learnable cost
volume. This implies that the proposed learnable cost volume is inversely corre-
lated with WSSD. As WSSD measures the discrepancy between two features, the
learnable cost volume characterizes a certain kind of similarity between them.

4 Experiments

In this section, we present the experimental results of optical flow estimation in
both supervised and unsupervised settings to demonstrate the effectiveness of the
proposed learnable cost volume. Also, we carry out ablation studies to show that
the LCV module performs favorably against other counterparts. Moreover, we
analyze the behavior of LCV and find it beneficial to handling three challenging
cases. More results can be found in the supplementary material and the source
code and trained models will be made available to the public.

Training Process. It is well-known that the deep optical flow estimation
pipeline consists the following stages in the supervised settings [34]: 1) train the
model on the FlyingChairs [7] dataset; 2) finetune the model on the FlyingTh-
ings3D [28] dataset; and 3) finetune the model on the Sintel [4] and KITTI [26,27]
training sets. Besides, there are lots of tricks such as data augmentation and
learning rate disruption, making the training process more complicated.
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Inputs
AEPE

PWC-Net
36.322

HD3

35.499

VCN
32.545

VCN+LCV
28.257

Fig. 2. Visual results on “Ambush 1” from the Sintel test final pass. The number under
each method denotes the average end-point error (AEPE). Left: estimated flow; right:
error map (increases from black to white).

To avoid the tedious training procedure over multiple datasets, we adopt
a more efficient way to train the model equipped with LCV. As mentioned in
Sect. 3.4, the vanilla cost volume is a special case of the learnable cost volume
when W = I, which means that the learnable cost volume is more general and
backward compatible with vanilla cost volume. Therefore, we initialize the kernel
matrix W as the identity matrix and other parameters are directly restored from
the pre-trained models without using LCV. After that, we finetune the model
with LCV on the Sintel or KITTI datasets using the same loss function. This
training process not only significantly reduces training time but also plays a
crucial role in the success under the unsupervised settings. (See Sect. 4.2.) This
approach can also be viewed as fixing the kernal matrix as W = I in the first
three training stages, and let W be learnable in the final stage.



492 T. Xiao et al.

Table 1. Results of the supervised methods on the MPI Sintel and KITTI 2015 optical
flow benchmarks. All reported numbers indicate the average endpoint error (AEPE)
except for the last two columns, where the percentage of outliers averaged over all
groundtruth pixels (Fl-all) are presented. “-ft” means finetuning on the relative MPI
Sintel or KITTI training set and the numbers in the parenthesis are results that train
and test on the same dataset. Missing entries (-) indicate that the results are not
reported for the respective method. The best result for each metric is printed in bold.

Methods Sintel KITTI 2015

Clean Final AEPE Fl-all (%)

Train Test Train Test Train Train Test

FlowNet2 [15] 2.02 3.96 3.14 6.02 10.06 30.37 –

FlowNet2-ft [15] (1.45) 4.16 (2.01) 5.74 (2.30) (8.61) 10.41

DCFlow [38] – 3.54 – 5.12 – 15.09 14.83

MirrorFlow [13] – – – 6.07 – 9.93 10.29

SpyNet [29] 4.12 6.69 5.57 8.43 – – –

SpyNet-ft [29] (3.17) 6.64 (4.32) 8.36 – – 35.07

LiteFlowNet [12] 2.52 – 4.05 10.39 – – –

LiteFlowNet + ft [12] (1.64) 4.86 (2.23) 6.09 (2.16) – 10.24

PWC-Net [33] 2.55 – 3.93 – 10.35 33.67 –

PWC-Net-ft [33] (2.02) 4.39 (2.08) 5.04 (2.16) (9.80) 9.60

PWC-Net+-ft [34] (1.71) 3.45 (2.34) 4.60 (1.50) (5.30) 7.72

IRR-PWC-ft [14] (1.92) 3.84 (2.51) 4.58 (1.63) (5.30) 7.65

HD3 [40] 3.84 – 8.77 – 13.17 23.99 –

HD3-ft [40] (1.70) 4.79 (1.17) 4.67 (1.31) (4.10) 6.55

VCN [39] 2.21 – 3.62 – 8.36 25.10 8.73

VCN-ft [39] (1.66) 2.81 (2.24) 4.40 (1.16) (4.10) 6.30

RAFT [35] 1.09 2.77 1.53 3.61 (1.07) (3.92) 6.30

RAFT (warm start) [35] 1.10 2.42 1.61 3.39 – – –

VCN + LCV (1.62) 2.83 (2.22) 4.20 (1.13) (3.80) 6.25

RAFT + LCV (0.94) 2.75 (1.31) 3.55 (1.06) (3.77) 6.26

RAFT + LCV (warm start) (0.99) 2.49 (1.47) 3.37 – – –

4.1 Supervised Optical Flow Estimation

First, we incorporate the learnable cost volume in the VCN [39] and RAFT [35]
framework, and compare them with other existing methods. As shown in Table 1,
our method performs favorably against other state-of-the-art methods on the
Sintel Clean/Final pass and the KITTI 2015 benchmark.

The proposed LCV module improves the performance of VCN and RAFT
by transforming the features of video frames to a whitened space to obtain a
clean and robust matching correlation. This could account for the performance
improvement on the Sintel Final pass, where the scenarios are much harder.
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Inputs
Fl-all(%)

PWC-Net
7.99

HD3

7.17

VCN
6.66

VCN+LCV
6.00

Fig. 3. Visual results on the KITTI 2015 test set. The number under each method
name denotes the Fl-all score on the given frames. Left: estimated flow; right: error
map (increases from blue to red). (Color figure online)

As shown in Fig. 2, the flow estimation error for the snow background at the
right side is smaller than other methods. This is a challenging case because the
front person’s arm renders occlusion to part of the snow background and the
background is nearly all white, providing few clues for matching. However, the
LCV module exploits more information from the correlation among different
channels, which assists in obtaining the coherent flow estimation in the snow
background. The LCV module also has an edge over the vanilla cost volume
under the circumstance of light reflection and occlusion. As shown in Fig. 3, the
prediction error of our method is smaller around the light reflection region and
the rightmost traffic sign.

Although we do not report the model parameters in the table, the proposed
LCV module only makes a very slight increase in the model size. The additional
parameters come from the kernel matrices W ∈ R

c×c at different pyramid levels.
Taking VCN+LCV as an example, there are five kernel matrices in total, whose
channel dimensions are 64, 64, 128, 128, and 128, respectively. The LCV module
only takes up 642×2+1282×3 = 57, 344 parameters, which is negligible compared
with the entire VCN model of around 6.23M parameters.

4.2 Unsupervised Optical Flow Estimation

We also test the LCV module in unsupervised settings on the KITTI 2015
benchmark. We replace the vanilla cost volume with the LCV module in the
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DDFlow [23] model, and compare it with other unsupervised methods. As shown
in Table 2, our model outperforms the DDFlow baseline, and even performs
favorably against SelFlow [24], an improved version of DDFlow.

The training process is crucial to the success of the LCV module in the unsu-
pervised methods. Different from the supervised training of optical flow models,
there is no ground truth for direct supervision. Instead, most unsupervised meth-
ods use the photometric loss as a proxy loss. Specifically, the training of DDFlow
consists of two stages: 1) pre-train a non-occlusion model with census trans-
form [10], and 2) train an occlusion model by distillation from the non-occlusion
model. If we directly follow the same procedure, the training of DDFlow+LCV
will run into trivial solutions, as the photometric loss does not give a strong
supervision for the correspondence learning, especially when the LCV module
increases the dimension of the solution space. To prevent from trivial solutions,
we fix the kenrel matrix as W = I in the pre-train stages, and update W in the
distillation stage.

Table 2. Results of the unsupervised methods on the KITTI 2015 optical flow bench-
mark. Missing entries (-) indicate that the results are not reported for the respective
method. The best result for each metric is printed in bold.

Methods KITTI 2015

Train Test

AEPE Fl-bg (%) Fl-fg (%) Fl-all (%)

DSTFlow [31] 16.79 – – 39

GeoNet [41] 10.81 – – –

UnFlow [25] 8.88 – – 28.95

DF-Net [43] 7.45 – – 22.82

OccAwareFlow [37] 8.88 – – 31.20

Back2FutureFlow [16] 6.59 22.67 24.27 22.94

SelFlow [24] 4.84 12.68 21.74 14.19

DDFlow [23] 5.72 13.08 20.40 14.29

DDFlow + LCV (Ours) 5.15 12.98 19.83 14.12

Table 3. Ablation study of different variants of VCN on the KITTI 2015 dataset.

Methods VCN VCN (ct) VCN (W ,

ct)

VCN (Λ ,

ct)

VCN (P ,

ct)

VCN(1 ×
1 conv)

VCN +

LCV

AEPE/Fl-all 3.9/1.144 4.2/1.204 4.1/1.193 3.8/1.136 3.9/1.129 3.9/1.163 3.8/1.132
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(a) Illumination change (γ = 0.5)

(b) Noise (std=0.001)

(c) Adversarial patch (radius=50)

Fig. 4. Visual results of three challenging cases, i.e., illumination change, noise,
and adversarial patch. Top left: the first input frame; bottom left/right: flow by
VCN/VCN+LCV; top right: flow difference between two methods.

4.3 Ablation Study

We evaluate multiple variants of the LCV module based on the VCN baseline:

– VCN: the original VCN baseline.
– VCN (ct): continue training the existing VCN using a small learning rate for

more epochs.
– VCN (W , ct): remove the symmetry and positive definiteness constraint of

W , i.e., not using the Cayley representation. We restore the weights from
the pre-trained VCN and continue training the model with free W .

– VCN (Λ, ct): fix P to be an identity matrix and make the diagonal matrix
Λ learnable.

– VCN (P , ct): fix Λ to be an identity matrix and make the orthogonal matrix
P learnable.
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– VCN (1 × 1 conv): replace the positive definite W with R�R, where R is
a 1 × 1 conv operating on features with input and output dimensions equal.
R�R is only a positive semi-definite matrix.

– VCN + LCV: employ the Cayley representation to ensure the symmetry and
positive definiteness of W .

We randomly split the 200 images with ground truth from the KITTI 2015
training set into the training and validation set by a ratio of 4:1. As shown in
Table 3, we report the AEPE/Fl-all scores on the validation set. We observe
that continuing training of the VCN model does not bring any benefit, which
indicates that the best VCN model is not obtained at the very end of the train-
ing. Another interesting observation is that VCN (W , ct) performs better than
VCN (ct), showing the benefit of increasing the model capacity. However, it does
not outperform VCN, not even VCN+LCV, confirming the importance of using
a valid inner product space. Comparing the result of VCN (1 × 1 conv), we can
further conclude that ensuring the positive definiteness via the Cayley represen-
tation is crucial to the performance. We can also find that VCN (Λ, ct) gets a
lower AEPE and VCN (P , ct) gets a lower Fl-all compared with vanilla VCN.
VCN+LCV combines the advantages of both axis rotation and re-weighting,
aiming to address two limitations mentioned in the paper.

4.4 Robustness Analysis

To further understand the effect of the LCV module, we evaluate the flow esti-
mation performance under three challenging cases, i.e., 1) illumination changes:
we adjust the illumination of the input frames by changing the value of γ, where
γ = 1.0 is the original image, γ < 1.0 is for a darker image, and γ > 1.0 is for a
brighter image. 2) adding noises: we adjust the standard deviation to control the
noise magnitude. and 3) inserting adversarial patches: we borrow the universal
adversarial patch [30] that can perform a black-box attack for all optical flow
models, and insert patches of different sizes to the input frames.

Table 4. Results on three challenging cases (numbers: AEPE/Fl-all scores).

(a) Illumination change

γ 0.2 0.3 0.4 0.5 0.7 1.0 2.0 3.0
VCN 16.8/3.240 9.9/1.891 5.9/1.306 3.8/0.995 2.7/0.834 2.5/0.805 2.6/0.819 2.6/0.826

VCN+LCV 17.1/3.232 9.8/1.866 5.9/1.273 3.7/0.967 2.6/0.804 2.4/0.775 2.4/0.790 2.5/0.804

(b) Noise

Standard deviation 0.0001 0.001 0.01 0.1
VCN 2.6/0.816 2.9/0.868 5.0/1.157 19.6/3.213

VCN+LCV 2.4/0.785 2.7/0.838 4.7/1.107 18.9/3.043

(c) Adversarial patch

Patch size 50 100 150 200
VCN 3.5/0.981 5.6/1.419 8.5/2.048 11.9/2.880

VCN+LCV 3.4/0.949 5.5/1.384 8.3/2.004 11.6/2.801
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We compare the VCN model and its variant equipped with LCV. Both two
models are trained on the KITTI 2015 training set. For qualitative comparison,
we perform the above three types of processing on 194 images with the flow
groundtruth from the KITTI 2012 as our test set. As shown in Table 4(a),
VCN+LCV consistently outperforms the VCN baseline in all three challenging
cases. For better illustration, we visualize the effect on an image from KITTI
2015 test set as shown in Fig. 4. It can be seen that the LCV module can help
stabilize the flow prediction around the background trees at the top left corner
of the frame under the cases of dark illumination and random noise injection.
In the third example, the outline of the car body near the patch circle is better
preserved by our model. (See the difference map for details.)

5 Conclusions

In this work, we introduce a learnable cost volume (LCV) module for optical flow
estimation. The proposed LCV module generalizes the standard Euclidean inner
product into an elliptical inner product with a symmetric and positive definite
kernel matrix. To keep its symmetry and positive definiteness, we use the Cayley
representation to re-parameterize the kernel matrix for end-to-end training. The
proposed LCV is a lightweight module and can be easily plugged into any existing
networks to replace the vanilla cost volume. Experimental results show that the
proposed LCV module improves both the accuracy and the robustness of state-
of-the-art optical flow models.

Acknowledgments. This work is supported in part by NSF CAREER Grant
1149783. We also thank Pengpeng Liu and Jingfeng Wu for kind help.
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Abstract. There has been an explosive demand for bringing machine
learning (ML) powered intelligence into numerous Internet-of-Things
(IoT) devices. However, the effectiveness of such intelligent functionality
requires in-situ continuous model adaptation for adapting to new data
and environments, while the on-device computing and energy resources
are usually extremely constrained. Neither traditional hand-crafted (e.g.,
SGD, Adagrad, and Adam) nor existing meta optimizers are specifically
designed to meet those challenges, as the former requires tedious hyper-
parameter tuning while the latter are often costly due to the meta algo-
rithms’ own overhead. To this end, we propose hardware-aware learning
to optimize (HALO), a practical meta optimizer dedicated to resource-
efficient on-device adaptation. Our HALO optimizer features the fol-
lowing highlights: (1) faster adaptation speed (i.e., taking fewer data or
iterations to reach a specified accuracy) by introducing a new regularizer
to promote empirical generalization; and (2) lower per-iteration complex-
ity, thanks to a stochastic structural sparsity regularizer being enforced.
Furthermore, the optimizer itself is designed as a very light-weight RNN
and thus incurs negligible overhead. Ablation studies and experiments on
five datasets, six optimizees, and two state-of-the-art (SOTA) edge AI
devices validate that, while always achieving a better accuracy (↑0.46%
- ↑20.28%), HALO can greatly trim down the energy cost (up to ↓60%)
in adaptation, quantified using an IoT device or SOTA simulator. Codes
and pre-trained models are at https://github.com/RICE-EIC/HALO.
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1 Introduction

The record-breaking success of machine learning (ML) algorithms has fueled an
explosive demand for bringingML-powered intelligent functionality into numerous
Internet-of-Things (IoT) devices [37,39]. For practical deployment, many of them
(such as autonomous vehicles, drones, mobiles, and wearables) require on-site in-
situ learning for enabling them to continuously learn from new data and adapt
to new environments [50]. However, the realization of on-device continuous model
adaptation remains a bottleneck challenge because powerful performance of ML
algorithms often comes at a prohibitive training cost while IoT devices are often
extremely resource constrained. To tackle this challenge, existing efficient training
techniques such as low-precision and pruning training can largely fall short as they
are not designed and optimized for on-device model adaptation. Specifically, in
contrast to standard training, on-device adaptation needs to (1) achieve fast model
convergence (i.e., reduced training iterations) given that limited data is available
or can be stored on IoT devices and (2) be realized with much boosted training
energy/time efficiency for possibly wide adoption.

To close the aforementioned gap, we explore from a promising yet unexplored
perspective motivated by the observation that neither traditional hand-crafted
(e.g., SGD, Adagrad, and Adam) nor existing meta optimizers are dedicated to
meet the on-device adaptation challenges. This is because the former requires
tedious and manual hyper-parameter tuning, while the latter can be automated,
they are often more costly due to the meta algorithms’ own overhead. Specifically,
we propose, develop, and experimentally validate a hardware-aware learning to
optimize (HALO) framework, targeting to aggressively trim down the energy
cost of on-device ML adaptation. This paper makes the following contributions:

• We for the first time introduce learning to optimize to a practical and
explosively demanded application of resource-efficient, on-device ML adap-
tation, and demonstrate that it largely outperforms the most competitive
SOTA optimizers. The proposed HALO framework is achieved using a Long
Short-Term Memory (LSTM) aided with an innovative Jacobian regularizer
that is dedicated for faster adaptation.

• To further ensure that the proposed HALO can be practically deployed for
model adaptation on numerous resource-limited IoT devices, we next intro-
duce (stochastic) structural sparsity as an extra regularizer for the learning
optimizer, so that it can be efficiently implemented on hardware. Thanks
to the aforementioned two regularizers, the HALO generated optimizers are
enforced to naturally achieve the critical specification of on-device adaptation,
i.e., both faster adaptation speed and reduced per-iteration complexity.

• We have evaluated and demonstrated the HALO optimizers on various mod-
els, datasets, and experiment settings (including going-wider, going-deeper,
going-sparser, and going-lower bits), by exhaustively comparing it with
existing off-the-shelf traditional hand-crafted and meta-optimizers. Extensive
experiments and ablation studies show that HALO consistently outperforms
others, by largely reducing on-device adaptation energy consumption (i.e., the
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energy it takes to adapt for achieving the specified accuracy) while always
maintaining a better accuracy given the same energy budget.

2 Related Works

Model Adaptation. Model adaptation techniques are commonly exploited to:
(1) continuously improve a model’s performance in the same domain, as more
data is collected; or (2) further tune a model already trained on one domain
(source domain) to adapt to a new domain (target domain), assuming the source
and target domains to have a certain mismatch (either data distribution or task
types) [7]. Many adaptation algorithms have been explored for various ML algo-
rithms, from aligning data distributions [10] to utilizing feature or module trans-
ferability [5,16,41], for which [59] provides a comprehensive literature review.
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Fig. 1. The overall framework of our proposed hardware-aware learning to optimize
(HALO) method. For each time step t, the optimizer will first take the previous hidden
vector ht−1 and the relative input vector (mθt

j
, γθt

j
, ηθt

j
) which contains the gradient

information from the optimizees, and then output a parameter update rule Δθt
j for

the optimizees. The layers to be updated are selected according to the probability
(p1, · · · , pk), i.e., the structural sparsity regularizer. After (n+1) optimization iterations
(in our case, n = 10), we update the optimizer with the averaged optimizee loss L and
the Jacobian regularizer LJacobian.

Adaptation algorithm is the cornerstone for many intelligent edge platforms
to perceive and react to the changing new environments (such as drones and
outdoor robots) and for wearable devices to personalize their functionality to
individual users [29], and so on.

Learning to Optimize. Using machine learning algorithms to design an opti-
mizer is a promising direction towards replacing tedious algorithm crafting
and/or hyperparameter tuning. [2] first employs a coordinate-wise LSTM as
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a learnable optimizer for training neural networks. It takes the gradient of opti-
mizee parameters as inputs and outputs the parameters’ update rule. [11] intro-
duces the history of objective values for inputs, and outputs gradients as the
actions of reinforcement learning agents. [42] introduces two practical techniques
of random scaling and objective convexifying to boost generalization ability. [66]
designs a hierarchical RNN architecture, augmenting the inputs with the log
gradient magnitudes and the log learning rate; its results remain to be a SOTA
among learned optimizers. Lately, [8] combines both point-based and population-
based optimization algorithms, and further incorporates the posterior into meta-
loss to balance the exploitation-exploration trade-off.

3 The Proposed HALO Framework

In this section, we introduce our HALO framework with two innovations ded-
icated to the resource-efficient adaptation goal. First, a Jacobian regularizer is
designed to boost the empirical generalization and convergence speed. Second,
we introduce structural sparsity as the desired property to be enforced on the
optimizer output, such that the resulting update is more hardware friendly and
energy-efficient. Both are shown to be experimentally effective in Sect. 4.

3.1 Faster and Better: A Jacobian-Regularized Learned Optimizer

The backbone of HALO follows the classical setting in [66]. We adopt a similar
hierarchical RNN as the learned optimizer. Specifically, the hierarchical RNN
architecture contains three levels, named “Parameter RNN”, “Tensor RNN”,
and “Global RNN” from the low to high levels. Specifically, the “Parameter
RNN” deals with the inputs and outputs update rules for each parameter of
the optimizees; the “Tensor RNN” takes as inputs all hidden states from the
“Parameter RNN” which processes parameters belonging to the same tensor and
returns a bias term to them; and the “Global RNN” takes as inputs all hidden
states from the “Tensor RNN” and returns a bias term. The RNN parameters
are shared within each level. In this way, the learned optimizer is able to capture
the inter-parameter dependencies.

As shown in Fig. 1, following the prior wisdom of learned optimizers [42,66],
the inputs of our optimizer are (mθt

j
, γθt

j
, ηθt

j
), corresponding to the scaled aver-

aged gradients mθt
j
, the relative log gradient magnitudes γθt

j
, and the relative

log learning rate ηθt
j

of layer j’s parameter θj in iteration t, respectively, more
details of which can be found in the supplement. The output is the parame-
ter update Δθt

j . Our learnable optimizer performs a coordinate-wise update on
the parameter θ so that the learned optimizer can scale to training optimizees
with any number of parameters: an important “one-for-all” feature desired by
mobile applications where a number of different models are typically configured
to meet different platforms’ resource constraints. Between different coordinates,
the weights of the optimizer are shared. In HALO, the optimizer is updated by
LHALO, which is the sum of the average optimizee loss L, plus a new Jacobian
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regularizer term LJacobian (λ1 is a hyperparameter, more ablation studies are
provided in the supplement): LHALO = L + λ1LJacobian.

We next discuss “what and why” regarding this new regularizer.

Jacobian Regularizer. We propose a powerful regularizer, called Jacobian reg-
ularizer, that controls the update magnitudes of the optimizee (i.e., the model to
be adapted by HALO). Without loss of generalizability, we define our optimizee
with k layers as f(θ), θ = (θ1, θ2, · · · , θk) (k = 1 for shallow models). The Jaco-
bian of the optimizee loss L can be written as J =

[
∂L
∂θ1

, ∂L
∂θ2

, · · · , ∂L
∂θk

]
, and our

new regularizer term can be defined as LJacobian = ||J ||22. (|| · ||22 is a Frobenius
norm)

The Jacobian regularizer encourages the optimizee’s landscape to be
smoother and flatter. Intuitively, such a landscape facilitates an optimizer to
explore faster and more widely in a neighborhood, which makes it favor our
goal of fast adaptation. More formally, recent theories have revealed that opti-
mizing in flat minima leads to more generalizable solutions [21,28]. It is straight-
forward to see that the larger the components of the Jacobian are, the more
unstable the model prediction is with respect to input perturbations. Enforcing
LJacobian is therefore a natural way to reduce this instability: it decreases the
input-output Jacobian magnitude, potentially reducing the influence of noisy
updates during training. That robustness is meaningful for practical on-device
adaptation whose input samples are often very noisy [6].

Among past works, [51] constrained the Jacobian matrix of the encoder for
the regularization of auto-encoders. [22] showed that constraining the Jacobian
increases classification margins of neural networks and therefore enhances the
model stability. While the above works exploit Jacobian regularizer in classi-
cal optimizers, to our best knowledge, we are the first to extend this line of
ideas into the learning to optimize field. Our results demonstrate its effectiveness
in improving generalization performance (i.e., adaptation/test accuracy) of the
learned optimizer, in addition to the faster empirical convergence speed.

Besides, the analysis in [57] found that a bounded spectral norm of the net-
work’s Jacobian matrix is more directly related to the generalization of neural
networks. We tested and verified that replacing the Frobenius norm with the
spectral norm will yield similar empirical performance and convergence bene-
fits, sometimes the spectral norm being better. However, computing the spectral
norm is much more expensive and goes against our goal of resource efficiency:
that is why we stay with the Frobenius norm in implementing LJacobian.

3.2 More Hardware-Efficient: Stochastic Structural Sparsity

As a learned optimizer, HALO targets faster empirical convergence (e.g., taking
fewer iterations to reach a certain accuracy level), which is further boosted by
the new Jacobian regularizer. We introduce another regularizer, that enhances
the energy efficiency from an orthogonal angle: enforcing structural sparsity on
the learned updates (i.e., the outputs of HALO) at each iteration, such that the
per-iteration complexity and hence resource costs could be trimmed down.
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Structural sparsity is a well-explored regularizer that is typically achieved by
weight decay, norm constraints, or various pruning means [65]. In comparison,
we choose an extremely cheap “stochastic” way to enforce that. As shown in
Fig. 1, for each layer j in the optimizee, we set it to have a probability pj to
be updated by HALO, at each iteration. Correspondingly, only the layers that
are updated at the current iteration will back-propagate to update the learned
optimizers.

We note that similar ideas of “randomly not updating all layers every time”
were previously exploited for training very deep networks [25] and faster dynamic
inference [67]. Lately, it was demonstrated to be helpful for energy-efficient train-
ing too [64]. We are the first to show this heuristic regularizer to work well for
learned optimizers in efficient training.

Compared to enforcing filter- and parameter-wise structural sparsity, the pur-
posed layer-wise structural sparsity regularizer is particularly hardware-friendly,
as it requires no massive indexing and gathering processing. As our experiments
in Sect. 4.2.1 show, this alone can save up to 45.42% training energy per iteration
on average while sacrificing little accuracy or convergence speed.

4 Experiments and Analysis

In this section, we present ablation studies and evaluation results of the proposed
HALO under five datasets, six optimizees (i.e., the wider one in Fig. 2 (b), the
wider and deeper one in Fig. 2 (c), ResNet-18 [20] with quantization and high
sparsity, two multilayer perceptrons (MLPs), and a CNN+LSTM [52]), and two
SOTA edge AI computing devices.

4.1 Experiment Setup

Here we summarize our experiment details including the datasets and baselines,
adaptation/test experiment setting, and evaluation metrics, and details of the
optimizer design can be found in the supplement.

Datasets and Baselines. To evaluate the potential of the proposed HALO
in handling on-device adaptation under different applications and scenarios, we
consider a total of five datasets, including (1) MNIST [34], (2) CIFAR-10 [32],
(3) Thyroid Disease Prediction (TDP) [12], (4) Gas Sensor Array Drift (GSAD)
[62], and (5) Smartphones (SP) [3] (more details on the train/test subset splitting
could be found in the supplement). These five diverse sets of datasets can emulate
on-device ML applications for tasks of object recognition, healthcare monitoring,
environmental monitoring, and activity recognition

For benchmarking, we evaluate HALO’s generated optimizers against five
baselines of SOTA optimizers, including three traditional hand-crafted opti-
mizers (i.e., SGD, Adagrad [13], and Adam [31]) and two meta-optimizers (i.e.,
the DM-L2O [2] and Hierarchical-L2O [66]).
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Fig. 2. The convolutional networks
adopted for (a) training all the evaluated
optimizers, and the optimizee networks
including (b) a wider one and (c) a wider
and deeper one, as compared to (a).

Table 1. A summary of the splitting
details for all the considered datasets.

Dataset Subset Domain

MNIST [34] A {1, 3, 5, 7, 9}
B {0, 2, 4, 6, 8}

CIFAR-10 [32] A {plane, bird, deer, frog, ship}
B {car, cat, dog, horse, truck}

TDP [12] A Female

B Male

GSAD [62] A {Acetaldehyde, Acetone, Toluene}
B {Ethanol, Ethylene, Ammonia}

SP [3] A {Walking Upstairs, Sitting, Laying}
B {Walking, Walking downstairs, Standing}

Adaptation/Test Setting. To evaluate each optimizer under a given dataset,
we split the dataset into two non-overlapping subsets following the prepossess-
ing in [18,23,30], which are termed as A and B, respectively, with samples from
different domains and each consisting of non-overlapping classes. Table 1 summa-
rizes the splitting details for all our considered datasets. Following the strategy
in real-world deployments [4,19,49], we first pre-train the model on one subset,
and then start from the pre-trained model to retrain it on the other subset to
see how accurately and efficiently the corresponding optimizee can adapt to the
new domain. The same splitting is applied to the test set for accuracy validation
in both the pre-train and adaptation training processes. We observe that the
accuracy of the optimizee in the TDP dataset, which is trained on the subset B
for the male domain and achieves an accuracy of 73.92%, drops to 55.74% when
directly applying to the female domain without adaptation, motivating the need
of adaptation.

Evaluation Metrics. We evaluate all optimizers in terms of the hardware
energy consumption in addition to the optimizees’ averaged training loss and
adaptation/test accuracy over ten random initialization settings. Specifically,
for the full-precision optimizees, we obtain the real-measured energy consump-
tion on two SOTA edge AI computing devices, i.e., NVIDIA TX2 [45] (for more
complex CNNs in Fig. 3 - Fig. 6 and Table 4) and Raspberry Pi [61] (for simpler
MLPs in Tables 2 - 3); for the quantized optimizees, we adopt a SOTA hardware
energy simulator, Bit Fusion [55], to obtain the energy consumption (the one in
Fig. 7). The real-device energy measurement setup and energy simulation details
are provided in the supplement.

4.2 Ablation Studies of the Proposed HALO

Here we perform ablation studies of HALO’s effectiveness (Sect. 4.2.1) and struc-
tural sparsity regularizer (Sect. 4.2.2).
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Fig. 3. Ablation studies on the effectiveness of HALO’s regularizers: (a) The
average training loss and (b) adaptation/test accuracy vs. the required energy cost
over ten runs, on CIFAR-10-A.

4.2.1 Ablation Studies on the Effectiveness of HALO’s Regularizers

For evaluating the effectiveness of HALO’s regularizers, we perform a set of
experiments using the wider optimizee (see Fig. 2 (b)) and CIFAR-10 dataset.
Specifically, the optimizee is evaluated when enforcing the two regularizers of
HALO in an incremental manner, with the corresponding optimizer being trained
from scratch. Figure 3 shows the average training loss and adaptation/test accu-
racy versus the corresponding real-device measured energy over ten random ini-
tialization settings, from which we can make the following observation:

First, the vanilla HALO without the two regularizers can not surpass the
SOTA traditional hand-crafted optimizer, Adam [31], in terms of both the train-
ing loss and adaptation/test accuracy after convergence, while at the same time
suffering from a larger variance;

Second, after adding the Jacobian regularizer, the corresponding optimizee
achieves a better adaptation/test accuracy after convergence, which verifies the
flatten local minima found by HALO with the help of the Jacobian regularizer
is beneficial for generalization ability as introduced in Sect. 3.1, while always
performing worse under the same energy budget in the early stage, as compared
to the optimizee trained using Adam;

Third, our proposed HALO always leads to a lower training loss (e.g., up to
↓16.72% lower under the same energy) and higher accuracy (e.g., up to ↑11.70%
higher under the same energy) while having a smaller variance, as compared to all
baselines, which seems to align with recent observations that compressing gradient
during training can benefit the efficiency without hurting the performance [14,64].

This set of experiments validate that the two regularizers integrated into
HALO lead to not only faster adaptation with reduced energy cost, but
also offer a bonus benefit of improving convergence stability.

4.2.2 Ablation Studies of HALO’s Structural Sparsity Regularizer

Here we present ablation studies on the schedule schemes of HALO’s updating
probability in the structural sparsity regularizer using the wider optimizee (see
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Fig. 4. Ablation studies of HALO’s structural sparsity regularizer in terms
of the updating probability: (a) The average training loss and (b) adaptation accuracy
vs. the required energy cost over ten runs, on CIFAR-10-A.

Fig. 2 (b)) and CIFAR-10 dataset. Specifically, different updating probability can
be adopted for the first, second, and third layers of the optimizee.

For example, “10%-30%-50%” means the corresponding updating probabil-
ity are 10%, 30%, and 50%, respectively. For HALO, we consider three sched-
ule schemes for the updating probability, i.e., “progressively increased”, “uni-
formly equal”, and “progressively decreased”; For Adam, we consider the sched-
ule scheme of updating probability under which HALO performs the best (i.e.,
“progressively increased”, more schemes for Adam and other optimizers could
be found in the supplement).

The experiment results in Fig. 4 show that: (1) comparing Adam with
Adam + structural sparsity regularizer, we find that the hand-crafted optimizer,
Adam, does not benefit from this regularizer, as evidenced by the correspond-
ing decreased adaptation/test accuracy; and (2) comparing the three schedule
schemes of updating probability for HALO, we observed that the “progressively
increased”, e.g., “10%-30%-50%”, significantly outperforms the other two sched-
ule schemes by offering a higher adaptation/test accuracy under the same energy
cost.

Note that the advantage of such a “progressively increased” schedule scheme
for HALO is consistently observed under different datasets and models, which
seems to coincide with recent findings [1,17,36,63,69] that (1) different stages
of DNN training call for different treatments and (2) not all layers are equally
important for training convergence.

4.3 HALO Under Different Datasets/Optimizees

4.3.1 HALO on the CIFAR-10 Dataset

In this subsection, we evaluate HALO’s performance and generalization capabil-
ity when being applied to various optimizees, which are (1) wider (Fig. 2 (b)),
(2) wider and deeper (Fig. 2 (c)), and (3) wider, deeper, highly sparse and quan-
tized (pruned and quantized ResNet-18 [20]), as compared to the networks used
to train the optimizers.



HALO: Hardware-Aware Learning to Optimize 509

Fig. 5. HALO for the wider optimizee: (a) The average training loss and (b)
adaptation/test accuracy vs. the energy cost over ten runs, on CIFAR-10-A.

Experiment settings. For all the aforementioned three optimizees, experi-
ments are performed using the CIFAR-10 dataset. And for all the experiments
using the optimizee (3) mentioned above, a compressed ResNet-18 [20] is trained
and pruned under a pruning ratio of 70.0%, which leads to a reduction of 43.5%
and 61.5% in the computational cost (i.e., FLOPs) and model size over the
unpruned one, respectively, while performing quantization-aware training [26] in
the optimizee (3) during adaptation. Note that we consider a pruned and quan-
tized optimizee because the current practice often compresses ML models before
deploying them into IoT devices [15,46,64].

Experiment results and observations. For each optimizer on the three con-
sidered optimizees, we evaluate the optimizees’ averaged training loss and adap-
tation/test accuracy under ten random initialization settings. The correspond-
ing results are plotted in Figs. 5 - 7, from which we can make the following five
observations:

First, while SOTA learning to optimize works are merely evaluated in terms
of the optimizees’ training loss [2,42,66], we find that both the training loss
and adaptation/test accuracy need to be considered for adaptation tasks, as a
lower training loss might not guarantee a higher adaptation/test accuracy. For

Fig. 6. HALO for the wider and deeper optimizee: (a) The average training loss
and (b) adaptation/test accuracy vs. the energy cost over ten runs, on CIFAR-10-A.
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Fig. 7. HALO for the wider, deeper, highly sparse, and quantized optimizee:
(a) The average training loss and (b) est accuracy vs. the energy cost over ten runs,
on CIFAR-10-A.

example, from Fig. 5 we can see that Adam achieves a smaller training loss but
a lower adaptation accuracy, as compared to that of Adagrad.

Second, the HALO optimizer outperforms all other meta-optimizers under
all the three optimizees, while (1) the meta-optimizer, DM-L2O [2], fails under
the evaluation with the wider optimizee as shown in Fig. 5, which is consistent
with observations discussed in prior works of learning to optimize [42,66], thus
won’t be included in the following experiments, and (2) the meta-optimizer,
Hierarchical-L2O [66], always leads to a lower adaptation accuracy (e.g., up to
↓16.88% lower in the wider optimizee as shown in Fig. 5 under the same energy
budget) and a larger training loss (e.g., up to ↑65.65% larger in the wider opti-
mizee as shown in Fig. 5 under the same energy budget), as compared to that of
HALO.

Third, as shown in Fig. 6, in the early training stage before the cross-points
P1 or P2, the HALO optimizer does not outperform other optimizers, while in
the later stage after the cross-point P2, HALO significantly surpasses others by a
large performance margin (at least ↑3.51% higher adaptation/test accuracy when
the energy cost is around 30 kJ). For this interesting and expected phenomenon,
we conjecture the possible reasons, which are consistent with empirical obser-
vations in [21,28]: (1) with the assistance of the Jacobian regularizer, HALO in
the early training stage can explore the training landscape to locate a flatter
minima, whereas other optimizers who are not flatness-aware can be easily over-
fitting and get stuck in some narrow local valleys, leading to results that the
adaptation/test accuracy increases quickly at first, and then decays in the later
stage; and (2) flatten local minima found by HALO is beneficial for improving
its generalization capability [21,28], favoring HALO’s large performance advan-
tages.

Forth, wider, deeper, highly sparse and quantized optimizee targets on a dif-
ficult (e.g., exploding gradient is a common issue in training quantized network
with traditional hand-crafted optimizers as described in [24]) yet practical set-
ting for on-device adaptation [15,46,64]. As shown in Fig. 7, HALO outperforms
all traditional hand-crafted optimizers obviously, regardless of the latter being
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extensively tuned, and show a marginal improvement over the Hierarchical-L2O,
indicating the superiority of our purposed HALO (i.e., higher energy efficiency
while having one-for-all generalization capability) even in such stringent cases.

Fifth, while the baseline optimizers don’t have a fixed performance rank-
ing under various optimizees (e.g., Adam performs better than Adagrad in the
wider and deeper optimizee but worse in the wider optimizee, as shown in Fig. 6
and 5), HALO always achieves both a comparable or lower training loss (e.g.,
up to ↓16.72% lower in the wider optimizee as shown in Fig. 5 under the same
energy budget) and a comparable or higher adaptation/test accuracy (e.g., up to
↑3.51% in the deeper optimizee as shown in Fig. 6 under the same energy budget)
among all considered optimizers (including both traditional hand-crafted and
mete-optimizers), indicating HALO’s consistently best capability in balanc-
ing the models’ accuracy and on-device adaptation cost in various optimizees.
Notably, even in some cases HALO outperforms other optimizers marginally
(e.g., HALO and Adadgrad in Fig. 5), the latter ones need massive manual
hyperparameters tuning while the former one could be used without any hyper-
parameter tuning while having the one-for-all generalization capability.

4.3.2 HALO on the Thyroid Disease Prediction Dataset (TDP)

In this subsection, we evaluate HALO’s performance on the TDP dataset, the
tasks of which can emulate on-device healthcare monitoring applications, one of
the most popular applications on resource-limited IoT devices [33,43,54].

Experiment settings. As introduced in Sect. 4.1, the input data of the TDP
dataset is a 26-dimensional vector, we thus adopt a three-layer MLP for the opti-
mizee. Specially, we evaluate HALO in terms of the average training loss and
adaptation/test accuracy under the same training iterations, where the adapta-
tion energy budget is set to be no more than 0.5 kJ in Raspberry Pi [61] which
is 2% of the most commonly-used Li-Po battery’s capacity (27 kJ) [47] adopted
by massive IoT devices [56].

Experiment results and observations. Table 2 summarizes the experiment
results, from which we can see that (1) HALO outperforms all the baseline opti-
mizers (both traditional hand-crafted and automatically learned ones) in terms
of the achieved average adaptation/test accuracy under the same number of iter-
ations; and (2) HALO achieves a higher adaptation/test accuracy (i.e., ↑0.96%
- ↑1.00%) while requiring ↓31.8% less adaptation energy as compared to the
SOTA learning to optimize optimizer, Hierarchical-L2O, thanks to its reduced
energy cost per iteration, indicating the advantage and effectiveness of the pro-
posed HALO for on-device adaptation. Note that although the hand-crafted
traditional optimizers require a lower energy cost (e.g., ↓0.32 kJ less energy with
a ↓0.31% lower accuracy) over the proposed HALO, they are not applicable for
widely adopted on-device adaptation into numerous IoT applications due to their
required tedious and manual hyper-parameter tuning.
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Table 2. The evaluation results of the trained HALO on the TDP dataset.
Methods Avg. Test Acc. (%) Avg. Loss Energy (kJ)

# of Iters. # of Iters. # of Iters.

1k 2k 3k Final 1k 2k 3k 1k 2k 3k

Adam 79.41 79.85 79.85 79.85 0.49 0.44 0.43 0.04 0.09 0.13

Adagrad 75.81 75.81 75.82 75.83 0.77 0.73 0.71 0.04 0.09 0.13

SGD 77.08 78.07 78.29 78.29 0.73 0.69 0.67 0.04 0.09 0.13

Hierarchical-L2O 78.42 78.92 79.17 79.19 0.56 0.50 0.48 0.22 0.44 0.66

HALO 79.42 79.88 80.16 80.28 0.58 0.53 0.50 0.15 0.30 0.45

Improv. over SOTA L2O ↑1.00% ↑0.96% ↑0.99% ↑1.09% -0.02 -0.03 -0.02 ↓31.8% ↓31.8% ↓31.8%

Table 3. The evaluation results of the trained HALO on the GSAD Dataset.
Methods Avg. Test Acc. (%) Avg. Loss Energy (kJ)

# of Iters. # of Iters. # of Iters.

1k 2k 3k Final 1k 2k 3k 1k 2k 3k

Adam 69.75 69.91 69.91 69.91 0.42 0.38 0.37 0.02 0.04 0.06

Adagrad 59.06 60.31 61.38 62.16 0.93 0.79 0.71 0.02 0.04 0.06

SGD 58.62 59.66 60.56 60.97 0.78 0.69 0.67 0.02 0.04 0.06

Hierarchical-L2O 77.87 79.34 80.12 80.31 0.44 0.34 0.31 0.15 0.29 0.44

HALO 79.25 85.22 86.81 87.00 0.46 0.30 0.24 0.06 0.12 0.18

Improv. over SOTA L2O ↑1.38% ↑5.88% ↑6.69% ↑6.69% -0.02 0.04 0.07 ↓60.0% ↓58.6% ↓59.1%

4.3.3 HALO on the Gas Sensor Array Drift Dataset (GSAD)

Here we evaluate HALO’s performance on the GSAD dataset, the tasks of which
aim to classify the individual gas components in the gas mixtures based on
the response of various metal oxide collected by the corresponding IoT sensors
[27,35].

Experiment settings. The input data of GSAD is a 129-dimensional vector,
we thus adopt a three-layer MLP for the optimizee, which is similar to the one
in Sect. 4.3.2, except that the first layer’s dimension is increased for adapting to
the increased input dimension. We also evaluate HALO in terms of the average
training loss and adaptation/test accuracy under the same training iterations.
The adaptation energy budget of this set of experiments is 0.2 kJ which is
smaller than that in Sect. 4.3.2, considering that GSAD’s corresponding tasks
of environmental monitoring applications often face circumstances with a very
limited energy budget for a long time [38,44].

Experiment results and observations. This set of experiment results are
shown in Table 3 from which we can see that: (1) HALO outperforms both
the traditional hand-crafted and automatically learned baseline optimizers by
achieving a higher average adaptation/test accuracy given the same number
of iterations; and (2) HALO performs better than the SOTA learning to opti-
mize optimizer, Hierarchical-L2O, as it achieves a higher average adaptation/test
accuracy (i.e., ↑1.38% - ↑6.69%) while requiring ↓58.6% - ↓60.0% lower adap-
tation energy. Similarly, although the hand-crafted optimizers require a lower
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energy cost (e.g., ↓0.12 kJ less energy consumption at a cost of a ↓16.90% lower
accuracy) over the proposed HALO, their required tedious and manual hyper-
parameter tuning limits their applicability to on-device adaptation for numerous
IoT applications.

4.3.4 HALO on the Smartphones Dataset (SP)

Here we evaluate HALO’s performance on the SP dataset, the tasks of which aim
to predict human activities based on data collected from smartphones [9,58].

Experiment settings. Considering the sequence data in the SP dataset, we
adopt an optimizee with a CNN+LSTM architecture [52], where a CNN of three
convolution layers are used for feature extraction followed by LSTMs to support
sequence prediction. For this set of experiment, (1) HALO’s structural sparsity
regularizer is only applied to the optimizee’s convolution layers for balancing
adaptation cost and accuracy; and (2) we relax the energy budget to 5 kJ in the
NVIDIA TX2 [45], which is around 8% of the battery capability of commonly
used smartphones (e.g., battery capacity of SAMSUNG Galaxy S20 is around
63 kJ [53]), considering the practicability of smartphone-based applications.

Experiment results and observations. The experiment results of HALO
and the baseline optimizers in Table 4 show that (1) HALO again performs
the best among all the optimizers including both traditional hand-crafted and
automatically learned ones in terms of the achieved average adaptation/test
accuracy under the same number of iterations; and (2) HALO requires a lower
↓44.3% - ↓45.1% energy while achieving a higher (i.e., ↑0.96% - ↑1.00%) aver-
age adaptation/test accuracy, over the SOTA learning to optimize optimizer,
Hierarchical-L2O, thanks to its structural sparsity that enforces reduced energy
cost per iteration. Note that while being automated and thus more applicable
for a wide adoption into numerous IoT applications, the proposed HALO can
achieves higher accuracies than all the hand-crafted optimizers which are limited
when it comes to on-device adaptation due to their required tedious and manual
hyper-parameter tuning needed for changes in data or application.

Table 4. The evaluation results of the trained HALO on the SP Dataset.
Methods Avg. Test Acc. (%) Avg. Loss Energy (kJ)

# of Iters. # of Iters. # of Iters.

1k 2k 3k Final 1k 2k 3k 1k 2k 3k

Adam 88.57 92.47 95.59 95.66 6.27E-5 1.79E-5 1.21E-5 1.15 2.92 4.62

Adagrad 69.24 72.31 75.64 76.56 1.17E-2 5.99E-3 4.38E-3 1.15 2.92 4.62

SGD 66.47 68.52 68.52 68.52 2.21E-2 1.15E-2 8.01E-3 1.15 2.92 4.62

Hierarchical-L2O 92.31 96.06 97.08 97.20 2.32E-4 5.38E-5 4.81E-5 1.61 4.08 6.44

HALO 93.22 96.52 97.76 98.16 2.49E-3 3.55E-4 3.09E-4 1.17 2.96 4.67

Improv. over SOTA L2O ↑0.91%↑0.46%↑0.68%↑0.96% -2.26E-3 -3.01E-4 -2.61E-4 ↓27.3%↓27.5%↓27.5%
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5 Conclusions

We propose a learning to optimize framework, HALO, a practical meta-optimizer
dedicated to resource-efficient on-device adaptation. Specifically, Jacobian and
structural sparsity regularizers are integrated in HALO to reduce per-iteration
complexity and enforce faster adaptation speed, thus contribute to the adapta-
tion efficiency. Furthermore, we demonstrate that HALO outperforms existing
off-the-shelf traditional hand-crafted and meta-optimizers based on extensive
experiments on six optimizees, five datasets, and two SOTA edge AI computing
devices.
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Abstract. Recently, there has been growing interest in developing
learning-based methods to detect and utilize salient semi-global or global
structures, such as junctions, lines, planes, cuboids, smooth surfaces, and
all types of symmetries, for 3D scene modeling and understanding. How-
ever, the ground truth annotations are often obtained via human labor,
which is particularly challenging and inefficient for such tasks due to the
large number of 3D structure instances (e.g., line segments) and other
factors such as viewpoints and occlusions. In this paper, we present a
new synthetic dataset, Structured3D, with the aim of providing large-
scale photo-realistic images with rich 3D structure annotations for a wide
spectrum of structured 3D modeling tasks. We take advantage of the
availability of professional interior designs and automatically extract 3D
structures from them. We generate high-quality images with an industry-
leading rendering engine. We use our synthetic dataset in combination
with real images to train deep networks for room layout estimation and
demonstrate improved performance on benchmark datasets.

Keywords: Dataset · 3D structure · Photo-realistic rendering

1 Introduction

Inferring 3D information from 2D sensory data such as images and videos has
long been a central research topic in computer vision. Conventional approach
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Fig. 1. The Structured3D dataset. From a large collection of house designs (a) cre-
ated by professional designers, we automatically extract a variety of ground truth 3D
structure annotations (b) and generate photo-realistic 2D images (c).

to building 3D models typically relies on detecting, matching, and triangulat-
ing local image features (e.g., patches, superpixels, edges, and SIFT features).
Although significant progress has been made over the past decades, these meth-
ods still suffer from some fundamental problems. In particular, local feature
detection is sensitive to a large number of factors such as scene appearance
(e.g., textureless areas and repetitive patterns), lighting conditions, and occlu-
sions. Further, the noisy, point cloud-based 3D model often fails to meet the
increasing demand for high-level 3D understanding in real-world applications.

When perceiving 3D scenes, humans are remarkably effective in using salient
global structures such as lines, contours, planes, smooth surfaces, symmetries,
and repetitive patterns. Thus, if a reconstruction algorithm can take advantage
of such global information, it is natural to expect the algorithm to obtain more
accurate results. Traditionally, however, it has been computationally challenging
to reliably detect such global structures from noisy local image features. Recently,
deep learning-based methods have shown promising results in detecting various
forms of structure directly from the images, including lines [12,40], planes [16,
19,35,36], cuboids [10], floorplans [17,18], room layouts [14,26,41], abstracted
3D shapes [28,32], and smooth surfaces [11].

With the fast development of deep learning methods comes the need for large
amounts of accurately annotated data. In order to train the proposed neural
networks, most prior work collects their own sets of images and manually label
the structure of interest in them. Such a strategy has several shortcomings. First,
due to the tedious process of manually labeling and verifying all the structure
instances (e.g., line segments) in each image, existing datasets typically have
limited sizes and scene diversity. And the annotations may also contain errors.
Second, since each study primarily focuses on one type of structure, none of these
datasets has multiple types of structure labeled. As a result, existing methods
are unable to exploit relations between different types of structure (e.g., lines
and planes) as humans do for effective, efficient, and robust 3D reconstruction.

In this paper, we present a large synthetic dataset with rich annotations
of 3D structure and photo-realistic 2D renderings of indoor man-made environ-
ments (Fig. 1). At the core of our dataset design is a unified representation of 3D
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Table 1. An overview of datasets with structure annotations. †: The actual numbers
are not explicitly given and hard to estimate, because these datasets contain images
from Internet (LSUN Room Layout, PanoContext), or multiple sources (LayoutNet).
∗: Dataset is unavailable online at the time of publication.

Datasets #Scenes #Rooms #Frames Annotated structure

PlaneRCNN [16] – – 100,000 Planes

Wireframe [12] – – 5,462 Wireframe (2D)

SceneCity 3D [40] 230 – 23,000 Wireframe (3D)

SUN Primitive [34] – – 785 Cuboids, other primitives

LSUN Room Layout [39] – n/a† 5,394 Cuboid layout

PanoContext [37] – n/a† 500 (pano) Cuboid layout

LayoutNet [41] – n/a† 1,071 (pano) Cuboid layout

MatterportLayout∗ [42] – n/a† 2,295 (RGB-D pano) Manhattan layout

Raster-to-Vector [17] 870 – – Floorplan

Structured3D 3,500 21,835 196,515 “primitive + relationship”

structure which enables us to efficiently capture multiple types of 3D structure
in the scene. Specifically, the proposed representation considers any structure
as relationship among geometric primitives. For example, a “wireframe” struc-
ture encodes the incidence and intersection relationship between line segments,
whereas a “cuboid” structure encodes the rotational and reflective symmetry
relationship among its planar faces. With our “primitive + relationship” repre-
sentation, one can easily derive the ground truth annotations for a wide variety of
semi-global and global structures (e.g., lines, wireframes, planes, regular shapes,
floorplans, and room layouts), and also exploit their relations in future data-
driven approaches (e.g., the wireframe formed by intersecting planar surfaces in
the scene).

To create a large-scale dataset with the aim of facilitating research on data-
driven methods for structured 3D scene understanding, we leverage the avail-
ability of professional interior designs and millions of production-level 3D object
models – all coming with fine geometric details and high-resolution textures
(Fig. 1(a)). We first use computer programs to automatically extract information
about 3D structure from the original house design files. As shown in Fig. 1(b),
our dataset contains rich annotations of 3D room structure including a variety
of geometric primitives and relationships. To further generate photo-realistic 2D
images (Fig. 1(c)), we utilize industry-leading rendering engines to model the
lighting conditions. Currently, our dataset consists of more than 196k images of
21,835 rooms in 3,500 scenes (i.e., houses).

To showcase the usefulness and uniqueness of the proposed Structured3D
dataset, we train deep networks for room layout estimation on a subset of the
dataset. We show that the models trained on both synthetic and real data outper-
form the models trained on real data only. Further, following the spirit of [8,27],
we show how multi-modal annotations in our dataset can benefit domain adap-
tation tasks.
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(a) Plane [16] (b) Wireframe [12] (c) Cuboid [10] (d) Room layout [39]

(e) Floorplan [17] (f) Abstracted 3D shape (wireframe [32] and cuboid [28])

Fig. 2. Example annotations of structure in existing datasets. The reference number
indicates the paper from which the illustration is originally from.

In summary, the main contributions of this paper are:

– We create the Structured3D dataset, which contains rich ground truth 3D
structure annotations of 21,835 rooms in 3,500 scenes, and more than 196k
photo-realistic 2D renderings of the rooms.

– We introduce a unified “primitive + relationship” representation. This rep-
resentation enables us to efficiently capture a wide variety of semi-global or
global 3D structures and their mutual relationships.

– We verify the usefulness of our dataset by using it to train deep networks for
room layout estimation and demonstrating improved performance on public
benchmarks.

2 Related Work

Datasets. Table 1 summarizes existing datasets for structured 3D scene mod-
eling. Additionally, [28,32] provide datasets with structured representations of
single objects. We show example annotations in these datasets in Fig. 2. Note
that ground truth annotations in most datasets are manually labeled. This is
one main reason why all these datasets have limited size, i.e., contain no more
than a few thousand images. One exception is [16], which employs a multi-model
fitting algorithm to automatically extract planes from 3D scans in the ScanNet
dataset [9]. But such algorithms are sensitive to data noises and outliers, thus
introduce errors in the annotations (Fig. 2(a)). Similar to our work, SceneCity
3D [40] also contains synthetic images with ground truth automatically extracted
from CAD models. But the number of scenes is limited to 230. Further, none of
these datasets has more than one type of structure labeled, although different
types of structure often have strong relations among them. For example, from
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the wireframe in Fig. 2(b) humans can easily identify other types of structure
such as planes and cuboids. Our new dataset sets to bridge the gap between
what is needed to train machine learning models to achieve human-level holistic
3D scene understanding and what is being offered by existing datasets.

Note that our dataset is very different from other popular large-scale 3D
datasets, such as NYU v2 [23], SUN RGB-D [24], 2D-3D-S [3,4], ScanNet [9],
and Matterport3D [6], in which the ground truth 3D information is stored in the
format of point clouds or meshes. These datasets lack ground truth annotations
of semi-global or global structures. While it is theoretically possible to extract
3D structure by applying structure detection algorithms to the point clouds or
meshes (e.g., extracting planes from ScanNet as did in [16]), the detection results
are often noisy and even contain errors. In addition, for some types of structure
like wireframes and room layouts, how to reliably detect them from raw sensor
data remains an active research topic in computer vision.

In recent years, synthetic datasets have played an important role in the
successful training of deep neural networks. Notable examples for indoor scene
understanding include SUNCG [25], SceneNet RGB-D [20], and InteriorNet [15].
These datasets exceed real datasets in terms of scene diversity and frame num-
bers. But just like their real counterparts, these datasets lack ground truth struc-
ture annotations. Another issue with some synthetic datasets is the degree of
realism in both the 3D models and the 2D renderings. [38] shows that physically-
based rendering could boost the performance of various indoor scene understand-
ing tasks. To ensure the quality of our dataset, we make use of 3D room models
created by professional designers and the state-of-the-art industrial rendering
engines. Table 2 summarizes the differences of 3D scene datasets.

Room Layout Estimation. Room layout estimation aims to reconstruct the
enclosing structure of the indoor scene, consisting of walls, floor, and ceiling.
Existing public datasets (e.g., PanoContext [37] and LayoutNet [41]) assume
a simple box-shaped layout. PanoContext [37] collects about 500 panoramas
from the SUN360 dataset [33], LayoutNet [41] extends the layout annotations
to include panoramas from 2D-3D-S [3]. Recently, MatterportLayout [42] col-
lects 2,295 RGB-D panoramas from Matterport3D [6] and extends annotations
to Manhattan layout. We note that all room layout in these real datasets is
manually labeled by the human. Since the room structure may be occluded by
furniture and other objects, the “ground truth” inferred by humans may not be
consistent with the actual layout. In our dataset, all ground truth 3D annotations
are automatically extracted from the original house design files.

3 A Unified Representation of 3D Structure

The main goal of our dataset is to provide rich annotations of ground truth 3D
structure. A naive way to do so is generating and storing different types of 3D
annotations in the same format as existing works, like wireframes as in [12],
planes as in [16], floorplans as in [17], and so on. But this leads to a lot of
redundancy. For example, planes in man-made environments are often bounded
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Table 2. Comparison of 3D scene datasets. †: Meshes are obtained by 3D reconstruction
algorithm. Notations for applications: O (object detection), U (scene understanding),
S (image synthesis), M (structured 3D modeling).

Datasets Scene design type 3D annotation 2D rendering Applications

NYU v2 [23] Real Raw RGB-D Real images O U

SUN RGB-D [24] Real Raw RGB-D Real images O U

2D-3D-S [3,4] Real Mesh† Real images O U

ScanNet [9] Real Mesh† Real images O U

Matterport3D [6] Real Mesh† Real images O U

SUNCG [25] Amateur Mesh n/a O U

SceneNet RGB-D [20] Random Mesh Photo-realistic O U

InteriorNet [15] Professional n/a Photo-realistic O U S

Structured3D Professional 3D structures Photo-realistic O U S M

by a number of line segments, which are part of the wireframe. Even worse, by
representing wireframes and planes separately, the relationships between them
are lost. In this paper, we present a unified representation in order to minimize
redundancy while preserving mutual relationships. We show how the most com-
mon types of structure studied in the literature (e.g., planes, cuboids, wireframes,
room layouts, and floorplans) can be derived from our representation.

Our representation of the structure is largely inspired by the early work of
Witkin and Tenenbaum [31], which characterizes structure as “a shape, pattern,
or configuration that replicates or continues with little or no change over an
interval of space and time”. Accordingly, to describe any structure, we need to
specify: (i) what pattern is continuing or replicating (e.g., a patch, an edge, or
a texture descriptor), and (ii) the domain of its replication or continuation. In
this paper, we call the former primitives and the latter relationships.

3.1 The “Primitive + Relationship” Representation

We now show how to describe a man-made environment using a unified represen-
tation. For ease of exposition, we assume all objects in the scene can be modeled
by piece-wise planar surfaces. But our representation can be easily extended to
more general surfaces. An illustration of our representation is shown in Fig. 3.

Primitives. Generally, a man-made scene has the following geometric primi-
tives:

– Planes P: We model the scene as a collection of planes P = {p1, p2, . . .}.
Each plane is described by its parameters p = {n, d}, where n and d denote
the surface normal and the distance to the origin, respectively.

– Lines L: When two planes intersect in the 3D space, a line is created. We
use L = {l1, l2, . . .} to represent the set of all 3D lines in the scene.

– Junction Points X: When two lines meet in the 3D space, a junction point
is formed. We use X = {x1, x2, . . .} to represent the set of all junction points.
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(a) Primitives: junctions and lines (b) Primitives: planes (c) Relationships: R1 and R2

(d) Relationships: R3 (e) Relationships: R4 (f) Relationships: R5

Fig. 3. The ground truth 3D structure annotations in our dataset are represented by
primitives and relationships. (a): Junctions and lines. (b): Planes. We highlight the
planes in a single room. (c): Plane-line and line-junction relationships. We highlight a
junction, the three lines intersecting at the junction, and the planes intersecting at each
of the lines. (d): Cuboids. We highlight one cuboid instance. (e): Manhattan world.
We use different colors to denote planes aligned with different directions. (f): Semantic
objects. We highlight a “room”, a “balcony”, and the “door” connecting them.

Relationships. Next, we define some common types of relationships between
the geometric primitives:

– Plane-Line Relationships (R1): We use a matrix W1 to record all incidence
and intersection relationships between planes in P and lines in L. Specifically,
the ij-th entry of W1 is 1 if li is on pj , and 0 otherwise. Note that two planes
are intersected at some line if and only if the corresponding entry in WT

1 W1

is nonzero.
– Line-Point Relationships (R2): Similarly, we use a matrix W2 to record all

incidence and intersection relationships between lines in L and points in X.
Specifically, the mn-th entry of W2 is 1 if xm is on ln, and 0 otherwise. Note
that two lines are intersected at some junction if and only if the corresponding
entry in WT

2 W2 is nonzero.
– Cuboids (R3): A cuboid is a special arrangement of plane primitives with

rotational and reflection symmetry along x-, y- and z-axes. The corresponding
symmetry group is the dihedral group D2h.

– Manhattan World (R4): This is a special type of 3D structure commonly
used for indoor and outdoor scene modeling. It can be viewed as a group-
ing relationship, in which all the plane primitives can be grouped into three
classes, P1, P2, and P3, P =

⋃3
i=1 Pi. Further, each class is represented by

a single normal vector ni, such that nT
i nj = 0, i �= j.
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– Semantic Objects (R5): Semantic information is critical for many 3D com-
puter vision tasks. It can be regarded as another type of grouping relationship,
in which each semantic object instance corresponds to one or more primitives
defined above. For example, each “wall”, “ceiling”, or “floor” instance is asso-
ciated with one plane primitive; each “chair” instance is associated with a set
of multiple plane primitives. Further, such a grouping is hierarchical. For
example, we can further group one floor, one ceiling, and multiple walls to
form a “living room” instance. And a “door” or a “window” is an opening
which connects two rooms (or one room and the outer space).

Note that the relationships are not mutually exclusive, in the sense that a prim-
itive can belong to multiple relationship instances of the same type or different
types. For example, a plane primitive can be shared by two cuboids, and at the
same time belong to one of the three classes in the Manhattan world model.

Discussion. The primitives and relationships we discussed above are just a
few most common examples. They are by no means exhaustive. For example,
our representation can be easily extended to include other primitives such as
parametric surfaces. And besides cuboids, there are many other types of regular
or symmetric shapes in man-made environments, where type corresponds to a
different symmetry group.

Our representation of 3D structures is also related to the graph represen-
tations in semantic scene understanding [2,13,30]. As these graphs focus on
semantics, geometry is represented in simplified manners by (i) 6D object poses
and (ii) coarse, discrete spatial relations such as “supported by”, “front”, “back”,
and “adjacent”. In contrast, our representation focuses on modeling the scene
geometry using fine-grained primitives (i.e., junctions, lines, and planes) and
relationships (in terms of topology and regularities). Thus, it is highly com-
plementary to the scene graphs in prior work. Intuitively, it can be used for
geometric analysis and synthesis tasks, in a similar way as scene graphs are used
for semantic scene understanding.

3.2 Relation to Existing Models

Given our representation which contains primitives P = {P,L,X} and relation-
ships R = {R1, R2, . . .}, we show how several types of 3D structure commonly
studied in the literature can be derived from it. We again refer readers to Fig. 2
for illustrations of these structures.

Planes: A large volume of studies in the literature model the scene as a collection
of 3D planes, where each plane is represented by its parameters and boundary.
To generate such a model, we simply use the plane primitives P. For each p ∈ P,
we further obtain its boundary by using matrix W1 in R1 to find all the lines in
L that form an incidence relationship with p.

Wireframes: A wireframe consists of lines L and junction points P, and their
incidence and intersection relationships (R2).

Cuboids: This model is same as R3.
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)b()a(

Fig. 4. Comparison of 3D house designs. (a): The 3D models in our database are cre-
ated by professional designers using high-quality furniture models from world-leading
manufacturers. Most designs are being used in real-world production. (b): The 3D
models in SUNCG dataset [25] are created using Planner 5D [1], an online tool for
amateur interior design.

Manhattan Layouts: A Manhattan room layout model includes a “room” as
defined in R5 which also satisfies the Manhattan world assumption (R4).

Floorplans: A floorplan is a 2D vector representation that consists of a set of
line segments and semantic labels (e.g., room types). To obtain such a vector
representation, we can identify all lines in L and junction points in X which lie
on a “floor” (as defined in R5). To further obtain the semantic room labels, we
can project all “rooms”, “doors”, and “windows” (as defined in R5) to this floor.

Abstracted 3D shapes: In addition to room structures, our representation
can also be applied to individual 3D object models to create abstractions in the
form of wireframes or cuboids, as described above.

4 The Structured3D Dataset

Our unified representation enables us to encode a rich set of geometric prim-
itives and relationships for structured 3D modeling. With this representation,
our ultimate goal is to build a dataset that can be used to train machines to
achieve the human-level understanding of the 3D environment.

As a first step towards this goal, in this section, we describe our ongoing
effort to create a large-scale dataset of indoor scenes which include (i) ground
truth 3D structure annotations of the scene and (ii) realistic 2D renderings of the
scene. Note that in this work we focus on extracting ground truth annotations on
the room structure only. We plan to extend our dataset to include 3D structure
annotations of individual furniture models in the future.

In the following, we describe our general procedure to create the dataset.
We refer readers to the supplementary materials for additional details, including
dataset statistics and example annotations.
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(a) Original (b) Simple configuration (c) Empty configuration

(d) Lighting (e) Depth (f) Semantic labels

Fig. 5. Examples of our rendered panoramic images.

4.1 Extraction of Structured 3D Models

To extract a “primitive + relationship” scene representation, we utilize a large
database of house designs hand-crafted by professional designers. An example
design is shown in Fig. 4(a). All information of the design is stored in an industry-
standard format in the database so that specifications about the geometry (e.g.,
the precise size of each wall), textures and materials, and functions (e.g., which
room the wall belongs to) of all objects can be easily retrieved.

From the database, we have selected 3,500 house designs with 21,835 rooms.
We created a computer program to automatically extract all the geometric
primitives associated with the room structure, which consists of the ceiling,
floor, walls, and openings (doors and windows). Given the precise measurements
and associated information of these entities, it is straightforward to generate all
planes, lines, and junctions, as well as their relationships (R1 and R2).

Since the measurements are highly accurate and noise-free, other types of
relationship such a Manhattan world (R3) and cuboids (R4) can also be easily
obtained by clustering the primitives, followed by a geometric verification pro-
cess. Finally, to include semantic information (R5) into our representation, we
map the relevant labels provided by the professional designers to the geomet-
ric primitives in our representation. Figure 3 shows examples of the extracted
geometric primitives and relationships.

4.2 Photo-Realistic 2D Rendering

To ensure the quality of our 2D renderings, our rendering engine is developed
in collaboration with a company specialized in interior design rendering. Our
engine uses a well-known ray-tracing method [21], a Monte Carlo approach to
approximating realistic Global Illumination (GI), for RGB rendering. The other
ground truth images are obtained by a customized path-tracer renderer on top of
Intel Embree [29], an open-source collection of ray-tracing kernels for x86 CPUs.
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Fig. 6. Photo-realistic rendering vs. real-world decoration. The first and third columns
are rendered images.

Each room is manually created by professional designers with over one mil-
lion CAD models of furniture from world-leading manufacturers. These high-
resolution furniture models are measured in real-world dimensions and being
used in real production. A default lighting setup is also provided. Figure 4 com-
pares the 3D models in our database with those in SUNCG [25], which are
created using Planner 5D [1], an online tool for amateur interior design.

At the time of rendering, a panoramic or pin-hole camera is placed at ran-
dom locations not occupied by objects in the room. We use 512×1024 resolution
for panoramas and 720 × 1280 for perspective images. Figure 5 shows example
panoramas rendered by our engine. For each room, we generate different config-
urations (full, simple, and empty) by removing some or all the furniture. We also
modify the lighting setup to generate images with different temperatures. For
each image, our dataset al.so includes the depth map and semantic mask. Figure
6 illustrates the degree of photo-realism of our dataset, where we compare the
rendered images with photos of real decoration guided by the design.

4.3 Use Cases

Due to the unique characteristics of our dataset, we envision it contributing to
computer vision research in terms of both methodology and applications.

Methodology. As our dataset contains multiple types of 3D structure annota-
tions as well as ground truth labels (e.g., semantic maps, depth maps, and 3D
object bounding boxes), it enables researchers to design novel multi-modal or
multi-task approaches for a variety of vision tasks. As an example, we show in
Sect. 5 that, by leveraging multi-modal annotations in our dataset, we can boost
the performance of existing room layout estimation methods in the domain adap-
tation framework.

Applications. Our dataset also facilitates research on a number of problems and
applications. For example, as shown in Table 1, all publicly available datasets for
room layout estimation are limited to simple cuboid rooms. Our dataset is the
first to provide the general (non-cuboid) room layout annotations. As another
example, existing datasets for floorplan reconstruction [7,18] contain about 100–
150 scenes, whereas our dataset includes 3,500 scenes.
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Table 3. Room layout statistics. †: MatterportLayout is the only other dataset with
non-cuboid layout annotations, but is unavailable at the time of publication.

#Corners 4 5 6 7 8 9 10+ Total

MatterportLayout† 1211 0 501 0 309 0 274 2295

Structured3D 13743 52 3727 30 1575 17 2691 21835

Another major line of research that would benefit from our dataset is image
synthesis. With a photo-realistic rendering engine, we are able to generate images
given any scene configurations and viewpoints. These images may be used as
ground truth for tasks including image inpainting (e.g., completing an image
when certain furniture is removed) and novel view synthesis.

Finally, we would like to emphasize the potential of our dataset in terms
of extension capabilities. As we mentioned before, the unified representation
enables us to include many other types of structure in the dataset. As for 2D
rendering, depending on the application, we can easily simulate different effects
such as lighting conditions, fisheye and novel camera designs, motion blur, and
imaging noise. Furthermore, the dataset may be extended to include videos for
applications such as visual SLAM [5].

5 Experiments

5.1 Experiment Setup

To demonstrate the benefits of our dataset, we use it to train deep neural net-
works for room layout estimation, an important task in structured 3D modeling.

Real Dataset. We use the same dataset as LayoutNet [41]. The dataset consists
of images from PanoContext [37] and 2D-3D-S [3], including 818 training images,
79 validation images, and 166 test images. Note that both datasets only provide
cuboid layout annotations.

Our Structured3D Dataset. In this experiment, we use a subset of panoramas
with the original lighting and full configuration. Each panorama corresponds to
a different room in our dataset. We show statistics of different room layouts in
our dataset in Table 3. Since the current real dataset only contains cuboid layout
annotations (i.e., 4 corners), we choose 12k panoramic images with the cuboid
layout in our dataset. We split the images into 10k for training, 1k for validation,
and 1k for testing.

Evaluation Metrics. Following [26,41], we adopt three standard metrics: (i)
3D IoU: intersection over union between predicted 3D layout and the ground
truth, (ii) Corner Error (CE): normalized �2 distance between predicted corner
and ground truth, and (iii) Pixel Error (PE): pixel-wise error between predicted
plane classes and ground truth.
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Table 4. Quantitative evaluation under different training schemes. The best and the
second best results are boldfaced and underlined, respectively.

Methods Config. PanoContext 2D-3D-S

3D IoU (%) ↑ CE (%) ↓ PE (%) ↓ 3D IoU (%) ↑ CE (%) ↓ PE (%) ↓
LayoutNet [41,42] s 75.64 1.31 4.10 57.18 2.28 7.55

r 84.15 0.64 1.80 83.39 0.74 2.39

s + r 84.96 0.61 1.75 83.66 0.71 2.31

s → r 84.77 0.63 1.89 84.04 0.66 2.08

HorizonNet [26] s 75.89 1.13 3.15 67.66 1.18 3.94

r 83.42 0.73 2.09 84.33 0.64 2.04

s + r 84.45 0.70 1.89 84.36 0.59 1.90

s → r 85.27 0.66 1.86 86.01 0.61 1.84

Baselines. We choose two recent CNN-based approaches, LayoutNet [41,42]1

and HorizonNet [26]2, based on their performance and source code availability.
LayoutNet uses a CNN to predict a corner probability map and a boundary map
from the panorama and vanishing lines, then optimizes the layout parameters
based on network predictions. HorizonNet represents room layout as three 1D
vectors, i.e., boundary positions of floor-wall, and ceiling-wall, and the existence
of wall-wall boundary. It trains CNNs to directly predict the three 1D vectors.
In this paper, we follow the default training setting of the respective methods.
For specific training procedures, please refer to the supplementary materials.

5.2 Experiment Results

Augmenting Real Datasets. In this experiment,
we train LayoutNet and HorizonNet in four different manners: (i) training only
on our synthetic dataset (“s”), (ii) training only on the real dataset (“r”), (iii)
training on the synthetic and real dataset with Balanced Gradient Contribution
(BGC) [22] (“s + r”), and (iv) pre-training on our synthetic dataset, then fine-
tuning on the real dataset (“s → r”). We adopt the training set of LayoutNet as
the real dataset in this experiment. The results are shown in Table 4. As one can
see, augmenting real datasets with our synthetic data boosts the performance of
both networks. We refer readers to supplementary materials for more qualitative
results.

Performance vs. Synthetic Data Size. We further study the relationship
between the number of synthetic images used in pre-training and the accuracy
on the real dataset. We sample 1k, 5k and 10k synthetic images for pre-training,
then fine-tune the model on the real dataset. The results are shown in Table 5.
As expected, using more synthetic data generally improves the performance.

Domain Adaptation. Domain adaptation techniques (e.g., [27]) have been
shown to be effective in bridging the performance gap when directly applying

1 https://github.com/zouchuhang/LayoutNetv2.
2 https://github.com/sunset1995/HorizonNet.

https://github.com/zouchuhang/LayoutNetv2
https://github.com/sunset1995/HorizonNet
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Table 5. Quantitative evaluation using varying synthetic data size in pre-training. The
best and the second best results are boldfaced and underlined, respectively.

Methods Synthetic PanoContext 2D-3D-S

Data Size 3D IoU (%) ↑ CE (%) ↓ PE (%) ↓ 3D IoU (%) ↑ CE (%) ↓ PE (%) ↓
LayoutNet [41,42] 1k 83.81 0.66 1.99 83.57 0.72 2.31

5k 84.47 0.67 1.97 84.55 0.69 2.21

10k 84.77 0.63 1.89 84.04 0.66 2.08

HorizonNet [26] 1k 83.77 0.74 2.11 85.19 0.63 2.01

5k 84.13 0.73 2.07 86.35 0.61 1.87

10k 85.27 0.66 1.86 86.01 0.61 1.84

Table 6. Domain adaptation results. NA: non-adaptive baseline. +DA: align layout
estimation output. +Depth: align both layout estimation and depth outputs. Real:
train in the target domain.

Methods PanoContext 2D-3D-S

3D IoU (%) ↑ CE (%) ↓ PE (%) ↓ 3D IoU (%) ↑ CE (%) ↓ PE (%) ↓
NA 75.64 1.31 4.10 57.18 2.28 7.55

+DA 76.91 1.19 3.64 70.08 1.36 4.66

+Depth 78.34 1.03 2.99 72.99 1.24 3.60

Real 81.76 0.95 2.58 81.82 0.96 3.13

Fig. 7. Limitation of real datasets. Left: PanoContext dataset. Right: 2D-3D-S
dataset. Blue lines are ground truth layout and green lines are predictions (Color figure
online).

models learned on synthetic data to real environments. In this experiment, we
do not assume access to ground truth layout labels in the real dataset. We adopt
LayoutNet as the task network and use PanoContext and 2D-3D-S separately.
We apply a discriminator network to align the output features of the LayoutNet
for two domains. Inspired by [8], we further leverage multi-modal annotations
in our dataset by adding another decoder branch to the LayoutNet for depth
prediction. We concatenate the boundary, corner, and depth predictions as the
input of the discriminator network. The results are shown in the Table 6. By
incorporating additional information, i.e., depth map, we further boost the per-
formance on both datasets. This illustrates the advantage of including multiple
types of ground truth in our dataset.
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Limitation of Real Datasets. Due to human errors, the annotation in real
datasets is not always consistent with the actual room layout. In the left image
of Fig. 7, the room is a non-cuboid layout, but the ground truth layout is labeled
as cuboid shape. In the right image, the front wall is not labeled as ground truth.
These examples illustrate the limitation of using real datasets as benchmarks.
We avoid such errors in our dataset by automatically generating ground truth
from the original design files.

6 Conclusion

In this paper, we present Structured3D, a large synthetic dataset with rich
ground truth 3D structure annotations of 21,835 rooms and more than 196k
photo-realistic 2D renderings. Among many potential use cases of our dataset, we
further demonstrate its benefit in augmenting real data and facilitating domain
adaptation for the room layout estimation task.

We view this work as an important and exciting step towards building intel-
ligent machines which can achieve human-level holistic 3D scene understanding.
In the future, we will continue to add more 3D structure annotations of the
scenes and objects to the dataset, and explore novel ways to use the dataset to
advance techniques for structured 3D modeling and understanding.
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Abstract. The datasets of face recognition contain an enormous num-
ber of identities and instances. However, conventional methods have dif-
ficulty in reflecting the entire distribution of the datasets because a mini-
batch of small size contains only a small portion of all identities. To over-
come this difficulty, we propose a novel method called BroadFace, which
is a learning process to consider a massive set of identities, comprehen-
sively. In BroadFace, a linear classifier learns optimal decision boundaries
among identities from a large number of embedding vectors accumulated
over past iterations. By referring more instances at once, the optimality
of the classifier is naturally increased on the entire datasets. Thus, the
encoder is also globally optimized by referring the weight matrix of the
classifier. Moreover, we propose a novel compensation method to increase
the number of referenced instances in the training stage. BroadFace can
be easily applied on many existing methods to accelerate a learning pro-
cess and obtain a significant improvement in accuracy without extra
computational burden at inference stage. We perform extensive ablation
studies and experiments on various datasets to show the effectiveness of
BroadFace, and also empirically prove the validity of our compensation
method. BroadFace achieves the state-of-the-art results with significant
improvements on nine datasets in 1:1 face verification and 1:N face iden-
tification tasks, and is also effective in image retrieval.

Keywords: Face recognition · Large mini-batch learning · Image
retrieval

1 Introduction

Face recognition is a key technique for many applications of biometric authenti-
cation such as electronic payment, lock screen of smartphones, and video surveil-
lance. The main tasks of face recognition are categorized into face verification
and face identification. In face verification, a pair of faces are compared to ver-
ify whether their identities are the same or different. In face identification, the
identity of a given face is determined by comparing it to a pre-registered gallery
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Fig. 1. (a) In typical mini-batch learning, the parameter θ of encoder f and the param-
eter W of linear classifier are optimized on a small mini-batch X. (b) In the proposed
method, the parameter of the encoder is optimized on a small mini-batch, but the
parameter of the classifier is optimized on both the mini-batch and the large queue E

that contains embedding vectors e− of past iterations.

of identities. Many researches [1,3,4,19,27,34,38,44,47] on face recognition have
been conducted for decades. The recent adoption [6,7,22,32,37,39–41] of Convo-
lutional Neural Networks (CNNs) has dramatically increased recognition accu-
racy. However, many difficulties of face recognition still remain to be solved.

Most previous studies focus on improving the discriminative power of an
embedding space, because face recognition models are evaluated on indepen-
dent datasets that include unseen identities. The mainstream of recent studies
[6,22,39,40] is to introduce a new objective function to maximize inter-class dis-
criminability and intra-class compactness; they try to consider all identities by
referring an identity-representative vector, which is the weight vector of the last
fully-connected layer for identity classification.

However, conventional methods still have difficulty in covering a massive set
of identities at once, because these methods use a small mini-batch (Fig. 1a)
much less than the number of identities due to memory constraints. Inspecting
tens of thousands of identities with the mini-batch of the small size requires
numerous iterations, and this complicates the task of learning optimal decision
boundaries in an embedding space while considering all of the identities, com-
prehensively. Increasing the size of the mini-batch may alleviate some of the
problem, but in general, this solution is impractical because of memory con-
straints; it also does not guarantee improved accuracy [9,12,18,48].

We propose a novel method, called BroadFace, which is a learning process
to consider a massive set of identities, comprehensively (Fig. 1b). BroadFace
has a large queue to keep a massive number of embedding vectors accumulated
over past iterations. Our learning process increases the optimality of decision
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boundaries of the classifier by considering the embedding vectors of both a given
mini-batch and the large queue for each iteration. The parameters of the model
are updated iteratively, so after a few iterations the error of enqueued embedding
vectors gradually increases. Therefore, we introduce a compensation method that
reduces the expected error between the current and enqueued embedding vectors
by referencing the difference of the identity-representative vectors of current
and past iterations. Our BroadFace has several advantages: (1) the identity-
representative vectors are updated with a large number of embedding vectors to
increase the portion of the training set that is considered for each iteration, (2)
the optimality of the model is increased on the entire dataset by referring to the
globally well-optimized identity-representative vectors, (3) the learning process
is accelerated. We summarize the contributions as follows:

• We propose a new way that allows an embedding space to distinguish numer-
ous identities in a broad perspective by learning identity-representative vec-
tors from a massive number of instances.

• We perform extensive ablation studies on its behaviors, and experiments on
various datasets to show the effectiveness of the proposed method, and to
empirically prove the validity of our compensation method.

• BroadFace can be easily applied on many existing face recognition methods
to obtain a significant improvement. Moreover, during inference time, it does
not require any extra computational burden.

2 Related Works

Recent studies of face recognition tend to introduce a new objective function
that learns an embedding space by exploiting an identity-representative vector.
NormFace [39] reveal that optimization using cosine similarity between identity-
representative vectors and embedding vectors is more effective than optimization
using the inner product. To increase the discriminative abilities of learned fea-
tures, SphereFace [22], CosFace [40] and ArcFace [6] adopted different kinds of
margin into the embedding space. Furthermore, some works adopted an addi-
tional loss function to regulate the identity-representative vectors. RegularFace
[52] minimized a cosine similarity between identity-representative vectors, and
UniformFace [8] equalized distances between all the cluster centers. However,
those methods can suffer from an enormous number of identities and instances
because they are based on a mini-batch learning. Our BroadFace overcomes the
limitation of a mini-batch learning, and, it can be easily applied on those face
recognition methods.

In terms of preserving knowledge of model on previously visited data, the
continual learning [13,20] shares the similar concept with BroadFace. However,
BroadFace is different from continual learning, as BroadFace preserves knowl-
edge of previous data from the same dataset while continual learning preserves
knowledge of previous data from different datasets.
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Fig. 2. Our learning refers more instances to learn the classifier in training stage.

3 Proposed Method

We describe the widely-adopted learning scheme in face recognition, and then
illustrate the proposed BroadFace in detail.

3.1 Typical Learning

Learning of Face Recognition. In general, a face recognition network is
divided into two parts: (1) an encoder network that extracts an embedding
vector from a given image and (2) a linear classifier that maps an embedding
vector into probabilities of identities. An evaluation is performed by comparing
embedding vectors on images of unseen identities, so the classifier is discarded at
the inference stage. Here, f is the encoder network that extracts a D-dimensional
embedding vector e from a given image x: e = f(x; θ) with a model parameter θ.
The linear classifier performs classification for C identities from an embedding
vector e with a weight matrix W of C×D-dimensions. For a mini-batch X, the
objective function such as a variant of angular softmax losses [6,22,39] is used
to optimize the encoder and the classifier:

L(X) =
1

|X|
∑

i∈X

l(ei, yi), (1)

l(ei, yi) = − log
exp(ŴT

yi
êi)

∑C
j=1 exp(ŴT

j êj)
, (2)

where yi is an labeled identity of xi and ·̂ indicates that a given vector is L2

normalized (e.g., ‖ê‖2 = 1). In Eq. 2, Ŵyi
acts as an representative instance of

the given identity yi that maximizes the cosine similarity with an embedding
vector ei. Thus, Ŵy can be regarded as the identity-representative vector, which
is the expectation of instances belong to y:

Ŵy = Ex

[
êi

∣∣yi = y
]
. (3)

Limitations of Mini-batch. The parameters of the model are updated in an
iterative process that considers a mini-batch that contains only a small portion
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of the entire dataset for each step (Fig. 2). However, use of a small mini-batch
may not represent the entire distribution of training datasets. Moreover, in face
recognition, the number of identities is very large and each mini-batch only
contains few of them; for example, MSCeleb-1M [10] has 10M images of 100k
celebrities. Therefore, each parameter update of a model can be biased on a small
number of identities, and this restriction complicates the task of finding optimal
decision boundaries. Enlarging the mini-batch size may mitigate the problem,
but this solution requires heavy computation of the encoder, proportional to the
batch-size.

3.2 BroadFace

We introduce BroadFace, which is a simple yet effective way to cover a large num-
ber of instances and identities. BroadFace learns globally well-optimized identity-
representative vectors from a massive number of embedding vectors (Fig. 2). For
example, on a single Nvidia V100 GPU, the size of a mini-batch for ResNet-100
is at most 256, whereas BroadFace can utilize more than 8k instances at once.
The following describes each step.

(1) Queuing Past Embedding Vectors. BroadFace has two queues of pre-
defined size: E stores embedding vectors; W stores identity-representative vec-
tors from the past. For each iteration, after model update, embedding vectors
of a given mini-batch {ei}i∈X are enqueued to E, and corresponding identity-
representative vectors {Wyi

}i∈X of each instance are enqueued to W. By referring
to the past embedding vectors in the queue to compute the loss L(X ∪ E), the
network increase the number of instances and identities explored at each update.

(2) Compensating Past Embedding Vectors. As the model parameter θ of
the encoder is updated over iterations, past embedding vectors e− ∈ E conflict
with the embedding space of the current parameter (Fig. 3a); ε = e − e− where
θ− is the past parameter of the encoder and e− = f(x; θ−). The magnitude of
the error ε is relatively small when few iterations have been passed from the
past. However, the error is gradually accumulated over iterations and the error
hinders appropriate training. We introduce a compensation function ρ(y) for
each identity to reduce the errors as an additive model; e∗

i = e−
i + ρ(y) where

e∗
i is a compensated past embedding vector to a current embedding vector (Fig.

3b). The compensation function should minimize an expected squared error J
between the current embedding vectors and the compensated past embedding
vectors that belong to y:

minimize J
(
ρ(y)

)
=Ex

[(
e∗
i − ei

)2∣∣yi = y
]
,

=Ex

[(
e−
i + ρ(y) − ei

)2∣∣yi = y
]
.

(4)

The partial derivative of J with respect to ρ(y) is:

∂J

∂ρ(y)
= Ex

[
2
(
e−
i + ρ(y) − ei

)∣∣yi = y
]
. (5)
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Fig. 3. (a) enqueued embedding vectors (gray circles) at the past are further away
from the embedding vectors (blue circles) at the current iteration due to the parameter
update and this indicates significant errors. (b) the compensated embedding vectors
(orange circles) closely approach to the embedding vectors at the current iteration, by
considering the difference between the identity-representative vectors (class centers) at
the past and the current iteration. (Color figure online)

Thus, the optimal compensation function is the difference between the expecta-
tions of current embedding vectors and past embedding vectors:

ρ(y) = Ex

[
ei

∣∣yi = y
] − Ex

[
e−
i

∣∣yi = y
]
,

≈ λ(Wy − W−
y ),

(6)

where W−
y ∈ W is an identity-representative vector, which is enqueued to the

queue during the same iteration as e−
i ∈ E. As explained in Eq. 3, the identity-

representative vector and the expected embedding vector point in the same direc-
tion when the vectors are projected onto a hyper-sphere, but the vectors are dif-
ferent in scale. Thus, we deploy a simple normalization term per each instance to
adjust these scales: λ =

∥∥e−
i

∥∥/
∥∥W−

yi

∥∥. Then the compensated embedding vector
e∗ is computed as:

e∗
i = e−

i +

∥∥e−
i

∥∥
∥∥W−

yi

∥∥ (Wyi
− W−

yi
). (7)

In empirical studies, the compensation function reduces the error significantly.

(3) Learning from Numerous Embedding Vectors. By executing the pre-
ceding two steps, BroadFace generates additional large-scale embedding vectors
from the past. In our method, the encoder is trained on a mini-batch as before
and the classifier is trained on both a mini-batch and the additional embedding
vectors. The objective functions for the encoder and the classifier are defined as:

Lencoder(X) =
1

|X|

{
∑

i∈X

l(ei)

}
, (8)
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Fig. 4. Learning process of the proposed method. BroadFace deploys large queues
to store embedding vectors and their corresponding identity-representative vectors per
iteration. The embedding vectors of the past instances stored in the queues are used
to compute loss for identity-representative vectors. BroadFace effectively learns from
tens of thousands of instances for each iteration.

Lclassifier(X ∪ E) =
1

|X ∪ E|

⎧
⎨

⎩
∑

i∈X

l(ei) +
∑

j∈E

l(e∗
j )

⎫
⎬

⎭ . (9)

The parameter θ of the encoder is updated w.r.t. Lencoder(X) while the parameter
of the classifier W is updated w.r.t. Lclassifier(X∪E). The large number of embed-
ding vectors in the queue helps to learn highly precise identity-representative
vectors that show reduced bias on a mini-batch and increased optimality on
the entire dataset. The precise identity-representative vectors can accelerate the
learning procedure. Moreover, our method can be easily implemented by adding
several queues in the learning process (Fig. 4) and significantly improves accu-
racy in face recognition without any computational cost at inference stage.

3.3 Discussion

Effectiveness of Compensation. We show that the compensation method is
empirically effective. After a small number of iterations, the error of the enqueued
embedding vectors is also small and the compensation method is not necessary.
However, after a large number of iterations, the error increases and the compen-
sation method becomes necessary to keep a large number of embedding vectors
(Fig. 5a). A large accumulated error may degrade the training process of the net-
work (Fig. 7a and Fig. 7b). We illustrate how the compensation function reduces
the difference between past and current embedding vectors in 2-dimensional
space by t-SNE [24] (Fig. 5b). The past embedding vectors approach to current
embedding vectors after applying compensation. This shows that the proposed
compensation function works properly in practice.

Memory Efficiency. We compare BroadFace with enlarging the size of a mini-
batch in terms of memory consumption (Fig. 6). A näıve mini-batch learning
requires a huge amount of memory to forward and backward the entire network.
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Fig. 5. (a) The average of the cosine errors between the embedding vectors at the
current iteration and the past iteration with and without compensation. The errors
are computed with randomly sampled instances over 64 iterations. (b) the scatter plot
of the past (before 64 iterations), current and compensated embedding vectors for 64
instances.

The maximum size of a mini-batch is about 240 instances when a model based on
ResNet-100 is trained on NVidia V100 of 32 GB. However, BroadFace requires
only a matrix multiplication between the embedding vectors in E and the weight
matrix W (Eq. 2). The marginal computational cost of BroadFace enables a
classifier to learn decision boundaries from a massive set of instances, e.g., 8192
instances for a single GPU. Note that, enlarging the size of a mini-batch to 8192
requires about 952 GB of memory which is infeasibly large for a single GPU.

4 Experiments

4.1 Implementation Details

Experimental Setting. As pre-processing, we normalize a face image to 112×
112 by warping a face-region using five facial points from two eyes, nose and two
corners of mouth [6,22,40]. A backbone network is ResNet-100 [11] that is used
in the recent works [6,15]. After the res5c layer of ResNet-100, a block of batch
normalization, fully-connected and batch normalization layers is deployed to
compute a 512-dimensional embedding vector. The computed embedding vectors
and the weight vectors of the linear classifier are L2-normalized and trained by
the ArcFace [6]. Our model is trained on 4 synchronized NVidia V100 GPUs and
a mini-batch of 128 images is assigned for each GPU. The queue of BroadFace
stores up to 8,192 embedding vectors accumulated over 64 iterations for each
GPU, thus the total size of the queues is 32,768 for 4 GPUs. To avoid abrupt
changes in the embedding space, the network of BroadFace is trained from the
pre-trained network that is trained by the softmax based loss [6]. We adopted
stochastic gradient descent (SGD) optimizer, and a learning rate is set to 5 ·10−3
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220
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Fig. 6. Illustration on memory consumption of a conventional mini-batch learning (blue
line) and the proposed BroadFace (red line) depending on the size of a mini-batch.
The blue dotted line indicates memory consumption that is estimated for a large size
of mini-batch by linear regression. (Color figure online)

for the first 50k, 5 ·10−4 for the 20k, and 5 ·10−5 for the 10k with a weight decay
of 5 · 10−4 and a momentum of 0.9.

Datasets. All the models are trained on MSCeleb-1M [10], which is composed
of about 10M images for 100k identities. We use the refined version [6], which
contains 3.8M images for 85k identities by removing the noisy labels of MSCeleb-
1M. For the test, we perform evaluations on the following various datasets:

• Labeled Faces in the Wild (LFW) [14] contains 13k images of faces that are
collected from web for 5,749 different individuals. Cross-Age LFW (CALFW)
[54] provides pairs with age variation, and Cross-Pose (CPLFW) [53] provides
pairs with pose variation from the images of LFW.

• YouTube Faces (YTF) [43] contains 3,425 videos of 1,595 different people.
• MegaFace [17] contains more than 1M images from 690k identities to evaluate

recognition-accuracy with enormous distractors.
• Celebrities in Frontal-Profile (CFP) [33] contains 500 subjects; each subject

has 10 frontal and 4 profile images.
• AgeDB-30 [26], which contains 12,240 images of 440 identities with age varia-

tions, is suitable to evaluate the sensitivity of a given method in age variation.
• IARPA Janus Benchmark (IJB) [25,42], which is designed to evaluate uncon-

strained face recognition systems, is one of the most challenging datasets in
public. IJB-B [42] is composed of 67k face images, 7k face videos and 10k non-
face images. IJB-C [25], which adds additional new subjects with increased
occlusion and diversity of geographic origin to IJB-B, is composed of 138k
face images, 11k face videos and 10k non-face images.

4.2 Evaluations on Face Recognition

We conduct experiments on the described various datasets to show the effective-
ness of the proposed method.
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Table 1. Verification accuracy (%) on LFW and YTF.

Method LFW YTF Method LFW YTF

DeepID [36] 99.47 93.2 DeepFace [37] 97.35 91.4

VGGFace [28] 98.95 97.3 FaceNet [32] 99.64 95.1

CenterLoss [41] 99.28 94.9 RangeLoss [51] 99.52 93.7

MarginalLoss [7] 99.48 95.9 SphereFace [22] 99.42 95.0

RegularFace [52] 99.61 96.7 CosFace [40] 99.81 97.6

UniformFace [8] 99.80 97.7 AFRN [15] 99.85 97.1

ArcFace [6] 99.83 97.7 BroadFace 99.85 98.0

Table 2. Verification accuracy (%) on CALFW, CPLFW, CFP-FP and AgeDB-30.

Method CALFW CPLFW CFP-FP AgeDB-30

CenterLoss [41] 85.48 77.48 – –

SphereFace [22] 90.30 81.40 – –

VGGFace2 [2] 90.57 84.00 – –

CosFace [40] 95.76 92.28 98.12 98.11

ArcFace [6] 95.45 92.08 98.27 98.28

BroadFace 96.20 93.17 98.63 98.38

Table 3. Identification and verification evaluation on MegaFace [17]. Ident indicates
rank-1 identification accuracy (%) and Verif indicates a true accept rate (%) at a false
accept rate of 1e−6.

Method MF-Large MF-Large-Refined [6]

Ident Verif Ident Verif

RegularFace [52] 75.61 91.13 – –

UniformFace [8] 79.98 95.36 – –

SphereFace [22] – – 97.91 97.91

AdaptiveFace [21] – – 95.02 95.61

CosFace [40] 80.56 96.56 97.91 97.91

ArcFace [6] 81.03 96.98 98.35 98.49

BroadFace 81.33 97.56 98.70 98.95

LFW and YTF are widely used to evaluate verification performance under
the unrestricted environments. LFW, which contains pairs of images, evaluates
a model by comparing two embedding vectors of a given pair. YTF contains
videos that are sets of images; from the shortest clip of 48 frames to the longest
clip of 6,070 frames. To compare a pair of videos, YTF compares a pair of video-
representative embedding vectors that are averaged embedding vectors of images
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Table 4. Verification evaluation with a True Accept Rate at a certain False Accept
Rate (TAR@FAR) from 1e−4 to 1e−6 on IJB-B and IJB-C. † denotes BroadFace
trained by CosFace [40].

Method IJB-B IJB-C

FAR=1e−6 FAR=1e−5 FAR=1e−4 FAR=1e−6 FAR=1e−5 FAR=1e−4

VGGFace2 [2] – 0.671 0.800 – 0.747 0.840

CenterFace [41] – – – – 0.781 0.853

ComparatorNet [46] – – 0.849 – – 0.885

PRN [16] – 0.721 0.845 – – –

AFRN [15] – 0.771 0.885 – 0.884 0.931

CosFace [40] 0.3649 0.8811 0.9480 0.8591 0.9410 0.9637

BroadFace† 0.4092 0.8997 0.9497 0.8596 0.9459 0.9638

ArcFace [6] 0.3828 0.8933 0.9425 0.8906 0.9394 0.9603

BroadFace 0.4653 0.9081 0.9461 0.9041 0.9411 0.9603

collected from each video. Even though both datasets are highly-saturated in
accuracy, our BroadFace outperforms other recent methods (Table 1).

CALFW, CPLFW, CFP-FP and AgeDB-30 are also widely used to verify
that methods are robust to pose and age variation. CALFW and AgeDB-30 have
multiple instances for same identity of different ages and CPLFW and CFP-FP
have multiple instances for same identity of different poses (frontal and profile
faces). BroadFace shows better verification-accuracy on all datasets (Table 2).

MegaFace is designed to evaluate both face identification and verification tasks
under difficulty caused by a huge number of distractors. We evaluate our Broad-
Face on Megaface Challenge 1 where the training dataset is more than 0.5 million
images. BroadFace outperforms the other top-ranked face recognition models for
both face identification and verification tasks (Table 3). On the refined MegaFace
[6], where noisy labels are removed, BroadFace also surpasses the other models.

IJB-B and IJB-C are the most challenging datasets to evaluate unconstrained
face recognition. We report BroadFace with CosFace [40] and BroadFace with
ArcFace [6] in verification task without any augmentations such as horizon-
tal flipping in test time. Our BroadFace shows significant improvements on all
FAR criteria (Table 4). In IJB-B [42], BroadFace improves 8.25% points on
FAR = 1e−6, 1.48% points on FAR = 1e−5 and 0.36% points on FAR = 1e−4
comparing to the results of ArcFace [6].

4.3 Evaluations on Image Retrieval

Both face recognition and image retrieval have the same goal that learn an opti-
mal embedding space to compare a given pair of items such as face, clothes or
industrial products. To show that BroadFace is widely applicable on other appli-
cations, we compare BroadFace with recently proposed metric learning methods
for image retrieval.
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Table 5. Recall@K comparison with state-of-the-art methods. For fair comparison,
we divide methods according to the dimension (Dim.) of an embedding vector. The
numbers under the datasets refer to recall at K.

Methods Dim. In-Shop SOP

1 10 20 30 1 10 102 103

Margin [45] 128 – – – – 72.7 86.2 93.8 98.0

MIC+Margin [29] 128 88.2 97.0 – – 77.2 89.4 95.6 –

DC [31] 128 85.7 95.5 96.9 97.5 75.9 88.4 94.9 98.1

ArcFace [6] 128 84.1 94.9 96.2 96.9 73.3 86.4 93.2 97.1

BroadFace 128 89.8 97.4 98.1 98.4 79.7 90.7 95.7 98.4

TML [49] 512 – – – – 78.0 91.2 96.7 99.0

NSM [50] 512 88.6 97.5 98.4 98.8 78.2 90.6 96.2 –

ArcFace [6] 512 87.3 96.3 97.3 97.9 76.9 89.1 95.0 98.2

BroadFace 512 90.1 97.4 98.1 98.4 80.2 91.0 95.9 98.4

Experimental Settings. We use ResNet-50 [11] that is pre-trained on ILSVRC
2012-CLS [30] as a backbone network. We use ArcFace [6] as a baseline objective
function and set the size of the queue to 32k for BroadFace. We follow the
standard input augmentation and evaluation protocol [35]. We evaluate on two
large datasets with a large number of classes similar to face-recognition: In-Shop
Clothes Retrieval (In-Shop) [23] and Stanford Online Products (SOP) [35].

In-Shop and SOP are the standard datasets in image retrieval. In-Shop con-
tains 11,735 classes of clothes. For training, the first 3,997 classes with 25,882
images are used, and the remaining 7,970 classes with 26,830 images are split
into query set gallery set for evaluation. SOP contains 22,634 classes of indus-
trial products. For training, the first 11,318 classes with 59,551 images are used
and the remaining 11,316 classes with 60,499 images are used for evaluation.
Our baseline models that are trained with ArcFace [6] underperform compar-
ing to the other state-of-the-art methods. BroadFace significantly improves the
recall of the baseline models and the improved model even outperforms the other
methods (Table 5).

4.4 Analysis of BroadFace

Size of Queue. BroadFace has only one hyper-parameter, the size of the queue,
to determine the maximum number of embedding vectors accumulated over past
iterations. Using the single parameter makes our method easy to tune and the
parameter plays a very important role in determining recognition-accuracy. As
the size of the queue grows, the performance increases steadily (Table 6a). Espe-
cially, without our compensation method, accuracy degradation occurs when the
size of the queue is significantly large. However, our compensation method alle-
viates the degradation by correcting the enqueued embedding vectors. We show
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Table 6. Effects of BroadFace varying the size of the queue and the type of the
backbone network on IJB-B dataset in face recognition.

(a) Total Size of Queue

Size of queue TAR

FAR=1e−6 FAR=1e−5

Without
compensa-
tion

With com-
pensation

Without
compensa-
tion

With com-
pensation

0 (Baseline) 0.3828 0.3828 0.8933 0.8933

2048 (512× 4 GPUs) 0.4310 0.4255 0.9061 0.9077

8192 (2048× 4 GPUs) 0.4346 0.4394 0.9071 0.9085

32768 (8192× 4 GPUs) 0.4259 0.4653 0.9078 0.9081

(b) Backbone Network

Dim. TAR GFlops

FAR=1e−6 FAR=1e−5

ArcFace BroadFace ArcFace BroadFace

MobileFaceNet [5] 128 0.3552 0.3665 0.8456 0.8458 0.9G

ResNet-18 [11] 128 0.3678 0.3808 0.8588 0.8638 5.2G

ResNet-34 [11] 512 0.3981 0.4325 0.8798 0.8828 8.9G

ResNet-100 [11] 512 0.3828 0.4653 0.8933 0.9081 24.1G

another experiment on the enormous size of the queue from 0 to 32, 000 in image
retrieval (Fig. 7a). With the proposed compensation, the recall is consistently
improved as the size of the queue is increased. However, without the proposed
compensation, the recall of the models degrades when the size of the queue is
more than 16k.

Generalization Ability. Our BroadFace is generally applicable to any objec-
tive functions and any backbone networks. We apply BroadFace to two widely
used objective functions of CosFace [40] and ArcFace [6]. For both CosFace
and ArcFace, BroadFace increases recognition-accuracy (Table 4). We also apply
BroadFace to several backbone networks such as MobileFaceNet [5], ResNet-18
[11] and ResNet-34 [11]. We set the dimensions of embedding vector to 128 for
light backbone networks such as MobileFaceNet and ResNet-18, and 512 for
heavy backbone networks such as ResNet-34 and ResNet-100. BroadFace is sig-
nificantly effective for all backbone networks (Table 6b). In particular, ResNet-34
trained with BroadFace achieves comparable performance to ResNet-100 trained
only with ArcFace, even though ResNet-34 has much less GFlops.

Learning Acceleration. Our BroadFace accelerates the learning process of
both face recognition and image retrieval. In face recognition, many iterations
are still needed to overcome a small gap of performance among the methods
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Fig. 7. (a) The recall depending on the size of the queue in BroadFace with and without
our compensation function; the red line indicates the recall of ArcFace (baseline) on
the test set. (b) the learning curve for the test set when the size of the queue is 32k;
ArcFace reaches the highest recall at the 45th epoch, our BroadFace reaches the highest
recall at the 10th epoch, and the learning process collapses without our compensation
function.

on the highly-saturated datasets. Thus, we experiment the acceleration of the
learning process in image retrieval to clearly show the effectiveness (Fig. 7b). Our
BroadFace reaches peak performance much faster and higher than the baseline
model. Without our compensation method, the model gradually collapses.

5 Conclusion

We introduce a new way called BroadFace that allows an embedding space to
distinguish numerous identities in a broad perspective by increasing the opti-
mality of constructed identity-representative vectors. BroadFace is significantly
effective for face recognition and image retrieval where their datasets consist of
numerous identities and instances. BroadFace can be easily applied on many
existing face recognition methods to obtain a significant improvement without
any extra computational cost in the inference stage.
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Abstract. Visual reasoning is crucial for visual question answering
(VQA). However, without labelled programs, implicit reasoning under
natural supervision is still quite challenging and previous models are hard
to interpret. In this paper, we rethink implicit reasoning process in VQA,
and propose a new formulation which maximizes the log-likelihood of joint
distribution for the observed question and predicted answer. Accordingly,
we derive a Temporal Reasoning Network (TRN) framework which mod-
els the implicit reasoning process as sequential planning in latent space.
Our model is interpretable on both model design in probabilist and reason-
ing process via visualization. We experimentally demonstrate that TRN
can support implicit reasoning across various datasets. The experimental
results of our model are competitive to existing implicit reasoning mod-
els and surpass baseline by a large margin on complicated reasoning tasks
without extra computation cost in forward stage.

Keywords: Visual Question Answering · Implicit reasoning ·
Temporal Reasoning Network · Explanable machine learning

1 Introduction

Recent advances in deep learning allow us to investigate emerging research
themes lying at the intersection between vision and language. Visual Question
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Fig. 1. Comparison between our work and previous work. We regard the question as
a hint for reasoning programs, and formulate a Bayesian probabilistic framework for
visual reasoning under natural supervision. The highlights in images are sampled from
inferred Concrete distribution latent states, which can indicate the most critical image
part that should be attended to at each time step

Answering (VQA) [3] is a representative task that aims to get an open-ended
answer given an image and a natural language question. Since VQA requires
high-level understanding of images and the associated questions, visual reasoning
is required to provide primitives for deriving a good answer and make VQA model
more interpretable for better human understanding [2,23,26,27,31,36,48,55,58].

Existing study towards interpretable visual reasoning can be divided into two
groups. One group of work are conducted on synthetic datasets, e.g., CLEVR
[26], making use of external knowledge. Explicit “functional programs” are
adopted by modular networks [2,20,21] and neural symbolism [49,53,58] to gen-
erated questions and nearly perfect answers are achieved. These explicit reason-
ing methods are quite interpretable, but they largely rely on strong assumptions
like having labelled programs on questions or labelled entity relations. In another
research direction, to solve real-world problem, implicit reasoning via stacked
attention modules [8,15,45,48] or graph reasoning [22,36,43,49,52] establish
specially designed “black box” neural architectures. Changing in attention maps
is thought to be implicit reasoning evidence, and is somewhat a kind of “side
effect” of answer classifier optimization. Taking a comparison between implicit
and explicit reasoning, it can be found that existing real-world reasoning methods
only maximize the likelihood of predicted answers without an understandable
reasoning procedure. The multi-hoop attention, obtained by back-propagation,
identify components that support a predicted answer, still lacks the ability to
explain the reasoning process that achieves a specific answer.

It is known that Bayesian models fall below the ceiling of interpretable machine
learning, since they convey a clear representation of the relationships between fea-
tures and targets. For example, Deep Kalman Filters (DKFs) [38] and Deep Varia-
tional Bayes Filters (DVBFs) [30] endow deep models with interpretability inher-
ent to probabilistic graphical models, to make them much more explainable as
“Bayesian hybrid transparent” [4]. To unveil the black box of implicit reasoning,
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we view VQA task from a probabilistic perspective and reformulate a new general
Bayesian interpretation for visual reasoning under real-world setting. We pay pri-
mary attention to the basic visual reasoning problem formulation and expect to
enhance the interpretability of implicit reasoning methods.

Specifically, we reinvestigate the question generation process on synthetic
datasets [24,26], which infers that questions clearly convey reasoning programs
and vice versa. Considering that no program labeling is available on real-world
data, we assume that there is a set of discrete latent states lying behind input
question words, and use them to sequentially describe which part of the image
should be attended to at each time step. These latent states act similarly as
labelled programs in explicit reasoning models. Based on the latent states, the
questions can be regarded as implicit supervision for underlying reasoning pro-
grams, as shown in Fig. 1. Instead of only maximizing answer likelihood in
previous works, we reformulate an alternative probabilistic interpretation formu-
lation, which maximizes the log-likelihood of joint distribution for the observed
question and predicted answer. In this way, the answer predictor and latent
states indicating reasoning evidence can be directly optimized simultaneously.

By decomposing the probabilistic formulation, we show that an interpretable
reasoning process should have three basic modules, i.e., State Transition, State
Inference and Generative Reconstruction. We also show that recent develop-
ments in implicit reasoning can be steadily explained by our probabilistic frame-
work, from one-step State Inference (one-stage fusion [1,13,16,32]) to multi-step
State Inference (stacked attention [31,39]) and then to multi-step State Infer-
ence with dependent transitions (relation-based methods [14,22,36,52,54]). As
a practitioner of the probabilistic framework, we derive a latent sequence model
parametrized by a VAE-based neural network, named Temporal Reasoning Net-
work (TRN). We integrate TRN module into existing representative models,
such as the one-stage VQA model UpDn [1] and stack-attention model BAN
[31]. The injection of TRN on existing models can be regarded as a regular-
ization term in the training stage, and it can be removed in the testing stage
without extra computational cost. The results demonstrate that compared to the
baseline models, the enhanced models with TRN achieve improved performance
and better interpretability without using extra fusion strategies.

It is worth noting that both architecture and loss function in our work are nat-
urally derived from the basic probabilistic formulation and corresponding graphi-
cal model. Every term in TRN is conceptually and mathematically interpretable,
which further guarantees the interpretability of the whole model. WithGenerative
Reconstruction module and latent state sampling, we can also visualize the reason-
ing process along with question words, which demonstrates that answer prediction
procedure of our model is also interpretable. Major contributions are three folds:

– We formulate a new probabilistic interpretation for visual reasoning in the
real-world VQA task under natural supervision.

– Following the new probabilistic framework, we propose a sequential latent state
modelTRN,which is interpretable on bothmodel design and answer prediction.

– TRN can well collaborate with existing models. It can help shallow models
like UpDn achieves comparable result compared to state-of-the-art implicit
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reasoning methods on VQA v2, CLEVR, and CLEVR-Human datasets, and
enhance the explanation to existing black-box reasoning models like BAN.
Code is available at https://github.com/GeraldHan/TRN.

2 Related Work

2.1 Visual Question Answering and Reasoning

The task of visual question answering is to infer the answer based on the input
question and image. Primary methods for VQA mainly focus on better attention
mechanisms [14,31,39,56,57] and multi-modal fusion strategies [6,13,16,32,59].
Recent research efforts towards VQA have changed from multi-modal matching
to visual reasoning. Existing methods of visual reasoning can be categorized into
explicit reasoning and implicit reasoning.

Explicit reasoning aremainly conducted onCLEVR [26]with compositional rea-
soningprocedure.Andreas et al. [2] firstproposeNeuralModularNetworks (NMN),
which explicitly decompose the reasoning procedure into a sequence of sub-tasks
handled by specialized modules. Consequent studies improve this work by propos-
ing better layout policy [20,21], or designing more specific modules [27,42]. Simi-
lar to our work, Vedantam et al. [53] propose Probabilistic NMN, which provides a
probabilistic formulation of NMN and requires a smaller number of teaching exam-
ples for layouts. Different from [53], our work focuses on more natural supervision.
A more explicit symbolic reasoning method over the object-level structural scene
representation is introduced in [41,49,58],whichdivides theperceptionand reason-
ing into two specific stages. Nevertheless, “expert layouts” are needed to supervise
the layout policy to get compositional behaviour and good accuracy, which limits
their performance on real-world datasets and human asked questions.

Implicit reasoning is extensively studied on real-world datasets like VQA [3].
Bottom-up [1] with object and attribute features extracted by Faster R-CNN
[46] is a common baseline. A widely-used approach is to perform reasoning by
sequential interactions between image representations and question embeddings
[14,15,23,31,57]. Another research line focus on relation reasoning, which can be
conducted on a fully-connected graph of objects [8,48]. To better model the inter-
actions between multiple objects, labelled relation or question-conditioned graph
representations for images are adopted, then a GCN [34] is used to implicitly
infer the interactive representation of objects [22,36,43,52,54]. Implicit reason-
ing is suitable for real-world setting but much less interpretable.

We build a bridge between implicit and explicit reasoning by introducing latent
states behind question words. Thus, the implicit reasoning can be performed with
comparable interpretability to explicit reasoning under natural supervision.

2.2 Hybrid Transparent with Bayesian Interpretation

The ideas behind variational auto-encoders (VAEs) [33,47] have enabled com-
plex latent dynamical systems like SVAE [29], non-linear SSMs [9,11,12,28] or

https://github.com/GeraldHan/TRN
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Fig. 2. Temporal Reasoning Model. (a) is the overall stochastic graphical model
for reasoning process, which constructs a latent state zt underlying each question item
xt conditioned on the given image v (image is constructed as a graph in practice),
simulating labelled programs in explicit models. (b) is the implementation detail for
a single reasoning step (the dash block in (a)). Entity Cell models the intra-block
reasoning, which infers q(zt|ht,v) and p(xt|zt,v) based on node features ve and entity
phrase embedding he. Trans Cell infers the prior p(zt|zt−1,v) for the next time block
with a transition function T

parametrized deep Markov models [35,51]. These methods combine Bayesian
probabilistic graphical models in the embedding space with neural networks
to enhance the interpretability of deep models. More similar to our work,
model-based reinforcement learning [5,7,10,18] planning in latent space typi-
cally assumes access to the low-dimensional states of the environment and plan
the dynamics directly in continuous state space, which can be more efficient com-
pared to Bellman backups of traditional reinforcement learning. Recent works
TD-VAE [17] and PlaNet [19] further extend to time-sequential planning to solve
more complex problems with sequential state observations.

To look inside the implicit reasoning procedure, we formulate a latent
sequence model generating implicit policies along with sequential question word
inputs. In this way, we construct a deep model with Bayesian hybrid transparent
[4] and explicitly model the reasoning procedure without extra-label efforts.

3 Method

3.1 Model Definition

Let v be image representations and x is a question comprised of a sequence of
L words. The goal of VQA is to predict the best answer â ∈ A, where A is the
answer set. As common practice in the VQA literature, answer prediction can
be defined as a classification problem:
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â = arg max
a∈A

pγ(a|v,x) (1)

where pγ denotes the trained classification model.
However, this kind of optimization does not explicitly model the reasoning

process. In order to investigate the reasoning process behind the classifier, we
assume there is a sequence of state variable z = {zt}T

i=1 that indicates reasoning
procedure underlying question x. This time-dependent latent state zt is decided
by the current question item and conditioned on image representations. Fig 2(a)
gives a detailed illustration of the whole graphical model for the above reasoning
process. According to the graphical model, we treat image representation v as
a global condition, question words x as sequential observations and assume a
general form of fully Bayesian state space model. Our probabilistic formulation
specifies the joint distribution p(a,x, z|v), and our goal is to find an approxi-
mation for model evidence p(a,x|v) with respect to the posterior distribution
p(z|x,v). The log marginal evidence probability can be decomposed as

log p(a,x|v) = log p(x|v) + log p(a|x,v) (2)

Thus, the above model can be divided into two separate parts. The latter part is
the answer classifier, similar to traditional VQA models. The former part models
the Temporal Reasoning process optimized by maximum data likelihood of
observed question x, where the underlying latent states z can be optimized as
latent variables via variational inference. Explicitly modelling reasoning process
with such a fully probabilistic formulation and injecting it into existing methods
are the main contributions of this work. The learning diagram will be detailed
in Sect. 3.2.

3.2 Learning

Temporal Reasoning is to optimize log-likelihood of the question log p(x|v).
Following Bayesian rule, it can be auto-regressively decomposed as log p(x|v)=∑

tlog p(xt|x1:t−1,v). For a given time step t, we decompose the log marginal
probability with respect to the variational posterior q(zt, zt−1|xt,v, x1:t−1) as

log p(xt|x1:t−1,v) = KL(q(zt, zt−1)‖p(zt, zt−1)) + Lt (3)

where q(zt, zt−1) is the short form of q(zt, zt−1|v, x1:t) which is a inference pos-
terior distribution for latent states zt, while p(zt, zt−1) is the abbreviation for
p(zt, zt−1|v, x1:t−1) which is a corresponding generative prior distribution.1 Lt

is the evidence lower bound (ELBO) of data likelihood at time step t, which is

Lt = E(zt−1,zt)∼q(zt,zt−1) [log p(xt|zt, zt−1, x1:t−1,v)

+ log p(zt, zt−1|v, x1:t−1) − log q(zt, zt−1|v, x1:t)]
(4)

1 Following equations will use the same shorten expressions for convenience. Both
distributions are parametrized as neural networks in our work. p indicates generate
distributions, while q refers to inference distributions.
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Considering the Markov assumption underlying the graphical model in
Fig. 2(a), we can simplify p(xt|zt, zt−1, x1:t−1,v) = p(xt|zt,v). Moreover, follow-
ing the Bayes rule, we can decompose q(zt, zt−1|v, x1:t) and p(zt, zt−1|v, x1:t−1)
as

p(zt, zt−1|v, x1:t−1) = p(zt−1|x1:t−1,v)p(zt|zt−1,v)
q(zt, zt−1|v, x1:t) = q(zt|x1:t,v)q(zt−1|zt, x1:t,v)

(5)

Similar to [19], to simplify the model, joint representation p(x1:t) is determinis-
tically encoded with a Recurrent Neural Networks (RNNs) as

ht = RNN(xt, ht−1) (6)

where ht ∈ R
dq is a deterministic variable encoding all history observations.

Therefore, Eq. 4 can be decomposed as:

Lt = E zt∼q(zt)
zt−1∼q(zt−1)

[
log p(xt|zt,v) + log p(zt−1|ht−1,v) + log p(zt|zt−1,v)

− log q(zt|ht,v) − log q(zt−1|zt, ht,v)
] (7)

where q(zt) and q(zt−1) abbreviate q(zt|ht,v) and q(zt−1|zt, ht,v) respectively.

Answer Classification is similar to existing methods. After Temporal Reason-
ing, the final state bT is fed into a Multi-layer Perception (MLP) to predict the
answer. Thus, the likelihood of answer can be approximated by a deterministic
classifier:

log p(a|x,v) � U = f(a|bT ) (8)

The training objective is to maximize the lower bound of joint data likelihood:

arg max
θ,φ,ν

[

U(f ; ν) +
T∑

t=1

Lt(p, q; θ, φ)

]

(9)

where the Answer Classifier is parametrized as fν , generative distribution and
inference distribution in Temporal Reasoning are parametrized as pθ and qφ

respectively.
As shown above, all terms in the loss function are completely derived by

variational inference applied to Eq. 2 under a basic latent state assumption.
Therefore, all parts of our framework can be mathematically explained from
probabilistic perspective, which achieves our interpretability on model design.

3.3 Intuitive Explanation

Equation 7 derived from the graphical model is parametrized as four different
modules. This section will provide a more intuitive explanation behind mathe-
matical derivation. It can further reveal the interpretability of our method.

Generative Reconstruction log p(xt|zt,v) indicates that currently observed
word xt can be reconstructed from corresponding latent state zt and global con-
dition v. We measure it by Binary Cross Entropy (BCE) between input xt and
reconstructed x̃t. This term performs external supervision via the input questions.
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State Transition log p(zt|zt−1,v) predicts a prior distribution for zt based
on former state zt−1. It can be regarded as forward transition in latent space
under Markovian assumption. It can guarantee the time-dependency in reasoning
process.

State Inference log q(zt|ht,v) indicates that the posterior of latent state dis-
tribution q(zt) depends on history observations ht and visual features v. Since
p(zt−1|ht−1,v) has a consistent dependency with the posterior q(zt−1|ht−1,v) at
former time step t−1, we approximate generative distribution p(zt−1|ht−1,v) =
qφ(zt−1|ht−1,v) without loss of information.

Backward Transition log q(zt−1|zt, ht,v) indicates the former state zt−1 can
be re-inferenced from the current state and observations. This term has a similar
facility with State Inference but is hard to model, so we ignore this term in
practice to simplify our model.

Comparing with recent proposed VQA methods, this probabilistic formula-
tion can help explain recent developments in implicit reasoning. The attention
mechanism can be viewed as a type of State Inference in latent space. From
one-stage attention/fusion model [1,16] to stacked attention methods [31,39],
the performance is largely improved due to the introduction of multi-step
State Inference. Recent proposed relation-based methods [14,22,36,52,54] fur-
ther strengthen the dependences between stacked modules, that can collaborate
with the function of State Transition in our formulation. Moreover, stronger
fusion strategies can help establish a more informative latent space. From this
perspective, implicit reasoning is indeed sequentially supervised by both question
and answer but has not been explicitly modelled before.

3.4 Parametrization and Implementation

Following the instruction of probabilistic formulation, we implement the tempo-
ral reasoning process as a VAE based latent sequence model, named Temporal
Reasoning Network (TRN). It should be stressed that TRN is not a fixed net-
work. We implement it as complementary modules upon existing baseline models
based on the proposed graphical model.

Latent State distribution. In order to reveal the reasoning procedure underly-
ing question words and fairly compare with attention-based baselines, we assume
latent states following Concrete distribution [40]

q(zt) = C(πt, τ) (10)

where πt ∈ R
K indicates the decision evidence at time step t and τ is the super-

parameter for temperature. In practice, we use Exponential Concrete distribution
for more stable calculation of logarithm probability. We sample z̃t from q(zt) using
Gumbel Softmax trick [25] for gradient back-propagation. The distribution func-
tion and calculation of log-probability will be provided in supplementary material.

Feature Parametrization. To better implement the reasoning process, we
reformulate the image representation as a graph, where vn ∈ R

K×dn are node
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features indicating K objects, and vr ∈ R
K×K×dr denote edge features of rela-

tions between nodes. Moreover, regarding every question word as a state is time-
consuming and hard to ground in v. We extract noun phrases from the input
question by open-sourced spaCy as entity phrases, while the phrase between
noun chunks as transition phrases. Parsing question by phrases can obtain more
semantic information and save computational cost. Following [37], this phrase
representation is encoded by Bi-directional Gated Recurrent Unit (BiGRU) to
capture the context information.

(
→

w1:L;
←

w1:L) = Bi-GRU(x)

ht
e = [

→
wet

;
←

wst
], ht

r =[
→

wst+1 ;
←

wet
], hT

e = [
→
wL;

←
w0]

(11)

where et and st are start and end location of the t-th entity phrase, ht
e ∈ R

dq

and ht
r ∈ R

dq denote entity embeddings and transition embeddings at time step
t. We treat the global GRU output [

→
wL;

←
w0] as the last entity embedding hT

e .
Since the number of entity phrases are much smaller than that of the question
words, parsing by phrase not only largely save computational cost but obtain
more semantic information that can be grounded in the image as well.

Implementation Details. We implement TRN as an injected module to both
classical one stage method Bottom-up Top-down Attention (UpDn) [1] and
widely used implicit reasoning method Bilinear Attention Network (BAN) [31].
A single Temporal Reasoning cell is divided into two cells, i.e., Entity Cell
and Trans Cell. As shown in Fig. 2(b), Entity Cell models the State Inference
q(zt|ht,v) and Generative Reconstruction term log p(xt|zt,v). Trans Cell infers
State Transition term p(zt|zt−1,v) for the next time block, which is modelled
as one-step Markovian transition on the graph. More implement details can be
found in Sect. 3.4 and Algorithm 1 in supplementary material.

It can be seen that the only connection between each reasoning block is just
the K-L Divergence of p(zt|zt−1,v) and q(zt|ht,v). For a fair comparison with
baseline, no more extra fusion strategies are used in TRN. Therefore, the whole
TRN can be regarded as a regularization term in the training stage and can be
removed in test stage, which would not bring extra computational cost compared
to original methods.

4 Experiments

4.1 Datasets

VQA 2.0 is a commonly used VQA dataset composed of real-world images from
MSCOCO with the same train/validation/test splits. Following previous works,
we take the answers that appeared more than 9 times in the training set as
candidate answers, which produces 3129 answer candidates.

CLEVR is a synthetic dataset, consisting of visual scenes with simple geometric
shapes with complicated relational questions like “What size is the cylinder that
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Question: Is the battery looking at the ball? UpDn+TRN: noGround-truth: no

UpDn: yest = 1 t = 2 t = 3

Question: Do the elephants have tusks?

t = 1 t = 2 t = 3

BAN
+

TRN

BAN

t = 1 t = 2 t = 3

Predict: yesGround-truth: yes

Fig. 3. Examples from VQA v2.0 val, which visualize the change of latent states
across TRN Blocks. The highlighted regions are the most important areas that tend to
be sampled. The upper example is from UpDn+TRN, the model first finds the batter
and then searches the area that he is looking at (no balls). In practice, our model can
directly output t = 3 and the answer no. UpDn gives a wrong answer and attends at the
bat. The lower example is from BAN+TRN. The model first finds the elephants and
tusks, then finds elephants with tusks. Without dependence between stacked modules,
the attention maps of BAN almost remain unchanged. Overlooking the elephants and
directly locating tusks may lead to over-fitting on dataset bias and be prone to fail in
queries like “tigers with tusks”. More examples can be found in the Supplementary

is left of the brown metal thing that is left of the big sphere?”. It is the most
commonly used dataset for visual reasoning that requires the model’s long-chain
reasoning ability. Since this work focuses on VQA under natural supervision, we
only use question-answer pairs annotation in CLEVR to evaluate our reasoning
ability in complicated questions.

CLEVR Human dataset consists of human-generated questions for CLEVR
images, which can test the model generalization for real-world questions, since
all the questions are generated from programs in the original dataset.

4.2 Evaluation on Real-World Datasets

Experiment Settings. We use the object proposal feature provided by [1].
The node features vn ∈ R

36×2048 consists of 36 objects features, each object
feature vi is a local visual feature vector oi ∈ R

2048 extracted by Faster R-CNN
[46]. The edge features vr ∈ R

36×36×1024 are concatenation of corresponding
node feature transforming to 1024-dim. For question x, each word xt is first
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Table 1. Model accuracy on the VQA v2.0 benchmark (open-ended setting on
the test-dev and test-std split). Methods with * are reimplemented by ourselves. Bold
colour highlights the best performance, and italic numbers are the second place

Method
Test-dev

Test-std
Y/N Num. Other All

MUTAN [6] 82.88 44.54 56.50 66.01 66.38

MuRel [8] 84.77 49.84 57.85 68.03 68.41

Dyna Tree [52] 84.28 47.78 59.11 68.19 68.49

DFAF [14] 86.09 53.53 60.49 70.22 70.34

QCG [43] 82.91 47.13 56.22 56.45 66.17

RAMEN [50] – – – – 65.96

UpDn* [1] 82.64 45.51 57.21 65.82 65.91

BAN-3* [31] 84.68 50.71 58.56 68.43 68.47

UpDn + TRN 83.83 45.61 57.44 67.00 67.21

BAN-3 + TRN 84.59 50.23 58.64 68.38 68.76

initialized by 300-dim GloVe word embeddings [44], then fed into a Bi-GRU.
The final representation ht

e and ht
r are 1024-dim phrase embeddings with context

information. The number of Temporal Reasoning Blocks is set as 3.

Comparison with Baseline Models. Since real-world dataset VQA v2.0 does
not contain too many questions that need reasoning, our TRN only sightly
improves the performance compared to baselines , as shown in Table 1. The
primary function of TRN in VQA v2.0 is to obtain an interpretable reasoning
process.

As shown in Fig. 3, one-stage models like UpDn does not perform well on
questions considering multiple objects, our model can deal with this drawback
and improve the performance on questions that require reasoning Despite inte-
grate multi-step attention, the stacked attentions in BAN are almost indepen-
dent. Although attending to the right objects, it cannot provide explainable
evidence for reasoning. With the help of TRN, the visualization of sampling in
latent spaces from BAN+TRN are closer to human understanding.

Comparison with Other Methods. We compare with two recently proposed
reasoning models with multi-step attention and fusion strategy (MUTAN [6],
MuRel [8]), three models focus on relation reasoning (QCG [43], Dyna Tree
[52], DFAF [14]) and RAMEN [50] that claims to work on both real-world and
synthetic datasets. All methods are trained with both train and validation split
without model ensemble. Our method achieves comparable performance and
BAN-3+TRN is the second place in VQA v2.0 test-std split.

Among these methods, DFAF uses at most 100 region proposals and achieves
the best single model performance2. MuRel is a variant of BAN, and the

2 Our reproduction with 36 proposals only gets 67.69% accuracy on test-std.



564 X. Han et al.

Question: Does the large red rubber object have the same shape as the tiny red 
thing on the right side of the large cube?

UpDn: no UpDn + TRN: yesGround-truth: green

Question: Is there a big cylinder made of the same material as the blue object?

UpDn: yes UpDn + TRN: noGround-truth: no
Question: What is the material of the brown thing that is on the right side of the tiny matte thing that is behind the blue matte sphere?

BAN
+

TRN

BAN

Answer:
rubber

Answer:
rubber

Labelled 
Programs

Filter color[‘blue’] Filter material[‘rubber’] Filter shape[‘sphere’] Relate[‘behind’]

Filter size[‘small’] Filter material[‘rubber’] Relate[‘right’] Filter color[‘brown’] Query material

DFAF
+

TRN

Answer:
rubber

Fig. 4. Examples from our TRN on validation split of CLEVR and CLEVR-
Humans. The upper row shows the last latent state between UpDn and UpDn+TRN.
The latter two examples are reasoning process visualization of BAN, BAN+TRN, and
DFAF+TRN. The depth of colour indicates sample value from latent space. Though
outputting the same answers, BAN provides the right answer but wrong evidence,
while our model can catch up with the right piece of evidences that is much closer to
labelled programs. DFAF+TRN can better locate informative objects, but the time
dependence in reasoning process is relatively worse due to strong fusion strategy

reasoning process can also be visualized. The major module DynamicIntraMAF
in DFAF and Pairwise module proposed in MuRel play similarily as the State
Transition term in TRN. Our probabilistic formulation can help enhance their
interpretability with Bayesian transparency.

4.3 Evaluation on Synthetic Datasets

Experiment Settings. For CLEVR dataset, The node representations vn ∈
R

15×18 include at most 15 proposal features, each object feature vi is an 18-
dim output of object attribute extractor provided in NS-VQA [58], which refers
to the shape, colour, material, and 3-dim coordinate position of the proposal
object. Since this representation contains enough semantics and the relationships
between objects are simple, the edge feature vi,j

r ∈ R
18 are just defined as vi

n −
vj

n. Question x is randomly initialized, and we get final phrase representations
ht ∈ R

600 after the same operations with real-world setting. The temperature
of Concrete distribution is 2.0. The maximum entity number is set to be 5 in
experiments. For CLEVR, we train on CLEVR train split and test on validation
split. For CLEVR-Humans, we first pre-train our model on CLEVR train split,
and then fine-tune on CLEVR-Humans train split.
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Table 2. Model accuracy com-
parison on CLEVR and CLEVR-
Humans. Methods with * is reproduced
by ourselves. Bold colour highlights the
best performance, and italic numbers are
the second place

Method CLEVR CLEVR-Humans

Film [45] 97.6% 75.9%

RN [48] 95.5% 57.6%

MAC [23] 98.0% 50.2%

RAMEN [50] 96.9% 57.8%

LCGN [22] 97.9% –

UpDn*[1] 78.1% 56.6%

BAN-5* [45] 83.1% 60.5%

DFAF-5* [14] 95.5% 63.2%

UpDn + TRN 87.7% 69.5%

BAN-5 + TRN 85.2% 65.4%

DFAF-5 + TRN 96.7% 72.9%

Table 3. Ablation study for
UpDn+TRN on CLEVR vali-
dation set. SI, ST and GR stand for
State Inference, State Transition and
Generative Reconstruction, respectively.
Components in TRN are indivisible. On
CLEVR val, UpDn+TRN degrades to
original UpDn without State Inference
or State Transition. UpDn+TRN with-
out Generative Reconstruction is similar
with BAN, which can improve to 82.3%
accuracy but poor visualization

SI ST GR CLEVR val

� � 78.1%
� � 77.6%

� � 84.3%
� � � 87.7%

Comparison with Baseline Models. Most questions in CLEVR deal with
multiple objects and require long-time reasoning ability. As shown in Table 2,
TRN can surpass one-stage baseline UpDn by a large margin on both CLEVR
and CLEVR-Humans. With help of the additional reasoning process in TRN,
many failure cases in UpDn can be corrected. The visualizations of the last latent
state in Fig. 4 further demonstrate the effectiveness of our method. Moreover,
TRN can be removed in the test stage, which means this improvement does not
require extra computational cost.

Visualization of the reasoning process reveals that BAN does not really
understand the question. As shown in Fig. 4, although giving correct answers,
BAN cannot provide understandable reasoning process3, and sometimes even
attends to wrong evidences. On the contrary, BAN+TRN can offer more explain-
able reasoning as visualized which is much closer to labelled programs and human
understanding. The visualization is much more apparent than on VQA v2.0 that
TRN not only grounds noun phrases in image, but illustrates time-dependent
reasoning process. Moreover, the final results of BAN+TRN are worse than
UpDn+TRN. We speculate that the major reason may be the high-level fea-
tures we use for node representation. Since BAN mainly focuses on multi-modal
fusion, this 18-dim vector may be too abstracted for multi-modal fusion.

Comparison with Other Methods. We compare our model with four pre-
vious works (Film [45], RN [48], MAC [23], LCGN [22]) that do not use any

3 The object attention is Softmax of the sum of A along question dimension.
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functional program information. Recent proposed method LCGN does not report
their performance on CLEVR-Humans.

Due to long-time fusion strategies, most of these methods are better than our
model on CLEVR. To verify this, we conduct TRN on DFAF [14], which adopts
inter-intra attention fusion strategy across stacked modules. The implementation
details can be found in the Supplementary. As shown in Table 2, DFAF-5+TRN
achieves 96.7% accuracy, which is comparable to state-of-the-art implicit reason-
ing models specially designed for CLEVR. This indicates that stronger fusion
strategies can help establish more informative latent space, which would be a
crucial complement for complicated reasoning process. However, visualization of
DFAF+TRN shown in Fig. 4 is not as understandable as BAN+TRN, because
complex fusion has overly strong fitting ability that can integrate information
without considering time dependences. Moreover, we achieve better performance
on CLEVR-Humans. Despite not using labelled programs, models with over-
parametrized fusion largely rely on the fixed grammar of input questions, result-
ing in over-fitting.

4.4 Discussion

Ablation Study. As shown in Table 3, components in TRN are indivisible and
derived from an integrated process with question supervision. Moreover, we set
the number of blocks for VQA/CLEVR as 3/5 because the number of entity
phrases in most questions is no more than 2/4 (with 1 global embedding). A
more detailed ablation study is provided in Sect. 4.1 in the Supplementary.

Failure Cases. Failure cases are provided in Sect. 6 in the Supplementary. TRN
performs poorly on counting problems. This may be a result of the intrinsic weak-
ness of Concrete distribution, which tends to sample one-hot vector and ignore
items that are relatively unimportant. This shortcoming also exists in attention
mechanism. It can still be improved by choosing better latent state distributions
or specially designed modules. Another shortcoming is in dealing with adverbial
problems. Reasoning phrase-by-phrase may fail to catch relationships between
entities that are distant in the question. Although stronger fusion strategies can
help catch up with enough information, it may break the chain of reasoning pro-
cess due to overly strong fitting ability. How to model the long-time dependences
is a common challenge for latent sequence models. Modelling an interpretable
fusion strategy may be the future work that needs to be done.

5 Conclusion

Reasoning in VQA under natural supervision is a very challenging task due to
super asymmetric information. In this work, we analyse real-world VQA task
from a new perspective, and propose a new probabilistic formulation that can
explicitly model the reasoning process without extra program labeling. Experi-
ments on both real-world and synthetic datasets demonstrate our model’s effec-
tiveness and interpretability. We hope such a probabilistic formulation can pro-
vide guidance on further advancements in problems with insufficient natural
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supervision or other tasks that need multi-step programming. In future work,
we will devote our efforts to learning interpretable models for complicated vision-
language tasks by combining knowledges.
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Abstract. Learning semantic segmentation models requires a huge
amount of pixel-wise labeling. However, labeled data may only be avail-
able abundantly in a domain different from the desired target domain,
which only has minimal or no annotations. In this work, we propose a novel
framework for domain adaptation in semantic segmentation with image-
level weak labels in the target domain. The weak labels may be obtained
based on a model prediction for unsupervised domain adaptation (UDA),
or from a human annotator in a new weakly-supervised domain adaptation
(WDA) paradigm for semantic segmentation. Using weak labels is both
practical and useful, since (i) collecting image-level target annotations is
comparably cheap in WDA and incurs no cost in UDA, and (ii) it opens
the opportunity for category-wise domain alignment. Our framework uses
weak labels to enable the interplay between feature alignment and pseudo-
labeling, improving both in the process of domain adaptation. Specifically,
we develop a weak-label classification module to enforce the network to
attend to certain categories, and then use such training signals to guide
the proposed category-wise alignment method. In experiments, we show
considerable improvements with respect to the existing state-of-the-arts
in UDA and present a new benchmark in the WDA setting. Project page
is at http://www.nec-labs.com/∼mas/WeakSegDA.

1 Introduction

Unsupervised domain adaptation (UDA) methods for semantic segmentation
have been developed to tackle the issue of domain gap. Existing methods aim to
adapt a model learned on the source domain with pixel-wise ground truth anno-
tations, e.g., from a simulator which requires the least annotation efforts, to the
target domain that does not have any form of annotations. These UDA meth-
ods in the literature for semantic segmentation are developed mainly using two
mechanisms: pseudo label self-training and distribution alignment between the
source and target domains. For the first mechanism, pixel-wise pseudo labels are
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Fig. 1. Our work introduces two key ideas to adapt semantic segmentation mod-
els across domains. I: Using image-level weak annotations for domain adaptation,
either estimated, i.e., pseudo-weak labels (Unsupervised Domain Adaptation, UDA)
or acquired from a human oracle (Weakly-supervised Domain Adaptation (WDA).
II: We utilize weak labels to improve the category-wise feature alignment between the
source and target domains. �/✕ depicts weak labels, i.e., the categories present/absent
in an image.

generated via strategies such as confidence scores [23,29] or self-paced learning
[60], but such pseudo-labels are specific to the target domain, and do not consider
alignment between domains. For the second mechanism, numerous spaces could
be considered to operate the alignment procedure, such as pixel [21,35], feature
[22,57], output [9,49], and patch [50] spaces. However, alignment performed by
these methods are agnostic to the category, which may be problematic as the
domain gap may vary across categories.

To alleviate the issue of lacking annotations in the target domain, we propose a
concept of utilizingweak labels on the domain adaptation task for semantic segmen-
tation, in the form of image- or point-level annotations in the target domain. Such
weak labels can be used for category-wise alignment between the source and tar-
get domain, and also to enforce constraints on the categories present in an image.
It is important to note that our weak labels could be estimated from the model
prediction in the UDA setting, or provided by the human oracle in the weakly-
supervised domain adaptation (WDA) paradigm (see left of Fig. 1). We are the
first to introduce the WDA setting for semantic segmentation with image-level
weak-labels, which is practically useful as collecting such annotations is much eas-
ier than pixel-wise annotations on the target domain. Benefiting from the concept
of weak labels introduced in this paper, we aim to utilize such weak labels to act as
an enabler for the interplay between the alignment andpseudo labeling procedures,
as they are much less noisy compared to pixel-wise pseudo labels. Specifically, we
use weak labels to perform both 1) image-level classification to identify the pres-
ence/absence of categories in an image as a regularization, and 2) category-wise
domain alignment using such categorical labels. For the image-level classification
task, weak labels help our model obtain a better pixel-wise attention map per cat-
egory. Then, we utilize the category-wise attention maps as the guidance to fur-
ther pool category-wise features for proposed domain alignment procedure (right
of Fig. 1). Note that, although weak labels have been used in domain adaptation for
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object detection [24], our motivation is different from theirs. More specifically, [24]
uses the weak labels to choose pseudo labels for self-training, while we formulate
a general framework to learn from weak labels with different forms, i.e., UDA and
WDA (image-level or point supervision), as well as to improve feature alignment
across domains using weak labels. We conduct experiments on the road scene seg-
mentationproblem fromGTA5 [39]/SYNTHIA [40] toCityscapes [11].Weperform
extensive experiments to verify the usefulness of each component in the proposed
framework, and show that our approach performs favorably against state-of-the-
art algorithms for UDA. In addition, we show that our proposed method can be
used for WDA and present its experimental results as a new benchmark. For the
WDA setting, we also show that our method can incorporate various types of weak
labels, such as image-level or point supervision. The main contributions of our
work are: 1) we propose a concept of using weak labels to help domain adaptation
for semantic segmentation; 2)weutilizeweak labels to improve category-wise align-
ment for better feature space adaptation; and 3) we demonstrate that our method
is applicable to both UDA and WDA settings.

2 Related Work

In this section, we discuss the literature of unsupervised domain adaptation
(UDA) for image classification and semantic segmentation. In addition, we also
discuss weakly-supervised methods for semantic segmentation.

UDA for Image Classification. The UDA task for image classification has
been developed via aligning distributions across source and target domains. To
this end, hand-crafted features [15,18] and deep features [16,51] have been con-
sidered to minimize the domain discrepancy and learn domain-invariant features.
To further enhance the alignment procedure, maximum mean discrepancy [32]
and adversarial learning [17,52] based approaches have been proposed. Recently,
several algorithms focus on improving deep models [13,28,33,41], combining dis-
tance metric learning [44,45], utilizing pixel-level adaptation [3,47], or incorpo-
rating active learning [46].

UDA for Semantic Segmentation. Existing UDA methods in literature for
semantic segmentation can be categorized primarily into to two groups: domain
alignment and pseudo-label self-training. For domain alignment, numerous algo-
rithms focus on aligning distributions in the pixel [4,10,21,35,56,58], feature
[7,22,57], and output [9,49] spaces. For pseudo-label re-training, current meth-
ods [30,43,60] aim to generate pixel-wise pseudo labels on the target images,
which is utilized to finetune the segmentation model trained on the source
domain.

To achieve better performance, recent works [14,29,50,54] attempt to com-
bine the above two mechanisms. AdvEnt [54] adopts adversarial alignment and
self-training in the entropy space, while BDL [29] combines output space and
pixel-level adaptation with pseudo-label self-training in an iterative updating
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scheme. Moreover, Tsai et al. [50] propose a patch-level alignment method and
show that their approach is complementary to existing modules such as output
space adaptation and pseudo-label self-training. Similarly, Du et al. [14] inte-
grate category-wise adversarial alignment with pixel-wise pseudo-labels, which
may be noisy, leading to incorrect alignment. In addition, [14] needs to progres-
sively change a ratio for selecting pseudo-labels, and the final performance is
sensitive to this chosen parameter.

Compared to the above-mentioned approaches, we propose to exploit weak
labels by learning an image classification task, while improving domain alignment
through category-wise attention maps. Furthermore, we show that our approach
can be utilized even in the case where oracle-weak labels are available on the
target domain, in which case the performance will be further improved.

Weakly-Supervised Semantic Segmentation. In this paper, since we are
specifically interested in how weak labels can help domain adaptation, we
also discuss the literature for weakly-supervised semantic segmentation, which
has been tackled through different types of weak labels, such as image-
level [1,5,27,37,38], video-level [8,48,59], bounding box [12,25,36], scribble
[31,53], and point [2] supervisions. Under this setting, these methods train the
model using ground truth weak labels and perform testing in the same domain,
which does not require domain adaptation. In contrast, we use a source domain
with pixel-wise ground truth labels, but in the target domain, we consider
pseudo-weak labels (UDA) or oracle-weak labels (WDA). As a result, we note
that performance of weakly-supervised semantic segmentation methods which
do not utilize any source domain, is usually much lower than the domain adap-
tation setting adopted in this paper, e.g., the mean IoU on Cityscapes is only
24.9% as shown in [42].

3 Domain Adaptation with Weak Labels

In this section, we first introduce the problem and then describe details of the
proposed framework - the image-level classification module and category-wise
alignment method using weak labels. Finally, we present our method of obtaining
the weak labels for the UDA and WDA settings.

3.1 Problem Definition

In the source domain, we have images and pixel-wise labels denoted as Is =
{Xi

s, Y
i
s }Ns

i=1. Whereas, our target dataset contains images and only image-level
labels as It = {Xi

t , y
i
t}Nt

i=1. Note that Xs,Xt ∈ R
H×W×3, Ys ∈ B

H×W×C with
pixel-wise one-hot vectors, yt ∈ B

C is a multi-hot vector representing the cate-
gories present in the image and C is the number of categories, same for both the
source and target datasets. Such image-level labels yt are often termed as weak
labels. We can either estimate them, in which case we call them pseudo-weak
labels (Unsupervised Domain Adptation, UDA) or acquire them from a human
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Fig. 2. The proposed architecture consists of the segmentation network G and the
weak label module. We compute the pixel-wise segmentation loss Ls for the source
images and image classification loss Lc using the weak labels yt for the target images.
Note that the weak labels can be estimated as pseudo-weak labels or provided by a
human oracle. We then use the output prediction A, convert it to an attention map
σ(A) and pool category-wise features FC . Next, these features are aligned between
source and target domains using the category-wise alignment loss LC

adv guided by the
category-wise discriminators DC learned via the domain classification loss LC

d .

oracle that is called oracle-weak labels (Weakly-supervised Domain Adaptation,
WDA). We will further discuss details of acquiring weak labels in Sect. 3.6. Given
such data, the problem is to adapt a segmentation model G learned on the source
dataset Is to the target dataset It.

3.2 Algorithm Overview

Figure 2 presents an overview of our proposed method. We first pass both the
source and target images through the segmentation network G and obtain their
features Fs, Ft ∈ R

H′×W ′×2048, segmentation predictions As, At ∈ R
H′×W ′×C ,

and the up-sampled pixel-wise predictions Os, Ot ∈ R
H×W×C . Note that H ′(<

H),W ′(< W ) are the downsampled spatial dimensions of the image after passing
through the segmentation network. As a baseline, we use the source pixel-wise
annotations to learn G, while aligning the output space distribution Os and Ot,
following [49].

In addition to having pixel-wise labels on the source data, we also have image-
level weak labels on the target data. As discussed before, such weak labels can
be either estimated (UDA) or acquired from an oracle (WDA). We then utilize
these weak labels to update the segmentation network G in two different ways.
First, we introduce a module which learns to predict the categories that are
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present in a target image. Second, we formulate a mechanism to align the features
of each individual category between source and target domains. To this end,
we use category-specific domain discriminators Dc guided by the weak labels
to determine which categories should be aligned. In the following sections, we
present these two modules in more detail.

3.3 Weak Labels for Category Classification

In order to predict whether a category is absent/present in a particular image,
we define an image classification task using the weak labels, such that the seg-
mentation network G can discover those categories. Specifically, we use the weak
labels yt and learn to predict the categories present/absent in the target images.
We first feed the target images Xt through G to obtain the predictions At and
then apply a global pooling layer to obtain a single vector of predictions for each
category:

pct = σs

⎡
⎣1

k
log

1
H ′W ′

∑
h′,w′

exp kA
(h′,w′,c)
t

⎤
⎦ , (1)

where σs is the sigmoid function such that pt represents the probability that a
particular category appears in an image. Note that (1) is a smooth approximation
of the max function. The higher the value of k, the better it approximates to max.
We set k = 1 as we do not want the network to focus only on the maximum
value of the prediction, which may be noisy, but also on other predictions that
may have high values. Using pt and the weak labels yt, we can compute the
category-wise binary cross-entropy loss:

Lc(Xt;G) =
C∑

c=1

−yc
t log(pct) − (1 − yc

t ) log(1 − pct). (2)

This is shown at the bottom stream of Fig. 2. This loss function Lc helps to iden-
tify the categories which are absent/present in a particular image and enforces
the segmentation network G to pay attention to those objects/stuff that are
partially identified when the source model is used directly on the target images.

3.4 Weak Labels for Feature Alignment

The classification loss using weak labels introduced in (2) regularizes the net-
work focusing on certain categories. However, distribution alignment across the
source and target domains is not considered yet. As discussed in the previous
section, methods in literature either align feature space [22] or output space
[49] across domains. However, such alignment is agnostic to the category, so it
may align features of categories that are not present in certain images. More-
over, features belonging to different categories may have different domain gaps.
Thereby, performing category-wise alignment could be beneficial but has not
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been widely studied in UDA for semantic segmentation. Although an existing
work [14] attempts to align category-wise features, it utilizes pixel-wise pseudo
labels, which may be noisy, and performs alignment in a high-dimensional feature
space, which is not only difficult to optimize but also requires more computations
(more discussions are provided in the experimental section).

To alleviate all the above issues, we use image-level weak labels to perform
category-wise alignment in the feature space. Specifically, we obtain the category-
wise features for each image via an attention map, i.e., segmentation prediction,
guided by our classification module using weak labels, and then align these fea-
tures between the source and target domains. We next discuss the category-wise
feature pooling mechanism followed by the adversarial alignment technique.

Category-Wise Feature Pooling. Given the last layer features F and the
segmentation prediction A, we obtain the category-wise features by using the
prediction as an attention over the features. Specifically, we obtain the category-
wise feature Fc as a 2048-dimensional vector for the cth category as follows:

Fc =
∑
h′,w′

σ(A)(h
′,w′,c)F (h′,w′), (3)

where σ(A) is a tensor of dimension H ′ × W ′ × C, with each channel along
the category dimension representing the category-wise attention obtained by
the softmax operation σ over the spatial dimensions. As a result, σ(A)(h

′,w′,c)

is a scalar and F (h′,w′) is a 2048-dimensional vector, while Fc is the summed
feature of F (h′,w′) weighted by σ(A)(h

′,w′,c) over the spatial map H ′ × W ′. Note
that we drop the subscripts s, t for source and target, as we employ the same
operation to obtain the category-wise features for both domains. We next present
the mechanism to align these features across domains. Note that we will use Fc

to denote the pooled feature for the cth category and FC to denote the set of
pooled features for all the categories. Category-wise feature pooling is shown in
the middle of Fig. 2.

Category-Wise Feature Alignment. To learn the segmentation network G
such that the source and target category-wise features are aligned, we use an
adversarial loss while using category-specific discriminators DC = {Dc}Cc=1.
The reason of using category-specific discriminators is to ensure that the feature
distribution for each category could be aligned independently, which avoids the
noisy distribution modeling from a mixture of categories. In practice, we train
C distinct category-specific discriminators to distinguish between category-wise
features drawn from the source and target images. The loss function to train the
discriminators DC is as follows:

LC
d (FC

s ,FC
t ;DC) =

C∑
c=1

−yc
s logDc

(Fc
s

) − yc
t log

(
1 − Dc

(Fc
t

))
. (4)

Note that, while training the discriminators, we only compute the loss for
those categories which are present in the particular image via the weak labels
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ys, yt ∈ B
C that indicate whether a category occurs in an image or not. Then,

the adversarial loss for the target images to train the segmentation network G
can be expressed as follows:

LC
adv(FC

t ;G,DC) =
C∑

c=1

−yc
t logDc

(Fc
t

)
. (5)

Similarly, we use the target weak labels yt to align only those categories present in
the target image. By minimizing LC

adv, the segmentation network tries to fool the
discriminator by maximizing the probability of the target category-wise feature
being considered as drawn from the source distribution. These loss functions in
(4) and (5) are obtained in the right of the middle box in Fig. 2.

3.5 Network Optimization

Discriminator Training. We learn a set of C distinct discriminators for each
category c. We use the source and target images to train the discriminators,
which learn to distinguish between the category-wise features drawn from either
the source or the target domain. The optimization problem to train the discrim-
inator can be expressed as: minDC LC

d (FC
s ,FC

t ). Note that each discriminator
is trained only with features pooled specific to that particular category. There-
fore, given an image, we only update those discriminators corresponding to those
categories which are present in the image and ignore the rest.

Segmentation Network Training. We train the segmentation network with
the pixel-wise cross-entropy loss Ls on the source images, image classification
loss Lc and adversarial loss LC

adv on the target images. We combine these loss
functions to learn G as follows:

min
G

Ls(Xs) + λcLc(Xt) + λdLC
adv(FC

t ). (6)

We follow the standard GAN training procedure [19] to alternatively update G
and DC . Note that, computing LC

adv involves the category-wise discriminators
DC . Therefore, we fix DC and backpropagate gradients only for the segmenta-
tion network G.

3.6 Acquiring Weak Labels

In the above sections, we have proposed a mechanism to utilize image-level weak
labels of the target images and adapt the segmentation model between source
and target domains. In this section, we explain two methods to obtain such
image-level weak labels.

Pseudo-Weak Labels (UDA). One way of obtaining weak labels is to directly
estimate them using the data we have, i.e., source images/labels and target
images, which is the unsupervised domain adaptation (UDA) setting. In this
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work, we utilize the baseline model [49] to adapt a model learned from the source
to the target domain, and then obtain the weak labels of the target images as
follows:

yc
t =

{
1, if pct > T,

0, otherwise
(7)

where pct is the probability for category c as computed in (1) and T is a threshold,
which we set to 0.2 in all the experiments unless specified otherwise. In practice,
we compute the weak labels online during training and avoid any additional
inference step. Specifically, we forward a target image, obtain the weak labels
using (7), and then compute the loss functions in (6). As the weak labels obtained
in this manner do not require human supervision, adaptation using such labels
is unsupervised.

Oracle-Weak Labels (WDA). In this form, we obtain the weak labels by
querying a human oracle to provide a list of the categories that occur in the
target image. As we use supervision from an oracle on the target images, we refer
to this as weakly-supervised domain adaptation (WDA). It is worth mentioning
that the WDA setting could be practically useful, as collecting such human
annotated weak labels is much easier than pixel-wise annotations. Also, there
has not been any prior research involving this setting for domain adaptation.

To show that our method can use different forms of oracle-weak labels, we
further introduce the point supervision as in [2], which only increases effort
by a small amount compared to the image-level supervision. In this scenario,
we randomly obtain one pixel coordinate of each category that belongs in the
image, i.e., the set of tuples {(hc, wc, c)|∀yc

t = 1}. For an image, we compute
the loss as follows: Lpoint = −∑

∀yc
t=1 yc

t log(O(hc,wc,c)
t ), where Ot ∈ R

H×W×C

is the output prediction of target after pixel-wise softmax.

4 Experimental Results

In this section, we perform an evaluation of our domain adaptation framework
for semantic segmentation. We present the results for using both pseudo-weak
labels, i.e., unsupervised domain adaptation (UDA) and human oracle-weak
labels, i.e., weakly-supervised domain adaptation (WDA) and compare it with
existing state-of-the-art methods. We also perform ablation studies to analyse
the benefit of using pseudo/oracle-weak labels via our proposed weak-label clas-
sification module and category-wise alignment.

Datasets and Metric. We evaluate our domain adaptation method under the
Sim-to-Real case with two different source-target scenarios. First, we adapt from
GTA5 [39] to the Cityscapes dataset [11]. Second, we use SYNTHIA [40] as the
source and Cityscapes as the target, which has a larger domain gap than the
former case. For all experiments, we use the Intersection-over-Union (IoU) ratio
as the metric. For SYNTHIA→Cityscapes, following the literature [54], we report
the performance averaged over 16 categories (listed in Table 2) and 13 categories
(removing wall, fence and pole), which we denote as mIoU*.



580 S. Paul et al.

Network Architectures. For the segmentation network G, to have a fair com-
parison with works in literature, we use the DeepLab-v2 framework [6] with
the ResNet-101 [20] architecture. We extract features Fs, Ft before the Atrous
Spatial Pyramid Pooling (ASPP) layer. For the category-wise discriminators
DC = {Dc}Cc=1, we use C separate networks, where each consists of three fully-
connected layers, having number of nodes {2048, 2048, 1} with ReLU activation.

Training Details. We implement our framework using PyTorch on a single
Titan X GPU with 12G memory for all our experiments. We use the SGD method
to optimize the segmentation network and the Adam optimizer [26] to train the
discriminators. We set the initial learning rates to be 2.5×10−4 and 1×10−4 for
the segmentation network and discriminators, with polynomial decay of power
0.9 [6]. As a common practice in weakly-supervised semantic segmentation [1],
we use Dropout of 0.1 and 0.3 for oracle-weak labels and pseudo-weak labels
respectively, on the spatial predictions before computing the loss Lc. We choose
λc to be 0.2 for oracle-weak labels and use a smaller λc = 0.01 for pseudo-weak
labels to account for its inaccurate prediction. For the weight on the category-
wise adversarial loss LC

adv, we set λadv = 0.001. For experiments using pseudo
weak labels, to avoid noisy pseudo weak label prediction in the early training
stage, we first train the segmentation baseline network using [49] for 60 K iter-
ations. Then, we include the proposed weak-label classification and alignment
procedure, and train the entire framework.

4.1 Comparison with State-of-the-art Methods

Unsupervised Domain Adaptation (UDA). We compare our method with
existing state-of-the-art UDA methods in Table 1 for GTA5→Cityscapes and
in Table 2 for SYNTHIA→Cityscapes. Recent methods [4,21,29,50] show that
adapting images from source to target on the pixel level and then adding those
translated source images in training enhances the performance. We follow this
practice in the final model via adding these adapted images to the source dataset,
as their pixel-wise annotations do not change after adaptation. Thus adaptation
using weak labels aligns the features not only between the original source and
target images, but also between the translated source images and the target
images. We show that our method is also complementary to pixel-level adapta-
tion.

Discussions. In terms of applied techniques, e.g, pseudo-label re-training and
domain alignment, the closest comparisons to our method are DISE [4], BDL [29],
and Patch Space alignment [50]. We show that our method performs favorably
against these approaches on both benchmarks. This can be attributed to our
introduced concept of using weak labels, in which our UDA model explores
pseudo-weak image-level labels, instead of using pixel-level pseudo-labels [29,50]
that may be noisy and degrade the performance. In addition, these methods do
not perform domain alignment guided by such pseudo labels, whereas we use
weak labels to enable our category-wise alignment procedure.
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Table 1. Results of adapting GTA5 to Cityscapes. The top group is for UDA, while
the bottom group presents our method’s performance using the oracle-weak labels for
WDA that use either image-level or point supervision.

Method GTA5 → Cityscapes
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mIoU

No Adapt 75.8 16.8 77.2 12.5 21.0 25.5 30.1 20.1 81.3 24.6 70.3 53.8 26.4 49.9 17.2 25.9 6.5 25.3 36.0 36.6

Road [9] 76.3 36.1 69.6 28.6 22.4 28.6 29.3 14.8 82.3 35.3 72.9 54.4 17.8 78.9 27.7 30.3 4.0 24.9 12.6 39.4

AdaptOutput [49] 86.5 25.9 79.8 22.1 20.0 23.6 33.1 21.8 81.8 25.9 75.9 57.3 26.2 76.3 29.8 32.1 7.2 29.5 32.5 41.4

AdvEnt [54] 89.4 33.1 81.0 26.6 26.8 27.2 33.5 24.7 83.9 36.7 78.8 58.7 30.5 84.8 38.5 44.5 1.7 31.6 32.4 45.5

CLAN [34] 87.0 27.1 79.6 27.3 23.3 28.3 35.5 24.2 83.6 27.4 74.2 58.6 28.0 76.2 33.1 36.7 6.7 31.9 31.4 43.2

SWD [28] 92.0 46.4 82.4 24.8 24.0 35.1 33.4 34.2 83.6 30.4 80.9 56.9 21.9 82.0 24.4 28.7 6.1 25.0 33.6 44.5

SSF-DAN [14] 90.3 38.9 81.7 24.8 22.9 30.5 37.0 21.2 84.8 38.8 76.9 58.8 30.7 85.7 30.6 38.1 5.9 28.3 36.9 45.4

DISE [4] 91.5 47.5 82.5 31.3 25.6 33.0 33.7 25.8 82.7 28.8 82.7 62.4 30.8 85.2 27.7 34.5 6.4 25.2 24.4 45.4

BDL [29] 91.4 47.9 84.2 32.4 26.0 31.8 37.3 33.0 83.3 39.2 79.2 57.7 25.6 81.3 36.3 39.7 2.6 31.3 33.5 47.2

AdaptPatch [50] 92.3 51.9 82.1 29.2 25.1 24.5 33.8 33.0 82.4 32.8 82.2 58.6 27.2 84.3 33.4 46.3 2.2 29.5 32.3 46.5

Ours (UDA) 91.6 47.4 84.0 30.4 28.3 31.4 37.4 35.4 83.9 38.3 83.9 61.2 28.2 83.7 28.8 41.3 8.8 24.7 46.4 48.2

Ours (WDA: Image) 89.5 54.1 83.2 31.7 34.2 37.1 43.2 39.1 85.1 39.6 85.9 61.3 34.1 82.3 42.3 51.9 34.4 33.1 45.4 53.0

Ours (WDA: Point) 94.0 62.7 86.3 36.5 32.8 38.4 44.9 51.0 86.1 43.4 87.7 66.4 36.5 87.9 44.1 58.8 23.2 35.6 55.9 56.4

The only prior work that adopts category-wise feature alignment is SSF-
DAN [14]. However, our method is different from theirs in three aspects: 1)
We introduce the weak-label classification module to take advantage of image-
level weak labels that enables an efficient feature alignment process and the
novel WDA setting; 2) Our unified framework can be applied for both UDA
and WDA settings with various types of supervisions; 3) Due to the intro-
duced weak-label module, our category-wise feature alignment is operated in
the pooled feature space in (3) guided by an attention map, rather than in a
much higher-dimensional spatial space as in [14] that uses pixel-wise pseudo-
labels. This essentially improves the training efficiency compared to [14], which
requires a GPU with 16 GB memory as their discriminator needs much more
computation time (>20×) and GPU memory (>8×) compared to our combined
output space and category-wise discriminators. Also, the discriminators in [14]
require 130 GFLOPS, whereas our discriminators require a total of only 0.5
GFLOPS.

4.2 Weakly-Supervised Domain Adaptation (WDA)

Image-level Supervision. We present the results of our method when using
oracle-weak labels (obtained from the ground truth of the training set) in the
last rows of Table 1 and 2. To the best of our knowledge, we are the first to
work on WDA, i.e., using human oracle-weak labels on domain adaptation for
semantic segmentation, and there are no other methods to compare against in
the literature. From the results, it is interesting to note that the major boost in
performance using WDA compared to UDA occurs for categories such as truck,
bus, train, and motorbike for both cases using GTA5 and SYNTHIA as the
source domain. One reason is that those categories are most underrepresented in
both the source and the target datasets. Thus, they are not predicted in most of
the target images, but using the oracle-weak labels helps to identify them better.



582 S. Paul et al.

Table 2. Results of adapting SYNTHIA to Cityscapes. The top group is for UDA,
while the bottom group presents the WDA setting using oracle-weak labels. mIoU and
mIoU∗ are averaged over 16 and 13 categories.

Method SYNTHIA → Cityscapes
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mIoU mIoU∗

No Adapt 55.6 23.8 74.6 9.2 0.2 24.4 6.1 12.1 74.8 79.0 55.3 19.1 39.6 23.3 13.7 25.0 33.5 38.6

AdaptOutput [49] 79.2 37.2 78.8 10.5 0.3 25.1 9.9 10.5 78.2 80.5 53.5 19.6 67.0 29.5 21.6 31.3 39.5 45.9

AdvEnt [54] 85.6 42.2 79.7 8.7 0.4 25.9 5.4 8.1 80.4 84.1 57.9 23.8 73.3 36.4 14.2 33.0 41.2 48.0

CLAN [34] 81.3 37.0 80.1 – – – 16.1 13.7 78.2 81.5 53.4 21.2 73.0 32.9 22.6 30.7 – 47.8

SWD [28] 82.4 33.2 82.5 – – – 22.6 19.7 83.7 78.8 44.0 17.9 75.4 30.2 14.4 39.9 – 48.1

DADA [55] 89.2 44.8 81.4 6.8 0.3 26.2 8.6 11.1 81.8 84.0 54.7 19.3 79.7 40.7 14.0 38.8 42.6 49.8

SSF-DAN [14] 84.6 41.7 80.8 – – – 11.5 14.7 80.8 85.3 57.5 21.6 82.0 36.0 19.3 34.5 – 50.0

DISE [4] 91.7 53.5 77.1 2.5 0.2 27.1 6.2 7.6 78.4 81.2 55.8 19.2 82.3 30.3 17.1 34.3 41.5 48.8

AdaptPatch [50] 82.4 38.0 78.6 8.7 0.6 26.0 3.9 11.1 75.5 84.6 53.5 21.6 71.4 32.6 19.3 31.7 40.0 46.5

Ours (UDA) 92.0 53.5 80.9 11.4 0.4 21.8 3.8 6.0 81.6 84.4 60.8 24.4 80.5 39.0 26.0 41.7 44.3 51.9

Ours (WDA: Image) 92.3 51.9 81.9 21.1 1.1 26.6 22.0 24.8 81.7 87.0 63.1 33.3 83.6 50.7 33.5 54.7 50.6 58.5

Ours (WDA: Point) 94.9 63.2 85.0 27.3 24.2 34.9 37.3 50.8 84.4 88.2 60.6 36.3 86.4 43.2 36.5 61.3 57.2 63.7

Table 3. Ablation of the proposed loss
functions for GTA5→Cityscapes.

GTA5 → Cityscapes

Supervision Lc LC
adv mIoU

UDA No Adapt. 36.6

Baseline [49] 41.4

Pseudo-Weak � 44.2

� � 45.6

WDA Oracle-Weak � 50.8

� � 52.1

Table 4. Ablation of the proposed loss
functions for SYNTHIA→Cityscapes.

SYNTHIA → Cityscapes

Supervision Lc LC
adv mIoU mIoU*

UDA No Adapt. 33.5 38.6

Baseline [49] 39.5 45.9

Pseudo-Weak � 41.7 49.0

� � 42.7 49.9

WDA Oracle-Weak � 47.8 56.0

� � 49.2 57.2

Point Supervision. We introduce another interesting setting of point super-
vision as in [2], which adds only a slight increase of annotation time compared
to the image-level supervision. We follow [2] and randomly sample one pixel per
category in each target image as the supervision. Note that, all the details and
the modules are the same during training in this setting. In Table 1 and 2, the
results show that using point supervision improves performance (3.4–6.6%) on
both benchmarks compared to the image-level supervision. This shows that our
method is a general framework that can be applied to the conventional UDA
setting as well as the WDA setting using either image-level or point supervision,
while all the settings achieve consistent performance gains.

Figure 3b shows a comparison of annotation time v.s. performance for various
levels of supervision. With low annotation cost in WDA cases, our model bridges
the gap in performance between UDA and full supervision ones (more results
are shown in the supplementary material). Note that, other forms of weak labels
such as object count and density can also be effective.
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(a) (b)

Fig. 3. (a) Performance comparison on GTA5→Cityscapes with different levels of
supervision on target images: no target labels (“No Adapt.” and “UDA”), weak image
labels (30 s), one point labels (45 s), and fully-supervised setting with all pixels labeled
(“All Labeled”) that takes 1.5 h per image according to [11]. (b) Performance of our
method on GTA5→Cityscapes with variations in the threshold, i.e., T in (7), for obtain-
ing the pseudo-weak labels.

4.3 Ablation Study

Effect of Weak Labels. We show results for using both pseudo-weak labels
as well as human oracle-weak labels. Table 3 and 4 present the results for dif-
ferent combinations of the modules used in our framework without pixel-level
adaptation [21]. It is interesting to note that on GTA5→Cityscapes, even when
using pseudo-weak labels, our method obtains a 4.2% boost in performance
(41.4 → 45.6), as well as a 3–4% boost for SYNTHIA→Cityscapes. In addi-
tion, as expected, using oracle-weak labels performs better than pseudo-weak
labels by 6.5% on GTA5→Cityscapes and 6.5–7.3% on SYNTHIA→Cityscapes.
It it also interesting to note that using the category-wise alignment consistently
improves the performance for all the cases, i.e., different types of weak labels
and for different datasets.

Effect of Pseudo-Weak Label Threshold. We use a threshold T in (7) to
convert the image-level prediction probability to a multi-hot vector denoting the
pseudo-weak labels that indicates absence/presence of the categories. Note that
the threshold is on a probability between 0 and 1. We then study the effect of
T by varying it and plot the performance in Fig. 3a on GTA5→Cityscapes. The
figure shows that our model generally works well with T in a range of 0.05 to
0.25. However, when we make T larger than 0.3, the performance starts to drop
significantly, as in this case, the recall of the pseudo-weak labels would be very
low compared with the oracle-weak labels (i.e., ground truths), which makes the
segmentation network fail to predict most categories.
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Fig. 4. Visualizations of category-wise segmentation prediction probability before and
after using the pseudo-weak labels on GTA5→Cityscapes. Before adaptation, the net-
work only highlights the areas partially with low probability, while using the pseudo-
weak labels helps the adapted model obtain much better segments, and is closer to the
model using oracle-weak labels.

Output Space Visualization. We present some visualizations of the segmen-
tation prediction probability for each category in Fig. 4. Before using any weak
labels (third row), the probabilities may be low, even though there is a category
present in that image. However, based on these initial predictions, our model can
estimate the categories and then enforce their presence/absence explicitly in the
proposed classification loss and alignment loss. The fourth row in Fig. 4 shows
that such pseudo-weak labels help the network discover object/stuff regions
towards better segmentation. For example, the fourth and fifth column shows
that, although the original prediction probabilities are quite low, results using
pseudo-weak labels are estimated correctly. Moreover, the last row shows that
the predictions can be further improved when we have oracle-weak labels.

5 Conclusions

In this paper, we use weak labels to improve domain adaptation for semantic
segmentation in both the UDA and WDA settings, with the latter being a novel
setting. Specifically, we design an image-level classification module using weak
labels, enforcing the network to pay attention to categories that are present in
the image. With such a guidance from weak labels, we further utilize a category-
wise alignment method to improve adversarial alignment in the feature space.
Based on these two mechanisms, our formulation generalizes both to pseudo-
weak and oracle-weak labels. We conduct extensive ablation studies to validate
our approach against state-of-the-art UDA approaches.
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Abstract. Knowledge distillation, which involves extracting the “dark
knowledge” from a teacher network to guide the learning of a student
network, has emerged as an important technique for model compression
and transfer learning. Unlike previous works that exploit architecture-
specific cues such as activation and attention for distillation, here we
wish to explore a more general and model-agnostic approach for extract-
ing “richer dark knowledge” from the pre-trained teacher model. We show
that the seemingly different self-supervision task can serve as a simple
yet powerful solution. For example, when performing contrastive learning
between transformed entities, the noisy predictions of the teacher net-
work reflect its intrinsic composition of semantic and pose information.
By exploiting the similarity between those self-supervision signals as an
auxiliary task, one can effectively transfer the hidden information from
the teacher to the student. In this paper, we discuss practical ways to
exploit those noisy self-supervision signals with selective transfer for dis-
tillation. We further show that self-supervision signals improve conven-
tional distillation with substantial gains under few-shot and noisy-label
scenarios. Given the richer knowledge mined from self-supervision, our
knowledge distillation approach achieves state-of-the-art performance on
standard benchmarks, i.e., CIFAR100 and ImageNet, under both similar-
architecture and cross-architecture settings. The advantage is even more
pronounced under the cross-architecture setting, where our method out-
performs the state of the art by an average of 2.3% in accuracy rate
on CIFAR100 across six different teacher-student pairs. The code and
models are available at: https://github.com/xuguodong03/SSKD.

1 Introduction

The seminal paper by Hinton et al. [15] show that the knowledge from a large
ensemble of models can be distilled and transferred to a student network. Specif-
ically, one can raise the temperature of the final softmax to produce soft targets
of the teacher for guiding the training of the student. The guidance is achieved
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Fig. 1. Difference between conventional KD [15] and SSKD. We extend the
mimicking on normal data and on a single classification task to the mimicking on
transformed data and with an additional self-supervision pretext task. The teacher’s
self-supervision predictions contain rich structured knowledge that can facilitate more
rounded knowledge distillation on the student. In this example, contrastive learning on
transformed images serves as the self-supervision pretext task. It constructs a single
positive pair and several negative pairs through image transformations t(·), and then
encourages the network to recognize the positive pair. The backbone of the teacher
and student are represented as ft and fs, respectively, while the corresponding output
is given as t and s with subscript representing the index

by minimizing the Kullback-Leibler (KL) divergence between teacher and stu-
dent outputs. An interesting and inspiring observation is that despite the teacher
model assigns probabilities to incorrect classes, the relative probabilities of incor-
rect answers are exceptionally informative about generalization of the trained
model. The hidden knowledge encapsulated in these secondary probabilities is
sometimes known as “dark knowledge”.

In this work, we are fascinated on how one could extract richer “dark knowl-
edge” from neural networks. Existing studies focus on what types of intermediate
representations of teacher networks should student mimic. These representations
include feature map [36,37], attention map [44], gram matrix [42], and feature
distribution statistics [16]. While the intermediate representations of the network
could provide more fine-grained information, a common characteristic shared by
these medium of knowledge is that they are all derived from a single task (typi-
cally the original classification task). The knowledge is highly task-specific, and
hence, such knowledge may only reflect a single facet of the complete knowledge
encapsulated in a cumbersome network. To mine for richer “dark knowledge”, we
need an auxiliary task apart from the original classification task, so as to extract
richer information that is complementary to the classification knowledge.

In this study, we show that a seemingly different learning scheme – self-
supervised learning, when treated as an auxiliary task, can help gaining more
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rounded knowledge from a teacher network. The original goal of self-supervised
learning is to learn representations with natural supervisions derived from data
via a pretext task. Examples of pretext tasks include exemplar-based method [8],
rotation prediction [10], jigsaw [29], and contrastive learning [3,26]. To use self-
supervised learning as an auxiliary task for knowledge distillation, one can apply
the pretext task to a teacher by appending a lightweight auxiliary branch/module
to the teacher’s backbone, updating the auxiliary module with the backbone
frozen, and then extract the corresponding self-supervised signals from the aux-
iliary module for distillation. An example of combining a contrastive learning
pretext task [3] with knowledge distillation is shown in Fig. 1.

The example in Fig. 1 reveals several advantages of using self-supervised
learning as an auxiliary task for knowledge distillation (we name the combi-
nation as SSKD). First, in conventional knowledge distillation, a student mimics
a teacher from normal data based on a single classification task. SSKD extends
the notion to a broader extent, i.e., mimicking on transformed data and on
an additional self-supervision pretext task. This enables the student to cap-
ture richer structured knowledge from the self-supervision predictions of teacher,
which cannot be sufficiently captured by a single task. We show that such struc-
tured knowledge not only improves the overall distillation performance, but also
regularizes the student to generalize better on few-shot and noisy-label scenarios.

Another advantage of SSKD is that it is model-agnostic. Previous knowledge
distillation methods suffer from degraded performance under cross-architecture
settings, for the knowledge they transfer is architecture-specific. For example,
when transfer the feature of ResNet50 [12] to ShuffleNet [49], student may have
trouble in mimicking due to the architecture gap. In contrast, SSKD transfers only
the last layer’s outputs, hence allowing a flexible solution space for the student
model to search for intermediate features that best suit its own architecture.

Contributions: We propose a novel framework called SSKD that leverages self-
supervised tasks to facilitate extraction of richer knowledge from teacher net-
work to student network. To our knowledge, this is the first work that defines the
knowledge through self-supervised tasks. We carefully investigate the influence
of different self-supervised pretext tasks and the impact of noisy self-supervised
predictions to the performance of knowledge distillation. We show that SSKD
greatly boosts the generalizability of student networks and offers significant
advantages under few-shot and noisy-label scenarios. Extensive experiments on
two standard benchmarks, CIFAR100 [22] and ImageNet [5], demonstrate the
effectiveness of SSKD over other state-of-the-art methods.

2 Related Work

Knowledge Distillation. Knowledge distillation trains a smaller network using
the supervision signals from both ground truth labels and a larger network. Hinton
et al. [15] propose to match the outputs of classifiers of two models by minimiz-
ing the KL-divergence of the category distribution. Besides the final layer logits,
teacher network also distills compact feature representations from its backbone.
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FitNets [37] proposes to mimic the intermediate feature maps of teacher network.
AT [44] uses attention transfer to teach student which region is the key for classi-
fication. FSP [42] distills the second order statistics (Gram matrix) between dif-
ferent layers. AB [14] forces student to learn the binarized values of pre-activation
map. IRG [24] explores transferring the similarity between samples. KDSVD [18]
calls its method as self-supervised knowledge distillation. Nevertheless, the study
regards the teacher’s correlation maps of feature singular vectors as self-supervised
labels. The label is obtained from the teacher rather than a self-supervised pretext
task.Thus, their notion of self-supervised learning differ from the conventional one.
Our work, to our knowledge, is the first study that investigates defining the knowl-
edge via self-supervisedpretext tasks.CRD [40] also combines self-supervision (SS)
with distillation. The difference is the purpose of SS and how contrastive task is
performed. In CRD, contrastive learning is performed across teacher and student
networks to maximize the mutual information between two networks. In SSKD,
contrastive task serves as a way to define knowledge. It is performed separately
in two networks and then matched together through KL-divergence, which is very
different from CRD.

Self-supervised Learning. Self-supervision methods design various pretext
tasks whose labels can be derived from the data itself. In the process of solv-
ing these tasks, the network learn useful representations. Based on pretext tasks,
SS methods can be grouped into several categories, including construction-based
methods such as inpainting [34] and colorization [48], prediction-based meth-
ods [6,8,10,20,27,29,30,45,47], cluster-based methods [2,46], generation-based
methods [7,9,11] and contrastive-based methods [3,13,26,31,39]. Exemplar [8]
applies heavy transformation to each training image and treat all the images gen-
erated from the same image as a separate category. Jigsaw puzzle [29] splits the
image into several non-overlapping patches and forces the network to recognise the
shuffled order. Jigsaw++ [30] also involves SS and KD. But it utilizes knowledge
transfer to boost the self-supervision performance, which solves an inverse prob-
lem of SSKD. Rotation [20] feeds the network with rotated images and forces it to
recognise the rotation angle. SimCLR [3] applies augmentation to training samples
and requires the network to match original image and transformed image through
contrastive loss. Considering the excellent performance obtained by SimCLR [3],
we adopt it as our main pretext task in SSKD. However, SSKD is not limited to
using only contrastive learning, many other pretext tasks [8,20,29] can also serve
the purpose. We investigate their usefulness in Sect. 4.1.

3 Methodology

This section is divided into three main sections. We start with a brief review
of knowledge distillation and self-supervision in Sect. 3.1. For self-supervision,
we discuss contrastive prediction as our desired pretext task, although SSKD
is not limited to contrastive prediction. Sect. 3.2 specifies the training process
of teacher and student model. Finally, we discuss the influence of noisy self-
supervised predictions and ways to handle the noise in Sect. 3.3.
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3.1 Preliminaries

Knowledge Distillation. Hinton et al. [15] suggest that the soft targets pre-
dicted by a well-optimized teacher model can provide extra information, compar-
ing to one-hot hard labels. The relatively high probabilities assigned to wrong
categories encode semantic similarities between different categories. Forcing a
student to mimic teacher’s prediction causes the student to learn this secondary
information that cannot be expressed by hard labels alone. To obtain the soft
targets, temperature scaling is introduced in [15] to soften the peaky distribu-
tion:

pi(x; τ) = Softmax(s(x); τ) =
esi(x)/τ

∑
k esk(x)/τ

, (1)

where x is the data sample, i is the category index, si(x) is the score logit that
x obtains on category i, and τ is the temperature. The knowledge distillation
loss Lkd measured by KL-divergence is:

Lkd = −τ2
∑

x∼Dx

C∑

i=1

pi
t(x; τ) log(pi

s(x; τ)), (2)

where t and s denote teacher and student models, respectively, C is the total
number of classes, Dx indicates the dataset. The complete loss function L of the
student model is a linear combination of the standard cross-entropy loss Lce and
knowledge distillation loss Lkd:

L = λ1Lce + λ2Lkd (3)

Contrastive Prediction as Self-supervision Task. Motivated by the success
of contrastive prediction methods [3,13,26,31,39] for self-supervised learning, we
adopt contrastive prediction as the self-supervision task in our framework. The
general goal of contrastive prediction is to maximize agreement between a data
point and its transformed version via a contrastive loss in latent space.

Given a mini-batch containing N data points {xi}i=1:N , we apply indepen-
dent transformation t(·) (sampled from the same distribution T ) to each data
point and obtain {x̃i}i=1:N . Both xi and x̃i are fed into the teacher or student
networks to extract representations φi = f(xi), φ̃i = f(x̃i). We follow Chen
et al. [3] and add a projection head on the top of the network. The projection
head is a 2-layer multilayer perceptron. It maps the representations into a latent
space where the contrastive loss is applied, i.e., zi = MLP(φi), z̃i = MLP(φ̃i).

We take (x̃i, xi) as the positive pair and (x̃i, xk)k �=i as the negative pair.
Given some x̃i, the contrastive prediction task is to identify the corresponding
xi from the set {xi}i=1:N . To meet the goal, the network should maximize the
similarity between positive pairs and minimize the similarity between negative
pairs. In this work, we use a cosine similarity. If we organize the similarities
between {x̃i} and {xi} into matrix form A, then we have:

Ai,j = cosine(z̃i, zj) =
dot(z̃i, zj)
||z̃i||2||zj ||2

, (4)
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Fig. 2. Training scheme of SSKD. Input images are transformed by designated
transformations to prepare data for the self-supervision task. Teacher and student
networks both contain three components, i.e., backbone f(·), classifier p(·) and SS
module c(·, ·). Teacher’s training are split into two stages. The first stage trains ft(·)
and pt(·) with a classification task, and the second stage fine-tunes ct(·, ·) with a self-
supervision task. In student’s training, we force the student to mimic teacher on both
classification output and self-supervision output, besides the standard label loss

where Ai,j represents the similarity between x̃i and xj . The loss of contrastive
prediction is:

L = −
∑

i

log
(

exp(cosine(z̃i, zi)/τ)
∑

k exp(cosine(z̃i, zk)/τ)

)

= −
∑

i

log
(

exp(Ai,i/τ)
∑

k exp(Ai,k/τ)

)

,

(5)
where τ is another temperature parameter (can be different from τ in Eq. (1)).
The loss form is similar to softmax loss and can be understood as maximizing
the probability that z̃i and zi come from a positive pair. In the process of match-
ing {x̃i} and {xi}, the network learns transformation invariant representations.
In SSKD, however, the main goal is not to learn representations invariant to
transformations, but to exploit contrastive prediction as an auxiliary task for
mining richer knowledge from the teacher model.

3.2 Learning SSKD

The framework of SSKD is shown in Fig. 2. Both teacher and student consist
of three components: a backbone f(·) to extract representations, a classifier p(·)
for the main task and a self-supervised (SS) module for specific self-supervision
task. In this work, contrastive prediction is selected as the SS task, so the SS
module ct(·, ·) and cs(·, ·) consist of a 2-layer MLP and a similarity computation
module. More SS tasks will be compared in the experiments.

Training the Teacher Network. The inputs are normal data {xi} and trans-
formed version {x̃i}. The transformation t(·) is sampled from a predefined trans-
formation distribution T . In this study, we select four transformations, i.e., color
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dropping, rotation, cropping followed by resize and color distortion, as depicted
in Fig. 2. More transformations can be included. We feed x and x̃ to the backbone
and obtain their representations φ = ft(x), φ̃ = ft(x̃).

The training of teacher network contains two stages. In the first stage, the
network is trained with the classification loss. Only the backbone ft(·) and clas-
sifier pt(·) are updated. Note that the classification loss is not computed on
transformed data x̃ because the transformation T is much heavier than usual
data augmentation. Its goal is not to enlarge the training set but to make the
x̃ visually less similar to x. It makes the contradistinction much harder, which
is beneficial to representation learning [3]. Forcing the network to classify x̃
correctly can destroy the semantic information learned from x and hurt the per-
formance. In the second stage, we fix ft(·) and pt(·), and only update parameters
in SS module ct(·, ·) using the contrastive prediction loss in Eq. (5).

The two stages of training have distinct roles. The first stage is simply the
typical training of a network for classification. The second stage, aims at adapt-
ing the SS module to use the features from the existing backbone for contrastive
prediction. This allows us to extract knowledge from the SS module for distil-
lation. It is worth pointing out that the second-stage training is highly efficient
given the small MLP head, thus it is easy to prepare a teacher network for SSKD.

Training the Student Network. After training the teacher’s SS module, we
apply softmax (with temperature scale τ) to the teacher’s similarity matrix A
(Eq. (4)) along the row dimension leading to a probability matrix Bt, with Bt

i,j

representing the probability that x̃i and xj is a positive pair. Similar operations
are applied to the student to obtain Bs. With Bt and Bs, we can compute the
KL-divergence loss between the SS module’s output of both teacher and student:

Lss = −τ2
∑

i,j

Bt
i,j log(Bs

i,j). (6)

The transformed data point x̃ is the side product of contrastive prediction
task. Though we do not require the student to classify them correctly, we can
encourage the student’s classifier output ps(fs(x̃)) to be close to that of teacher’s.
The loss function is:

LT = −τ2
∑

x̃∼T (Dx)

C∑

i=1

pi
t(x̃; τ) log(pi

s(x̃; τ)). (7)

The final loss for student network is the combination of aforementioned terms,
i.e., cross entropy loss Lce, Lkd in Eq. (2), Lss in Eq. (6), and LT in Eq. (7):

L = λ1Lce + λ2Lkd + λ3Lss + λ4LT , (8)

where the λi is the balancing weight.

3.3 Imperfect Self-supervised Predictions

When performing contrastive prediction, a teacher may produce inaccurate pre-
dictions, e.g., assigning xk to the x̃i, i �= k. This is very likely since the backbone
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of the teacher is not fine-tuned together with the SS module for contrastive
prediction. Similar to conventional knowledge distillation, those relative proba-
bilities that the teacher assigns to incorrect answers contain rich knowledge of
the teacher. Transferring this inaccurate but structured knowledge is the core of
our SSKD.

Nevertheless, we empirically found that an extremely incorrect prediction
may still mislead the learning of the student. To ameliorate negative impacts
of those outliers, we adopt an heuristic approach to perform selective trans-
fer. Specifically, we define the error level of a prediction as the ranking of the
corresponding ground truth label in the classification task. Given a transformed
sample x̃i and corresponding positive pair index i, we sort the scores that the net-
work assigns to each {xi}i=1:N in a descending order. The rank of xi represents
the error level of the prediction about x̃i. The rank of 1 means the prediction
is completely correct. A lower rank indicates a higher degree of error. During
the training of student, we sort all the x̃ in a mini-batch in an ascending order
according to error levels of the teacher’s prediction, and only transfer all the
correct predictions and the top-k% ranked incorrect predictions. This strategy
suppresses potential noise in teacher’s predictions and transfer only beneficial
knowledge. We show our experiments in Sect. 4.1.

4 Experiments

The experiments section consists of three parts. We first conduct ablation study
to examine the effectiveness of several components of SSKD in Sect. 4.1. Com-
parison with state-of-the-art methods is conducted in Sect. 4.2. In Sect. 4.3, we
further show SSKD’s advantages under few-shot and noisy-label scenarios.

Evaluations are conducted on CIFAR100 [22] and ImageNet [5] datasets,
both of which are widely used as the benchmarks for knowledge distillation.
CIFAR100 consists of 60, 000 32 × 32 colour images, with 50, 000 images for
training and 10, 000 images for testing. There are 100 classes, each contains 600
images. ImageNet is a large-scale classification dataset, containing 1, 281, 167
images for training and 50, 000 images for testing.

4.1 Ablation Study

Effectiveness of Self-supervision Auxiliary Task. The motivation behind
SSKD is that teacher’s inaccurate self-supervision output encodes rich structured
knowledge of teacher network and mimicking this output can benefit student’s
learning. To examine this hypothesis, we train a student network whose only
training signals come from teacher’s self-supervision output, i.e., set λ1,λ2, λ3

in Eq. (8) to be 0, and observe whether student can learn good representations.
We first demonstrate the utility by examining the student’s feature distribu-

tion. We select vgg13 [38] and vgg8 as the teacher and student networks, respec-
tively. The CIFAR100 [22] training split is selected as the training set. After
the training, we use the student backbone to extract features (before logits) of
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(a) t-SNE visualization (b) The effects of LT and Lss

Fig. 3. Effectiveness of self-supervision auxiliary task. Mimicking the self-
supervision output benefits the feature learning and final classification performance.
(a) t-SNE visualization of learned features by mimicking teacher’s self-supervision out-
put. Each color represents one category. (b) The consistent improvement across all
four tested teacher-student network pairs demonstrates the effectiveness of including
self-supervision task as an auxiliary task

CIFAR100 test set. We randomly select 9 categories out of 100 and visualize the
features with t-SNE. The results are shown in Fig. 3(a). Though the accuracy of
teacher’s contrastive prediction is only around 50%, mimicking this inaccurate
output still makes student learn highly clustered patterns, showing that teacher’s
self-supervision output does transfer meaningful structured knowledge.

To test the effectiveness of designed LT and Lss, we compare three vari-
ants of SSKD with CIFAR100 on four teacher-student pairs. The three variants
are: 1) conventional KD, 2) KD with additional loss LT (KD + LT ), 3) full
SSKD (KD +LT +Lss). The results are shown in Fig. 3(b). On all four differ-
ent teacher-student pairs, LT and Lss boost the accuracies by a large margin,
showing the effectiveness of our designed components.

Influence of Noisy Self-supervision Predictions. As discussed in Sect. 3.3,
removing some extreme outliers are beneficial for SSKD. Some transformed sam-
ples with large error levels may play a misleading role. To examine this conjec-
ture, we compare several students that receive different proportions of incorrect
predictions from teacher. Specifically, we sort all the transformed x̃ in a mini-
batch according to their error levels in an ascending order. We transfer all the
correct predictions. For incorrect predictions, we only transfer top-k% samples
with the smallest error levels. A higher k value indicates a higher number of
predictions with larger error levels being transferred to student network. Exper-
iments are conducted on CIFAR100 with three teacher-student pairs. The results
are shown in Table 1. The general trend shows that incorrect predictions are ben-
eficial (k = 0 yields the lowest accuracies). Removing extreme outliers help to
give a peak performance between k = 50 and k = 75 across different acchitec-
tures. When comparing with other methods in Sect. 4.2 and 4.3, we fix k = 75
for all the teacher-student pairs.



Knowledge Distillation Meets Self-supervision 597

Table 1. Influence of noisy self-supervision predictions to student accura-
cies(%), when transferring the top-k% smallest error-level samples. As more samples
with large error level are transferred, the performances go through a rise-and-fall pro-
cess. The baseline with k = 0 is equivalent to transferring only correct predictions

Teacher-Student pair k = 0 k = 25 k = 50 k = 75 k = 100

vgg13 → vgg8 74.19 74.36 74.76 75.01 74.77

resnet32 × 4 → ShuffleV2 77.65 77.72 77.96 78.61 77.97

wrn40-2 → wrn16-2 75.27 75.34 75.97 75.63 75.53

Table 2. Influence of different self-supervision tasks. Self-supervised (SS) per-
formance denotes the linear evaluation accuracy on ImageNet. Student accuracies
(vgg13→vgg8) derived from the corresponding SS methods are positively correlated
with the performance of the SS method itself. The SS performances are obtained
from [3,20,26]

SS method Exemplar [8] Jigsaw [29] Rotation [20] Contrastive [3]

SS performance 31.5 45.7 48.9 69.3

Student performance 74.57 74.85 75.01 75.48

Influence of Different Self-supervision Tasks. Different pretext tasks in
self-supervision would result in different qualities of extracted features. Similarly,
distillation with different self-supervision tasks also lead to students with differ-
ent performances. Here, we examine the influence of SS method’s performance on
SSKD. We employ the commonly used linear evaluation accuracy as our metric.
In particular, each method first trains a network with its own pretext task. A sin-
gle layer classifier is then trained by using the representations extracted from the
fixed backbone. In this way, the classification accuracies represent the quality of
SS methods. In Table 2, we compare four widely used self-supervision methods:
Exemplar [8], Rotation [20], Jigsaw [29] and Contrastive [3]. We list the lin-
ear evaluation accuracies each method obtains on ImageNet with ResNet50 [12]
network and also student’s accuracies when they are incorporated, respectively,
into KD. We find that the performance of SSKD is positively correlated with
the corresponding SS method.

4.2 Benchmark

CIFAR100. We compare our method with representative knowledge distillation
methods, including: KD [15], FitNet [37], AT [44], SP [41], VID [1], RKD [32],
PKT [33], AB [14], FT [19], CRD [40]. ResNet [12], wideResNet [43], vgg [38],
ShuffleNet [49] and MobileNet [17] are selected as the network backbones. For all
competing methods, we use the implementation of [40]. For a fair comparison, we
combine all competing methods with conventional KD [15] (except KD itself).
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Table 3. KD between similar architectures. Top-1 accuracy (%) on CIFAR100.
Bold and underline denote the best and the second best results, respectively. We
denote by * methods that we re-run using author-provided code. SSKD obtains the
best results on four out of five teacher-student pairs

Teacher wrn40-2 wrn40-2 resnet56 resnet32×4 vgg13

Student wrn16-2 wrn40-1 resnet20 resnet8×4 vgg8

Teacher 76.46 76.46 73.44 79.63 75.38

Student 73.64 72.24 69.63 72.51 70.68

KD [15] 74.92 73.54 70.66 73.33 72.98

FitNet [37] 75.75 74.12 71.60 74.31 73.54

AT [44] 75.28 74.45 71.78 74.26 73.62

SP [41] 75.34 73.15 71.48 74.74 73.44

VID [1] 74.79 74.20 71.71 74.82 73.96

RKD [32] 75.40 73.87 71.48 74.47 73.72

PKT [33] 76.01 74.40 71.44 74.17 73.37

AB [14] 68.89 75.06 71.49 74.45 74.27

FT [19] 75.15 74.37 71.52 75.02 73.42

CRD* [40] 76.04 75.52 71.68 75.90 74.06

Ours 76.04 76.13 71.49 76.20 75.33

And we omit “+KD” notation in all the following tables (except for Table 5) and
figures for simplicity.1

We compare performances on 11 teacher-student pairs to investigate the gen-
eralization ability of each method. Following CRD [40], we split these pairs into 2
groups according to whether teacher and student have similar architecture styles.
The results are shown in Table 3 and Table 4. In each table, the second partition
after the header show the accuracies of the teacher’s and student’s performance
when they are trained individually, while the third partition show the student’s
performance after knowledge distillation.

For teacher-student pairs with a similar architecture, SSKD performs the
best in four out of five pairs (Table 3). The gap between SSKD and the best-
performing competing methods is 0.52% (averaged on five pairs). Notably, in
all six teacher-student pairs with different architectures, SSKD consistently
achieves the best results (Table 4), surpassing the best competing methods by a
large margin with an average absolute accuracy difference of 2.14%. Results on
cross-architecture pairs clearly demonstrate that our method does not rely on
architecture-specific cues. Instead, SSKD distills knowledge only from the out-
puts of the final layer of teacher model. Such strategy allows a larger solution

1 For experiments on CIFAR100, since we add the conventional KD with competing
methods, the results are slightly better than those reported in CRD [40]. More details
on experimental setting are provided in the supplementary material.
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Table 4. KD between different architectures. Top-1 accuracy (%) on CIFAR100.
Bold and underline denote the best and the second best results, respectively. We denote
by * methods that we re-run using author-provided code. SSKD consistently obtains
the best results on all pairs

Teacher vgg13 ResNet50 ResNet50 resnet32×4 resnet32×4 wrn40-2

Student MobileNetV2 MobileNetV2 vgg8 ShuffleV1 ShuffleV2 ShuffleV1

Teacher 75.38 79.10 79.10 79.63 79.63 76.46

Student 65.79 65.79 70.68 70.77 73.12 70.77

KD [15] 67.37 67.35 73.81 74.07 74.45 74.83

FitNet [37] 68.58 68.54 73.84 74.82 75.11 75.55

AT [44] 69.34 69.28 73.45 74.76 75.30 75.61

SP [41] 66.89 68.99 73.86 73.80 75.15 75.56

VID [1] 66.91 68.88 73.75 74.28 75.78 75.36

RKD [32] 68.50 68.46 73.73 74.20 75.74 75.45

PKT [33] 67.89 68.44 73.53 74.06 75.18 75.51

AB [14] 68.86 69.32 74.20 76.24 75.66 76.58

FT [19] 69.19 69.01 73.58 74.31 74.95 75.18

CRD* [40] 68.49 70.32 74.42 75.46 75.72 75.96

Ours 71.53 72.57 75.76 78.44 78.61 77.40

Table 5. Top-1/Top-5 error (%) on ImageNet. Bold and underline denote the
best and the second best results, respectively. The competing methods include CC [35],
SP [41], Online-KD [23], KD [15], AT [44], and CRD [40]. The results of competing
methods are obtained from [40]

Teacher Student CC SP Online-KD KD AT CRD CRD+KD Ours

Top-1 26.70 30.25 30.04 29.38 29.45 29.34 29.30 28.83 28.62 28.38

Top-5 8.58 10.93 10.83 10.20 10.41 10.12 10.00 9.87 9.51 9.33

space for student model to search intermediate representations that best suit its
own architecture.

ImageNet. Limited by computation resources, we only conduct one teacher-
student pair on ImageNet, i.e., ResNet34 as teacher and ResNet18 as student.
As shown in Table 5, for both Top-1 and Top-5 error rates, our SSKD obtains
the best performances. The results on ImageNet demonstrate the scalability of
SSKD to large-scale dataset.

Teacher-Student Similarity. SSKD can extract richer knowledge by mimick-
ing self-supervision output and make student much more similar to teacher than
other KD methods. To examine this claim, we analyze the similarity between
student and teacher networks using two metrics, i.e., KL-divergence and CKA
similarity [21]. Small KL-divergence and large CKA similarity indicate that stu-
dent is similar to teacher. We use vgg13 and vgg8 as teacher and student, respec-
tively, and use CIFAR100 as the training set. We compute the KL-divergence and
CKA similarity between teacher and student on three sets, i.e., test partitions of
CIFAR100, STL10 [4] and SVHN [28]. As shown in Table 6, our method achieves
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Table 6. Teacher-student similarity. KL-divergence and CKA-similarity [21]
between student and teacher networks. Bold and underline denote the best and the
second best results, respectively. All the models are trained on CIFAR100 training set.
↓ (↑) indicates the smaller (larger) the better. SSKD wins in five out of six comparisons

Dataset CIFAR100 test set STL10 test set SVHN test set

Metric KL-div (↓) CKA-simi (↑) KL-div (↓) CKA-simi (↑) KL-div (↓) CKA-simi (↑)

KD [15] 6.91 0.7003 16.28 0.8234 15.21 0.6343

SP [41] 6.81 0.6816 16.07 0.8278 14.47 0.6331

VID [1] 6.76 0.6868 16.15 0.8298 12.60 0.6502

FT [19] 6.69 0.6830 15.95 0.8287 12.53 0.6734

RKD [32] 6.68 0.7010 16.14 0.8290 13.78 0.6503

FitNet [37] 6.63 0.6826 15.99 0.8214 16.34 0.6634

AB [14] 6.51 0.6931 15.34 0.8356 11.13 0.6532

AT [44] 6.61 0.6804 16.32 0.8204 15.49 0.6505

PKT [33] 6.73 0.6827 16.17 0.8232 14.08 0.6555

CRD [40] 6.34 0.6878 14.71 0.8315 10.85 0.6397

Ours 6.24 0.7419 14.91 0.8521 10.58 0.7382

the smallest KL-divergence and the largest CKA similarity on CIFAR100 test
set. Compared to CIFAR100, STL10 and SVHN have different distributions that
have not been seen during training, therefore more difficult to mimic. However,
the proposed SSKD still obtains the best results in all the metrics except KL-
divergence in STL10. From this similarity analysis, we conclude that SSKD can
help student mimic teacher better and get a larger similarity to teacher network.

4.3 Further Analysis

Few-Shot Scenario. In a real-world setting, the number of samples available for
training is often limited [25]. To investigate the performance of SSKD under few-
shot scenarios, we conduct experiments on subsets of CIFAR100. We randomly
sample images of each class to form a new training set. We train student model
using newly crafted training set, while maintaining the same test set. Vgg13 and
vgg8 are chosen as teacher and student model, respectively. We compare our
student’s performance with KD [15], AT [44] and CRD [40]. The percentages
of reserved samples are 25%, 50%, 75% and 100%. For a fair comparison, we
employ the same data for different methods.

The results are shown in Fig. 4(a). In all data proportions, SSKD achieves the
best result. As training samples decrease, the superiority of our method becomes
more apparent, e.g., ∼7% absolute improvement in accuracy compared to all
competing methods when the percentage of reserved samples are 25%. Previous
methods mainly focus on learning various intermediate features of teacher or
exploring the relations between samples. The excessive mimicking leads to over-
fitting on the training set. In SSKD, the transformed images and self-supervision
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(a) Few-shot scenario (b) Noisy-label scenario

Fig. 4. Accuracies on CIFAR100 test set under few-shot and noisy-label
scenarios. (a) Students are trained with subsets of CIFAR100. SSKD achieves the
best results in all cases. The superiority is especially striking when only 25% of the
training data is available. (b) Students are trained with data with perturbed labels.
The accuracies of FT and CRD drop dramatically as noisy labels increase, while SSKD
is much more stable and maintains a high performance in all cases

task endow the student model with structured knowledge that provides strong
regularization, hence making it generalizes better to test set.

Noisy-Label Scenario. Our SSKD forces student to mimic teacher on both
classification task and self-supervision task. The student learns more well
rounded knowledge from the teacher model than relying entirely on annotated
labels. Such strategy strengthens the ability of student to resist label noise.
In this section, we investigate the performance of KD [15], FT [19], CRD [40]
and SSKD when trained with noisy label data. We choose vgg13 and vgg8 as
the teacher and student models, respectively. We assume the teacher is trained
with clean data and will be shared by all students. This assumption does not
affect evaluation on robustness of different distillation methods. When training
student models, we randomly perturb the labels of certain portions of training
data and use the original test data for evaluation. We introduce same distur-
bances to all methods. Since the loss weight of cross entropy on labels affects
how well a model resists label noise, we use the same loss weight for all meth-
ods for a fair comparison. We set the percentage of disturbed labels to be 0%,
10%, 30% and 50%. Results are shown in Fig. 4(b). SSKD outperforms compet-
ing methods in all noise ratios. As noise data increase, the performance of FT
and CRD drop dramatically. KD and SSKD are more stable. Specifically, accu-
racy of SSKD only drop by a marginal 0.45% when the percentage of noise data
increases from 0% to 50%, demonstrating the robustness of SSKD against noisy
data labels. We attribute the robustness to the structured knowledge offered by
self-supervised tasks.



602 G. Xu et al.

5 Conclusion

In this work, we proposed a novel framework called SSKD, the first attempt
that combines self-supervision with knowledge distillation. It employs contrastive
prediction as an auxiliary task to help extracting richer knowledge from teacher
network. A selective transfer strategy is designed to suppress the noise in teacher
knowledge. We examined our method by conducting thorough experiments on
CIFAR100 and ImageNet using various architectures. Our method achieves state-
of-the-art performances, demonstrating the effectiveness of our approach. Fur-
ther analysis showed that our SSKD can make student more similar to teacher
and work well under few-shot and noisy-label scenarios.
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Abstract. In this work we target the problem of estimating accurately
localized correspondences between a pair of images. We adopt the recent
Neighbourhood Consensus Networks that have demonstrated promising
performance for difficult correspondence problems and propose modifi-
cations to overcome their main limitations: large memory consumption,
large inference time and poorly localized correspondences. Our proposed
modifications can reduce the memory footprint and execution time more
than 10×, with equivalent results. This is achieved by sparsifying the
correlation tensor containing tentative matches, and its subsequent pro-
cessing with a 4D CNN using submanifold sparse convolutions. localiza-
tion accuracy is significantly improved by processing the input images
in higher resolution, which is possible due to the reduced memory foot-
print, and by a novel two-stage correspondence relocalization module.
The proposed Sparse-NCNet method obtains state-of-the-art results on
the HPatches Sequences and InLoc visual localization benchmarks, and
competitive results on the Aachen Day-Night benchmark.

Keywords: Image matching · Neighbourhood consensus · Sparse CNN

1 Introduction

Finding correspondences between images depicting the same 3D scene is one
of the fundamental tasks in computer vision [24,29,35] with applications in
3D reconstruction [50,51,57], visual localization [15,47,53] or pose estima-
tion [14,18,40]. The predominant approach currently consists of first detecting
salient local features, by selecting the local extrema of some form of feature
selection function, and then describing them by some form of feature descrip-
tor [7,28,45]. While hand-crafted features such as Hessian affine detectors [30]
with SIFT descriptors [28] achieve impressive performance under strong view-
point changes and constant illumination [31], their robustness to illumination
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(a) Input images (b) Output matches (c) Match confidence

Fig. 1. Correspondence estimation with Sparse-NCNet. Given an input image
pair (a), we show the raw output correspondences produced by Sparse-NCNet (b)
which contain groups of spatially coherent matches. These groups tend to form around
highly-confident matches, which are shown in yellow shades (c).

changes is limited [31,63]. More recently, a variety of trainable keypoint detec-
tors [26,27,33,56] and descriptors [5,6,22,32,54,59] have been proposed, with
the purpose of obtaining increased robustness over hand-crafted methods. While
this approach has achieved some success, extreme illumination changes such as
day-to-night matching combined with changes in camera viewpoint remain a
challenging open problem [4,13,15]. In particular, all local feature methods,
whether hand-crafted or trained, suffer from missing detections under these
extreme appearance changes.

In order to overcome this issue, the detection stage can be avoided and, instead,
features can be extracted on a dense grid across the image. This approach has been
successfully used for both place recognition [1,15,36,55] and image matching [44,
47,57]. However, extracting features densely comes with additional challenges: it
is memory intensive and the localization accuracy of the features is limited by the
sampling interval of the grid used for the extraction.

In this work we adopt the dense feature extraction approach. In particular,
we build on the recent Neighbourhood Consensus Networks (NCNet) [44], that
allow for jointly trainable feature extraction, matching, and match-filtering to
directly output a strong set of (mostly) correct correspondences. Our proposed
approach, Sparse-NCNet, seeks to overcome the limitations of the original NCNet
formulation, namely: large memory consumption, high execution time and poorly
localized correspondences.

Our contributions are the following. First, we propose the efficient Sparse-
NCNet model, which is based on a 4D convolutional neural network operat-
ing on a sparse correlation tensor, which is obtained by storing only the most
promising correspondences, instead of the set of all possible correspondences.
Sparse-NCNet processes this sparse correlation tensor with submanifold sparse
convolutions [21] and can obtain equivalent results to NCNet while being several
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times faster (up to 10×) and requiring much less memory (up to 20×) without
decrease in performance compared to the original NCNet model. Second, we
propose a two-stage relocalization module to improve the localization accuracy
of the correspondences output by Sparse-NCNet. Finally, we show that the pro-
posed model significantly outperforms state-of-the-art results on the HPatches
Sequences [3] benchmark for image matching with challenging viewpoint and
illumination changes and the InLoc [53] benchmark for indoor localization and
camera pose estimation. Furthermore, we show our model obtains competitive
results on the Aachen Day-Night benchmark [47], which evaluates day-night
feature matching for the task of camera localization. An example of the cor-
respondences produced by our method is presented in Fig. 1. Our code and
models are available online [43].

2 Related Work

In this section, we review the relevant related work.

Matching with Trainable Local Features. Most recent work in trainable local fea-
tures has focused on learning more robust keypoint descriptors [5,6,22,32,54,59].
Initially these descriptors were used in conjunction with classic hand-crafted key-
point detectors, such as DoG [28]. Recently, trainable keypoint detectors where
also proposed [26,27,33,56], as well as methods providing both detection and
description [12,13,37,41,58]. From these, some adopt the classic approach of
first performing detection on the whole image and then computing descrip-
tors from local image patches, cropped around the detected keypoints [37,58],
while the most recent methods compute a joint representation from which both
detections and descriptors are computed [12,13,41]. In most cases, local features
obtained by these methods are independently matched using nearest-neighbour
search with the Euclidean distance [5,6,32,54], although some works have pro-
posed to learn the distance function as well [22,59]. As discussed in the previous
section, local features are prone to loss of detections under extreme lighting
changes [15]. In order to alleviate this issue, in this work we adopt the usage of
densely extracted features, which are described next.

Matching with Densely Extracted Features. Motivated by applications in large-
scale visual search, others have found that using densely extracted features
provides additional robustness to illumination changes compared to local fea-
tures extracted at detected keypoints, which suffer from low repeatability under
strong illumination changes [55,62]. This approach was also adopted by later
work [1,36]. Such densely extracted features used for image retrieval are typi-
cally computed on a coarse low resolution grid (e.g .40×30). However, such coarse
localization of the dense features is not an issue for visual retrieval, as the dense
features are not directly matched, but rather aggregated into a single image-level
descriptor, which is used for retrieval. Recently, densely extracted features have
been also employed directly for 3D computer vision tasks, such as 3D recon-
struction [57], indoor localization and camera pose estimation [53], and outdoor
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localization with night queries [15,47]. In these methods, correspondences are
obtained by nearest-neighbour search performed on extracted descriptors, and
filtered by the mutual nearest-neighbour criterion [38]. In this work, we build on
the NCNet method [44], where the match filtering function is learnt from data.
Recent methods for learning to filter matches are discussed next.

Learning to Filter Incorrect Matches. When using both local features extracted
at keypoints or densely extracted features, the obtained matches by nearest-
neighbour search contain a certain portion of incorrect matches. In the case of
local features, a heuristic approach such as Lowe’s ratio test [28] can be used
to filter these matches. However the ratio threshold value needs to be man-
ually tuned for each method. To avoid this issue, filtering by mutual nearest
neighbours can be used instead [13]. Recently, trainable approaches have also
been proposed for the task of filtering local feature correspondences [9,34,46,60].
Yi et al . [34] propose a neural-network architecture that operates on 4D match
coordinates and classifies each correspondence as either correct or incorrect.
Brachmann et al . [9] propose the Neural-guided RANSAC, which extends the
previous method to produce weights instead of classification labels, which are
used to guide RANSAC sampling. Zhang et al . [60] also extend the work of
Yi et al .in their proposed Order-Aware Networks, which capture local context
by clustering 4D correspondences onto a set of ordered clusters, and global con-
text by processing these clusters with a multi-layer perceptron. Finally, Sarlin
et al . [46] describe a graph neural network followed by an optimization procedure
to estimate correspondences between two set of local features. These methods
were specifically designed for filtering local features extracted at keypoint loca-
tions and not features extracted on a dense grid. Furthermore, these methods
are focused only on learning match filtering, and are decoupled from the problem
of learning how to detect and describe the local features.

In this paper we build on the NCNet method [44] for filtering incorrect
matches, which was designed for dense features. Furthermore, contrary to the
above described methods, our approach performs feature extraction, matching
and match filtering in a single pipeline.

Improved Feature Localization. Recent methods for local feature detection and
description which use a joint representation [12,13] as well as methods for dense
feature extraction [44,57] suffer from poor feature localization, as the features
are extracted on a low-resolution grid. Different approaches have been proposed
to deal with this issue. The D2-Net method [13] follows the approach used in
SIFT [28] for refining the keypoint positions, which consists of locally fitting a
quadratic function to the feature detection function around the feature position
and solving for the extrema. The Superpoint method [12] uses a CNN decoder
that produces a one-hot output for each 8×8 pixel cell of the input image (in case
a keypoint is effectively detected in this region), therefore achieving pixel-level
accuracy. Others [57] use the intermediate higher resolution features from the
CNN to improve the feature localization, by assigning to each pooled feature the
position of the feature with highest L2 norm from the preceding higher resolution
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map (and which participated in the pooling). This process can be repeated up to
the input image resolution.

The relocalization approach of NCNet [44] is based on a max-argmax opera-
tion on the 4D correlation tensor of exhaustive feature matches. This approach
can only increase the resolution of the output matches by a factor of 2. In
contrast, we describe a new two-stage relocalization module that builds on the
approach used in NCNet, by combining a hard relocalization stage that has sim-
ilar effects to NCNet’s max-argmax operation, with a soft-relocalization stage
that obtains sub-feature-grid accuracy via interpolation.

Sparse Convolutional Neural Networks were recently used for the purpose of
processing sparse 2D data, such as handwritten characters [20]; 3D data, such as
3D point-clouds [19]; or even 4D data, such as temporal sequences of 3D point
clouds [10]. These models have shown great success in 3D point-cloud processing
tasks such as semantic segmentation [10,21] and point-cloud registration [11,17].
In this work, we use networks with submanifold sparse convolutions [21] for the
task of filtering correspondences between images, which can be represented as a
sparse set of points in a 4D space of image coordinates. In submanifold sparse
convolutions, the active sites remain constant between the input and output of
each convolutional layer. As a result, the sparsity level remains fixed and does
not change after each convolution operation. To the best of our knowledge this
is the first time these models are applied to the task of match filtering.

3 Sparse Neighbourhood Consensus Networks

In this section we detail the proposed Sparse Neighbourhood Consensus Net-
works. We start with a brief review of Neighbourhood Consensus Networks [44]
identifying their main limitations. Next, we describe our approach which over-
comes these limitations.

3.1 Review: Neighbourhood Consensus Networks

The Neighbourhood Consensus Network [44] is a method for feature extraction,
matching and match filtering. Contrary to most methods, which operate on
local features, NCNet operates on dense feature maps (fA, fB) ∈ R

h×w×c with
c channels, which are extracted over a regular grid of h × w spatial resolution.
These are obtained from the input image pair (IA, IB) ∈ R

H×W×3 by a fully
convolutional feature extraction network. The resolution h × w of the extracted
dense features is typically 1/8 or 1/16 of the input image resolution H × W ,
depending on the particular feature extraction network architecture used.

Next, the exhaustive set of all possible matches between the dense fea-
ture maps fA and fB is computed and stored in a 4D correlation tensor
cAB ∈ R

h×w×h×w. Finally, the correspondences in cAB are filtered by a 4D
CNN. This network can detect coherent spatial matching patterns and propa-
gate information from the most certain matches to their neighbours, robustly
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identifying the correct correspondences. This last filtering step is inspired by the
neighbourhood consensus procedure [8,48,49,52,61], where a particular match
is verified by analyzing the existence of other coherent matches in its spatial
neighbourhood in both images.

Despite its promising results, the original formulation of Neighbourhood Con-
sensus Networks has three main drawbacks that limit its practical application:
it is (i) memory intensive, (ii) slow, and (iii) matches are poorly localized. These
points are discussed in detail next.

High Memory Requirements. The high memory requirements are due to the
computation of the correlation tensor cAB ∈ R

h×w×h×w which stores all matches
between the densely extracted image features (fA, fB) ∈ R

h×w×c. Note that the
number of elements in the correlation tensor (h×w×h×w) grows quadratically
with respect to the number of features (h×w) of the dense feature maps (fA, fB),
therefore limiting the ability to increase the feature resolution. For instance, for
dense feature maps of resolution 200×150, the correlation tensor would require by
itself 3.4 GB of GPU memory in the standard 32-bit float precision. Furthermore,
processing this correlation tensor using the subsequent 4D CNN would require
more than 50 GB of GPU memory, which is much more than what is currently
available on most standard GPUs. While 16-bit half-float precision could be used
to halve these memory requirements, they would still be prohibitively large.

Long Processing Time. In addition, Neighbourhood Consensus Networks are
slow as the full dense correlation tensor must be processed. For instance, pro-
cessing the 100 × 75 × 100 × 75 correlation tensor containing matches between a
pair of dense feature maps of 100 × 75 resolution takes approximately 10 s on a
standard Tesla T4 GPU.

Poor Match Localization. Finally, the high-memory requirements limit the max-
imum feature map resolution that can be processed, which in turn limits the
localization accuracy of the estimated correspondences. For instance, for a pair
images with 1600 × 1200 px resolution, where correspondences are computed
using a dense feature map with a resolution of 100 × 75, the output correspon-
dences are localized within an error of 8 pixels. This can be problematic if cor-
respondences are used for tasks such as pose estimation, where small errors in
the localization of correspondences in image-space can yield high camera pose
errors in 3D space.

In this paper, we devise strategies to overcome the limitations of the original
NCNet method, while keeping its main advantages, such as the usage of dense
feature maps which avoids the issue of missing detections, and the processing
of multiple matching hypotheses to avoid early matching errors. Our efficient
Sparse-NCNet approach is described next.

3.2 Sparse-NCNet: Efficient Neighbourhood Consensus Networks

In this section, we describe the Sparse-NCNet approach in detail. An overview
is presented in Fig. 2. Similar to NCNet, the first stage of our proposed method
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Fig. 2. Overview of Sparse-NCNet. From the dense feature maps fA and fB ,
their top K matches are computed and stored in the one-sided sparse 4D correlation
tensors cA→B and cB→A, which are later combined to obtain the symmetric sparse
correlation tensor cAB . The raw matching score values in cAB are processed by the 4D
Sparse-NCNet N̂(·) producing the output tensor c̃AB of filtered matching scores.

consists in dense feature extraction. Given a pair of RGB input images (IA, IB) ∈
R

H×W×3, L2-normalized dense features (fA, fB) ∈ R
h×w×c are extracted via a

fully convolutional network F (·):

fA = F (IA), fB = F (IB). (1)

Then, these dense features are matched and stored into a sparse correla-
tion tensor. Contrary to the original NCNet formulation, where all the pairwise
matches between the dense features are stored and processed, we propose to keep
only the top K matches for a given feature, measured by the cosine similarity.
In detail, each feature fA

ij: from image A at position (i, j) is matched with its
K nearest-neighbours in fB , and vice versa. The one-sided sparse correlation
tensor, matching from image A to image B (A → B) is then described as:

cA→B
ijkl =

{
〈fA

ij:, f
B
kl:〉 if fB

kl: within K-NN of fA
ij:

0 otherwise
. (2)

To make the sparse correlation map invariant to the ordering of the input
images, we also perform this in the reverse direction (B → A), and add the
two one-sided correlation tensors together to obtain the final (symmetric) sparse
correlation tensor :

cAB = cA→B + cB→A. (3)

This tensor uses a sparse representation, where only non-zero elements need to
be stored. Note that the number of stored elements is, at most, h × w × K × 2
which is in practice much less than the h × w × h × w elements of the dense
correlation tensor, obtaining great memory savings in both the storage of this
tensor and its subsequent processing. For example, for a feature map of size
100 × 75 and K = 10, the sparse representation takes 3.43 MB vs. 215 MB of
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the dense representation, resulting in a 12× reduction of the processing time.
In the case of feature maps with 200 × 150 resolution, the sparse representation
takes 13.7 MB vs. 3433 MB for the dense representation. This allows Sparse-
NCNet to also process feature maps at this resolution, something that was not
possible with NCNet due to the high memory requirements. The proposed sparse
correlation tensor is a compromise between the common procedure of taking the
best scoring match and the approach taken by NCNet, where all pairwise matches
are stored. In this way, we can keep sufficient information in order avoid early
mistakes, while keeping low memory consumption and processing time.

Then the sparse correlation tensor is processed by a permutation-invariant
CNN (N̂(·)), to produce the output filtered correlation map c̃AB :

c̃AB = N̂(cAB). (4)

The permutation invariant CNN N̂(·) consists of applying the 4D CNN N(·)
twice such that the same output matches are obtained regardless of the order of
the input images:

N̂(cAB) = N(cAB) +
(
N

(
(cAB)T

))T
, (5)

where by transposition we mean exchanging the first two dimensions with the last
two dimensions, which correspond to the coordinates of the two input images.
The 4D CNN N(·) operates on the 4D space of correspondences, and is trained to
perform the neighbourhood consensus filtering. Note that while N(·) is a sparse
CNN using submanifold sparse convolutions [21], where the active sites between
the sparse input and output remain constant, the convolution kernel filters are
dense (i.e.hypercubic).

While in the original NCNet method, a soft mutual nearest-neighbour oper-
ation M(·) is also performed, we have removed it as we noticed its effect was
not significant when operating on the sparse correlation tensor. From the output
correlation tensor c̃AB , the output matches are computed by applying argmax
at each coordinate:

(
(i, j), (k, l)

)
a match if

⎧⎪⎨
⎪⎩

(i, j) = argmax
(a,b)

c̃AB
abkl, or

(k, l) = argmax
(c,d)

c̃AB
ijcd

, (6)

where (i, j) is the match coordinate in the sampling grid of fA, and (k, l) is the
match coordinate in the sampling grid of fB .

3.3 Match Relocalization by Guided Search

While the sparsification of the correlation tensor presented in the previous
section allows processing higher resolution feature maps, these are still several
times smaller in resolution than the input images. Hence, they are not suitable
for applications that require (sub) pixel feature localization such as camera pose
estimation or 3D-reconstruction.
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(a) Hard relocalisation (b) Soft relocalisation

Fig. 3. Two-stage relocalization module. (a) The hard relocalization step allows to
increase by 2× the localization accuracy of the matches m outputted by Sparse-NCNet,
which are defined on the h× w feature maps fA and fB . This is done by keeping the
most similar match mh between two 2× 2 local features f̂A,L and f̂B,L, cropped from
the 2h × 2w feature maps f̂A and f̂B . (b) The soft relocalization step then refines
the position of these matches in the 2h× 2w grid, by computing sub-feature-grid soft
localization displacements based on the softargmax operation.

To address this issue, in this paper we propose a two-stage relocalization
module based on the idea of guided search. The intuition is that we search for
accurately localized matches on 2h×2w resolution dense feature maps, guided by
the coarse matches output by Sparse-NCNet at h×w resolution. For this, dense
features are first extracted at twice the normal resolution (f̂A, f̂B) ∈ R

2h×2w×c,
which is done by upsampling the input image by 2× before feeding it into the
feature extraction CNN F (·). Note that these higher resolution features are used
for relocalization only, i.e.they are not used to compute the correlation tensor
or processed by the 4D CNN for match-filtering, which would be too expensive.
Then, these dense features are downsampled back to the normal h×w resolution
by applying a 2 × 2 max-pooling operation with a stride of 2, obtaining fA

and fB . These low resolution features (fA, fB) ∈ R
h×w×c are processed by

Sparse-NCNet, which outputs matches in the form m =
(
(i, j), (k, l)

)
, with the

coordinates (i, j) and (k, l) indicating the position of the match in fA and fB ,
respectively, as described by (6).

Having obtained the output matches in h × w resolution, the first step (hard
relocalization) consists in finding the best equivalent match in the 2h × 2w res-
olution grid. This is done by analyzing the matches between two local crops
of the high resolution features f̂A and f̂B , and keeping the highest-scoring one.
The second step (soft relocalization) then refines this correspondence further, by
obtaining a sub-feature accuracy in the 2h × 2w grid. These two relocalization
steps are illustrated in Fig. 3, and are now described in detail.

Hard Relocalization. The first step is hard relocalization, which can improve
localization accuracy by 2×. For each match m =

(
(i, j), (k, l)

)
, the 2× upsam-

pled coordinates
(
(2i, 2j), (2k, 2l)

)
are first computed, and 2 × 2 local feature
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crops f̂A,L, f̂B,L ∈ R
2×2×c are sampled around these coordinates from the high

resolution feature maps f̂A and f̂B :

f̂A,L = (f̂A
ab:)2i≤a≤2i+1

2j≤b≤2j+1
, (7)

and similarly for f̂B,L. This is done using a ROI-pooling operation [16]. Finally,
exhaustive matches between the local feature crops f̂A,L and f̂B,L are computed,
and the output of the hard relocalization module is the displacement associated
with the maximal matching score:

Δmh =
(
(δi, δj), (δk, δl)

)
= argmax

(a,b),(c,d)

〈f̂A,L
ab: , f̂B,L

cd: 〉. (8)

Then, the final match location from the hard relocalization stage is computed
as:

mh = 2m + Δmh =
(
(2i + δi, 2j + δj), (2k + δk, 2l + δl)

)
. (9)

Note that the relocalized matches mh are defined in a 2h × 2w grid, therefore
obtaining a 2× increase in localization accuracy with respect to the initial matches
m, which are defined in a h×w grid. Also note that while the implementation is dif-
ferent, the effect of the proposed hard relocalisation is similar to the max-argmax
operation used in NCNet [44], while being more memory efficient as it avoids the
computation of the a dense correlation tensor in high resolution.

Soft Relocalization. The second step consists of a soft relocalization opera-
tion that obtains sub-feature localization accuracy in the 2h × 2w grid of
high resolution features f̂A and f̂B . For this, new 3 × 3 local feature crops
(f̂A,L, f̂B,L) ∈ R

3×3×c are sampled around the coordinates of the estimated
matches mh from the previous relocalization stage. Note that no upsampling of
the coordinates is done in this case, as the matches are already in the 2h × 2w
range. Then, soft relocalization displacements are computed by performing the
softargmax operation [58] on the matching scores between the central feature of
f̂A,L and the whole of f̂B,L, and vice versa:

Δms =
(
(δi, δj), (δk, δl)

)
where

⎧⎪⎨
⎪⎩

(δi, δj) = softargmax
(a,b)

〈f̂A,L
ab: , f̂B,L

11: 〉

(δk, δl) = softargmax
(c,d)

〈f̂A,L
11: , f̂B,L

cd: 〉 (10)

The intuition of the softargmax operation is that it computes a weighted average
of the candidate positions in the crop where the weights are given by the softmax
of the matching scores. The final matches from soft relocalization are obtained
by applying the soft displacements to the matches from hard relocalization:
ms = mh + Δms.

4 Experimental Evaluation

We evaluate the proposed Sparse-NCNet method on three different benchmarks:
(i) HPatches Sequences, which evaluates the matching task directly, (ii) InLoc,
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which targets the problem of indoor 6-dof camera localization and (iii) Aachen
Day-Night, which targets the problem of outdoor 6-dof camera localization with
challenging day-night illumination changes. We first present the implementa-
tion details followed by the results on these three benchmarks. Additional 3D
reconstruction results are in the extended version of this work [42].

Implementation Details. We train the Sparse-NCNet model following the train-
ing protocol from [44]. We use the IVD dataset with the weakly-supervised mean
matching score loss for training [44]. The 4D CNN N(·) has two sparse convolu-
tion layers with 34 sized kernels, with 16 output channels in the hidden layer. A
value of K = 10 is used for computing cAB (3). The model is implemented using
PyTorch [39], MinkowskiEngine [10] and Faiss [23], and trained for 5 epochs
using Adam [25] with a learning rate of 5 × 10−4. A pretrained ResNet-101
(up to conv 4 23) with no strided convolutions in the last block is used as the
feature extractor F (·). This feature extraction model is not finetuned as the
training dataset is small (3861 image pairs) and that would lead to overfitting
and loss of generalization. The softargmax operation in (10) uses a temperature
value of 10. In the following experiments, all correspondences are first obtained
according to (6), and then only the top-scored correspondences according to the
value of c̃AB are kept (typically between 500–2000).

4.1 HPatches Sequences

The HPatches Sequences [3] benchmark assesses the matching accuracy under
strong viewpoint and illumination variations. We follow the evaluation procedure
from [13], where 108 image sequences are employed, each from a different pla-
nar scene, and each containing 6 images. The first image from each sequence is
matched against the remaining 5 images. The benchmark employs 56 sequences
with viewpoint changes, and constant illumination conditions, and 52 sequences
with illumination changes and constant viewpoint. The metric used for evalu-
ation is the mean matching accuracy (MMA) [13]. Further details about this
metric are provided in the extended version [42].

Ablations. In Fig. 4 we present ablations and a comparison with NCNet. The
benefits of sparsification are shown by comparing Sparse-NCNet and NCNet
under equal conditions, both without relocalization (methods A1 vs. A2), and
with hard relocalization only (methods B1 vs. B2). The results in Fig. 4 show that
Sparse-NCNet can obtain significant reductions in processing time and memory
consumption, while keeping almost the same matching performance. Further-
more, we show that Sparse-NCNet+hard-relocalization (B1) produces superior
results to Sparse-NCNet alone (A1). Finally, we show that using the two-stage
relocalization (C1) produces higher matching accuracy than only using hard
relocalization (B1), with minimal impact on run time or memory requirements.
We have also experimented with replacing our relocalization module with the
one from DenseSfM [57]. This resulted in a drop of 11% of the MMA@5px on
HPatches, from 87% to 76%, showing the superiority of our approach.
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Method
Feature

resolution
Reloc.
method

Reloc.
resolution

Mean
time (s)

Peak
VRAM
(MB)

A1. Sparse-NCNet 100 × 75 — — 0.83 251
A2. NCNet 100 × 75 — — 9.81 5763

B1. Sparse-NCNet 100 × 75 H 200 × 150 1.55 1164
B2. NCNet 100 × 75 H 200 × 150 10.56 7580

C1. Sparse-NCNet 100 × 75 H+S 200 × 150 1.56 1164
C2. Sparse-NCNet 200 × 150 H+S 400 × 300 7.51 2391

(a) Time and GPU memory comparison (Tesla T4 GPU)

(b) MMA on HPatches Sequences

Fig. 4. Ablations and comparison with NCNet. Sparse-NCNet can obtain equiv-
alent results to NCNet, both without relocalization (c.f .A1 vs. A2), and with hard
relocalization (H) (c.f .B1 vs. B2), while greatly reducing execution time and memory
consumption. The proposed two-stage relocalization (H+S) brings an improvement in
matching accuracy with a minor increase in execution time (c.f .C1 vs. B1). Finally,
the reduced memory consumption in Sparse-NCNet allows for processing in higher
resolution, which produces the best results, while still being faster and more memory
efficient than NCNet (c.f .C2 vs. B2).

Sparse-NCNet R2D2 [41] D2-Net [13] SuperPoint [12]
DELF [36] HessAffNet + HN++ [32, 33]

Affine Det. +
√

SIFT [30, 2]

Fig. 5. Sparse-NCNet vs. state-of-the-art on HPatches. The MMA of Sparse-
NCNet and several state-of-the-art methods is shown. Sparse-NCNet obtains the best
results overall with a large margin over the recent R2D2 method.
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Sparse-NCNet vs. State-of-the-art Methods. In addition, we compare the per-
formance of Sparse-NCNet against several methods, including state-of-the-art
trainable methods such as SuperPoint [12], D2-Net [13] or R2D2 [41]. The mean-
matching accuracy results are presented in Fig. 5. For all other methods, the
top 2000 features points where selected from each image, and matched enforc-
ing mutual nearest-neighbours, yielding approximately 1000 correspondences per
image pair. For Sparse-NCNet, the top 1000 correspondences where selected for
each image pair, for a fair comparison. Sparse-NCNet obtains the best results for
the illumination sequences for thresholds higher than 4 pixels, and in the view-
point sequences for all threshold values. Sparse-NCNet obtains the best results
overall, with a large margin over the state-of-the-art R2D2 method. We believe
this could be attributed to the usage of dense descriptors (which avoid the loss
of detections) together with an increased matching robustness from performing
neighbourhood consensus. Qualitative examples and a comparison with other
methods are presented in the extended version of this work [42].

4.2 InLoc Benchmark

The InLoc benchmark [53] targets the problem of indoor localization. It contains
a set of database images of a building, obtained with a 3D scanner, and a set of
query images from the same building, captured with a cell-phone several months
later. The task is then to obtain the 6-dof camera positions of the query images.
We follow the DensePE approach proposed [53] to find the top 10 candidate
database images for each query, and employ Sparse-NCNet to obtain matches
between them. Then, we follow again the procedure in [53] to obtain the final
estimated 6-dof query pose, which consists of running PnP [14] followed by dense
pose verification [53].

The results are presented in Fig. 6. First, we observe that Sparse-NCNet with
hard relocalization (H) and a resolution of 100 × 75 obtains equivalent results
to NCNet (methods B vs. C), while being almost 7× faster and requiring 6.5×
less memory, confirming what was already observed in the HPatches benchmark
(c.f .B1 vs. B2 in Fig. 4a). Moreover, our proposed Sparse-NCNet method with
two-stage relocalization (H+S) in the higher 200 × 150 resolution (method A)
obtains the best results and sets a new state-of-the-art for this benchmark. Recall
that it is impossible to use the original NCNet on the higher resolution due to
its excessive memory requirements. Qualitative examples are included in the
extended version [42].

4.3 Aachen Day-Night

The Aachen Day-Night benchmark [47] targets 6-dof outdoor camera localization
under challenging illumination conditions. It contains 98 night-time query images
from the city of Aachen, and a shortlist of 20 day-time images for each night-
time query. Sparse-NCNet is used to obtain matches between the query and
images in the short-list. The resulting matches are then processed by the 3D
reconstruction software COLMAP [50] to obtain the estimated query poses.
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Table 1. Results on Aachen Day-Night.
Sparse-NCNet is able to localize a similar num-
ber of queries as R2D2 and D2-Net.

localized (%)

Method 0.5m, 2◦ 1.0m,5◦ 5.0m,10◦

RootSIFT [2,28] 36.7 54.1 72.5

DenseSfM [47] 39.8 60.2 84.7

HessAffNet + HN++ [32,33] 39.8 61.2 77.6

DELF [36] 38.8 62.2 85.7

SuperPoint [12] 42.8 57.1 75.5

D2-Net [13] 44.9 66.3 88.8

D2-Net (Multi-scale) [13] 44.9 64.3 88.8

R2D2 (patch = 16) [41] 44.9 67.3 87.8

R2D2 (patch = 8) [41] 45.9 66.3 88.8

Sparse-NCNet (H, 200 × 150) 44.9 68.4 86.7

Fig. 6. Results on the InLoc
benchmark. Our proposed
method (A) obtains state-of-the-
art results on this benchmark.

The results are presented in Table 1. Sparse-NCNet presents a similar per-
formance to the state-of-the-art methods D2-Net [13] and R2D2 [41]. Note that
the results of these three different methods differ by only a few percent, which
represents only 1 or 2 additionally localized queries, from the 98 total night-time
queries. The proposed Sparse-NCNet obtains state-of-the-art results for the 1m
and 5◦ threshold, being able to localize 68.4% of the queries (67 out of 98).
Qualitative examples are shown in Fig. 1 and in the extended version [42].

5 Conclusion

In this paper we have developed Sparse Neighbourhood Consensus Networks
for efficiently estimating correspondences between images. Our approach over-
comes the main limitations of the original Neighbourhood Consensus Networks
that demonstrated promising results on challenging matching problems, mak-
ing these models practical and widely applicable. The proposed model jointly
performs feature extraction, matching and robust match filtering in a compu-
tationally efficient manner, outperforming state-of-the-art results on two chal-
lenging matching benchmarks. The entire pipeline is end-to-end trainable, which
opens-up the possibility for including additional modules for specific downstream
problems such as camera pose estimation or 3D reconstruction.
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1. Arandjelović, R., Gronat, P., Torii, A., Pajdla, T., Sivic, J.: NetVLAD: CNN archi-
tecture for weakly supervised place recognition. In: CVPR (2016)
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42. Rocco, I., Arandjelović, R., Sivic, J.: Efficient neighbourhood consensus networks

via submanifold sparse convolutions (2020). https://arxiv.org/abs/2004.10566
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44. Rocco, I., Cimpoi, M., Arandjelović, R., Torii, A., Pajdla, T., Sivic, J.: Neighbour-

hood consensus networks. In: NeurIPS (2018)
45. Rublee, E., Rabaud, V., Konolige, K., Bradski, G.: ORB: An efficient alternative

to SIFT or SURF. In: Proceedings ICCV (2011)

http://arxiv.org/abs/1702.08734
https://doi.org/10.1007/978-3-319-49409-8_11
https://doi.org/10.1007/978-3-319-49409-8_11
https://doi.org/10.1007/3-540-47969-4_9
https://arxiv.org/abs/2004.10566
https://www.di.ens.fr/willow/research/sparse-ncnet/


Sparse-NCNet: Efficient Neighbourhood Consensus Networks 621

46. Sarlin, P.E., DeTone, D., Malisiewicz, T., Rabinovich, A.: Superglue: learning fea-
ture matching with graph neural networks (2019). arXiv preprint arXiv:1911.11763

47. Sattler, T., et al.: Benchmarking 6DOF outdoor visual localization in changing
conditions. In: Proceedings CVPR (2018)

48. Schaffalitzky, F., Zisserman, A.: Automated scene matching in movies. In: Lew,
M.S., Sebe, N., Eakins, J.P. (eds.) CIVR 2002. LNCS, vol. 2383, pp. 186–197.
Springer, Heidelberg (2002). https://doi.org/10.1007/3-540-45479-9 20

49. Schmid, C., Mohr, R.: Local grayvalue invariants for image retrieval. IEEE PAMI
19(5), 530–535 (1997)

50. Schönberger, J.L., Frahm, J.M.: Structure-from-motion revisited. In: Conference
on Computer Vision and Pattern Recognition (CVPR) (2016)

51. Schönberger, J.L., Zheng, E., Frahm, J.-M., Pollefeys, M.: Pixelwise view selection
for unstructured multi-view stereo. In: Leibe, B., Matas, J., Sebe, N., Welling, M.
(eds.) ECCV 2016. LNCS, vol. 9907, pp. 501–518. Springer, Cham (2016). https://
doi.org/10.1007/978-3-319-46487-9 31

52. Sivic, J., Zisserman, A.: Video google: a text retrieval approach to object matching
in videos. In: Proceedings ICCV (2003)

53. Taira, H., et al.: InLoc: indoor visual localization with dense matching and view
synthesis. In: Proceedings CVPR (2018)

54. Tian, Y., Fan, B., Wu, F.: L2-Net: deep learning of discriminative patch descriptor
in Euclidean space. In: Proceeding CVPR (2017)
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Abstract. Deep Convolutional Neural Networks (CNNs) have been suc-
cessfully used in many low-level vision problems like image denoising.
Although the conditional image generation techniques have led to large
improvements in this task, there has been little effort in providing con-
ditional generative adversarial networks (cGANs) with an explicit way
of understanding the image noise for object-independent denoising reli-
able for real-world applications. The task of leveraging structures in the
target space is unstable due to the complexity of patterns in natural
scenes, so the presence of unnatural artifacts or over-smoothed image
areas cannot be avoided. To fill the gap, in this work we introduce the
idea of a cGAN which explicitly leverages structure in the image noise
variance space. By learning directly a low dimensional manifold of the
image noise variance, the generator promotes the removal from the noisy
image only that information which spans this manifold. This idea brings
many advantages while it can be appended at the end of any denoiser
to significantly improve its performance. Based on our experiments, our
model substantially outperforms existing state-of-the-art architectures,
resulting in denoised images with less over-smoothing and better detail.

1 Introduction

During image acquisition, due to the presence of noise some image corrup-
tion is inevitable and can degrade the visual quality considerably. Therefore,
noise removal is essential for many digital imaging and computer vision applica-
tions [22] and remains an important and active research topic.

Denoising algorithms can be grouped in two categories: learning-based and
model-based. Modelling the image prior from a set of noisy and ground-truth
image sets is the goal of discriminative learning. The performance of the current
learning models is limited by their inadequacy of handling all possible levels of
noise in a single model. In this category are methods such as brute force learning
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doi.org/10.1007/978-3-030-58545-7 36) contains supplementary material, which is
available to authorized users.
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Fig. 1. Motivation of our method: By characterizing directly the image signal
dependent noise, the reconstruction of the clean image is much more accurate. Instead
of constraining the output of a generator to span the target space, is better to constrain
it to remove from the noisy image only that information which spans the manifold of
the residual image variance.

like MLP [11], CNNs [58,59] or truncated inference [15]. On the other hand, the
model-based algorithms are computationally expensive, and unable to character-
ize complex image textures. In the this category fall algorithms including exter-
nal priors [7], Markov random field models [49,52], gradient methods [54,55],
non-local self-similarity [33] and sparsity (e.g. MCWNNM [24]).

A denoising algorithm should be efficient, perform denoising using a single
model and handle spatially variant noise when the noise standard-deviation is
known or unknown. The physics of digital sensors and the steps of an imaging
pipeline are well-understood and can be leveraged to generate training data from
almost any image using only basic information about the target camera sensor.
Recent work has shifted to sophisticated signal-dependent single source noise
models [27] that better match the physics of image formation [9,38,43]. Also,
adapting a learned denoising algorithm to a new camera sensor may require
capturing a new dataset. However, capturing noisy and noise-free image pairs is
difficult, requiring long exposures or large bursts of images, and post-processing
to combat camera motion and lighting changes.

In this paper, we introduce the idea of a cGAN [44] which directly constrains
the image spatially variant noise for image denoising (Fig. 1). In this way, we
avoid the direct characterization of the space of clean images, since the com-
plexity of natural image patterns is extremely high. To do so, a combination of
supervised (regression) and unsupervised (autoencoder) ‘encoder-decoder ’ type
subnets applies implicit constraints in the residual image (the difference between
the noisy observation and the clean image) variance latent subspace. By adopt-
ing the idea of residual learning [58] in the regression subnet and using a shared
decoder, the unsupervised subnet is explicitly constrained to generate residual
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image samples that span only the image noise variance manifold. Intuitively,
this can be thought of as constraining the regression subnet to subtract from the
noisy image only the residual image that looks like realistic image noise coming
from a specific camera sensor. The proposed idea: a) allows the direct associa-
tion of one or more camera sensors with their corresponding noise statistics and
b) introduces also the idea of a discriminator operating directly in the residual
image domain. Our system: a) increases significantly the robustness of the image
denoising task, b) makes easier the model adaptation to a new camera sensor, c)
allows multi-camera noise reduction during one inference step, d) allows multi-
source noise removal during one inference step, e) utilizes all the samples in
the residual image domain even in the absence of the corresponding noisy input
samples, f) can be applied at the end of any residual learning based denoiser
improving its performance and g) deals with a wide range of noise levels.

2 Related Work

2.1 Image Prior Based Methods

Image prior based methods, e.g. NSCR [21], TWSC [56], WNNM [24], can be
employed to solve the denoising problem of unknown noise because they do not
require training data since they model the image prior over the noisy image
directly. The classic BM3D [19] method is based on the idea that natural images
usually contain repeated patterns (non-local self-similarity model). In non-local
means (NLM) [10], the pixel values are predicted based on their noisy surround-
ings. Many variants of NLM and BM3D seeking self-similar patches in differ-
ent transform domains were proposed, e.g. SAPCA [33], NLB [35]. Sparsity is
enforced by dictionary-based methods [20] by employing self-similar patches and
learning over-complete dictionaries from clean images. In contrast, Noise2Void
(N2V) [34] and Noise2Noise (N2N) [37] do not require training noisy image pairs,
nor clean target images. N2N attempts to learn a mapping between pairs of inde-
pendently degraded versions of the same training image. For image patch restora-
tion, maximum likelihood algorithms like Gaussian Mixture Models (GMMs),
were employed to learn statistical priors from image patch groups [13,57]. Dic-
tionary learning based and basis-pursuit based algorithms such as KSVD [4],
Fields-of-Experts or TNRD [16] operated by finding image representations where
sparsity holds or statistical regularities are well-modeled [61]. In [36], an exten-
sion of non-local Bayes approach, named NC, was proposed to model the noise
of each patch group to be zero-mean correlated and Gaussian distributed. The
disadvantage of this category of methods is that external information from pos-
sible many other images taken under the same condition with the image to be
denoised cannot be used. Furthermore, the generalization capabilities are limited
because these methods are defined mostly based on human knowledge.

2.2 Discriminative Deep Learning Methods

In recent years, CNNs have achieved great success in image denoising. The first
attempt of employing CNNs for this task was made in [30]. Discriminative deep
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learning methods are trained offline, extracting information from ground truth
annotated training sets before they are applied to test data. In DnCNN [58]
and IrCNN [59] networks, stacked convolution, batch normalization and ReLU
layers were used to estimate the residual image [26]. By adding symmetric skip
connections, an improved encoder-decoder network for image denoising based
on residual learning was proposed in [41]. A densely connected denoising net-
work, named Memnet, constructed in [51] to enable memory of the network. A
multi-level wavelet CNN (MWCNN) model based on a U-Net architecture used
in [40] to incorporate large receptive field for image denoising. By incorporating
non-local operations into a recurrent neural network (RNN), a non-local recur-
rent network (NLRN) for image restoration presented in [39]. A network named
N3Net [47] employed the k-nearest neighbor matching in the denoising network to
exploit the non-local property of the image features. A fast and flexible network
(FFDNet) which can process images with non-uniform noise corruption proposed
in [60]. A residual in the residual structure (RIDNet) used in [6] to ease the flow
of low-frequency information and apply feature attention to exploit the chan-
nel dependencies. Recently, a blind denoising model for real photographs named
CBDNet [25] is composed of two subnetworks: noise estimation and non-blind
denoising. A self-guided network (SGN), which adopts a top-down self-guidance
architecture to better exploit image multi-scale information presented in [23].
FOCNet network [31] solved a fractional optimal control problem in a multi-
scale approach. Although the methods in this category achieved high denoising
quality, they cannot work in the absence of paired training data.

2.3 Generative Models

GANs were recently trained to synthesize noise [14], thus pairs of corresponding
clean and noisy images were obtained for training CNNs. Any further filtering
of the RAW image changes the real noise statistics making that task very diffi-
cult [14]. Also, is not realistic to create noisy images by adding random generated
noise to the clean images since in real images the noise variance is data depen-
dent. Noise Flow method [1] combined well-established basic parametric noise
models (e.g. signal-dependent noise) with the flexibility and expressiveness of
normalizing flow architectures to model noise distributions observed from large
datasets of real noisy images. However, it is not clear how to quantitatively assess
the quality of the generated samples.

3 Our Method

In this section, we introduce our system for the task of image denoising. The goal
is to produce a single clean (RGB or RAW) image from a corresponding single
noisy (RGB or RAW) image. Firstly, we give a brief overview of the noise signal
in real images (Sect. 3.1). Our method falls in the category of conditional image
generation methods, thus to make the paper self-contained we briefly describe
this category (Sect. 3.2) before introducing our method (Sect. 3.3).
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3.1 Image Noise Modeling in Real-World Images

Camera sensors output RAW data in a linear color space where pixel measure-
ments are proportional to the number of photo-electrons collected. The primary
sources of noise are shot noise, a Poisson process with variance equal to the sig-
nal level, and read noise, an approximately Gaussian process caused by a variety
of sensor readout effects. The noise is spatially variant; hence, the assumption
that noise is spatially invariant does not hold for real images. The noise is well-
modeled by a signal-dependent Gaussian distribution [27]:

xp ∼ N (
yp, σ

2
r + σsyp

)
(1)

where xp is a noisy measurement of the true intensity yp at pixel p. The param-
eters σr and σs: a) are fixed, given a specific camera sensor, for each sensor gain
(ISO) value and varies as ISO changes and b) are different for different camera
sensors. Since the noise is structured (not random) a low-dimensional manifold
for noise variance exists. A realistic noise model is important aspect in training
CNN-based denoising methods for real photographs [6,25].

3.2 Conditional Image Generation

In computer vision, the task of conditional image generation is dominated by
approaches similar to a GAN. The GAN consists of a generator and a discrim-
inator module commonly optimized with alternating gradient descent methods.
cGAN extend the formulation by providing the generator with additional labels.
The generator G takes the form of an encoder-decoder network where the encoder
projects the label into a low-dimensional latent subspace and the decoder per-
forms the opposite mapping.

cGAN and its variants like Robust cGAN [17], were applied in the past for
the task of object-dependent image denoising. The encoder-decoder generator
of Robust cGAN performs a similar regression as its counterpart in cGAN. It
accepts a sample from the source domain and maps it to the target domain by
using a second CNN in the target domain which promotes more realistic regres-
sion outputs. Recently in non GAN-based methods, generators adopting a similar
architecture were proposed for object-dependent image denoising. In [29], a two-
tailed CNN is employed – for inferring the clean image and the noise separately.
The input noisy image is decoupled to the signal and noise in a latent space,
while a decoder used to generate the signal and noise in the spatial domain.
There are two major drawbacks of all these methods: i) in the absence of skip
connections, these methods perform well only in the case of object-dependent
image denoising (i.e. face denoising [17,53]). The need of having different mod-
els for different objects makes them unsuitable for digital devices with limited
resources (e.g. smartphones) where the run-time performance is of importance.
ii) the purpose of their unsupervised learning sub-networks, whose (hidden) lay-
ers contain representations of the input data, is to be sufficiently powerful for
compressing (and decompressing) the data while losing as little information as
possible. However, even in the presence of skip connections, this procedure of
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defining a nonlinear representation which can accurately reconstruct image pat-
terns from a variety of real complex objects/scenes is not realistic. As a result,
these methods very often hallucinate complex image structures by introducing
severe blurry effects or unusual image patterns/artifacts.

3.3 Image Denoising Based on Noise Variance Manifold
Reconstruction

To tackle the problems mentioned in Sect. 3.2, the proposed method intro-
duces the general idea of explicitly constraining the residual image removed by
a denoiser to lie in the low-dimensional manifold of the signal dependent image
noise variance (Sect. 3.1). Like cGAN, our method consists of a generator and a
discriminator. The generator includes two subnets: the first regression (Reg) sub-
net performs regression while the second reconstruction (Rec) is an autoencoder
in the residual image domain. Both subnets consist of similar encoder-decoder
networks, while a backbone network is used prior to the encoder-decoder net-
work of the Reg subnet. By sharing the weights of their decoders, the generator
adopts the residual learning strategy to remove from the noisy observation that
information which spans the image noise variance manifold. A schematic of the
proposed generator is illustrated in Fig. 2. Rather than directly outputing the
denoised image, the supervised Reg subnet is designed to predict the ground-
truth residual image v = s−y, where s and y stand for the noisy and the clean
(ground-truth) image, respectively. Thus, the unsupervised Rec subnet works as
a conditional auto-encoder in the domain of v. The Rec subnet during infer-
ence is no longer required, therefore the testing complexity remains the same
as in standard cGAN. Two Unet style skip connections from the encoder to the
decoder used in both subnets improving the learning of the residual between
the features corresponding to the image and to the residual image structures.
Also, a BEGAN style decoder skip connection [8], which creates a skip connec-
tion between the first decoder layer and each successive upsampling layer of the
decoder, used to help gradient propagation.

The reconstruction of v is an easier task compared to the reconstruction of
y as in cGAN. Thus, we can learn how to turn bad images into good images by
only looking at the structure of the residual image. This property: i) makes our
cGAN an object-independent image denoiser and ii) helps the denoiser largely
avoid image over-smoothing/artifacts, something essential for image denoising.

Noising is a challenging process to be reversed by the few convolutional layers
of the encoder in Reg subnet especially in an object-independent scenario. This
is why a backbone network used to extract complex feature representations, ϕ,
useful to preserve for later the low and high image frequencies. Different state-of-
the-art denoisers could be used as backbone networks. Thus, the proposed idea
could be applied at the end of any denoiser constraining its output improving in
that way its performance as it is experimentally verified in Sect. 4.

In addition, the Rec subnet enables utilization of all the samples in the
domain of the residual image even in the absence of the corresponding noisy
input samples. In the case of a well defined image noise source, like the one
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Fig. 2. Schematic of the proposed generator.

described in Sect. 3.1, a huge amount of different residual image realizations
(e.g. for different ISOs) could be generated and used to train that subnet.

The adaptation of an existing model to a new camera sensor is an easier task
for our method. To do so, only the Rec subnet must be retrained from scratch
while the Reg subnet needs only to be fine-tuned using a small number of paired
training samples obtained using the new sensor. Also, our method can remove
more than one noise source during one inference step. To do so, a different noise
variance manifold for each noise source is obtained, thus a different Rec subnet
per noise source constrains the denoiser in a sequential manner (Fig. 4(a)).

The task of learning directly the image noise variance manifold can be greatly
benefit by any conditional information, c, related to the camera sensor. This
information varies and it is provided to both subnets. c could contain the two
noise parameters σr and σs (if available) associating in that way a camera sen-
sor with its corresponding noise statistics. In the case of multi-camera noise
reduction, c could additionally contain a one hot vector per pixel defining the
camera id used to take each picture, thus one or more noise sources are explicitly
associated with the corresponding camera sensor. More specifically, Reg subnet
gets as input c in concatenation (denoted as [·]) with s and ϕ and outputs
y−G(Reg)([s, c,ϕ]), where G(Reg)([s, c,ϕ]) is the predicted residual image. The
superscript ‘Reg’ abbreviates modules of the Reg subnet. Based on Eq. 1, the
noise variance for a pixel p depends, except for the camera sensor-based param-
eters, on yp. Thus, the input to Rec subnet should be v in concatenation with y
and c. By giving explicitly y as additional input, the task of the Rec subnet is
not to learn the underlying structure of a huge variety of complex image patterns,
but to learn how clean image structures are affected by the presence of structured
noise.

The proposed idea deals with a wide range of noise levels in contrast to a
standard cGAN or its variants. According to [26], when the original mapping
F(s) (as in cGAN) is more like an identity mapping, the residual mapping will
be much easier to optimize. Note that s is much more like s − G(Reg)([s, c,ϕ])
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than G(Reg)([s, c,ϕ]) (especially when the noise level is low). Thus, F(s) would
be closer to an identity mapping than G(Reg)([s, c,ϕ]), and the residual learning
formulation is more suitable for image denoising [58].

In the case of image denoising in the RGB domain, s represents 3-channel
image based tensors. Regarding s in the RAW domain, each pixel in a conven-
tional camera (linear Bayer) sensor is covered by a single red, green, or blue
color filter, arranged in a 4-channel Bayer pattern (i.e. R-G-G-B). The content
loss consists of two terms that compute the per-pixel difference between the pre-
dicted clean image, and the clean (ground-truth) image. The two terms are i)
the �1 loss between the ground-truth image and the output of the generator, ii)
the �1 of their gradients; mathematically expressed as:

Lc = λc ·
N∑

n=1

||(s(n) − G(Reg)([s(n), c(n),ϕ(n)])) − y(n)||

+ λcg ·
N∑

n=1

||∇(s(n) − G(Reg)([s(n), c(n),ϕ(n)])) − ∇y(n)||,
(2)

where G(Reg)([s(n), c(n),ϕ(n)]) = d(Reg)(e(Reg)([s(n), c(n),ϕ(n)])), N stands for
the total number of training samples, e stands for encoder, d stands for decoder
and λc, λcg = 0.5 · λae are hyper-parameters to balance the loss terms. The
unsupervised Rec subnet contributes the following loss term:

LRec =
∑N

n=1
[fd(v(n),G(Rec)([v(n),y(n), c(n)]))] (3)

where G(Rec)([v(n),y(n), c(n)]) = d(Rec)(e(Rec)([v(n),y(n), c(n)])) is the Rec sub-
net ’s output, fd is a divergence metric (�2 loss due to the auto-encoder in the
noise domain) and the superscript ‘Rec’ abbreviates modules of the Rec subnet.

Despite sharing the weights of the decoders, the latent representations of the
two subnets are forced to span the same space using a latent loss term Llat. This
term minimizes the distance between the encoders’ outputs, i.e. the two residual
noise variance representations are spatially close. The latent loss term is:

Llat =
∑N

n=1
||e(Reg)([s(n), c(n),ϕ(n)]) − e(Rec)([v(n),y(n), c(n)])||. (4)

As a part of the vanilla cGAN, the feature matching loss [28,50] enables the
network to match the data and the model’s distribution faster. The intuition
is that to match the high-dimensional distribution of the data with Reg subnet,
their projections in lower-dimensional spaces are encouraged to be similar. The
feature matching loss is:

Lf =
∑N

n=1
||π(s(n) − G(Reg)([s(n), c(n),ϕ(n)])) − π(y(n))||. (5)

where π() extracts the features from the penultimate layer of the discriminator.
Skip connections enable deeper layers to capture more abstract representa-

tions without the need of memorizing all the information. The lower-level rep-
resentations are propagated directly to the decoder through the shortcut, which
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makes it harder to train the longer path [48]. The Decov loss term [18] used: a)
to penalize the correlations in the representations of one or more layers, b) to
implicitly encourage the representations to capture diverse and useful informa-
tion and c) to maximize the variance captured by the longer path representations.
For the jth layer this loss is defined as:

Lj
decov =

1
2
(||Cj ||2F − ||diag(Cj)||22), (6)

where diag() computes the diagonal elements of a matrix and Cj is the covari-
ance matrix of the layer representations. The loss is minimized when the covari-
ance matrix is diagonal, i.e. it imposes a cost to minimize the covariance of
hidden units without restricting the diagonal elements that include the variance
of the hidden representations.

Fig. 3. The proposed discriminator for image denoising operates directly in the residual
image domain.

In the case of multi-camera noise reduction, let’s assume that the same scene
is captured under the same lighting conditions by different camera sensors. Let’s
also assume that an ideal denoiser per camera sensor exists. In that case, the
output of all the denoisers should be the same underlying clean image although
the noise statistics of each camera can be very different. This leads to the idea
of a discriminator which operates directly in the residual image domain (Fig. 3)
thus trying to distinguish between the residual image samples generated by the
denoiser and the ground-truth residual image distributions given a specific cam-
era sensor. This is feasible in the proposed method because the Rec subnet con-
straints directly the denoiser to remove only that information which spans the
learned noise variance manifold of each camera sensor. The generator samples z
from a prior distribution pz , e.g. uniform, and tries to model the target distribu-
tion pd; the discriminator D tries to distinguish between the samples generated
from the model and the target image noise distributions. More specifically, the
discriminator accepts as input G(Reg)([s, c,ϕ]) along with v, c and s, while the
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standard adversarial loss of cGAN is modified to:

L�
adv(G(Reg),D) = Es,v∼pd(s,v)[log D(v|s, c)]

+ Es∼pd(s),z∼pz(z)[log(1 − D(G(Reg)([s, c,ϕ])|s, c))].
(7)

by solving the following min-max problem:

min
wG

max
wD

L�
adv(G(Reg),D) = min

wG

max
wD

Es,v∼pd(s,v)[log D(v|s, c,wD)]+

Es∼pd(s),z∼pz(z)[log(1 − D(G(Reg)([s, c,ϕ]|wG)|s, c,wD))]

where wG,wD denote the generator’s and the discriminator’s parameters respec-
tively. The final loss function of our method is:

Ltotal = L�
adv + Lc + λπ · Lf + λae · LRec + λl · Llat + λd ·

j∑
Lj

decov, (8)

where λπ, λae, λl and λd are extra hyper-parameters to balance the loss terms.

Fig. 4. (a) In the case of camera multi-source image noise, more than one Rec subnet
can be employed. Each subnet is responsible for removing noise structure that comes
from a specific noise source, and (b) the quantitative results on the DnD benchmark
of our method and its ablations. Regarding our method, in parentheses we define the
type of denosing plus the used backbone network.

4 Experimental Results

4.1 Training Settings

Synthetic noisy images were combined with real noisy data to improve the gen-
eralization ability of our method to real photographs. To generate them, we
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followed the pipeline in [25]. To do so, we employed BSD500 [42], DIV2K [3],
and MIT-Adobe FiveK [12], resulting in 3.5K images while for real noisy images,
we extracted cropped patches from SSID [2] and RENOIR [5]. Finally, the data
augmentation procedure results in 64×64 image patches. In our ‘encoder-decoder ’
architecture (same for both subnets) 11 layers were used with an latent space
of dimensions MB×2 × 2 × 1024, where MB stands for the mini-batch size. The
values of the additional hyper-parameters are λae = 2.5 ∗ 103, λl = 0.5 and
λd = 10−6. The common hyper-parameters λπ and λc with the vanilla cGAN
remain the same. In the beginning, the two subnets were trained separately while
afterwards they were jointly trained. For both subnets: the kernel size used was
3×3; Adam [32] was used as the optimizer with default parameters; the learn-
ing rate was initially set to 10−3 and then halved after 106 iterations; ReLU
activation used; the network ran for 50 epochs.

4.2 Comparisons on Real-World Images

The most three challenging public datasets that significantly improve upon ear-
lier (and often unrealistic) benchmarks for denoising, were used to evaluate the
performance of our method: the Darmstadt Noise Dataset (DnD) [46], the Nam
Dataset [45] and the Smartphone Image Denoising Dataset (SIDD) [2]. These
datasets are multi-camera datasets (camera id is provided), thus can be used for
performing multi-camera noise reduction. To highlight the contribution of the
proposed idea, as the backbone network in our method we used: a) a standard
residual network (ResNet) [26] created by stacking three building blocks, and b)
the best deep learning-based method in the literature according to each bench-
mark, if existing, excluding the last network layer since this network acts as a
feature extractor. The pre-trained weights reported in the literature, if available,
used as initialization of the backbone network.

Fig. 5. Example of image denoising of a DnD image. Results of the proposed method
shown when a standard ResNet used as backbone network.
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Evaluation on DnD: DnD is a novel benchmark dataset which consists of
realistic uncompressed photos from 50 scenes taken by 4 different standard con-
sumer cameras of natural “in the wild” scene content. In DnD: the camera meta-
data have been captured; the noise properties have been carefully calibrated; and
the image intensities are presented as RAW unprocessed linear intensities. For
each real high-resolution image, the noisy high-ISO image is paired with the
corresponding (nearly) noise-free low-ISO ground-truth image.

The evaluation of DnD is separated in two categories: algorithms that use
linear Bayer sensor readings or algorithms that use bilinearly demosaiced sRGB
images as input. Thus, PSNR and SSIM for each technique are reported for both
categories. The quantitative results with respect to prior work of our method and
its ablations are shown in Fig. 4(b). For algorithms which have been evaluated
with and without a variance stabilizing transformation (VST), the version which
performs better is reported. The evaluation of algorithms that only operate on
sRGB inputs is also reported. The proposed idea was tested for both categories.
A blind and a non-blind version of our method had been tested for each category
based on the info that c represents. The blind version uses no extra conditional
information along with the noisy input image (empty c). As described in Sect. 3.3,
in the non-blind version, c could contain information regarding the camera noise
model and/or the camera id. As a backbone network for blind image denoising,
two variants used: a) the standard ResNet and b) the best method in the liter-
ature named UPI [9]. In the case of RAW image domain, the first variant pro-
duced significantly higher PSNR (+1.01dB) and SSIM than UPI, while the second
one impressively boosted the performance of UPI by 1.16dB. In the case of sRGB
image domain, the first variant produced significantly higher PSNR (+1.15dB)
and SSIM than UPI, while the second one impressively boosted the performance
of UPI by 1.24dB. As a backbone network for non-blind image denoising, only
the standard ResNet used since the best methods in the literature are not deep
learning techniques. In the case of image RAW domain, our system produced sig-
nificantly higher PSNR (+3.76dB) and SSIM compared to the second best method
named BM3D [19]+VST. In case of sRGB image domain, the improvement over
BM3D+VST was 4.25dB. Also, runtimes (mean over 100 runs) reported in the
literature are presented as well in Fig. 4(b). The runtime (excluding data trans-
ferring to GPU) of our blind model with standard ResNet as backbone network
is 52ms while for the non-blind one is 63ms given as input 512×512 images. Some
qualitative results are given in Fig. 5.

Evaluation on Nam: The Nam dataset consists of 11 static scenes cap-
tured by 3 consumer cameras. For each scene, 500 JPEG noisy temporal images
were captured to compute the temporal nearly noise-free mean image and covari-
ance matrix for each pixel. The quantitative results with respect to prior work
are shown in Fig. 7(a). Both the blind and non-blind version of our method
were evaluated. As a backbone network for blind image denoising, two variants
used: a) the standard ResNet and b) the best method in the literature named
CBDNet [25]. The first variant produced significantly higher PSNR (+1.03dB)
and SSIM than CBDNet, while the second one impressively boosted the
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Fig. 6. Example of image denoising of a Nam image. Results of the proposed method
shown when a standard ResNet used as backbone network.

performance of CBDNet by 1.18dB. CBDNet-JPEG [25] is a version of CBDNet
which specifically deals with the JPEG compression. For fair comparison, we
have retrained both variants by adopting this data augmentation technique. In
that case, the first variant produced significantly higher PSNR (+0.89dB) and
SSIM than CBDNet-JPEG, while the second one impressively boosted the per-
formance of CBDNet-JPEG by 1.07dB. As a backbone network for non-blind
image denoising, only the standard ResNet used since the best methods in bib-
liography are not deep learning techniques. Our system produced significantly
higher PSNR (+0.97dB) and SSIM compared to the second best method named
WNNM [24]. Some qualitative results are given in Fig. 6.

Evaluation on SIDD: SIDD is real noise dataset with a large number of
available test (validation) images. The quantitative results on the SIDD bench-
mark with respect to prior work are shown in Fig. 7(b). Both the blind and
non-blind version of our method were evaluated. As a backbone network for
blind image denoising, two variants used: a) the standard ResNet and b) the
best method in the literature named RIDNet [6]. The first variant produced sig-
nificantly higher PSNR (+1.11dB) than RIDNet, while the second one impres-
sively boosted the performance of RIDNet by 1.14dB. As a backbone network
for non-blind image denoising, only the standard ResNet was used since the best
method in the literature, named BM3D [19], is not a deep learning technique.
Our system produced significantly higher PSNR (+8.93dB) compared to BM3D.
Some qualitative results are given in Fig. 8.

Since the idea behind our method favours the multi-camera noise reduc-
tion task, there is a significant improvement in terms of performance across all
datasets. Based on all our experiments, the proposed idea is general and can be
appended at the end of existing image denoising methods to significantly improve
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Fig. 7. (a) The quantitative results on the Nam benchmark and (b) the quantitative
results on the SIDD benchmark. Regarding our method, in parentheses we define the
type of denosing plus the used backbone network.

Fig. 8. Example of image denoising of a SIDD image. Results of the proposed method
shown when ResNet used as backbone network.

their performance. In addition, the proposed idea better restores the true colors
than the competing methods. Also, by directly characterizing the image noise,
our method avoids in great degree the image over-smoothing.

5 Conclusions

In this work, we show that is easier to turn noisy images into clean images only by
looking at the structure of the residual image. We introduce the idea of a cGAN
that explicitly leverages structure in the image noise variance space. By adopting
the residual learning, the generator promotes the removal from the noisy image
only that information which spans the manifold of the image noise variance. Our
method significantly outperforms existing state-of-the-art architectures.
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Abstract. We present a new learning-based method for multi-frame
depth estimation from a color video, which is a fundamental problem in
scene understanding, robot navigation or handheld 3D reconstruction.
While recent learning-based methods estimate depth at high accuracy,
3D point clouds exported from their depth maps often fail to preserve
important geometric feature (e.g., corners, edges, planes) of man-made
scenes. Widely-used pixel-wise depth errors do not specifically penalize
inconsistency on these features. These inaccuracies are particularly severe
when subsequent depth reconstructions are accumulated in an attempt
to scan a full environment with man-made objects with this kind of fea-
tures. Our depth estimation algorithm therefore introduces a Combined
Normal Map (CNM) constraint, which is designed to better preserve
high-curvature features and global planar regions. In order to further
improve the depth estimation accuracy, we introduce a new occlusion-
aware strategy that aggregates initial depth predictions from multiple
adjacent views into one final depth map and one occlusion probability
map for the current reference view. Our method outperforms the state-
of-the-art in terms of depth estimation accuracy, and preserves essential
geometric features of man-made indoor scenes much better than other
algorithms.

Keywords: Multi-view depth estimation · Normal constraint ·
Occlusion-aware strategy · Deep learning

1 Introduction

Dense multi-view stereo is one of the fundamental problems in computer vision
with decades of research, e.g. [4,13,14,31,40,43]. Algorithms vastly differ in their
assumptions on input (pairs of images, multi-view images etc.) or employed scene
representations (depth maps, point clouds, meshes, patches, volumetric scalar
fields etc.) [11].
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In this paper, we focus on the specific problem of multi-view depth estimation
from a color video from a single moving RGB camera [11]. Algorithms to solve
this problem have many important applications in computer vision, graphics
and robotics. They empower robots to avoid collisions and plan paths using
only one onboard color camera [3]. Such algorithms thus enable on-board depth
estimation from mobile phones to properly combine virtual and real scenes in
augmented reality in an occlusion-aware way. Purely color-based solutions bear
many advantages over RGB-D based approaches [47] since color cameras are
ubiquitous, cheap, consume little energy, and work nearly in all scene conditions.

Depth estimation from a video sequence is a challenging problem. Traditional
methods [4,13,14,40,43] achieve impressive results but struggle on important
scene aspects: texture-less regions, thin structures, shape edges and features, and
non-Lambertian surfaces. Recently there are some attempts to employ learning
techniques to this problem [16,18,20,36,41]. These methods train an end-to-end
network typically with a pixel-wise depth loss function. They lead to signifi-
cant accuracy improvement in depth estimation compared to non-learning-based
approaches. However, most of these works fail to preserve prominent features of
3D shapes, such as corners, sharp edges and planes, because they use only depth
for supervision and their loss functions are therefore not built to preserve these
structures. This problem is particularly detrimental when reconstructing indoor
scenes with man-made objects or regular shapes, as shown in Fig. 4. Another
problem is the performance degradation caused by the depth ambiguity in the
occluded region, which has been ignored by most of the existing works.

We present a new method for depth estimation with a single moving color
camera that is designed to preserve important local features (edges, corners,
high curvature features) and planar regions. It takes one video frame as ref-
erence image and uses some other frames as source images to estimate depth
in the reference frame. Pairing the reference image with each source image, we
first build an initial 3D cost volume from each pair via plane-sweeping warping.
Subsequent cost aggregation for each initial cost volume yields an initial depth
maps for each image pair (e.g. the reference image and a source image). Then we
employ a new occlusion-aware strategy to combine these initial depth maps into
one final reference-view depth map, along with an occlusion probability map.

Our first main contribution is a new structure preserving constraint enforced
during training. It is inspired by learning-based monocular depth estima-
tion methods using normal constraints for structure preservation. GeoNet [29]
enforces a surface normal constraint, but their results have artifacts due to noise
in the ground truth depth. Yin et al. [42] propose a global geometric constraint,
called virtual normal. However, they cannot preserve intrinsic geometric features
of real surfaces and local high-curvature features. We therefore propose a new
Combined Normal Map (CNM) constraint, attached to local features for both
local high-curvature regions and global planar regions. For training our network,
we use a differentiable least squares module to compute normals directly from
the estimated depth and use the CNM as ground truth in addition to the stan-
dard depth loss. Experiments in Sect. 5.2 show that the use of this novel CNM
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constraint significantly improves the depth estimation accuracy and outperforms
those approaches that use only local or global constraints.

Our second contribution is a new neural network that combines depth maps
predicted with individual source images into one final reference-view depth map,
together with an occlusion probability map. It uses a novel occlusion-aware loss
function which assigns higher weights to the non-occluded regions. Importantly,
this network is trained without any occlusion ground truth.

We experimentally show that our method significantly outperforms the state-
of-the-art multi-view stereo from monocular video, both quantitatively and qual-
itatively. Furthermore, we show that our depth estimation algorithm, when inte-
grated into a fusion-based handheld 3D scene scanning approach, enables inter-
active scanning of man-made scenes and objects in much higher shape quality
(See Fig. 6).

2 Related Work

Multi-view Stereo. MVS algorithms [4,13,14,40,43] are able to reconstruct
3D models from images under the assumptions of known materials, viewpoints,
and lighting conditions. The MVS methods vary significantly according to dif-
ferent scene representations, but the typical workflow is to use hand-crafted
photo-consistency metrics to build a cost volume and do the cost aggregation
and estimate the 3D geometry from the aggregated cost volume. These methods
tend to fail for thin objects, non-diffuse surfaces, or the objects with insufficient
features.

Learning-based Depth Estimation. Recently some learning-based methods
achieve compelling results in depth estimation. They can be categorized into four
groups: i) single-view depth estimation [9,10,22,25]; ii) two-view stereo depth
estimation [5,20,26,34,44]; iii) multi-view stereo depth estimation [16,18,41]; iv)
depth estimation from a video sequence [23,36]. Single-view depth estimation
is an ill-posed problem due to inherent depth ambiguity. On the other hand,
two-view and multi-view depth estimation [11] is also challenging due to the
difficulties in dense correspondence matching and depth prediction in featureless
or specular regions. Some two-view [5,20,26,44] and multi-view [16,18,36,41]
depth estimation algorithms have produced promising results in accuracy and
speed by integrating cost volume generation, cost volume aggregation, disparity
optimization and disparity refinement in an end-to-end network.

Depth estimation from video frames is becoming popular with the high
demand in emerging areas, such as AR/VR, robot navigation, autonomous driv-
ing and view-dependent realistic rendering. Wang et al. [36] design a real-time
multi-view depth estimation network. Liu et al. [23] propose a Bayesian filter-
ing framework to use frame coherence to improve depth estimation. Since these
methods enforce depth constraint only, they often fail to preserve important
geometric feature (e.g., corners, edges, planes) of man-made scenes.

Surface Normal Constraint. Depth-normal consistency has been explored
before for the depth estimation task [8,29,42,46]. Eigen et al. [8] propose a
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neural network with three decoders to separately predict depth, surface normal
and segmentation. Zhang et al. [46] enforce the surface normal constraint for
depth completion. Qi et al. [29] incorporate geometric relations between depth
and surface normal by introducing the depth-to-normal and normal-to-depth
networks. The performance of these methods suffers from the noise in surface
normal stemming from ground truth depth. Yin et al. [42] propose a global
geometric constraint, called virtual normal, which is defined as the normal of
a virtual surface plane formed by three randomly sampled non-collinear points
with a large distance. The virtual normal is unable to faithfully capture the
geometric features of real surfaces and the local high-curvature features. Kusu-
pati et al. [21] use the sobel operator to calculate the spatial gradient of depth
and enforce the consistency of the spatial gradient and the normal in the pixel
coordinate space. However the gradient calculated by the sobel operator is very
sensitive to local noise, and causes obvious artifacts in the surface normal cal-
culated from estimated depth (See Fig. 5 for the visual result).

Occlusion Handling for Depth Estimation. Non-learning methods [1,7,19,
27,37,39] use post-processing, such as left-right consistency check [7], to handle
the occlusion issue. There are some learning-based methods for handling occlu-
sion as well. Ilg et al. [17] and Wang et al. [35] predict occlusions by training
a neural network on a synthetic dataset in a supervised manner. Qiu et al. [30]
directly learn an intermediate occlusion mask for a single image; it has no epipo-
lar geometry guarantee and just drives network to learn experienced patterns.
We propose an occlusion-aware strategy to jointly refine depth prediction and
estimate an occlusion probability map for multi-view depth estimation without
any ground truth occlusion labels.

3 Method

In this section we describe the proposed network, as outlined in Fig. 1. Our
pipeline takes the frames in a local time window in the video as input. Note that
in our setting the video frame rate is 30 fps and we sample video frames with
the interval of 10.

For the sake of simplicity in exposition, we suppose that the time window
size is 3. We take the middle frame as the reference image Iref , and the two
adjacent images as the two source images {I1s , I2s } which are supposed to have
sufficient overlap with the reference image. Our goal is to compute an accurate
depth map from the view of the reference image.

We first outline our method. With a differentiable homography warping oper-
ation [41], all the source images are first warped into a stack of different fronto-
parallel planes of the reference camera to form an initial 3D cost volume (see
Sect. 3.1). Next, cost aggregation is applied to the initial cost volume to rec-
tify any incorrect cost values and then an initial depth map is extracted from
the aggregated cost volume. Besides pixel-wise depth supervision over the ini-
tial depth map, we also enforce a novel local and global geometric constraint,
namely Combined Normal Map (CNM), for training the network to produce
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Fig. 1. Overview of our method. The network input consists of one reference image
and n(n = 2, 4, . . . ) source images. With homography warping, each source image is
combined with the reference image as a pair to generate a cost volume. Then the
cost volume is fed into the DepthNet to generate an initial depth map, with �1 depth
supervision and the constraint of Combined Normal Map. Finally, with the n initial
depth maps and the average cost volume of the aggregated cost volumes as input, the
RefineNet employs an occlusion-aware loss to produce the final reference-view depth
map and an occlusion probability map, with again the supervision by the depth and
the CNM constraints.

superior results (see Sect. 3.2). We then further improve the accuracy of depth
estimation by applying a new occlusion-aware strategy to aggregate the depth
predictions from different adjacent views into one depth map for the reference
view, with an occlusion probability map (see Sect. 3.3). The details of each step
will be elaborated in the subsequent sections.

3.1 Differentiable Homography Warping

Consider the reference image Iref and one of its source images, denoted Iis. We
warp Iis into fronto-parallel virtual planes of Iref to form an initial cost volume.
Similar to [16,41], we first uniformly sample D depth planes at depth dn in a
range [dmin, dmax], n = 1, 2, . . . , D. The mapping from the the warped Iis to the
nth virtual plane of Iref at depth dn is determined by a planar homography
transformation Hn, following the classical plane-sweeping stereo [12].

u′
n ∼ Hnu, u′

n ∼ K[Rs,i|ts,i]
[
(K−1u)dn

1

]
, (1)

where u is the homogeneous coordinate of a pixel in reference image, u′
n is

projected coordinate of u in source image Iis with virtual plane dn. K denotes
the intrinsic parameters of the camera, {Rs,i, ts,i} are the rotation and the
translation of the source image Iis relative to the reference image Iref .

Next, we measure the visual consistency of the warped Iis and Iref at depth
dn and build a cost volume Ci with the size of W × H × D, where W,H,D are
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the image width, image height and the number of depth planes, respectively.
Unlike previous works [23,41] that use extracted feature maps of an image pair
for warping and building a 4D cost volume, here we use the image pair directly
to avoid the memory-heavy and time-consuming 3D convolution operation on a
4D cost volume.

3.2 DepthNet for Initial Depth Prediction

Similar to recent learning-based stereo [20] and MVS [18,41] methods, after
getting cost volumes {Ci}i=1,2 from image pairs {Iref , Iis}i=1,2, we first use the
neural network DepthNet to do cost aggregation for each Ci, which rectifies the
incorrect values by aggregating the neighbouring pixel values. Note that we feed
Ci stacked with Is together into the DepthNet in order to make use of more
detailed context information as [36] does. We denote the aggregated cost volume
as Vi. Next, we retrieve the initial depth map Di

ref from the aggregated cost
volume Vi using a 2D convolution layer. Note that two initial depth maps, D1

ref

and D2
ref , are generated for the reference view Iref .

We train the network with depth supervision. With only depth supervision,
the point cloud converted from the estimated depth does not preserve regular
features, such as sharp edges and planar regions. We therefore propose to also
enforce the normal constraint for further improvement. Note that, instead of just
using local surface normal [29] or just a global virtual normal [42], we use the
so called Combine Normal Map (CNM) that combines the local surface normal
and the global planar structural feature in an adaptive manner.

Pixel-Wise Depth Loss. We use a standard pixel-wise depth map loss as
follows,

lid =
1

|Q|
∑
q∈Q

∥∥∥D̂(q) − Di(q)
∥∥∥
1

(2)

where Q is the set of all pixels that are valid in ground truth depth, D̂(q) is
the ground truth depth value of pixel q, and Di(q) is the initial estimated depth
value of pixel q.

Combined Normal Map. In order to preserve both local and global structures
of scenes, we introduce the Combined Normal Map (CNM) as ground truth for
the supervision with the normal constraint. To obtain this normal map, we first
use PlaneCNN [24] to extract planar regions, such as walls, tables, and floors.
Then we apply the local surface normals to non-planar regions, and use the mean
of the surface normals in a planar region as the assigned to the region. The visual
comparison of the local normal map and the CNM can be seen in Fig. 2.

The key insight here is to use local surface normal to capture rich local geo-
metric features in the high-curvature regions and to employ the average normal
to filter out noise in the surface normals for the planar regions to preserve global
structures. In this way, the CNM significantly improves the depth prediction
and the recovery of good 3D structures of the scene, compared to using only
local or global normal supervision (see the ablation study in Sect. 5.4).
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Fig. 2. Visual comparison of local normal map and combined normal map.

Combined Normal Loss. We define the loss on the CNM as follows:

lin = − 1
|Q|

∑
q∈Q

N̂(q) · Ni(q), (3)

where Q is the set of valid ground truth pixels, N̂(q) is the combined normal of
pixel q, and Ni(q) is the surface tangent normal of the 3D point corresponding
to the pixel q, both normalized to unit vectors.

To obtain an accurate depth map and preserve geometric features, we com-
bine the Pixel-wise Depth Loss and the Combined Normal Loss together to
supervise the network output. The overall loss is:

li = lid + λlin, (4)

where λ is a trade-off parameter, which is set to 1 in all experiments.

3.3 Occlusion-Aware RefineNet

The next step is to combine the initial depth maps D1
ref and D2

ref of the ref-
erence image predicted from different image pairs {Iref , Iis}i=1,2 into one final
depth map, which is denoted as Dfin. We design an occlusion-aware network,
namely RefineNet, based on an occlusion probability map. Note that the occlu-
sion refers to the region in Iref where it cannot be observed in either I1s or I2s .
In contrast to treating all pixels equally, when calculating the loss we assign the
lower weights to the occluded region and the higher weights to the non-occluded
region, which shifts the focus of the network to the non-occluded regions, since
the depth prediction in the non-occluded regions is more reliable. Furthermore,
the occlusion probability map predicted by the network can be used to filter out
unreliable depth samples, as shown in Fig. 3, which is useful when the depth
maps are fused for 3D reconstruction (see more details in Sect. 5.4).

Here we describe more technical details of this step. We design the RefineNet
to predict the final depth map and the occlusion probability map from the aver-
age cost volume V̄ of the two cost volumes {Vi}i=1,2 and two initial depth maps
{Di

ref}i=1,2. The RefineNet has one encoder and two decoders.
The first decoder estimates the occlusion probabilities based on the occlusion

information encoded in the average cost volume V̄ and the initial depth maps.
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Intuitively, for a pixel in the non-occluded region, it has the strongest response
(peak) at nth layer with depth dn of the average cost volume V̄ , and D1

ref

and D2
ref at this pixel have similar depth values. However, for a pixel in the

occluded region, it has scattered responses at the depth layers of V̄ and has very
different values on the initial depth maps at this pixel. The other decoder predicts
the refined depth map with the depth constraint and the CNM constraint, as
described in Sect. 3.2

To train the RefineNet, we design a novel occlusion-aware loss function as
follows,

Lrefine = (lrd + β · lrn) − α · 1
|Q| ·

∑
q∈Q

(1 − P (q)) , (5)

where
lrd =

1
|Q|

∑
q∈Q

(1 − P (q))
∥∥∥D̂(q) − Dr(q)

∥∥∥
1

(6)

lrn = − 1
|Q|

∑
q∈Q

(1 − P (q)) N̂(q) · Nr(q). (7)

Here Dr(q) denotes the refined estimated depth at pixel q, Nr(q) denotes the
surface normal of the 3D point corresponding to q, D̂(q) is the ground truth
depth of q, N̂(q) is the combined normal of q, and P (q) denotes the occlusion
probability value of q (P (q) is high when q is occluded). The weight α is set to
0.2 and β is set to 1 in all experiments.

Fig. 3. Efficiency of occlusion probability map. Masked by the occlusion map, the
point cloud converted from estimated depth has fewer outlying points.

4 Datasets and Implementation Details

Dataset. We train our network with the ScanNet dataset [6], and evaluate
our method on the 7scenes dataset [32] and the SUN3D dataset [38]. ScanNet
consists of 1600 different indoor scenes, which are divided into 1000 for training
and 600 for testing. ScanNet provides RGB images, ground truth depth maps
and camera poses. We generate the CNM as described in Sect. 3.2.

Implementation Details. Our training process consists of three stages. First,
we train the DepthNet using the loss function defined in Eq. 4. Then, we fix
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Fig. 4. Visual depth comparison with mvdepthnet [36] and neuralrgbd [23]. Our esti-
mated depth maps preserve shape regularity better than by mvdepthnet and neural-
rgbd, for example, in the regions of sofa, cabinet and wall. The result by mvdepthnet
(colum 2) shows strong discontinuity of depth value at the lower end of the red wall,
which is incorrect. We also show the visualization of normal maps computed from these
depth maps to further show the superior quality of our depth estimation in terms of
shape regularity. Note that the red region of GT depth (black region of GT normal) is
invalid due to scanning failure of the Kinect sensor. More comparisons can be found in
the supplementary materials (Color figure online)

the parameters of the DepthNet and train the RefineNet with the loss function
Eq. 5. Next, we finetune the parameters of the DepthNet and the RefineNet
together with the loss terms in Eq. 4 and Eq. 5. For all the training stages, the
ground truth depth map and the CNM are used as supervision. We use Adam
optimizer (lr = 0.0001, β1 = 0.9, β2 = 0.999, weight decay = 0.00001) and run
for 6 epochs for each stage. We implemented our model in Pytorch [28]. Training
the network with two GeForce RTX 2080 Ti GPUs, which takes two days for all
stages.

5 Experiments

To evaluate our method, we compare our method with state-of-the-arts in three
aspects: accuracy of depth estimation, geometric consistency, and video-based
3D reconstruction with TSDF fusion.

5.1 Evaluation Metrics

For depth accuracy, we compute the widely-used statistical metrics defined in [9]:
i) accuracy under threshold (σ < 1.25i where i ∈ {1, 2, 3}); ii) scale-invariant
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error (scale.inv); iii) absolute relative error (abs.rel); iv) square relative error
(sq.rel); iv) root mean square error (rmse); v) rmse in log space (rmse log).

We evaluate the surface normal accuracy with the following metrics used
in the prior works [8,29]: i) the mean of angle error (mean); ii) the median of
the angle error (median); iii) rmse; iv) the percentage of pixels with angle error
below threshold t where t ∈ [11.25◦, 22.5◦, 30◦].

Table 1. Comparison of depth estimation over 7-Scenes dataset [32] with the metrics
defined in [9].

σ < 1.25 σ < 1.252 σ < 1.253 abs.rel sq.rel rmse rmse log scale.inv

DORN [10] 60.05 87.76 96.33 0.2000 0.1153 0.4591 0.2813 0.2207

GeoNet [29] 55.10 84.46 94.76 0.2574 0.1762 0.5253 0.3952 0.3318

Yin et al. [42] 60.62 88.81 97.44 0.2154 0.1245 0.4500 0.2597 0.1660

DeMoN [34] 31.88 61.02 82.52 0.3888 0.4198 0.8549 0.4771 0.4473

MVSNet-retrain† [41] 64.09 87.73 95.88 0.2339 0.1904 0.5078 0.2611 0.1783

neuralrgbd† [23] 69.26 91.77 96.82 0.1758 0.1123 0.4408 0.2500 0.1899

mvdepthnet [36] 71.97 92.00 97.31 0.1865 0.1163 0.4124 0.2256 0.1691

mvdepthnet-retrain† [36] 71.79 92.56 97.83 0.1925 0.2350 0.4585 0.2301 0.1697

DPSNet [18] 63.65 85.73 94.33 0.2710 0.2752 0.5632 0.2759 0.1856

DPSNet-retrain† [18] 70.96 91.42 97.17 0.1991 0.1420 0.4382 0.2284 0.1685

Kusupati et al.† [21] 73.12 92.33 97.78 0.1801 0.1179 0.4120 0.2184 /

ours† 76.64 94.46 98.56 0.1612 0.0832 0.3614 0.2049 0.1603

† Trained on ScanNet dataset.

5.2 Comparisons

Depth Prediction. We compare our method with several other depth estima-
tion methods. We categorize them according to their input formats: i) one single
image: DORN [10], GeoNet [29] and VNL [42]; ii) two images from monocular
camera: DeMoN [34]; iii) multiple unordered images: MVSNet [41], DPSNet [18],
kusupati et al. [21]; iv) a video sequence: mvdepthnet [36] and neuralrgbd [23].
The models provided by these methods were trained on different datasets and
are evaluated on a separate dataset, 7Scenes dataset [32]. For the multi-view
depth estimation methods, neuralrgbd [23] and kusupati et al. [21] are trained
on ScanNet, MVSNet [41] is trained on DTU dataset [2], mvdepthnet [36]
and DPSNet [18] are trained on mixed datasets (SUN3D [38], TUM RGB-
D [33], MVS datasets [34], SceneNN [15] and synthetic dataset Scenes11 [34]).
For fair comparison, we further retrained MVSNet [41], mvdepthnet [36] and
DPSNet [18] on ScanNet. Table 1 shows that our method outperforms other
methods in terms of all evaluation metrics.

Visual Comparison. In Fig. 4, compared to mvdepthnet [36] and neural-
rgbd [23], our estimated depth map has less noise, sharper boundaries and
spatially consistent depth values, which can be also seen in the surface nor-
mal visualization. Furthermore, the 3D point cloud exported from the estimated
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depth preserves global planar features and local features in the high-curvature
regions. More comparison examples are included in the y materials.

Surface Normal Accuracy. To evaluate the accuracy of normal calculated
from estimated depth, we choose two single-view depth estimation methods:
GeoNet [29] and Yin et al. [42], and one multi-view depth estimation method:
Kusupati et al. [21]. GeoNet [29] incorporates surface normal constraint to depth
estimation, while Yin et al. [42] propose a global normal constraint, namely Vir-
tual Normal, which is defined by three randomly sampled non-collinear points.
Kusupati et al. [21] use the sobel operator to calculate depth gradient and enforce
the consistency of the depth gradient and the normal in the pixel coordinate
space. To demonstrate that the improved performance of our method indeed
benefits from the new CNM constraint (rather than entirely due to our multi-
view input), we also retrained our network by replacing the Combined Normal
Loss with the Virtual Normal loss (denoted as “Ours with VNL” in Table 2) on
ScanNet dataset.

As shown in Table 2 and Fig. 5, our method outperforms GeoNet [29], Yin et
al. [42] and Kusupati et al. [21] both quantitatively and qualitatively. Compared
with our model retrained using VNL, our model with the CNM constraint works
much better, which preserves local and global features.

Table 2. Evaluation of the calculated surface normal from estimated depth on
7scenes[32] and SUN3D [38].“Ours with VNL” denotes our model retrained using vir-
tual normal loss [42].

Dataset 7scenes SUN3D

Method Error Accuracy Error Accuracy

Mean Median rmse 11.25◦ 22.5◦ 30◦ Mean Median rmse 11.25◦ 22.5◦ 30◦

GeoNet [29] 57.04 52.43 65.50 4.396 15.16 23.83 47.39 40.25 57.11 9.311 26.63 37.49

Yin et al. [42] 45.17 37.77 54.77 11.05 29.76 40.78 38.50 30.03 48.90 19.06 40.32 51.17

Ours with VNL 43.08 34.98 53.15 13.84 33.37 43.90 31.68 22.10 42.74 29.50 52.97 62.81

Kusupati et al. [21] 55.54 50.46 64.28 5.774 18.03 26.81 52.86 47.03 62.30 7.507 22.56 32.22

Ours 36.34 27.21 46.46 20.24 43.36 54.11 29.21 20.89 38.99 30.45 55.05 65.25

Fig. 5. Visual comparison of surface normal calculated from 3D point cloud exported
from estimated depth with GeoNet [29], Yin et al. [42] and Kusupati et al. [21].
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5.3 Video Reconstruction

With the high-fidelity depth map and the occlusion probability map obtained
by our method, high-quality reconstruction of video even in texture-less envi-
ronments can be achieved by applying TSDF fusion method [45]. We compare
our method with mvdepthnet [36] and neuralrgbd [23]. Note that these three
methods are all trained on the ScanNet dataset. As shown in Fig. 6, even for
white walls, feature-less sofa and table, our reconstructed result is much better
than the other two methods in the aspects of local and global structural recovery,
and completion. Also, the color of our reconstruction is closest to the color of
the ground truth. This confirms that the individual depth maps have less noise
and high-consistency so the colors would not be mixed up in the fusion process.

5.4 Ablation Studies

Compared with prior works, we explicitly drive the depth estimation network
to adaptively learn local surface directions and global planar structures. Taking
multiple views as inputs, our refinement module jointly refines depth and pre-
dicts occlusion probability. In this section, we evaluate the usefulness of each
component.

Table 3. Evaluation of the usefulness of CNM and the occlusion-aware refinement
module. The first four rows show the results without any constraint, with only local
normal constraint, with only global normal constraint, and with the CNM constraint
respectively. The last two rows show the results without/with the occlusion-aware loss.

Components Estimated depth evaluation Calculated normal evaluation

Local Global Refine Occlu. 1.25 1.252 abs.rel sq.rel rmse scale.inv 11.25◦ 22.5◦ Mean Median rmse

× × × × 71.79 92.56 0.1925 0.2350 0.4585 0.1697 9.877 27.20 46.62 39.91 55.96

� × × × 71.95 92.45 0.1899 0.1188 0.4060 0.1589 16.97 39.49 37.92 29.60 47.53

× � × × 66.85 90.17 0.2096 0.1462 0.4570 0.1752 15.39 37.09 39.15 31.33 48.45

� � × × 73.17 92.75 0.1812 0.1076 0.3952 0.1654 17.67 40.23 37.65 29.18 47.36

� � � × 74.77 93.22 0.1726 0.0999 0.3877 0.1758 18.61 41.13 37.67 28.77 47.74

� � � � 75.80 93.79 0.1669 0.0909 0.3731 0.1638 20.12 42.76 36.82 27.67 47.03

Combined Normal Map. As shown in Table 3, enforced by our CNM con-
straint (local + global), our model achieves better performance in terms of esti-
mated depth and calculated normal from estimated depth, compared to that
without geometric constraint, only with local normal constraint, and only with
global normal constraint (the plane normal constraint). Figure 7 also shows that
with CNM, the calculated normal is more consistent in planar regions and the
point cloud converted from estimated depth keeps better shape.
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Fig. 6. Comparison with neuralrgbd [23] and mvdepthnet [36] for 3D reconstruction
on a scene from ScanNet. (a) With ground truth depth; (b) With estimated depth and
confidence map from neuralrgbd; (c) With estimated depth from mvdepthnet; (d) With
our estimated depth and occlusion probability map. All reconstructions are done with
TSDF fusion [45] using 110 frames uniformly selected from a video of 1100 frames.

Table 4. Effect of the number of source views N and the choice of reference view.
We use the model trained with N = 2, and test with different number of views over
7-Scenes dataset [32]. The first row shows the result of using the last frame in the local
window as the reference frame. The other rows are the results of using the middle frame
as the reference frame.

Estimated depth evaluation Calculated normal evaluation

View num 1.25 1.252 abs.rel rmse scale.inv 11.25◦ 22.5◦ Mean Median rmse

2 views (last) 72.88 92.70 0.1750 0.3910 0.1686 19.14 41.83 37.17 28.27 47.20

2 views 75.80 93.79 0.1669 0.3731 0.1638 20.12 42.76 36.82 27.67 47.03

4 views 76.29 94.28 0.1647 0.3652 0.1608 20.30 43.17 36.57 27.37 46.78

6 views 76.64 94.46 0.1612 0.3614 0.1602 20.37 43.14 36.53 27.37 46.72

Fig. 7. Effects of using local surface normal and CNM as constraints for supervision.
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The Number of Source Views for Refinement. Our refinement module
can allow any arbitrary even number of source views as input, and generate a
refined depth map and an occlusion probability map. In Table 3, with refine-
ment module, the performance of our model has been significantly improved. As
shown in Table 4, the quality of refined depth will be improved gradually with
the increase of source views. A forward pass with 2/4/6 source views all takes
nearly 0.02s on a GeForce RTX 2080 Ti GPU. Furthermore, we evaluate how
the performance is affected by the choice of the reference view. We find that the
performance of our model will degrade significantly if we use the last frame as
the reference view rather than the middle frame in the local time window. This
is because the middle frame shares more overlapping areas than the last frame
with the other frames in the time window.

Fig. 8. Effect of occlusion probability map for video reconstruction. The occlusion
probability map provides weighting parameters into TSDF fusion system for fusing
estimated depth maps, and enables reconstructed model to keep sharp boundaries.

The Usefulness of Occlusion Probability Map. Unlike left-right check as a
post-processing operation, our RefineNet jointly refines depth and generates an
occlusion probability map. As shown in Table 3, our model with the occlusion-
aware refinement achieves better results than that with a naive refinement (w/o
occlusion map) and without any refinement. The naive refinement treats every
pixel equally regardless whether it is on the occluded region or non-occluded
region. In contrast, our occlusion-aware refinement penalizes occluded pixels
less and pays more attention to the non-occluded region. In Fig. 3, the point
cloud converted from estimated depth becomes cleaner and has sharp boundaries
by applying the occlusion probability map to the multi-view depth integration
process. Moreover unlike binary mask, our occlusion map can be easily used in
TSDF fusion system [45] as weights. In Fig. 8, the fused mesh using estimated
depth and the occlusion probability map has less artifact than that without
occlusion map.

6 Conclusion and Limitations

In this paper, we propose a new method for estimating depth from a video
sequence. There are two main contributions. We propose a novel normal-based
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constraint CNM, which is designed to preserve local and global geometric fea-
tures for depth estimation, and a new occlusion-aware strategy to aggregate
multiple depth predictions into one single depth map. Experiments demonstrate
that our method outperforms than the state-of-the-art in terms of the accuracy of
depth prediction and the recovery of geometric features. Furthermore, the high-
fidelity depth prediction and the occlusion detection make the highly-detailed
reconstruction with only a commercial RGB camera possible.

Now we discuss the limitations of our work and possible future directions.
First, the performance of our method relies on the quality of the CNM, which
is based on the segmentation of global planar regions. It has been observed that
existing plane segmentation methods are not robust for all the scenes. One possi-
ble solution is to jointly learn the segmentation labels and the depth prediction.
Second, for the task of video-based 3D reconstruction, our work can be extended
by designing an end-to-end network to directly generate 3D reconstruction from
video, rather than having to invoke the explicit step of using TSDF fusion to
integrate the estimated depth maps.
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Abstract. Several animal species (e.g., bats, dolphins, and whales) and
even visually impaired humans have the remarkable ability to perform
echolocation: a biological sonar used to perceive spatial layout and locate
objects in the world. We explore the spatial cues contained in echoes and
how they can benefit vision tasks that require spatial reasoning. First we
capture echo responses in photo-realistic 3D indoor scene environments.
Then we propose a novel interaction-based representation learning frame-
work that learns useful visual features via echolocation. We show that
the learned image features are useful for multiple downstream vision
tasks requiring spatial reasoning—monocular depth estimation, surface
normal estimation, and visual navigation—with results comparable or
even better than heavily supervised pre-training. Our work opens a new
path for representation learning for embodied agents, where supervision
comes from interacting with the physical world.

1 Introduction

The perceptual and cognitive abilities of embodied agents are inextricably tied
to their physical being. We perceive and act in the world by making use of all
our senses—especially looking and listening. We see our surroundings to avoid
obstacles, listen to the running water tap to navigate to the kitchen, and infer
how far away the bus is once we hear it approaching.

By using two ears, we perceive spatial sound. Not only can we identify the
sound-emitting object (e.g., the revving engine corresponds to a bus), but also
we can determine that object’s location, based on the time difference between
when the sound reaches each ear (Interaural Time Difference, ITD) and the dif-
ference in sound level as it enters each ear (Interaural Level Difference, ILD).
Critically, even beyond objects, audio is also rich with information about the
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environment itself. The sounds we receive are a function of the geometric struc-
ture of the space around us and the materials of its major surfaces [5]. In fact,
some animals capitalize on these cues by using echolocation—actively emitting
sounds to perceive the 3D spatial layout of their surroundings [68].

We propose to learn image representations from echoes. Motivated by how
animals and blind people obtain spatial information from echo responses, first
we explore to what extent the echoes of chirps generated in a scanned 3D envi-
ronment are predictive of the depth in the scene. Then, we introduce VisualE-
choes, a novel image representation learning method based on echolocation.
Given a first-person RGB view and an echo audio waveform, our model is trained
to predict the correct camera orientation at which the agent would receive those
echoes. In this way, the representation is forced to capture the alignment between
the sound reflections and the (visually observed) surfaces in the environment. At
test time, we observe only pixels—no audio. Our learned VisualEchoes encoder
better reveals the 3D spatial cues embedded in the pixels, as we demonstrate in
three downstream tasks.

Our approach offers a new way to learn image representations without man-
ual supervision by interacting with the environment. In pursuit of this high-level
goal there is exciting—though limited—prior work that learns visual features by
touching objects [2,59,62,63] or moving in a space [1,27,45]. Unlike mainstream
“self-supervised” feature learning work that crafts pretext tasks for large static
repositories of human-taken images or video (e.g., colorization [88], jigsaw puz-
zles [57], audio-visual correspondence [6,50]), in interaction-based feature learn-
ing an embodied agent1 performs physical actions in the world that dynamically
influence its own first-person observations and possibly the environment itself.
Both paths have certain advantages: while conventional self-supervised learning
can capitalize on massive static datasets of human-taken photos, interaction-
based learning allows an agent to “learn by acting” with rich multi-modal sens-
ing. This has the advantage of learning features adaptable to new environments.
Unlike any prior work, we explore feature learning from echoes.

Our contributions are threefold: 1) We explore the spatial cues contained in
echoes, analyzing how they inform depth prediction; 2) We propose VisualE-
choes, a novel interaction-based feature learning framework that uses echoes
to learn an image representation and does not require audio at test time; 3)
We successfully validate the learned spatial representation for the fundamental
downstream vision tasks of monocular depth prediction, surface normal estima-
tion, and visual navigation, with results comparable to or even outperforming
heavily supervised pre-training baselines.

2 Related Work

Auditory Scene Analysis using Echoes: Previous work shows that using
echo responses only, one can predict 2D [5] or 3D [14] room geometry and object

1 Person, robot, or simulated robot.
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shape [22]. Additionally, echoes can complement vision, especially when vision-
based depth estimates are not reliable, e.g., on transparent windows or feature-
less walls [49,86]. In dynamic environments, autonomous robots can leverage
echoes for obstacle avoidance [77] or mapping and navigation [17] using a bat-
like echolocation model. Concurrently with our work, a low-cost audio system
called BatVision is used to predict depth maps purely from echo responses [12].
Our work explores a novel direction for auditory scene analysis by employing
echoes for spatial visual feature learning, and unlike prior work, the resulting
features are applicable in the absence of any audio.

Self-Supervised Image Representation Learning: Self-supervised image
feature learning methods leverage structured information within the data itself to
generate labels for representation learning [38,69]. To this end, many “pretext”
tasks have been explored—for example, predicting the rotation applied to an
input image [1,35], discriminating image instances [19], colorizing images [52,88],
solving a jigsaw puzzle from image patches [57], predicting unseen views of 3D
objects [44], or multi-task learning using synthetic imagery [66]. Temporal infor-
mation in videos also permits self-supervised tasks, for example, by predicting
whether a frame sequence is in the correct order [20,55] or ensuring visual coher-
ence of tracked objects [31,43,82]. Whereas these methods aim to learn features
generically useful for recognition, our objective is to learn features generically
useful for spatial estimation tasks. Accordingly, our echolocation objective is
well-aligned with our target family of spatial tasks (depth, surfaces, navigation),
consistent with findings that task similarity is important for positive transfer [87].
Furthermore, unlike any of the above, rather than learn from massive reposito-
ries of human-taken photos, the proposed approach learns from interactions with
the scene via echolocation.

Feature Learning by Interaction: Limited prior work explores feature learn-
ing through interaction. Unlike the self-supervised methods discussed above, this
line of work fosters agents that learn from their own observations in the world,
which can be critical for adapting to new environments and to realize truly
“bottom-up” learning by experience. Existing methods explore touch and motion
interactions. In [59], objects are struck with a drumstick to facilitate learning
material properties when they sound. In [63], the trajectory of a ball bouncing
off surfaces facilitates learning physical scene properties. In [2,62], a robot learns
object properties by poking or grasping at objects. In [27], a drone learns not
to crash after attempting many crashes. In [1,45], an agent tracks its egomo-
tion in concert with its visual stream to facilitate learning visual categories. In
contrast, our idea is to learn visual features by emitting audio to acoustically
interact with the scene. Our work offers a new perspective on interaction-based
feature learning and has the advantages of not disrupting the scene physically
and being ubiquitously available, i.e., reaching all surrounding surfaces.

Audio-Visual Learning: Inspiring recent work integrates sound and vision
in joint learning frameworks that synthesize sounds for video [59,92], spatialize
monaural sounds from video [29,56], separate sound sources [18,24,28,30,58,89],



VisualEchoes 661

perform cross-modal feature learning [8,60], track audio-visual targets [3,9,26,
34], segment objects with multi-channel audio [42], direct embodied agents to
navigate in indoor environments [11,25], recognize actions in videos [32,48], and
localize pixels associated with sounds in video frames [7,40,71,75]. None of the
prior methods pursues echoes for visual learning. Furthermore, whereas nearly all
existing audio-visual methods operate in a passive manner, observing incidental
sounds within a video, in our approach the system learns by actively emitting
sound—a form of interaction with the physical environment.

Monocular Depth Estimation. To improve monocular depth estimation,
recent methods focus on improving neural network architectures [23] or graphi-
cal models [53,81,84], employing multi-scale feature fusion and multi-task learn-
ing [15,41], leveraging motion cues from successive frames [76], or transfer learn-
ing [47]. However, these approaches rely on depth-labeled data that can be expen-
sive to obtain. Hence, recent approaches leverage scenes’ spatial and temporal
structure to self-supervise depth estimation, by using the camera motion between
pairs of images [33,36] or frames [37,46,80,91], or consistency cues between depth
and features like surface normals [85] or optical flow [65]. Unlike any of these
existing methods, we show that audio in the form of an echo response can be
effectively used to recover depth, and we develop a novel feature learning method
that benefits a purely visual representation (no audio) at test time.

3 Approach

Our goals are to show that echoes convey spatial information, to learn visual
representations by echolocation, and to leverage the learned representations for
downstream tasks. In the following, we first describe how we simulate echoes
in 3D environments (Sect. 3.1). Then we perform a case study to demon-
strate how echoes can benefit monocular depth prediction (Sect. 3.2). Next,
we present VisualEchoes, our interaction-based feature learning formulation
to learn image representations (Sect. 3.3). Finally, we exploit the learned visual
representation for monocular depth, surface normal prediction, and visual navi-
gation (Sect. 3.4).

3.1 Echolocation Simulation

Our echolocation simulation is based on recent work on audio-visual naviga-
tion [11], which builds a realistic acoustic simulation on top of the Habitat [70]
platform and Replica environments [73]. Habitat [70] is an open-source 3D sim-
ulator that supports efficient RGB, depth, and semantic rendering for multiple
datasets [10,73,83]. Replica is a dataset of 18 apartment, hotel, office, and room
scenes with 3D meshes and high definition range (HDR) textures and renderable
reflector information. The platform in [11] simulates acoustics by pre-computing
room impulse responses (RIR) between all pairs of possible source and receiver
locations, using a form of audio ray-tracing [79]. An RIR is a transfer function
between the sound source and the sound microphone, and it is influenced by
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Fig. 1. Echolocation simulation in real-world scanned environments. During training,
the agent goes to the densely sampled locations marked with yellow dots. The left
bottom figure illustrates the top-down view of one Replica scene where the agent’s
location is marked. The agent actively emits 3 ms omnidirectional sweep signals to get
echo responses from the room. The right column shows the corresponding RGB and
depth of the agent’s view as well as the echoes received in the left and right ears when
the agent faces each of the four directions.

the room geometry, materials, and the sound source location [51]. The sound
received at the listener location is computed by convolving the appropriate RIR
with the waveform of the source sound.

We use the binaural RIRs for all Replica environments to generate echoes
for our approach. As the source audio “chirp” we use a sweep signal from 20 Hz-
20 kHz (the human-audible range) within a duration of 3 ms. While technically
any emitted sound could provide some echo signal from which to learn, our
design (1) intentionally provides the response for a wide range of frequencies and
(2) does so in a short period of time to avoid overlap between echoes and direct
sounds. We place the source at the same location as the receiver and convolve the
RIR for this source-receiver pair with the sweep signal. In this way, we compute
the echo responses that would be received at the agent’s microphone locations.
We place the agents at all navigable points on the grid (every 0.5 m [11]) and
orient the agent in four cardinal directions (0◦, 90◦, 180◦, 270◦) so that the
rendered egocentric views (RGB and depth) and echoes capture room geometry
from different locations and orientations.

Figure 1 illustrates how we perform echolocation for one scene environment.
The agent goes to the densely sampled navigable locations marked with yellow
dots and faces four orientations at each location. It actively emits omnidirec-
tional chirp signals and records the echo responses received when facing each
direction. Note that the spectrograms of the sounds received at the left (L) and
right (R) ears reveal that the agent first receives the direct sound (strong bright
curves), and then receives different echoes for the left and right microphones due
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Fig. 2. Our RGB+Echo2Depth network takes the echo responses and the corre-
sponding egocentric RGB view as input, and performs joint audio-visual analysis to
predict the depth map for the input image. The injected echo response provides addi-
tional cues of the spatial layout of the scene. Note: in later sections we define networks
that do not have access to the audio stream at test time.

to ITD, ILD, and pinnae reflections. The subtle difference in the two spectro-
grams conveys cues about the spatial configuration of the environment, as can
be observed in the last column of Fig. 1.

3.2 Case Study: Spatial Cues in Echoes

With the synchronized egocentric views and echo responses in hand, we now
conduct a case study to investigate the spatial cues contained in echo responses
in these realistic indoor 3D environments. We have two questions: (1) can we
directly predict depth maps purely from echoes? and (2) can we use echoes to
augment monocular depth estimation from RGB? Answering these questions will
inform our ultimate goal of devising a interaction-supervised visual feature learn-
ing approach leveraging echoes only at training time (Sect. 3.3). Furthermore, it
can shed light on the extent to which low-cost audio sensors can replace depth
sensors, which would be especially useful for navigation robots under severe
bandwidth or sensing constraints, e.g., nano drones [54,61].

Note that these two goals are orthogonal to that of prior work performing
depth prediction from a single view [16,23,41,53,84]. Whereas they focus on
developing sophisticated loss functions and architectures, here we explore how
an agent actively interacting with the scene acoustically may improve its depth
predictions. Our findings can thus complement existing monocular depth models.

We devise an RGB+Echo2Depth network (and its simplified variants using
only RGB or echo) to test the settings of interest. The RGB+Echo2Depth net-
work predicts a depth map based on the agent’s egocentric RGB input and the
echo response it receives when it emits a chirp standing at that position and
orientation in the 3D environment. The core model is a multi-modal U-Net [67];
see Fig. 2. To directly measure the spatial cues contained in echoes alone, we also
test a variant called Echo2Depth. Instead of performing upsampling based on
the audio-visual representation, this model drops the RGB input, reshapes the
audio feature, and directly upsamples from the audio representation. Similarly,
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Fig. 3. Qualitative results of our case study on monocular depth estimation in unseen
environments using echoes. Together with the quantitative results (Table 1), these
examples show that echoes contain useful spatial cues that inform a visual spatial
task. For example, in row 1, the RGB+Echo model better infers the depth of the
column on the back wall, whereas the RGB-Only model mistakenly infers the strong
contours to indicate a much closer surface. The last row shows a typical failure case
(see text). See Supp. for more examples.

Table 1. Case study depth prediction results. ↓ lower better, ↑ higher better.

RMS ↓ REL ↓ log 10 ↓ δ < 1.25 ↑ δ < 1.252 ↑ δ < 1.253 ↑
Average 1.070 0.791 0.230 0.235 0.509 0.750

Echo2Depth 0.713 0.347 0.134 0.580 0.772 0.868

RGB2Depth 0.374 0.202 0.076 0.749 0.883 0.945

RGB+Echo2Depth 0.346 0.172 0.068 0.798 0.905 0.950

to measure the cues contained in the RGB alone, a variant called RGB2Depth
drops the echoes and predicts the depth map purely based on the visual fea-
tures. The RGB2Depth model represents existing monocular depth prediction
approaches that predict depth from a single RGB image, in the context of the
same architecture design as RGB+Echo2Depth to allow apples-to-apples cal-
ibration of our findings. We use RGB images of spatial dimension 128×128. See
Supp. for network details and loss functions used to train the three models.

Table 1 shows the quantitative results of predicting depth from only echoes,
only RGB, or their combination. We evaluate on a heldout set of three Replica
environments (comprising 1,464 total views) with standard metrics: root mean
squared error (RMS), mean relative error (REL), mean log 10 error (log 10),
and thresholded accuracy [16,41]. We can see that depth prediction is possible
purely from echoes. Augmenting traditional single-view depth estimation with
echoes (bottom row) achieves the best performance by leveraging the additional
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acoustic spatial cues. Echoes alone are naturally weaker than RGB alone, yet
still better than the simple Average baseline that predicts the average depth
values in all training data.

Figure 3 shows qualitative examples. It is clear that echo responses indeed
contain cues of the spatial layout; the depth map captures the rough room layout,
especially its large surfaces. When combined with RGB, the predictions are more
accurate. The last row shows a typical failure case, where the echoes alone cannot
capture the depth as well due to far away surfaces with weaker echo signals.

3.3 VisualEchoes Spatial Representation Learning Framework

Having established the scope for inferring depth from echoes, we now present
our VisualEchoes model to leverage echoes for visual representation learning.
We stress that our approach assumes audio/echoes are available only during
training; at test time, an RGB image alone is the input.

The key insight of our approach is that the echoes and visual input should
be consistent. This is because both are functions of the same latent variable—
the 3D shape of the environment surrounding the agent’s co-located camera and
microphones. We implement this idea by training a network to predict their
correct association.

In particular, as described in Sect. 3.1, at any position in the scene, we sup-
pose the agent can face four orientations, i.e., at an azimuth angle of 0◦, 90◦,
180◦, and 270◦. When the agent emits the sweep signal (chirp) at a certain posi-
tion, it will hear different echo responses when it faces each different orientation.
If the agent correctly interprets the spatial layout of the current view from visual
information, it should be able to tell whether that visual input is congruous with
the echo response it hears. Furthermore, and more subtly, to the extent the agent
implicitly learns about probable views surrounding its current egocentric field
of view (e.g., what the view just to its right may look like given the context of
what it sees in front of it), it should be able to tell which direction the received
echo would be congruous with, if not the current view.

We introduce a representation learning network to capture this insight. See
Fig. 4. The visual stream takes the agent’s current RGB view as input, and the
audio stream takes the echo response received from one of the four orientations—
not necessarily the one that coincides with the visual stream orientation. The
fusion layer fuses the audio and visual information to generate an audio-visual
feature of dimension D. A final fully-connected layer is used to make the final
prediction among four classes. See Supp. and Sect. 4 for architecture details. The
four classes are defined as follows:

↑ : The echo is received from the same orientation as the agent’s current view.
→ : The echo is received from the orientation if the agent turns right by 90◦.
↓ : The echo is received from the orientation opposite the agent’s current
view.
← : The echo is received from the orientation if the agent turns left by 90◦.
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Fig. 4. Our VisualEchoes network takes the agent’s current RGB view as visual
input, and the echo responses from one of the four orientations as audio input. The goal
is to predict the orientation at which the agent would receive the input echoes based
on analyzing the spatial layout in the image. After training with RGB and echoes, the
VisualEchoes-Net is a pre-trained encoder ready to extract spatially enriched features
from novel RGB images, as we validate with multiple downstream tasks (cf. Sect. 3.4).

The network is trained with cross-entropy loss. Note that although the emitted
source signal is always the same (3 ms omnidirectional sweep signal, cf. Sect. 3.1),
the agent hears different echoes when facing the four directions because of the
shape of the ears and the head shadowing effect modeled in the binaural head-
related transfer function (HRTF). Since the classes above are defined relative to
the agent’s current view, it can only tell the orientation for which it is receiving
the echoes if it can correctly interpret the 3D spatial layout within the RGB
input. In this way, the agent’s aural interaction with the scene enhances spatial
feature learning for the visual stream.

The proposed idea generalizes trivially to use more than four discrete
orientations—and even arbitrary orientations if we were to use regression rather
than classification. The choice of four is simply based on the sound simulations
available in existing data [11], though we anticipate it is a good granularity to
capture the major directions around the agent. Our training paradigm requires
the representation to discern mismatches between the image and echo using
echoes generated from the same physical position on the ground plane but differ-
ent orientations. This is in line with our interactive embodied agent motivation,
where an agent can look ahead, then turn and hear echoes from another orien-
tation at the same place in the environment, and learn their (dis)association.
In fact, ecological psychologists report that humans can perform more accurate
echolocation when moving, supporting the rationale of our design [68,74]. Fur-
thermore, our design ensures the mismatches are “hard” examples useful for
learning spatial features because the audio-visual data at offset views will natu-
rally be related to one another (as opposed to views or echoes from an unrelated
environment).
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3.4 Downstream Tasks for the Learned Spatial Representation

Having introduced our VisualEchoes feature learning framework, next we
describe how we repurpose the learned visual representation for three fundamen-
tal downstream tasks that require spatial reasoning: monocular depth prediction,
surface normal estimation, and visual navigation. For each task, we adopt strong
models from the literature and swap in our pre-trained encoder VisualEchoes-
Net for the RGB input.

Monocular depth prediction: We explore how our echo-based pre-training
can benefit performance for traditional monocular depth prediction. Note that
unlike the case study in Sect. 3.2, in this case there are no echo inputs at test
time, only RGB. To evaluate the quality of our learned representation, we adopt
a strong recent approach for monocular depth prediction [41] consisting of several
novel loss functions and a multi-scale network architecture that is based on a
backbone network. We pre-train ResNet-50 [39] using VisualEchoes and use
it as the backbone for comparison with [41].

Surface normal estimation: We also evaluate the learned spatial represen-
tation to predict surface normals from a single image, another fundamental
mid-level vision task that requires spatial understanding of the geometry of the
surfaces [21]. We adopt the the state-of-the-art pyramid scene parsing network
PSPNet architecture [90] for surface normal prediction, again swapping in our
pre-trained VisualEchoes network for the RGB feature backbone.

Visual navigation: Finally, we validate on an embodied visual navigation task.
In this task, the agent receives a sequence of RGB images as input and a point
goal defined by a displacement vector relative to the starting position of the
agent [4]. The agent is spawned at random locations and must navigate to the
target location quickly and accurately. This entails reasoning about 3D spatial
configurations to avoid obstacles and find the shortest path. We adopt a state-
of-the-art reinforcement learning-based PointGoal visual navigation model [70].
It consists of a three-layer convolutional network and a fully-connected layer to
extract visual feature from the RGB images. We pre-train its visual network
using VisualEchoes, then train the full network end to end.

While other architectures are certainly possible for each task, our choices are
based on both on the methods’ effectiveness in practice, their wide use in the
literature, and code availability. Our contribution is feature learning from echoes
as a pre-training mechanism for spatial tasks, which is orthogonal to advances on
architectures for each individual task. In fact, a key message of our results is that
the VisualEchoes-Net encoder boosts multiple spatial tasks, under multiple
different architectures, and on multiple datasets.

4 Experiments

We present experiments to validate VisualEchoes for three tasks and three
datasets (Replica [73], NYU-V2 [72], and DIODE [78]). The goal is to examine
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the impact of our features compared to either learning features for that task
from scratch or learning features with manual semantic supervision. See Supp.
for details of the three datasets.

Implementation Details: All networks are implemented in PyTorch. For the
echoes, we use the first 60 ms, which allows most of the room echo responses
following the 3 ms chirp to be received. We use an audio sampling rate of 44.1
kHz. STFT is computed using a Hann window of length 64, hop length of 16,
and FFT size of 512. The audio-visual fusion layer (see Fig. 4) concatenates the
visual and audio feature, and then uses a fully-connected layer to reduce the
feature dimension to D = 128. See Supp. for details of the network architectures
and optimization hyperparameters.

Evaluation Metrics: We report standard metrics for the downstream tasks.
1) Monocular Depth Prediction: RMS, REL, and others as defined above, fol-
lowing [16,41]. 2) Surface Normal Estimation: mean and median of the angle
distance and the percentage of good pixels (i.e., the fraction of pixels with cosine
distance to ground-truth less than t) with t = 11.25◦, 22.5◦, 30◦, following [21].
3) Visual Navigation: success rate normalized by inverse path length (SPL), the
distance to the goal at the end of the episode, and the distance to the goal
normalized by the trajectory length, following [4].

4.1 Transferring VisualEchoes Features for RGB2Depth

Having confirmed echoes reveal spatial cues in Sect. 3.2, we now examine the
effectiveness of VisualEchoes, our learned representation. Our model achieves
66% test accuracy on the orientation prediction task, while chance performance
is only 25%; this shows learning the visual-echo consistency task itself is possible.

First, we use the same RGB2Depth network from our case study in Sect. 3.2
as a testbed to demonstrate the learned spatial features can be successfully
transferred to other domains. Instead of randomly initializing the RGB2Depth
UNet encoder, we initialize with an encoder 1) pre-trained for our visual-echo
consistency task, 2) pre-trained for image classification using ImageNet [13], or
3) pre-trained for scene classification using the MIT Indoor Scene dataset [64].
Throughout, aside from the standard ImageNet pre-training baseline, we also
include MIT Indoor Scenes pre-training, in case it strengthens the baseline due
to its domain alignment with the indoor scenes in Replica, DIODE, and NYU-2.

Table 2 shows the results on all three datasets: Replica, NYU-V2, and
DIODE. The model initialized with our pre-trained VisualEchoes network
achieves much better performance compared to the model trained from scratch.
Moreover, it even outperforms the supervised model pre-trained on scene classi-
fication in some cases. The ImageNet pre-trained model performs much worse;
we suspect that the UNet encoder does not have sufficient capacity to handle
ImageNet classification, and also the ImageNet domain is much different than
indoor scene environments. This result accentuates that task similarity promotes
positive transfer [87]: our unsupervised spatial pre-training task is more powerful
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Table 2. Depth prediction results on the Replica, NYU-V2, and DIODE datasets. We
use the RGB2Depth network from Sect. 3.2 for all models. Our VisualEchoes pre-
training transfers well, consistently predicting depth better than the model trained
from scratch. Furthermore, it is even competitive with the supervised models, whether
they are pre-trained for ImageNet or MIT Indoor Scenes (1M/16K manually labeled
images). ↓ lower better, ↑ higher better. (Un)sup = (un)supervised. We boldface the
best unsupervised method.

RMS ↓REL ↓ log 10 ↓δ < 1.25 ↑δ < 1.252 ↑δ < 1.253 ↑

Sup
ImageNet Pre-trained 0.356 0.203 0.076 0.748 0.891 0.948

MIT Indoor Scene Pre-trained 0.334 0.196 0.072 0.770 0.897 0.950

Unsup
Scratch 0.360 0.214 0.078 0.747 0.879 0.940

VisualEchoes (Ours) 0.332 0.195 0.070 0.773 0.899 0.951

(a) Replica

RMS ↓REL ↓ log 10 ↓δ < 1.25 ↑δ < 1.252 ↑δ < 1.253 ↑

Sup
ImageNet Pre-trained 0.812 0.249 0.102 0.589 0.855 0.955

MIT Indoor Scene Pre-trained 0.776 0.239 0.098 0.610 0.869 0.959

Unsup
Scratch 0.818 0.252 0.103 0.586 0.853 0.950

VisualEchoes (Ours) 0.797 0.246 0.100 0.600 0.863 0.956

(b) NYU-V2

RMS ↓REL ↓ log 10 ↓δ < 1.25 ↑δ < 1.252 ↑δ < 1.253 ↑

Sup
ImageNet Pre-trained 2.250 0.453 0.199 0.336 0.591 0.766

MIT Indoor Scene Pre-trained 2.218 0.424 0.198 0.363 0.632 0.776

Unsup
Scratch 2.352 0.481 0.214 0.321 0.581 0.742

VisualEchoes (Ours) 2.223 0.430 0.198 0.340 0.610 0.769

(c) DIODE

Table 3. Ablation study on Replica. See Supp. for results on NYU-V2 and Diode.

RMS ↓ REL ↓ log 10 ↓ δ < 1.25 ↑ δ < 1.252 ↑ δ < 1.253 ↑
Scratch 0.360 0.214 0.078 0.747 0.879 0.940

SimpleVisualEchoes 0.340 0.198 0.073 0.763 0.892 0.948

BinaryMatching 0.345 0.199 0.074 0.760 0.889 0.944

VisualEchoes (Ours) 0.332 0.195 0.070 0.773 0.899 0.951

for depth inference than a supervised semantic category pre-training task. See
Supp. for low-shot experiments varying the amount of training data.

We also perform an ablation study to demonstrate that the design of our
spatial representation learning framework is essential and effective. We compare
with the following two variants: SimpleVisualEchoes, which simplifies our
orientation prediction task to two classes; and BinaryMatching, which mimics
prior work [6] that leverages the correspondence between images and audio as
supervision by training a network to decide if the echo and RGB are from the
same environment. As shown in Table 3, our method performs much better than
both baselines. See Supp. for details.
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4.2 Evaluating on Downstream Tasks

Next we evaluate the impact of our learned VisualEchoes representation on
all three downstream tasks introduced in Sect. 3.4.

Table 4. Results for three downstream tasks. ↓ lower better, ↑ higher better.

RMS ↓ REL ↓ log 10 ↓ δ < 1.25 ↑ δ < 1.252 ↑ δ < 1.253 ↑

Sup
ImageNet Pre-trained [41] 0.555 0.126 0.054 0.843 0.968 0.991

MIT Indoor Scene Pre-trained 0.711 0.180 0.075 0.730 0.925 0.979

Unsup
Scratch 0.804 0.209 0.086 0.676 0.897 0.967

VisualEchoes (Ours) 0.683 0.165 0.069 0.762 0.934 0.981

(a) Depth prediction results on NYU-V2.

Mean Dist. ↓ Median Dist. ↓ t < 11.25◦ ↑ t < 22.5◦ ↑ t < 30◦ ↑

Sup
ImageNet Pre-trained 26.4 17.1 36.1 59.2 68.5

MIT Indoor Scene Pre-trained 25.2 17.5 36.5 57.8 67.2

Unsup
Scratch 26.3 16.1 37.9 60.6 69.0

VisualEchoes (Ours) 22.9 14.1 42.7 64.1 72.4

(b) Surface normal estimation results on NYU-V2. The results for the ImageNet Pre-trained baseline and the

Scratch baseline are directly quoted from [38].

SPL ↑ Distance to Goal ↓ Normalized Distance to Goal ↓

Sup
ImageNet Pre-trained 0.833 0.663 0.081

MIT Indoor Scene Pre-trained 0.798 1.05 0.124

Unsup
Scratch 0.830 0.728 0.096

VisualEchoes (Ours) 0.856 0.476 0.061

(c) Visual navigation performance in unseen Replica environments.

Monocular depth prediction: Table 4a shows the results.2All methods use the
same settings as [41], where they evaluate and report results on NYU-V2. We
use the authors’ publicly available code3 and use ResNet-50 as the encoder. See
Supp. for details. With this apples-to-apples comparison, the difference in per-
formance can be attributed to whether/how the encoder is pre-trained. Although
our VisualEchoes features are learned from Replica, they transfer reasonably
well to NYU-V2, outperforming models trained from scratch by a large margin.
This result is important because it shows that despite training with simulated
audio, our model generalizes to real-world test images. Our features also compare
favorably to supervised models trained with heavy supervision.

Surface normal estimation: Table 4b shows the results. We follow the same
setting as [38] and we use the authors’ publicly available code.4 Our model
performs much better even compared to the ImageNet-supervised pre-trained
model, demonstrating that our interaction-based feature learning framework via
echoes makes the learned features more useful for 3D geometric tasks.

2 We evaluate on NYU-V2, the most widely used dataset for the task of single view depth prediction
and surface normal estimation. The authors’s code [38,41] is tailored to this dataset.

3 https://github.com/JunjH/Revisiting Single Depth Estimation.
4 https://github.com/facebookresearch/fair self supervision benchmark.

https://github.com/JunjH/Revisiting_Single_Depth_Estimation
https://github.com/facebookresearch/fair_self_supervision_benchmark


VisualEchoes 671

Fig. 5. Qualitative examples of visual navigation trajectories on top-down maps. Blue
square and arrow denote agent’s starting and ending positions, respectively. The green
path indicates the shortest geodesic path to the goal, and the agent’s path is in dark
blue. Agent path color fades from dark blue to light blue as time goes by. Note, the
agent sees a sequence of egocentric views, not the map.

Visual navigation: Table 4c shows the results. By pre-training the visual net-
work, VisualEchoes equips the embodied agents with a better sense of room
geometry and allows them to learn faster (see Supp. for training curves). Notably,
the agent also ends much closer to the goal. We suspect it can better gauge the
distance because of our VisualEchoes pre-training. Models pre-trained for clas-
sification on MIT Indoor Scenes perform more poorly than Scratch; again, this
suggests features useful for recognition may not be optimal for a spatial task like
point goal navigation.

This series of results on three tasks consistently shows the promise of our
VisualEchoes features. We see that learning from echoes translates into a
strengthened visual encoding. Importantly, while it is always an option to train
multiple representations entirely from scratch to support each given task, our
results are encouraging since they show the same fundamental interaction-based
pre-training is versatile across multiple tasks.

4.3 Qualitative Results

Figure 5 shows example navigation trajectories on top-down maps. Our visual-
echo consistency pre-training task allows the agent to better interpret the room’s
spatial layout to find the goal more quickly than the baselines. See Supp. for
qualitative results on depth estimation and surface normal examples. Initializ-
ing with our pre-trained VisualEchoes network leads to much more accurate
depth prediction and surface normal estimates compared to no pre-training,
demonstrating the usefulness of the learned spatial features.

5 Conclusions and Future Work

We presented an approach to learn spatial image representations via echoloca-
tion. We performed an in-depth study on the spatial cues contained in echoes and
how they can inform single-view depth estimation. We showed that the learned
spatial features can benefit three downstream vision tasks. Our work opens a
new path for interaction-based representation learning for embodied agents and
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demonstrates the potential of learning spatial visual representations even with
a limited amount of multisensory data.

While our current implementation learns from audio rendered in a simulator,
the results show that the learned spatial features already benefit transfer to
vision-only tasks in real photos outside of the scanned environments (e.g., the
NYU-V2 [72] and DIODE [78] images), indicating the realism of what our system
learned. Nonetheless, it will be interesting future work to capture the echoes on
a real robot. We are also interested in pursuing these ideas within a sequential
model, such that the agent could actively decide when to emit chirps and what
type of chirps to emit to get the most informative echo responses.

Acknowledgements. UT Austin is supported in part by DARPA Lifelong Learning
Machines and ONR PECASE. RG is supported by Google PhD Fellowship and Adobe
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Abstract. Optimising a ranking-based metric, such as Average Pre-
cision (AP), is notoriously challenging due to the fact that it is non-
differentiable, and hence cannot be optimised directly using gradient-
descent methods. To this end, we introduce an objective that optimises
instead a smoothed approximation of AP, coined Smooth-AP. Smooth-AP
is a plug-and-play objective function that allows for end-to-end training
of deep networks with a simple and elegant implementation. We also
present an analysis for why directly optimising the ranking based metric
of AP offers benefits over other deep metric learning losses.

We apply Smooth-AP to standard retrieval benchmarks: Stanford
Online products and VehicleID, and also evaluate on larger-scale
datasets: INaturalist for fine-grained category retrieval, and VGGFace2
and IJB-C for face retrieval. In all cases, we improve the performance
over the state-of-the-art, especially for larger-scale datasets, thus demon-
strating the effectiveness and scalability of Smooth-AP to real-world sce-
narios.

1 Introduction

Our objective in this paper is to improve the performance of ‘query by example’,
where the task is: given a query image, rank all the instances in a retrieval set
according to their relevance to the query. For instance, imagine that you have
a photo of a friend or family member, and want to search for all of the images
of that person within your large smart-phone image collection; or on a photo
licensing site, you want to find all photos of a particular building or object,
starting from a single photo. These use cases, where high recall is premium,
differ from the ‘Google Lens’ application of identifying an object from an image,
where only one ‘hit’ (match) is sufficient.

The benchmark metric for retrieval quality is Average Precision (AP) (or
its generalized variant, Normalized Discounted Cumulative Gain, which includes
non-binary relevance judgements). With the resurgence of deep neural networks,
end-to-end training has become the de facto choice for solving specific vision
Electronic supplementary material The online version of this chapter (https://
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Fig. 1. Ranked retrieval sets before (top) and after (bottom) applying Smooth-
AP on a baseline network (i.e. ImageNet pre-trained weights) for a given query (pink
image). The precision-recall curve is shown on the left. Smooth-AP results in large
boost in AP, as it moves positive instances (green) high up the ranks and negative
ones (red) low down. |P| is the number of positive instances in the retrieval set for this
query. Images are from the INaturalist dataset. (Color figure online)

tasks with well-defined metrics. However, the core problem with AP and similar
metrics is that they include a discrete ranking function that is neither differ-
entiable nor decomposable. Consequently, their direct optimization, e.g. with
gradient-descent methods, is notoriously difficult.

In this paper, we introduce a novel differentiable AP approximation, Smooth-
AP, that allows end-to-end training of deep networks for ranking-based tasks
(Fig. 1). Smooth-AP is a simple, elegant, and scalable method that takes the form
of a plug-and-play objective function by relaxing the Indicator function in the non-
differentiable AP with a sigmoid function. To demonstrate its effectiveness, we
perform experiments on two commonly used image retrieval benchmarks, Stan-
ford Online Products and VehicleID, where Smooth-AP outperforms all recent
AP approximation approaches [5,51] as well as recent deep metric learning meth-
ods.We also experiment on three further large-scale retrieval datasets (VGGFace2,
IJB-C, INaturalist), which are orders of magnitude larger than the existing
retrieval benchmarks. To our knowledge, this is the first work that demonstrates
the possibility of training networks for AP on datasets with millions of images for
the task of image retrieval. We show large performance gains over all recently pro-
posed AP approximating approaches and, somewhat surprisingly, also outperform
strong verification systems [13,34] by a significant margin, reflecting the fact that
metric learning approaches are indeed inefficient for training large-scale retrieval
systems that are measured by global ranking metrics.

2 Related Work

As an essential component of information retrieval [36], algorithms that optimize
rank-based metrics have been the focus of extensive research over the years.
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In general, the previous approaches can be split into two lines of research, namely
metric learning, and direct approximation of Average Precision.

Image Retrieval. This is one of the most researched topics in the vision com-
munity. Several themes have been explored in the literature, for example, one
theme is on the speed of retrieval and explores methods of approximate nearest
neighbors [12,26,27,29,45,57]. Another theme is on how to obtain a compact
image descriptor for retrieval in order to reduce the memory footprint. Descrip-
tors were typically constructed through an aggregation of local features, such as
Fisher vectors [44] and VLAD [2,28]. More recently, neural networks have made
impressive progress on learning representations for image retrieval [1,3,17,48,66],
but common to all is the choice of the loss function used for training; in partic-
ular, it should ideally be a loss that will encourage ‘good’ ranking.

Metric Learning. To avoid the difficulties from directly optimising rank-based
metrics, such as Average Precision, there is a great body of work that focuses
on metric learning [1,2,4,8,10,11,29,32,40,42,49,61,67,70]. For instance, the
contrastive [11] and triplet [70] losses, which consider pairs or triplets of elements,
and force all positive instances to be close in the high-dimensional embedding
space, while separating negatives by a fixed distance (margin). However, due
to the limited rank-positional awareness that a pair/triplet provides, a model
is likely to waste capacity on improving the order of positive instances at low
(poor) ranks at the expense of those at high ranks, as was pointed out by Burges
et al. [4]. Of more relevance, the list-wise approaches [4,8,40,42,67] look at
many examples from the retrieval set, and have been proven to improve training
efficiency and performance. Despite being successful, one drawback of metric
learning approaches is that they are mostly driven by minimizing distances, and
therefore remain ignorant of the importance of shifting ranking orders – the
latter is essential when evaluating with a rank-based metric.

Optimizing Average Precision (AP). The trend of directly optimising
the non-differentiable AP has been recently revived in the retrieval com-
munity. Sophisticated methods [5,10,15,21–23,38,50,51,58,60,61,73,75] have
been developed to overcome the challenge of non-decomposability and non-
differentiability in optimizing AP. Methods include: creating a distribution over
rankings by treating each relevance score as a Gaussian random variable [60],
loss-augmented inference [38], direct loss minimization [23,58], optimizing a
smooth and differentiable upper bound of AP [38,39,75], training a LSTM
to approximate the discrete ranking step [15], differentiable histogram bin-
ning [5,21,22,50,61], error driven update schemes [10], and the very recent black-
box optimization [51]. Significant progress on optimizing AP was made by the
information retrieval community [4,9,18,33,47,60], but the methods have largely
been ignored by the vision community, possibly because they have never been
demonstrated on large-scale image retrieval or due to the complexity of the pro-
posed smooth objectives. One of the motivations of this work is to show that with
the progress of deep learning research, e.g. auto-differentiation, better optimiza-
tion techniques, large-scale datasets, and fast computation devices, it is possible
and in fact very easy to directly optimize a close approximation to AP.
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3 Background

In this section, we define the notations used throughout the paper.

Task Definition. Given an input query, the goal of a retrieval system is to rank
all instances in a retrieval set Ω = {Ii, i = 0, · · · ,m} based on their relevance to
the query. For each query instance Iq, the retrieval set is split into the positive
Pq and negative Nq sets, which are formed by all instances of the same class
and of different classes, respectively. Note that there is a different positive and
negative set for each query.

Average Precision (AP). AP is one of the standard metrics for information
retrieval tasks [36]. It is a single value defined as the area under a Precision-
Recall curve. For a query Iq, the predicted relevance scores of all instances in
the retrieval set are measured via a chosen metric. In our case, we use the cosine
similarity (though the Smooth-AP method is independent of this choice):

SΩ =
{

si =
〈

vq

‖vq‖ · vi

‖vi‖
〉

, i = 0, · · · , n

}
, (1)

where SΩ = SP ∪ SN , and SP = {sζ ,∀ζ ∈ Pq}, SN = {sξ,∀ξ ∈ Nq} are the
positive and negative relevance score sets, respectively, vq refers to the query
vector, and vi to the vectorized retrieval set. The AP of a query Iq can be
computed as:

APq =
1

|SP |
∑
i∈SP

R(i,SP )
R(i, SΩ)

, (2)

where R(i,SP ) and R(i,SΩ) refer to the rankings of the instance i in P and Ω,
respectively. Note that, the rankings referred to in this paper are assumed to be
proper rankings, meaning no two samples are ranked equally.

Ranking Function (R). Given that AP is a ranking-based method, the key
element for direct optimisation is to define the ranking R of one instance i. Here,
we define it in the following way [47]:

R(i,S) = 1 +
∑

j∈S,j �=i

1{(si − sj) < 0}, (3)

where 1{·} acts as an Indicator function, and S any set, e.g. Ω. Conveniently,
this can be implemented by computing a difference matrix D ∈ Rm×m:

D =

⎡
⎢⎣

s1 . . . sm

...
. . .

...
s1 . . . sm

⎤
⎥⎦ −

⎡
⎢⎣

s1 . . . s1
...

. . .
...

sm . . . sm

⎤
⎥⎦ (4)



Smooth-AP: Smoothing the Path Towards Large-Scale Image Retrieval 681

Fig. 2. The possible different approximations to the discrete Indicator function.
First row: Indicator function (a), three sigmoids with increasing temperatures (b, c,
d), linear (e), exponential (f). Second row: their derivatives.

The exact AP for a query instance Iq from Eq. 2 becomes:

APq =
1

|SP |
∑
i∈SP

1 +
∑

j∈Sp,j �=i 1{Dij > 0}
1 +

∑
j∈SP ,j �=i 1{Dij > 0} +

∑
j∈SN

1{Dij > 0} (5)

Derivatives of Indicator. The particular Indicator function used in comput-
ing AP is a Heaviside step function H(·) [47], with its distributional derivative
defined as Dirac delta function:

dH(x)
dx

= δ(x),

This is either flat everywhere, with zero gradient, or discontinuous, and hence
cannot be optimized with gradient based methods (Fig. 2).

4 Approximating Average Precision (AP)

As explained, AP and similar metrics include a discrete ranking function that is
neither differentiable nor decomposable. In this section, we first describe Smooth-
AP, which essentially replaces the discrete indicator function with a sigmoid
function, and then we provide an analysis on its relation to other ranking losses,
such as triplet loss [24,70], FastAP [5] and Blackbox AP [51].

4.1 Smoothing AP

To smooth the ranking procedure, which will enable direct optimization of AP,
Smooth-AP takes a simple solution which is to replace the Indicator function 1{·}
by a sigmoid function G(·; τ), where the τ refers to the temperature adjusting
the sharpness:

G(x; τ) =
1

1 + e
−x
τ

. (6)
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Substituting G(·; τ) into Eq. 5, the true AP can be approximated as:

APq ≈ 1
|SP |

∑
i∈SP

1 +
∑

j∈SP
G(Dij ; τ)

1 +
∑

j∈SP
G(Dij ; τ) +

∑
j∈SN

G(Dij ; τ)

with tighter approximation and convergence to the indicator function as τ → 0.
The objective function during optimization is denoted as:

LAP =
1
m

m∑
k=1

(1 − APk) (7)

Smoothing Parameter. τ governs the temperature of the sigmoid that replaces
the Indicator function 1{·}. It defines an operating region, where terms of the
difference matrix are given a gradient by the Smooth-AP loss. If the terms are
mis-ranked, Smooth-AP will attempt to shift them to the correct order. Specifi-
cally, a small value of τ results in a small operating region (Fig. 2 (b) – note the
small region with gradient seen in the sigmoid derivative), and a tighter approx-
imation of true AP. The strong acceleration in gradient around the zero point
(Fig. 2 (b)-(c) second row) is essential to replicating the desired qualities of AP,
as it encourages the shifting of instances in the embedding space that result in
a change of rank (and hence change in AP), rather than shifting instances by
some large distance but not changing the rank. A large value of τ offers a large
operating region, however, at the cost of a looser approximation to AP due to
its divergence from the indicator function.

Relation to Triplet Loss. Here, we demonstrate that the triplet loss (a popular
surrogate loss for ranking) is in fact optimising a distance metric rather than a
ranking metric, which is sub-optimal when evaluating using a ranking metric.
As shown in Eq. 5, the goal of optimizing AP is equivalent to minimizing all the∑

i∈SP ,j∈SN
1{Dij < 0}, i.e. the violating terms. We term these as such because

these terms refer to cases where a negative instance is ranked above a positive
instance in terms of relevance to the query, and optimal AP is only acquired
when all positive instances are ranked above all negative instances.

For example, consider one query instance with predicted relevance score and
ground-truth relevance labels as:

Instances ordered by score : (s0 s4 s1 s2 s5 s6 s7 s3 )
Ground truth labels : (1 0 1 1 0 0 0 1)

the violating terms are: {(s4−s1), (s4−s2), (s4−s3), (s5−s3), (s6−s3), (s7−s3)}.
An ideal AP loss would actually treat each of the terms unequally, i.e. the model
would be forced to spend more capacity on shifting orders between s4 and s1,
rather than s3 and s7, as that makes a larger impact on improving the AP.

Another interpretation of these violating cases can also be drawn from the
triplet loss perspective. Specifically, if we treat the query instance as an “anchor”,
with sj denoting the similarity between the “anchor” and negative instance, and
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si denoting the similarity between the “anchor” and positive instance. In this
example, the triplet loss tries to optimize a margin hinge loss:

Ltriplet = max(s4 − s1 + α, 0) + max(s4 − s2 + α, 0)
+ max(s4 − s3 + α, 0) + max(s5 − s3 + α, 0)
+ max(s6 − s3 + α, 0) + max(s7 − s3 + α, 0)

This can be viewed as a differentiable approximation to the goal of optimizing AP
where the Indicator function has been replaced with the margin hinge loss, thus
solving the gradient problem. Nevertheless, using a triplet loss to approximate
AP may suffer from two problems: First, all terms are linearly combined and
treated equally in Ltriplet. Such a surrogate loss may force the model to optimize
the terms that have only a small effect on AP, e.g. optimizing s4−s1 is the same
as s7 − s4 in the triplet loss, however, from an AP perspective, it is important
to correct the mis-ordered instances at high rank. Second, the linear derivative
means that the optimization process is purely based on distance (not ranking
orders), which makes it sub-optimal when evaluating AP. For instance, in the
triplet loss case, reducing the distance s4−s1 from 0.8 to 0.5 is the same as from
0.2 to −0.1. In practise, however, the latter case (shifting orders) will clearly
have a much larger impact on the AP computation than the former.

Comparison to Other AP-Optimising Methods. The two key differences
between Smooth-AP and the recently introduced FastAP and Blackbox AP, are
that Smooth-AP (i) provides a closer approximation to Average Precision, and
(ii) is far simpler to implement. Firstly, due to the sigmoid function, Smooth-
AP optimises a ranking metric, and so has the same objective as Average
Precision. In contrast, FastAP and Blackbox AP linearly interpolate the non-
differentiable (piecewise constant) function, which can potentially lead to the
same issues as triplet loss, i.e. optimizing a distance metric, rather than rank-
ings. Secondly, Smooth-AP simply needs to replace the indicator function in the
AP objective with a sigmoid function. While FastAP uses abstractions such as
Histogram Binning, and Blackbox AP uses a variant of numerical derivative.
These differences are positively affirmed through the improved performance of
Smooth-AP over several datasets (Sect. 6.5).

5 Experimental Setup

In this section, we describe the datasets used for evaluation, the test proto-
cols, and the implementation details. The procedure followed here is to take a
pre-trained network and fine-tune with Smooth-AP loss. Specifically, ImageNet
pretrained networks are used for the object/animal retrieval datasets, and high-
performing face-verification models for the face retrieval datasets.

5.1 Datasets

We evaluate the Smooth-AP loss on five datasets containing a wide range
of domains and sizes. These include the commonly used retrieval benchmark



684 A. Brown et al.

Table 1. Datasets used for training and evaluation.

Dataset # Images # Classes # Ims/Class

Object/animal SOP train 59,551 11, 318 5.3

retrieval SOP test 60,502 11, 316 5.3

datasets VehicleID train 110,178 13, 134 8.4

VehicleID test 40,365 4, 800 8.4

INaturalist train 325,846 5, 690 57.3

INaturalist test 136,093 2, 452 55.5

Face retrieval VGGFace2 train 3.31 M 8, 631 363.7

datasets VGGFace2 test 169,396 500 338.8

IJB-C 148,824 3, 531 42.1

datasets, as well as several additional large-scale (>100K images) datasets.
Table 1 describes their details.

Stanford Online Product (SOP) [58] was initially collected for investigating
the problem of metric learning. It includes 120K images of products that were
sold online. We use the same evaluation protocol and train/test split as [67].

VehicleID [64] contains 221,736 images of 26,267 vehicle categories, 13,134 of
which are used for training (containing 110,178 images). By following the same
test protocol as [64], three test sets of increasing size are used for evaluation
(termed small, medium, large), which contain 800 classes (7,332 images), 1600
classes (12,995 images) and 2400 classes (20,038 images) respectively.

INaturalist [62] is a large-scale animal and plant species classification dataset,
designed to replicate real-world scenarios through 461,939 images from 8,142
classes. It features many visually similar species, captured in a wide variety
of environments. We construct a new image retrieval task from this dataset,
by keeping 5,690 classes for training, and 2,452 unseen classes for evaluating
image retrieval at test time, according to the same test protocols as existing
benchmarks [67]. We will make the train/test splits publicly available.

VGGFace2 [7] is a large-scale face dataset with over 3.31 million images of 9,131
subjects. The images have large variations in pose, age, illumination, ethnicity
and profession, e.g. actors, athletes, politicians. For training, we use the pre-
defined training set with 8,631 identities, and for testing we use the test set with
500 identities, totalling 169K testing images.

IJB-C [37] is a challenging public benchmark for face recognition, containing
images of subjects from both still frames and videos. Each video is treated as a
single instance by averaging the CNN-produced vectors for each frame to a single
vector. Identities with less than 5 instances (images or videos) are removed.
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5.2 Test Protocol

Here, we describe the protocols for evaluating retrieval performance, mean Aver-
age Precision (mAP) and Recall@K (R@K). For all datasets, every instance of
each class is used in turn as the query Iq , and the retrieval set Ω is formed out
of all the remaining instances. We ensure that each class in all datasets con-
tains several images (Table 1), such that if an instance from a class is used as
the query, there are plenty of remaining positive instances in the retrieval set.
For object/animal retrieval evaluation, we use the Recall@K metric in order to
compare to existing works. For face retrieval, AP is computed from the resulting
output ranking for each query, and the mAP score is computed by averaging the
APs across every instance in the dataset, resulting in a single value.

5.3 Implementation Details

Object/Animal Retrieval (SOP, VehicleID, INaturalist). In line with
previous works [5,51,53,55,69,71], we use ResNet50 [20] as the backbone archi-
tecture, which was pretrained on ImageNet [54]. We replace the final softmax
layer with one linear layer (following [5,51], with dimension being set to 512).
All images are resized to 256 × 256. At training time, we use random crops and
flips as augmentations, and at test time, a single centre crop of size 224 × 224 is
used. For all experiments we set τ to 0.01 (Sect. 6.4).

Face Retrieval Datasets (VGGFace2, IJB-C). We use two high perform-
ing face verification networks: the method from [7] using the SENet-50 architec-
ture [25] and the state-of-the-art ArcFace [13] (using ResNet-50), both trained
on the VGGFace2 training set. For SENet-50, we follow [7] and use the same face
crops (extended by the recommended amount), resized to 224 × 224 and we L2-
normalize the final 256D embedding. For ArcFace, we generate normalised face
crops (112 × 112) by using the provided face detector [13], and align them with
the predicted 5 facial key points, then L2-normalize the final 512D embedding.
For both models, we set the batch size to 224 and τ to 0.01 (Sect. 6.4).

Mini-Batch Training. During training, we form each mini-batch by randomly
sampling classes such that each represented class has |P| samples per class. For all
experiments, we L2-normalize the embeddings, use cosine similarity to compute
the relevance scores between the query and the retrieval set, set |P| to 4, and
use an Adam [31] optimiser with a base learning rate of 10−5 with weight decay
4e−5. We employ the same hard negative mining technique as [5,51] only for the
Online Products dataset. Otherwise we use no special sampling strategies.

6 Results

In this section, we first explore the effectiveness of the proposed Smooth-AP
by examining the performance of various models on the five retrieval datasets.
Specifically, we compare with the recent AP optimization and broader metric
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Fig. 3. Qualitative results for the INaturalist dataset using Smooth-AP loss.
For each query image (top row), the top 3 instances from the retrieval set are shown
ranked from top to bottom. Every retrieved instance shown is a true positive.

learning methods on the standard benchmarks SOP and VehicleID (Sect. 6.1),
and then shift to further large-scale experiments, e.g. INaturalist for ani-
mal/plant retrieval, and IJB-C and VGGFace2 for face retrieval (Sects. 6.2–6.3).
Then, we present an ablation study of various hyper-parameters that affect the
performance of Smooth-AP: the sigmoid temperature, the size of the positive set,
and the batch size (Sect. 6.4). Finally, we discuss various findings and analyze
the performance gaps between various models (Sect. 6.5).

Note that, although there has been a rich literature on metric learning
methods [14,16,19,30,32,35,40,41,43,46,51,58,59,61,65,67–69,71,72,74] using
these image retrieval benchmarks, we only list the very recent state-of-the-art
approaches, and try to compare with them as fairly as we can, e.g. no model
ensemble, and using the same backbone network and image resolution. How-
ever, there still remain differences on some small experimental details, such as
embedding dimensions, optimizer, and learning rates. Qualitative results for the
INaturalist dataset are illustrated in Fig. 3.

6.1 Evaluation on Stanford Online Products (SOP)

We compare with a wide variety of state-of-the-art image retrieval methods,
e.g. deep metric learning methods [53,55,69,71], and AP approximation meth-
ods [5,51]. As shown in Table 2, we observe that Smooth-AP achieves state-of-
the-art results on the SOP benchmark. In particular, our best model outper-
forms the very recent AP approximating methods (Blackbox AP and FastAP)
by a 1.5% margin for Recall@1. Furthermore, Smooth-AP performs on par with
the concurrent work (Cross-Batch Memory [69]). This is particularly impressive
as [69] harnesses memory techniques to sample from many mini-batches simulta-
neously for each weight update, whereas Smooth-AP only makes use of a single
mini-batch on each training iteration.
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Table 2. Results on Stanford Online Prod-
ucts. Deep metric learning and recent AP
approximating methods are compared to using
the ResNet50 architecture. BS: mini-batch size.

SOP

Recall@K 1 10 100 1000

Margin [71] 72.7 86.2 93.8 98.0

Divide [55] 75.9 88.4 94.9 98.1

FastAP [5] 76.4 89.0 95.1 98.2

MIC [53] 77.2 89.4 95.6 -

Blackbox AP [51] 78.6 90.5 96.0 98.7

Cont. w/M [69] 80.6 91.6 96.2 98.7

Smooth-AP BS = 224 79.2 91.0 96.5 98.9

Smooth-AP BS = 384 80.1 91.5 96.6 99.0

Fig. 4. The AP approxima-
tion error, APe over one training
epoch for Online Products for dif-
ferent values of sigmoid annealing
temperature, τ .

Figure 4 provides a quantitative analysis into the effect of sigmoid tempera-
ture τ on the tightness of the AP approximation, which can be plotted via the
AP approximation error:

APe = |APpred − AP | (8)

where APpred is the predicted approximate AP when the sigmoid is used in place
of the indicator function in Eq. 5, and AP is the true AP. As expected, a lower
value of τ leads to a tighter approximation to Average Precision, shown by the
low approximation error.

6.2 Evaluation on VehicleID and INaturalist

In Table 3, we show results on the VehicleID and INaturalist dataset. We observe
that Smooth-AP achieves state-of-the-art results on the challenging and large-
scale VehicleID dataset. In particular, our model outperforms FastAP by a sig-
nificant 3% for the Small protocol Recall@1. Furthermore, Smooth-AP exceeds
the performance of [69] on 4 of the 6 recall metrics.

As we are the first to report results on INaturalist for image retrieval, in
addition to Smooth-AP, we re-train state-of-the-art metric learning and AP
approximating methods, with the respective official code, e.g. Triplet and Prox-
yNCA [52], FastAP [6], Blackbox AP [63]. As shown in Table 3. Smooth-AP
outperforms all methods by 2 − 5% on Recall@1 for the experiments when the
same batch size is used (224). Increasing the batch size to 384 for Smooth-AP
leads to a further boost of 1.4% to 66.6 for Recall@1. These results demon-
strate that Smooth-AP is particularly suitable for large-scale retrieval datasets,
thus revealing its scalability to real-world retrieval problems. We note here that
these large-scale datasets (>100k images) are less influenced by hyper-parameter
tuning and so provide ideal test environments to demonstrate improved image
retrieval techniques.
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Table 3. Results on the VehicleID (left) and INaturalist (right). All experi-
ments are conducted using ResNet50 as backbone. All results for INaturalist are from
publicly available official implementations in the PyTorch framework with a batch size
of 224. † refers to the recent re-implementation [52] - we make the design choice for
Proxy NCA loss to keep the number of proxies equal to the number of training classes.
The VehicleID results are obtained with a batch-size of 384.

VehicleID
Small Medium Large

Recall@K 1 5 1 5 1 5
Divide [55] 87.7 92.9 85.7 90.4 82.9 90.2
MIC [53] 86.9 93.4 - - 82.0 91.0
FastAP [5] 91.9 96.8 90.6 95.9 87.5 95.1
Cont. w/M [69] 94.7 96.8 93.7 95.8 93.0 95.8
Smooth-AP 94.9 97.6 93.3 96.4 91.9 96.2

INaturalist
Recall@K 1 4 16 32
Triplet Semi-Hard [71] 58.1 75.5 86.8 90.7
Proxy NCA† [40] 61.6 77.4 87.0 90.6
FastAP [5] 60.6 77.0 87.2 90.6
Blackbox AP [51] 62.9 79.0 88.9 92.1
Smooth-AP BS=224 65.9 80.9 89.8 92.7
Smooth-AP BS=384 67.2 81.8 90.3 93.1

Table 4. mAP results on face retrieval datasets. Smooth-AP consistently boosts
the AP performance for both VGGFace2 and ArcFace, while outperforming other stan-
dard metric learning losses (Pairwise contrastive and Triplet).

VGGFace2 VF2 Test IJB-C
Softmax 0.828 0.726
+Pairwise 0.828 0.728
+Triplet 0.845 0.740

+Smooth-AP 0.850 0.754

ArcFace VF2 Test IJB-C
ArcFace 0.858 0.772
+Pairwise 0.861 0.775
+Triplet 0.880 0.787

+Smooth-AP 0.902 0.803

6.3 Evaluation on Face Retrieval

Due to impressive results [7,13], face retrieval is considered saturated. Neverthe-
less, we demonstrate here that Smooth-AP can further boost the face retrieval
performance. Specifically, we append Smooth-AP on top of modern methods
(VGGFace2 and ArcFace) and evaluate mAP on IJB-C and VGGFace2, i.e. one
of the largest face recognition datasets.

As shown in Table 4, when appending the Smooth-AP loss, retrieval met-
rics such as mAP can be significantly improved upon the baseline model for
both datasets. This is particularity impressive as both baselines have already
shown very strong performance on facial verification and identification tasks,
yet Smooth-AP is able to increase mAP by up to 4.4% on VGGFace2 and 3.1%
on ArcFace. Moreover, Smooth-AP strongly outperforms both the pairwise [11]
and triplet [56] losses, i.e. the two most popular surrogates to a ranking loss. As
discussed in Sect. 4.1, these surrogates optimise a distance metric rather than a
ranking metric, and the results show that the latter is optimal for AP.
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Table 5. Ablation study over different parameters: temperature τ , size of positive
set during minibatch sampling |P|, and batch size B. Performance is benchmarked on
VGGFace2-Test and IJB-C.

τ mAP
VF2 IJB-C

0.1 0.824 0.726
0.01 0.844 0.736
0.001 0.839 0.733
|P| = 4, B = 128

|P| mAP
VF2 IJB-C

4 0.844 0.736
8 0.833 0.734
16 0.824 0.726
τ = 0.01, B = 128

|B| mAP
VF2 IJB-C

64 0.824 0.726
128 0.844 0.736
256. 0.853 0.754

τ = 0.01, |P| = 4

6.4 Ablation Study

To investigate the effect of different hyper-parameter settings, e.g. the sigmoid
temperature τ , the size of the positive set |P|, and batch size B (Table 5), we use
VGGFace2 and IJB-C with SE-Net50 [7], as the large-scale datasets are unlikely
to lead to overfitting, and therefore provide a fair understanding about these
hyper-parameters. Note that we only vary one parameter at a time.

Effect of Sigmoid Temperature τ . As explained in Sect. 4.1, τ governs the
smoothing of the sigmoid that is used to approximate the indicator function in
the Smooth-AP loss. The ablation shows that a value of 0.01 leads to the best
mAP scores, which is the optimal trade-off between AP approximation and a
large enough operating region in which to provide gradients. Surprisingly, this
value (0.01) corresponds to a small operating region. We conjecture that a tight
approximation to true AP is the key, and when partnered with a large enough
batch size, enough elements of the difference matrix will lie within the operating
region in order to induce sufficient re-ranking gradients. The sigmoid tempera-
ture can further be viewed from the margin perspective (inter-class margins are
commonly used in metric learning to help generalisation [11,42,70]). Smooth-
AP only stops providing gradients to push a positive instance above a negative
instance once they are a distance equal to the width of the operating region
apart, hence enforcing a margin that equates to roughly 0.1 for this choice of τ .

Effect of Positive Set |P|. In this setting, the positive set represents the
instances that come from the same class in the mini-batch during training. We
observe that a small value (4) results in the highest mAP scores, this is because
mini-batches are formed by sampling at the class level, where a low value for |P|
means a larger number of sampled classes and a higher probability of sampling
hard-negative instances that violate the correct ranking order. Increasing the
number of classes in the batch results in a better batch approximation of the true
class distribution, allowing each training iteration to enforce a more optimally
structured embedding space.
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Effect of Batch Size B. Table 5 shows that large batch sizes result in better
mAP, especially for VGGFace2. This is expected, as it again increases the chance
of getting hard-negative samples in the batch.

6.5 Further Discussion

There are several important observations in the above results. Smooth-AP out-
performs all previous AP approximation approaches, as well as the metric learn-
ing techniques (pair, triplet, and list-wise) on three image retrieval benchmarks,
SOP, VehicleID, Inaturalist, with the performance gap being particularly appar-
ent on the large-scale INaturalist dataset. Similarly, when scaled to face datasets
containing millions of images, Smooth-AP is able to improve the retrieval metrics
for state-of-the-art face verification networks. We hypothesis that these perfor-
mance gains upon the previous AP approximating methods come from a tighter
approximation to AP than other existing approaches, hence demonstrating the
effectiveness and scalability of Smooth-AP. Furthermore, many of the proper-
ties that deep metric learning losses handcraft into their respective methods
(distance-based weighting [58,71], inter-class margins [11,56,58,67], intra-class
margins [67]), are naturally built into our AP formulation, and result in improved
generalisation capabilities.

7 Conclusions

We introduce Smooth-AP, a novel loss that directly optimizes a smoothed
approximation of AP. This is in contrast to modern contrastive, triplet, and
list-wise deep metric learning losses which act as surrogates to encourage rank-
ing. We show that Smooth-AP outperforms recent AP-optimising methods, as
well as the deep metric learning methods, and with a simple and elegant, plug-
and-play style method. We provide an analysis for the reasons why Smooth-AP
outperforms these other losses, i.e. Smooth-AP preserves the goal of AP which is
to optimise ranking rather than distances in the embedding space. Moreover, we
also show that fine-tuning face-verification networks by appending the Smooth-
AP loss can strongly improve the performance. Finally, in an effort to bridge the
gap between experimental settings and real-world retrieval scenarios, we pro-
vide experiments on several large-scale datasets and show Smooth-AP loss to be
considerably more scalable than previous approximations.
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Abstract. Supervised learning in large discriminative models is a main-
stay for modern computer vision. Such an approach necessitates invest-
ing in large-scale human-annotated datasets for achieving state-of-the-
art results. In turn, the efficacy of supervised learning may be limited
by the size of the human annotated dataset. This limitation is particu-
larly notable for image segmentation tasks, where the expense of human
annotation is especially large, yet large amounts of unlabeled data may
exist. In this work, we ask if we may leverage semi-supervised learning
in unlabeled video sequences and extra images to improve the perfor-
mance on urban scene segmentation, simultaneously tackling semantic,
instance, and panoptic segmentation. The goal of this work is to avoid
the construction of sophisticated, learned architectures specific to label
propagation (e.g ., patch matching and optical flow). Instead, we simply
predict pseudo-labels for the unlabeled data and train subsequent models
with both human-annotated and pseudo-labeled data. The procedure is
iterated for several times. As a result, our Naive-Student model, trained
with such simple yet effective iterative semi-supervised learning, attains
state-of-the-art results at all three Cityscapes benchmarks, reaching the
performance of 67.8% PQ, 42.6% AP, and 85.2% mIOU on the test set.
We view this work as a notable step towards building a simple proce-
dure to harness unlabeled video sequences and extra images to surpass
state-of-the-art performance on core computer vision tasks.
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1 Introduction

Significant advances in computer vision due to deep learning [10,26,40,66] have
been tempered by the fact that these advances have been accrued through super-
vised learning on large-scale, human-annotated datasets [49,69]. The paradigm
of supervised learning requires the expenditure of a large amount of resources
to manually label static images – whether through the development of special-
ized annotation tools [5,8,70], or the amount of human hours for the annotation
itself [49,69]. Such an approach does not scale effectively to comprehensively
label real-time video frames (but see [2,7,65]). More importantly, supervised
training is rather sample-inefficient as many examples are required for good gen-
eralization [29,39]. Ideally, one would expect and hope that a training method
may be able to learn in a more self-supervised manner particularly on video –
much as presumed to occur in human visual learning [41,82].

Train on Available Labels

Generate Pseudo Labels

Labeled data Pseudo-labeled data

Fig. 1. Naive-Student: semi-supervised learning in video sequences for scene
segmentation. We iteratively train on human-annotated frames (1 out of 30 in each
Cityscapes video sequence), and generate pseudo-labels for the other unlabeled video
frames (left). Segmentation performances (val set) improve at each iteration (right).

The limitations of supervised learning is most pronounced in the task of
image segmentation [22]. Human annotation of static images for segmentation
is particularly expensive, requiring, for instance, 90 min per image [17] or 22
worker hours per 1,000 mask segmentations [49]. In the case of self-driving cars,
the annotation of video is a critical supervised learning problem [24,75], and in
turn has fostered an industry of specialized companies for data annotation.

In contrast, recent findings on the benefits of pre-training on ImageNet for
segmentation [47] indicate that current segmentation approaches may bene-
fit from large-scale image classification datasets. This direction has been fur-
ther pursued by [12,74] on an extremely large image classification dataset [30].
Additionally, many segmentation methods [9,92] apply transfer learning by pre-
training on augmented segmentation datasets [27,49,55] and then fine-tuning on
the target datasets [17,21]. Likewise, other works attempt to exploit label propa-
gation in video to improve segmentation. However, these methods require build-
ing specialized modules to propagate labels across video frames [23,54,56,95].

In this work, we leverage both unlabeled video frames and extra unlabeled
images to improve the urban scene segmentation evaluated in terms of semantic
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segmentation, instance segmentation, and panoptic segmentation. Importantly,
we do not require any specialized methods for propagating label information
across video frames, such as optical flow [23,54,56], patch matching [4,6], or
learned motion vector [95]. Instead, we propose to employ a simple iterative semi-
supervised learning procedure. At each iteration, the model from the previous
iteration generates pseudo-labels for unlabeled video frames (Fig. 1). Specifically,
a pseudo-label is generated through a distillation across multiple augmentations
applied to each unlabeled video frame. Subsequent iterations of the training
procedure train on the original labeled data as well as the newly pseudo-labeled
data. Our model, trained with such a simple yet effective method, simultaneously
sets new state-of-the-art results on the Cityscapes urban scene segmentation [17],
achieving 67.8% PQ, 42.6% AP, and 85.2% mIOU on test set. We hope that such
an iterative semi-supervised learning may provide more label-efficient methods
for developing a machine learning solution to segmentation.

2 Related Works

Our method is related to both self-training [20,25,67,71,88,91], where the pre-
dictions of a model on unlabeled data is used to train the model, and semi-
supervised learning [44,57,64,68,86], where additionally extra human-annotated
data is available to guide the training with unlabeled data. In particular, our
model is trained with some human-annotated images and abundant pseudo-
labeled [3,34,42,72] video sequences.

Semi-supervised learning has been widely applied to several computer vision
tasks, including semantic segmentation [19,31,35,57,59,73,80,81,96], object
detection [64,68,76], instance segmentation [35,60], panoptic segmentation [45],
human pose estimation [58], person re-identification [93], multi-object tracking
and segmentation [62,77], and so on. A comprehensive literature survey is beyond
the scope of this work, and thus we focus on comparing our proposed method
with the most related ones.

Our proposed iterative semi-supervised learning is similar to the work by
Papandreou et al . [57], STC [80], Simple-Does-It [35], the work by Li et al . [45],
and Noisy-Student [84]. In particular, our iterative semi-supervised learning is
similar to the Expectation-Maximization method by Papandreou et al . [57] which
alternates between estimating the latent pixel labels (i.e., pseudo labels) and
optimizing the network parameters with bounding box or image-level annota-
tions. Similarly, Li et al . [45] generate pseudo labels for panoptic segmentation
by exploiting both fully-annotated and weakly-annotated images, where bound-
ing boxes for ‘thing’ classes and image-level tags for ‘stuff’ classes are provided.
However, unlike those two works, we do not exploit any weakly-annotated data.
Additionally, we do not sort the images by the annotation difficulty and do not
exploit any other assistance, such as saliency maps, as in STC [80]. Simple-Does-
It [35] adopts a complicated de-noising procedure to clean the pseudo labels,
while we simply use the outputs from a neural network. Finally, following Noisy-
Student [84], we employ a stronger Student network in the subsequent iterations,
but we do not employ any noisy data augmentation (i.e., RandAugment [18]).
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Algorithm 1. Iterative semi-supervised learning for urban scene segmentation.
Labeled data: n pairs of image xi and corresponding human annotation yi

Unlabeled data: m images collected from multiple video sequences or extra images with no human annotations
{x̃1, x̃2, ..., x̃m}.
Step 1: Train a Teacher network θt (with prediction function f) on the manually labeled images by minimizing the
total loss L for scene segmentation.

θ∗
t = arg min

θt

1

n

n
∑

i=1

L(yi, f(xi, θt))

where L = λsemLsem + λheatmapLheatmap + λoffsetLoffset in our framework.
Step 2: Generate pseudo-labels ỹi for unlabeled images with test-time augmentations (i.e., multi-scale inputs and
left-right flips).

ỹi = f(Aug ( x̃i), θ
∗
t ), ∀i = 1, ..., m

where Aug (·) is test-time augmentation.
Step 3: Train an equal or larger Student network θs on pseudo-labeled images (x̃i, ỹi) with the same objective.

θ∗
s = arg min

θs

1

m

m
∑

i=1

L(ỹi, f(x̃i, θs))

Step 4: Fine-tune the Student network θ∗
s from step 3 on the manually labeled image annotations (xi, yi) using the

same objective.

θ∗∗
s = arg min

θ∗
s

1

n

n
∑

i=1

L(yi, f(xi, θ
∗
s ))

Step 5: Return to step 2 but employ the Student network θ∗∗
s as a Teacher until reaching desired number of iterations.

When generating pseudo labels, we employ a simple test-time augmenta-
tion, i.e., multi-scale inputs and left-right flips, a common strategy used by
segmentation models [12,92], which bears a similarity to Data-Distillation [64].
However, our framework is deployed in an iterative manner, and we exploit unla-
beled video sequences for scene segmentation, simultaneously tackling semantic,
instance, and panoptic segmentation. Additionally, we do not set a threshold as
[64] to remove false positives, avoiding tuning of another hyper-parameter.

Video sequences have also been exploited in semi-supervised learning for
semantic segmentation. Human-annotated ground-truth labels of certain frames
in a video sequence could be propagated to other unlabeled frames via patch
matching [4,6] or optical flow [23,53,54,56,94]. Recently, Zhu et al . [95] gen-
erate pseudo-labeled video sequences by jointly propagating the image-label
pair with learned motion vectors, and demonstrate promising results. Simi-
larly, our method also exploits unlabeled video sequences. However, our method
is much simpler since we do not employ any label-propagation modules (e.g .,
patch matching [4,6], optical flow [23,54,56], or motion vectors [95]) but instead
directly generate the pseudo labels for each video frame.

3 Methods

Algorithm 1 gives an overview of our proposed iterative semi-supervised learning
for scene segmentation. Suppose two sets of images are given, where one con-
tains human annotations and the other does not. The human-annotated images
are exploited to train a Teacher network using the loss function for scene seg-
mentation. Pseudo-labels for those un-annotated images are then generated by
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the Teacher network with a test-time augmentation function. A Student net-
work is subsequently trained with the pseudo-labeled images using the same
loss function for scene segmentation. The Student network is then fine-tuned on
human-labeled images before evaluating on the validation set or test set. Finally,
one could optionally replace the Teacher network with the Student network and
iterate the procedure again. Our method, dubbed Naive-Student, is motivated by
Noisy-Student [84] where we adopt a stronger Student network in the following
iterations, but we do not inject noise (i.e., RandAugment [18]) to the Student.
Our algorithm is illustrated in Fig. 2. We elaborate on the details below.
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Fig. 2. Overview of our proposed iterative semi-supervised learning for scene
segmentation. The Teacher network is trained with all available human-annotated
images (and extra pseudo-labeled images after 1st iteration), and then generates
pseudo-labels for all the unlabeled images with a simple test-time augmentation (i.e.,
multi-scale inputs and left-right flips). The Student network is subsequently trained
with the pseudo-labeled data, and optionally replaces the Teacher network in follow-
ing iterations. Before evaluating the validation or test set performance, the Student
network is fine-tuned on the human-annotated images. Note that the validation set is
only exploited by the Teacher in order to generate high-quality pseudo-labels, and the
Student has no access to it. Additionally, the final test set results are evaluated on a
fair test server where the annotations are held-out.

The Loss for Scene Segmentation: Our core building block is the state-of-
the-art bottom-up panoptic segmentation model, Panoptic-DeepLab [14], which
improves the semantic segmentation model DeepLabv3+ [13] by incorporating
another class-agnostic instance segmentation prediction. Its instance segmenta-
tion prediction involves a simple instance center prediction as well as the offset
regression from each pixel to its corresponding center. As a result, the total
loss function L for scene segmentation boils down to three loss functions: soft-
max cross entropy loss Lsem for semantic segmentation, mean squared error loss
Lheatmap for instance center prediction, and L1 loss Loffset for offset regression.
In our algorithm, the Teacher and the Student networks are trained with the
same total loss function L.
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Pseudo-Label Generation: After training the Teacher network on all human-
annotated images (and all pseudo-labeled images after iteration 1), we generate
(or update) the pseudo labels for all un-annotated images with a test-time aug-
mentation function Aug (·). We simply use the common test-time augmentations,
i.e., multi-scale inputs and left-right flips. We only generate hard pseudo labels
(i.e., a one-hot distribution) in order to save disk space when processing large
resolution images (e.g ., Cityscapes image size is 1024 × 2048).

Ego-Car Region in Pseudo Labels: Cityscapes images are collected (or
recorded) with a driving vehicle. A part of the vehicle, called “ego-car” region, is
thus visible in all frames of a video sequence. This region is ignored during evalu-
ating the model performance. However, we find that assigning a random pseudo
label value to those regions will confuse models during training. To handle this
problem, we adopt a simple solution by exploiting the prior that Cityscapes
images are all well-calibrated and the ego-car regions are in the same locations
for images collected from the same sequence. Since we have access to the only
one human-annotated image from a 30-frame sequence, we propagate this ego-
car region information to the other 29 frames in the same sequence and assign
them with void label (i.e., no loss back-propagation for those regions).

A Better Network Backbone for Scene Segmentation: The efficient back-
bone Xception-71 (X-71) [13,16,63] is adopted in the Teacher network at the first
iteration in our iterative semi-supervised learning algorithm. In the next itera-
tion, a stronger backbone should be used to generate pseudo labels with a better
quality. In this work, we modify the powerful Wide ResNet-38 (WR-38) [83,90]
for scene segmentation. In particular, we remove the last residual block B7 in
WR-38 [83] and repeat the residual block B6 two more times, resulting in our
proposed WR-41. Additionally, we adopt drop path [32,50] (with a constant
survival probability 0.8) and multi-grid scheme [12,79] in the last three residual
blocks (with unit rate {1, 2, 4}, same as [12]). As a result, the proposed WR-41
attains better performance than X-71 in the fully supervised setting.

4 Experiments

We conduct experiments on the popular Cityscapes dataset [17], which consists
of a large and diverse set of street-view video sequences recorded from 50 cities
primarily in Germany. From the video sequences, 5000 images are provided with
high-quality pixel-wise annotations in which 2975, 500, and 1525 images are used
for training, validation, and test, respectively. Each image is selected from the
20th frame of a 30-frame video snippet. Additionally, another 20000 images are
accompanied with coarse annotations. We define each dataset split below.

train-fine: Training set (2,975 images) with fine pixel-wise annotations.
val-fine: Validation set (500 images) with fine pixel-wise annotations.
test-fine: Test set (1,525 images) where the fine pixel-wise annotations are

held-out, and the evaluation is performed on a fair test server.
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train-extra: Extra 20,000 images with coarse annotations. Our proposed
method is not limited to video sequences, and thus we also generate pseudo-
labels for this set, instead of using the provided coarse annotations.

train-sequence: The video sequences where the train-fine set is selected
from. This set contains 2975 × 30 = 89, 250 frames.

val-sequence: The video sequences where the val-fine set is selected from.
This set contains 500 × 30 = 15, 000 frames.

Furthermore, one could merge training and validation splits (e.g ., trainval-
fine is merged from train-fine and val-fine, and similarly for trainval-sequence).

Experimental Setup: We report mean intersection-over-union (mIOU), aver-
age precision (AP), and panoptic quality (PQ) to evaluate the semantic, instance,
and panoptic segmentation results, respectively.

The state-of-art bottom-up panoptic segmentation model, Panoptic-DeepLab
[15], is included in our proposed iterative semi-supervised learning pipeline.
Panoptic-DeepLab is a simple framework and simultaneously produces seman-
tic, instance, and panoptic segmentation results without the need to fine-tune
on each task. We adopt the same training protocol as [15] when using Panoptic-
DeepLab. For example, our models are trained using TensorFlow [1] on 32 TPUs.
We use the ‘poly’ learning rate policy [52] with an initial learning rate of 0.001
for Xception-71 (X-71) backbone [16,63] and 0.0001 for our proposed Wide
ResNet-41 (WR-41) [28,83,90], respectively. During training, the batch normal-
ization [33] is fine-tuned, random scale data augmentation and Adam [36] opti-
mizer without weight decay are adopted. On Cityscapes, we employ training
crop size equal to 1025 × 2049 with batch size 32, and 180K training itera-
tions. Similar to other works on panoptic segmentation [37,38,43,61,78,85,87],
we re-assign to void label all ‘stuff‘ segments whose areas are smaller than a
threshold of 4096. Additionally, we employ multi-scale inference (scales equal
to {0.5, 0.75, 1, 1.25, 1.5, 1.75, 2} for Cityscapes) and left-right flipped inputs, to
further improve the performance for test server evaluation.

4.1 Urban Scene Segmentation Results

In this subsection, we summarize our main results on the Cityscapes dataset.

Cityscapes Val-Fine Set: In our iterative semi-supervised learning framework,
at each iteration, all data splits, including Mapillary Vistas [55] and Cityscapes
trainval-fine, (also trainval-sequence and train-extra after 1st iteration), are
exploited for the Teacher networks in order to generate better pseudo-labels,
while the Student networks are always initialized from the Mapillary Vistas pre-
trained checkpoint (unless it is specified that it is initialized from previous itera-
tions). In Table 1, we report the validation set results. At iteration 0, we employ
the state-of-art Panoptic-DeepLab with Xception-71 (validation set results from
[15] are shown in the table for comparison) as the Teacher network to generate
pseudo-labels for train-sequence and train-extra splits which are subsequently
used to train our Student network using the proposed Wide ResNet-41 as back-
bone. As a result, at iteration 1, we improve over the Panoptic-DeepLab (X-71)
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baseline by a margin of 3.8% PQ, 3.1% AP, and 3.2% mIOU. The Student net-
work is then selected as the new Teacher network after fine-tuning on all the
available data splits (i.e., trainval-sequence, train-extra, and trainval-fine). At
iteration 2, by training with the better quality pseudo-labels, we observe an addi-
tional improvement of 1.3% PQ, 1.5% AP, and 0.8% mIOU for the new Student
network. Additionally, one could further slightly improve the performance by
initializing the Student network from iteration 1, as shown in the last row.

Cityscapes Test-Fine Set: In Table 2, we report our Cityscapes test set
results. As shown in the table, our single model simultaneously ranks 1st at
all three Cityscapes benchmarks. In particular, for the panoptic segmentation
benchmark, our model outperforms Panoptic-DeepLab (X-71) [15] by 2.3% PQ,
Li et al . [46] by 4.5% PQ, and Seamless [61] by 5.2% PQ. For the instance seg-
mentation benchmark, our model outperforms PolyTransform [48] by 2.5% AP,
Panoptic-DeepLab (X-71) [15] by 3.6% AP, and PANet [51] by 6.2% AP. Finally,
for the competitive semantic segmentation benchmark, our model outperforms
Panoptic-DeepLab (X-71) [15] by 1.0% mIOU, OCR [89] by 1.5% mIOU, and
Zhu et al . [95] by 1.7% mIOU.

Table 1. Iterative semi-supervised training systematically improves urban
scene segmentation results. Results presented on Cityscapes validation data. The
Students are pretrained on ImageNet [69] and Mapillary Vistas [55]. Baseline Xception-
71 (X-71) at iteration 0 is obtained from [15], while Wide-ResNet-41 (WR-41) is modi-
fied from [83]. All Teacher networks have been trained on ImageNet, Mapillary Vistas,
and Cityscapes. Labeled data is from Cityscapes train-fine set. Pseudo-Labeled data
is from Cityscapes train-sequence and train-extra sets. † indicates that model was ini-
tialized from the checkpoint in the previous iteration. The text color indicates how the
Student is selected as the new Teacher (e.g ., the Student X-71 at iteration 0 becomes
the Teacher at iteration 1 after fine-tuning).

Architecture Training set Validation set

Itr Student Teacher Labeled Pseudo-Labeled PQ (%) AP (%) mIOU (%)

0 X-71 - ✓ 65.3 38.8 82.5

1 WR-41 X-71 ✓ 69.1 41.9 85.7

2 WR-41 WR-41 ✓ 70.4 43.4 86.5

2 WR-41† WR-41 ✓ 70.8 44.3 86.7

Visualization of Generated Pseudo Labels: We observe visually subtle
differences between iteration 1 and iteration 2, since both Teachers yield high-
quality results. To further look into the minor differences, we zoom-in some
generated pseudo-labels in Fig. 3. As shown in the figure, the Teacher at iteration
2 generates slightly better pseudo-labels along the thin and small objects.

Visualization of Segmentation Results: In Fig. 4, we visualize some seg-
mentation results obtained by the Student network on val-fine set.
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Table 2. Iterative semi-supervised learning achieves state-of-the-art urban
scene segmentation results. Results presented on Cityscapes test-fine set. C:
Cityscapes coarse annotation. V: Cityscapes video. MV: Mapillary Vistas. Note that
we do not exploit the train-extra coarse annotations, but instead we generate pseudo-
labels for them.

Model Extra data Training method PQ (%) AP (%) mIOU (%)

Naive-Student (ours) C, V, MV Iterative semi-supervised 67.8 42.6 85.2

Seamless [61] MV Supervised 62.6 - -

Li et al. [46] COCO Supervised 63.3 - -

Panoptic-DeepLab (X-71) [15] MV Supervised 65.5 39.0 84.2

PANet [51] COCO Supervised - 36.4 -

PolyTransform [48] COCO Supervised - 40.1 -

Zhu et al. [95] C, V, MV Semi-supervised - - 83.5

OCR [89] C, MV Supervised - - 83.7

4.2 Ablation Studies

In this subsection, we provide ablation studies on several design choices.
Xception-71 is used as the backbone if not specified.

Training Iterations: First, we verify that the performance improvement does
not solely result from longer training iterations, but from the extra large
pseudo-labeled images. We train Panoptic-DeepLab [15] with 60K iterations on
Cityscapes train-fine set and obtain a PQ of 62.9%. We increase the training
iterations to 120K iterations, but do not observe any improvement (62.7% PQ)
(i.e., performance saturates after 60K iterations). On the other hand, our pro-
posed Naive-Student attains a better performance with 180K iterations (65.3%
PQ) when trained with the larger train-sequence set.

(a) Image (b) Pseudo-Label (Itr1) (c) Pseudo-Label (Itr2)

(a) Image (b) Pseudo-Label (Itr1) (c) Pseudo-Label (Itr2)

Fig. 3. Generated pseudo-labels by Teacher improves qualitatively with
more iterations. We only observe subtle difference between pseudo-labeled video
frames at iteration 1 and iteration 2. The results from iteration 2 capture better thin
objects, as zoomed-in in the yellow regions. (Color figure online)
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Fig. 4. Segmentation results by Student on Cityscapes val set.

Design Choices for the Teacher to Generate Pseudo-labels: When gen-
erating the pseudo-labels, there are four factors involved in our design, namely
(1) assignment of void label to the ego-car region, (2) employment of test-time
augmentation, (3) more Cityscapes human-labeled images, and (4) Mapillary
Vistas pretraining. This “Void-Ego-Car” design, or factor (1), improves 0.7%
PQ, 0.5% AP, and 0.4% mIOU. We think the wrongly generated labels in the
ego car region slightly affect the model training. Without employing the test-time
augmentation, (i.e., multi-scale inference and left-right flipping), when generat-
ing the pseudo-labels, the performance drops by 0.8% PQ, 1.1% AP, and 0.9%
mIOU. Excluding more Cityscapes human-labeled images for fine-tuning the
Teacher network degrades the performance by 1.4% PQ, 1.2% AP, and 1.3%
mIOU. Finally, if the Teacher network is not pretrained on the Mapillary Vis-
tas dataset, the performance decreases by 2.2% PQ, 2.2% AP, and 1.5% mIOU
(Table 3).

Table 3. Design choices for the Teacher to generate pseudo-labels. Void-Ego-
Car: Assignment of void label to ego-car regions. Test-Aug: Test-time augmentation
(i.e., multi-scale inputs and left-right flips). Val-Fine: Inclusion of Cityscapes val-fine
set for training the Teacher network. MV-Pretrained: Employment of a pretrained
checkpoint on Mapillary Vista for the Teacher network. Results presented on Cityscapes
validation set. Note the Student network has no access to the validation set.

Pseudo-label generation scheme Validation set results

Void-Ego-Car Test-Aug Val-Fine MV-Pretrained PQ (%) AP (%) mIOU (%)

✓ ✓ ✓ ✓ 67.5 39.8 83.7

✓ ✓ ✓ 66.8 39.3 83.3

✓ ✓ ✓ 66.7 38.7 82.8

✓ ✓ ✓ 66.1 38.6 82.4

✓ ✓ ✓ 65.3 37.6 82.2
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Design Choices for Training the Student: In Table 4, we report the
results when training the Student network with different training set splits.
The baseline Student network, trained with Cityscapes train-fine, attains the
performance of 63.1% PQ, 35.2% AP, and 80.1% mIOU. Using the pseudo-
labeled train-sequence, the performance is improved by 2.2% PQ, 2.4% AP, and
2.1% mIOU. Mixing human-labeled train-fine and pseudo-labeled train-sequence
slightly degrades the performance. We think it is because of the inconsistent
annotations between human-labeled and pseudo-labeled images, since train-fine
is a subset of train-sequence. Finally, adding more pseudo-labeled images (train-
sequence and train-extra) improves the result to 66.9% PQ, 40.2% AP, and 84.2%
mIOU.

Table 4. Design choices for training the Student. We experiment with different
training splits for training the Student. Results presented on Cityscapes validation set.

Training set for student Validation set results

Train-fine Train-sequence Train-extra PQ (%) AP (%) mIOU (%)

✓ 63.1 35.2 80.1

✓ 65.3 37.6 82.2

✓ ✓ 65.2 37.3 82.0

✓ ✓ 66.9 40.2 84.2

Vary Human-Labeled Images and Fix Pseudo-labeled Images: In Fig. 5,
we explore the semi-supervised setting with different amounts of human-labeled
images but fixed amount of pseudo-labeled images. In particular, the Teacher
network has only been trained with different numbers of Cityscapes train-fine
images (i.e., no other human-labeled images, such as Mapillary Vistas). The
generated pseudo-labels (on Cityscapes train-sequence and train-extra) are used
to train another Student network. Both Teacher and Student networks employ
the Xception-71 as backbone. For comparison, we also show the performance of
the supervised setting with the same amount of human-labeled images. As shown
in the figure, we observe (1) the semi-supervised learning setting consistently
improves over the fully supervised setting in all three metrics (PQ, AP, and
mIOU) as more human-labeled images are exploited, (2) when using only 40%
of the human-labeled images, our semi-supervised learning method could reap
98.9%, 97.2%, and 98.6% performance from its fully supervised counterparts in
PQ, AP, and mIOU, respectively, and (3) when using 100% of the human-labeled
images, our semi-supervised learning method attains 65.2% PQ, 38.6% AP, and
82% mIOU, comparable to the fully supervised counterpart with a Mapillary
Vistas pretrained checkpoint (65.3% PQ, 38.8% AP, and 82.5% mIOU in [15]).

Fix Human-Labeled Images and Vary Pseudo-labeled Images: In Fig. 6,
we explore the semi-supervised setting with different amounts of pseudo-labeled
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(a) PQ (b) AP (c) mIOU

Fig. 5. Semi-supervised learning with a fraction of the original labels may
match supervised segmentation performance. Results presented on Cityscapes
validation data. We vary the numbers of human-annotated images from train-fine set.
With only 40% of labeled data, our semi-supervised learning method attains 98.9% PQ,
97.2% AP, and 98.6% mIOU of the performance of their fully supervised counterparts.

(a) PQ (b) AP (c) mIOU

Fig. 6. Increasing the amount of unlabeled data improves segmentation per-
formance for PQ, AP, and mIOU. Results presented on Cityscapes validation data.

images. In particular, the Teacher network will generate different numbers of
pseudo-labeled images for training the Student network. As shown in the figure,
we observe consistent improvement in all three metrics when more and more
pseudo-labeled images are included in the training.

Training Method: In Table 5, we experiment with the effect of different train-
ing methods: supervised, semi-supervised, and iterative semi-supervised learning.
We employ our most powerful backbone, WR-41, attempting to push the enve-
lope of performance. We observe a significant improvement of semi-supervised
learning over supervised learning by 5.1% PQ, 4.4% AP, and 5.2% mIOU, mostly
because of the small Cityscapes dataset. Adopting the iterative semi-supervised
learning further improves the performance by 1.3% PQ, 1% AP, and 0.2% mIOU.
We think there is more room for improving PQ and AP, since the mIOU result
is starting to be saturated, as demonstrated in the public leader-board (i.e.,
differences between top-performing models are about 0.1%).
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Table 5. Comparisons with different training methods. Results presented on
Cityscapes validation set. The proposed WR-41 is used as the network backbone. Semi-
supervised learning (i.e., only iterate once in our framework) significantly improves the
performance, while iterative semi-supervised learning further improves the results.

Training method PQ (%) AP (%) mIOU (%)

Supervised 64.0 38.0 80.7

Semi-supervised 69.1 42.4 85.9

iterative semi-supervised 70.4 43.4 86.1

Transfer Learning from Cityscapes to Mapillary Vistas: The transfer
learning from the large-scale Mapillary Vistas to Cityscapes has been shown to be
effective in the literature [15,61,95] and in our work as well, since both datasets
contain street-view images. In Table 6, we experiment with the other direction of
transfer learning from Cityscapes to Mapillary Vistas. The baseline model with
WR-41 backbone, pretrained only on ImageNet [69], attains the performance of
37.1% PQ, 16.7% AP, and 56.2% mIOU. If we pretrain the model on the original
Cityscapes trainval-fine set, we observe a slight degradation. Interestingly, when
we further pretrain the model on the generated pseudo-labels, we observe a small
amount of 0.7% improvement in PQ. We think the improvement gained from
Cityscapes pretraining is marginal, mainly because the Cityscapes images are
mostly taken in Germany, while Mapillary Vistas contains more diverse images.

Table 6. Transfer learning from Cityscapes to Mapillary Vistas. Results pre-
sented on Mapillary Vistas validation data. We experiment with the network pretrained
on ImageNet [69], Cityscapes [17] labeled data (trainval-fine set), and Cityscapes
pseudo-labeled data (trainval-sequence, and train-extra).

Training Set Val Set

Labeled Pseudo-Labeled PQ (%) AP (%) mIOU (%)

37.1 16.7 56.2

✓ 36.9 16.5 55.3

✓ ✓ 37.8 17.0 56.2

4.3 Modified Wide ResNet-38: WR-41

In this subsection, we report the experimental results with our modified Wide
ResNet-38 [83,90], called WR-41, on both ImageNet [69] and Cityscapes [17].

ImageNet-1K Val Set: In Table 7, we report the results on the ImageNet-
1K validation set. As shown in the table, our TensorFlow re-implementation of
wide ResNet-38 (WR-38), proposed in [83], attains 20.36% Top-1 error, which
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is slightly worse than the one reported in the original paper. We think there are
some differences between the deep learning libraries. Note however that our main
focus is on the segmentation results, while ImageNet is only used for pretraining.
Our proposed WR-41 achieves a slightly better performance. Employing the drop
path [32] with a constant survival probability 0.8 improves the performance.

Table 7. Single-model error rates on ImageNet-1K validation set.

Backbone Drop-Path Top-1 Error Top-5 Error

WR-38 [83] (our TF imp.) 20.36% 5.11%

WR-38 [83] (our TF imp.) ✓ 19.89% 4.98%

WR-41 20.08% 4.93%

WR-41 ✓ 19.41% 4.68%

Table 8. Adopting Panoptic-DeepLab with our WR-41 achieves better segmentation
accuracy on Cityscapes val set with fewer model parameters and fewer M-Adds than
with our TensorFlow re-implemented WR-38.

Backbone Drop-Path Multi-Grid Params (M) M-Adds (B) PQ (%) AP (%) mIOU (%)

WR-38 [83] (our TF imp.) 173.75 3486.32 62.4 35.3 79.1

WR-38 [83] (our TF imp.) ✓ 173.75 3486.32 62.6 36.7 79.5

WR-38 [83] (our TF imp.) ✓ ✓ 173.75 3493.80 63.1 37.4 80.1

WR-41 147.27 3238.81 63.0 35.5 80.0

WR-41 ✓ 147.27 3238.81 63.6 36.8 80.4

WR-41 ✓ ✓ 147.27 3246.40 64.0 38.0 80.7

Cityscapes Val Set: In Table 8, we report the Cityscapes validation set
results when using Panoptic-DeepLab [15] with WR-38 (our TensorFlow re-
implementation) and WR-41 as backbones. As shown in the table, we observe (1)
using drop path [32] (constant survival probability 0.8) consistently improves the
performance in both backbones, (2) the performance could be further improved
by adopting the multi-grid scheme proposed in [12] (where the unit rates in the
last two or three residual blocks are set to (1, 2) or (1, 2, 4) for WR-38 and WR-
41, respectively), (3) using WR-41 as backbone slightly improves over WR-38,
and (4) Panoptic-DeepLab with WR-41 as backbone is slightly faster (and with
slightly fewer parameters) than with WR-38 because the ASPP module [11] is
added on the last feature map with 2048 channels (instead of 4096 channels).
Additionally, the GPU inference times (Tesla V100-SXM2) on a 1025 × 2049
input for WR-38 and WR-41 are 437.9 ms and 396.5 ms, respectively.

In Table 9, we report the effect of using test-time augmentation (i.e., multi-
scale inputs and left-right flips) and pretraining on Mapillary Vistas, when using
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Table 9. Effect of test-time augmentation on Cityscapes val set. MV: Map-
illary Vistas pretrained. Flip: Left-right flips. MS: Multi-scale inputs.

Method MV Flip MS PQ (%) AP (%) mIOU (%)

Panoptic-DeepLab (WR-41) 64.0 38.0 80.7

Panoptic-DeepLab (WR-41) ✓ 64.5 39.3 81.2

Panoptic-DeepLab (WR-41) ✓ ✓ 65.0 40.7 81.4

Panoptic-DeepLab (X-71) [15] ✓ ✓ 64.1 38.5 81.5

Panoptic-DeepLab (WR-41) ✓ 66.5 41.5 83.4

Panoptic-DeepLab (WR-41) ✓ ✓ 66.7 41.8 83.7

Panoptic-DeepLab (WR-41) ✓ ✓ ✓ 67.3 43.4 83.8

Panoptic-DeepLab (X-71) [15] ✓ ✓ ✓ 67.0 42.5 83.1

Table 10. Panoptic-DeepLab with proposed WR-41 backbone on Cityscapes
test set. MV: Mapillary Vistas pretrained.

Method MV PQ (%) AP (%) mIOU (%)

Panoptic-DeepLab (X-71) [15] 62.3 34.6 79.4

Panoptic-DeepLab (WR-41) (ours) 63.7 36.5 81.5

Panoptic-DeepLab (X-71) [15] ✓ 65.5 39.0 84.2

Panoptic-DeepLab (WR-41) (ours) ✓ 66.5 40.6 84.5

Panoptic-DeepLab with WR-41 as network backbone. The performance consis-
tently improved with test-time augmentation and pretraining on Mapillary Vis-
tas. Additionally, adopting Panoptic-DeepLab with WR-41 slightly outperforms
Panoptic-DeepLab with X-71 as reported in [15].

Cityscapes Test Set: In Table 10, we report the Cityscapes test set results
when using Panoptic-DeepLab [15] with our modified WR-41. Without extra
data, our Panoptic-DeepLab (WR-41) outperforms Panoptic-DeepLab (X-71)
by 1.4% PQ, 1.9% AP, and 2.1% mIOU. With Mapillary Vistas pretraining, our
Panoptic-DeepLab (WR-41) outperforms Panoptic-DeepLab (X-71) by 1.0% PQ
and 1.6% AP, and 0.3% mIOU.

5 Conclusion

In this work, we have described an iterative semi-supervised learning method
that significantly improves the performance of urban scene segmentation on
Cityscapes, simultaneously tackling semantic, instance, and panoptic segmen-
tation. This semi-supervised learning procedure effectively harnesses both unla-
beled video frames and extra unlabeled images to improve the predictive perfor-
mance of the model without the creation of additional architectures and learned
modules. Namely, pseudo-labeled data garnered through a simple data augmen-
tation (i.e., multi-scale inputs and left-right flips) suffices to boost performance
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on supervised learning tasks. As a result, our model sets the new state-of-art
performance at all three Cityscapes benchmarks without the need to fine-tune
or any special design on each task. We hope our simple yet effective learning
scheme could establish a baseline procedure to harness the abundant unlabeled
video sequences and extra images for computer vision tasks.
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Abstract. Textual cues are essential for everyday tasks like buying gro-
ceries and using public transport. To develop this assistive technology,
we study the TextVQA task, i.e., reasoning about text in images to
answer a question. Existing approaches are limited in their use of spatial
relations and rely on fully-connected transformer-based architectures to
implicitly learn the spatial structure of a scene. In contrast, we propose a
novel spatially aware self-attention layer such that each visual entity only
looks at neighboring entities defined by a spatial graph. Further, each
head in our multi-head self-attention layer focuses on a different subset
of relations. Our approach has two advantages: (1) each head considers
local context instead of dispersing the attention amongst all visual enti-
ties; (2) we avoid learning redundant features. We show that our model
improves the absolute accuracy of current state-of-the-art methods on
TextVQA by 2.2% overall over an improved baseline, and 4.62% on ques-
tions that involve spatial reasoning and can be answered correctly using
OCR tokens. Similarly on ST-VQA, we improve the absolute accuracy
by 4.2%. We further show that spatially aware self-attention improves
visual grounding.

Keywords: VQA · TextVQA · Self-attention

1 Introduction

The promise of assisting visually-impaired users gives us a compelling reason to
study Visual Question Answering (VQA) [3] tasks. A dominant class of questions
(∼20%) asked by visually-impaired users on images of their surroundings involves
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reading text in the image [5]. Naturally, the ability to reason about text in the
image to answer questions such as “Is this medicine going to expire?”, “Where is
this bus going?” is of paramount importance for these systems. To benchmark a
model’s capability to reason about text in the image, new datasets [7,31,36] have
been introduced for the task of Text Visual Question Answering (TextVQA).

Answering questions involving text in an image often requires reasoning about
the relative spatial positions of objects and text. For instance, many questions
such as “What is written on the player’s jersey?” or “What is the next destination
for the bus?” ask about text associated with a particular visual object. Similarly,
the question asked in Fig. 1, “What sponsor is to the right of the players?”, explic-
itly asks the answerer to look to the right of the players. Unsurprisingly, ∼13%
of the questions in the TextVQA dataset use one or more spatial prepositions1.

Fig. 1. (a) On questions that require spatial reasoning (∼13% of the TextVQA dataset),
compared to previous approaches [14,36], our model can reason about spatial relations
between visual entities to answer questions correctly. (b) We construct a spatial-graph
that encodes different spatial relationships between a pair of visual entities and use it
to guide the self-attention layers present in multi-modal transformer architectures.

Existing methods for TextVQA reason jointly over 3 modalities – the input
question, the visual content and the text in the image. LoRRA [36] uses an off-
the-shelf Optical Character Recognition (OCR) system [9] to detect OCR tokens
and extends previous VQA models [2] to select single OCR tokens from the
images as answers. The more recently proposed Multimodal Multi-Copy Mesh
(M4C) model [14] captures intra- and inter-modality interactions over all the
inputs – question words, visual objects and OCR tokens – by using a multi-
modal transformer architecture that iteratively decodes the answer by choosing
words from either the OCR tokens or some fixed vocabulary. The superior per-
formance of M4C is attributed to the use of multi-head self-attention layers [42]
which has become the defacto standard for modeling vision and language tasks
[10,26,27,37,41].
1 We use several prepositions such as ‘right’, ‘top’, ‘contains’, etc. to filter questions

that involve spatial reasoning.
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While these approaches take advantage of detected text, they are limited
in how they use spatial relations. For instance, LoRRA [36] does not use any
location information while M4C [14] merely encodes the absolute location of
objects and text as input to the model. By default, self-attention layers are
fully-connected, dispersing attention across the entire global context and disre-
garding the importance of the local context around a certain object or text. As
a result, in existing models the onus is on them to implicitly learn to reason
about the relative spatial relations between objects and text. In contrast, in
the Natural Language Processing community, it has proven beneficial to explic-
itly encode semantic structure between input tokens [39,45,47]. Moreover, while
multiple independent heads in self-attention layers model different context, each
head independently looks at the same global context and learns redundant fea-
tures [27] that can be pruned away without substantially harming a model’s
performance [29,44].

We address the above limitations by proposing a novel spatially aware self-
attention layer for multimodal transformers. First, we follow [22,48] to build a
spatial graph to represent relative spatial relations between all visual entities,
i.e., all objects and OCR tokens. We then use this spatial graph to guide the
self-attention layers in the multimodal transformer. We modify the attention
computation in each head such that each entity attends to just the neighboring
entities as defined by the spatial graph, and we restrict each head to only look
at a subset of relations which prevents learning of redundant features.

Empirically, we evaluate the efficacy of our proposed approach on the chal-
lenging TextVQA [36] and Scene-Text VQA (ST-VQA) [7] datasets. We first
improve the absolute accuracy of the baseline M4C model on TextVQA by
3.4% with improved features and hyperparameter optimization. We then show
that replacing the fully-connected self-attention layers in the M4C model with
our spatially aware self-attention layers improves absolute accuracy by a fur-
ther 2.2% (or 4.62% for the ∼14% of TextVQA questions that include spatial
prepositions and has a majority answer in OCR tokens). On ST-VQA our final
model achieves an absolute 4.2% improvement in Average Normalized Levenshtein
Similarity (ANLS). Finally, we show that our model is more visually grounded
as it picks the correct answer from the list of OCR tokens 8.8% more often
than M4C.

2 Related Work

Models for TextVQA: Several datasets and methods [7,14,31,36] have been
proposed for the TextVQA task – i.e., answering questions which require mod-
els to explicitly reason about text present in the image. LoRRA [36] extends
Pythia [15] with an OCR attention branch to reason over a combined list of
answers from a static vocabulary and detected OCR tokens. Several other mod-
els have taken similar approaches to augmenting existing VQA models with OCR
inputs [6,7,31]. Building on the success of transformers [42] and BERT [11], the
Multimodal Multi-Copy Mesh (M4C) model [14] (which serves as our baseline)
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uses a multimodal transformer to jointly encode the question, image and text and
employs an auto-regressive decoding mechanism to perform multi-step answer
decoding. However, these methods are limited in how they leverage the relative
spatial relations between visual entities such as objects and OCR tokens. Specif-
ically, early models [6,7,31] proposed for the TextVQA task did not encode any
explicit spatial information while M4C [14] simply adds a location embedding
of the absolute location to the input feature. We improve the performance of
these models by proposing a general framework to effectively utilize the relative
spatial structure between visual entities within the transformer architecture.

Multimodal Representation Learning for Vision and Language:
Recently, several general architectures for vision and language [10,14,21,23,26,
27,32,33,37,40,41,50] were proposed that reduce architectural differences across
tasks. These models (including M4C) typically fuse vision and language modali-
ties by applying either self-attention [4] or co-attention [28] mechanisms to cap-
ture intra- and inter-modality interactions. They achieve superior performance
on many vision and language tasks due to their strong representation power and
their ability to pre-train visual grounding in a self-supervised manner. Similar
to M4C, these methods add a location embedding to their inputs, but do not
explicitly encode relative spatial information (which is crucial for visual reason-
ing). Our work takes the first step towards modeling relative spatial locations
within the multimodal transformer architecture.

Leveraging Explicit Relationships for Visual Reasoning: Prior work has
used Graph Convolutional Nets (GCN) [18] and Graph Attention Networks
(GAT) [43] to leverage explicit relations for image captioning [48] and VQA [22].
Both these methods construct a spatial and semantic graph to relate different
objects. Although our relative spatial relations are inspired from [22,48], our
encoding differs greatly. First, [22,48] looks at all the spatial relations in every
attention head, whereas each self attention head in our model looks at different
subset of the relations, i.e., each head is only responsible for a certain number
of relations. This important distinction prevents spreading of attention over the
entire global context and reduces redundancy amongst multiple heads.

Context Aware Transformers for Language Modeling: Related to the
use of spatial structure for visual reasoning tasks, there has been a body of work
on modeling the underlying structure in input sequences for language modeling
tasks. Previous approaches have considered encoding the relative position differ-
ence between sentence tokens [35] as well as encoding the depth of each word in
a parse tree and the distance between word pairs [45]. Other approaches learn to
adapt the attention span for each attention head [39,47], rather than explicitly
modeling context for attention. While these methods work well for sequential
input like natural language sentences, they cannot be directly applied to our
task since our visual representations are non-sequential.
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3 Background: Multimodal Transformers

Following the success of transformer [42] and BERT [11] based architectures
on language modeling and sequence-to-sequence tasks, multi-modal transformer-
style models [10,14,21,23,26,27,32,33,37,40,41,50] have shown impressive
results on several vision-and-language tasks. Instead of using a single input
modality (i.e., text), multiple modalities are encoded as a sequence of input
tokens and appended together to form a single input sequence. Additionally, a
type embedding unique to each modality is added to distinguish amongst input
token of different modalities.

The core building block of the transformer architecture is a self-attention
layer followed by a feed-forward network. The self-attention layer aims at cap-
turing the direct relationships between the different input tokens. In this section,
we first briefly recap the attention computation in the multi-head self-attention
layer of the transformer and highlight some issues with classical self-attention
layers.

3.1 Self-attention Layer

A self-attention (SA) layer operates on an input sequence represented by N
dx-dimensional vectors X = (x1, . . . ,xN ) ∈ R

dx×N and computes the attended
sequence X̃ = (x̃1, . . . , x̃N ) ∈ R

dx×N . For this, self-attention employs h inde-
pendent attention heads and applies the attention mechanism of Bahdanau et
al. [4] to its own input. Each head in a self-attention layer transforms the input
sequence X into query Qh = [qh

1 , . . . ,qh
N ] ∈ R

dh×N , key Kh = [kh
1 , . . . ,kh

N ] ∈
R

dh×N , and value V = [vh
1 , . . . ,vh

N ] ∈ R
dh×N vectors via learnable linear projec-

tions parameterized by Wh
Q, Wh

K , Wh
V ∈ R

dx×dh :

(qh
i ,kh

i ,vh
i ) = (xiW

h
Q,xiW

h
K ,xiW

h
V ) ∀i ∈ [1, . . . , N ].

Generally, dh is set to dx/H. Each attended sequence element x̃h
i is then com-

puted via a weighted sum of value vectors, i.e.,

x̃h
i =

n
∑

j=1
αh
ijvh

j . (1)

The weight coefficient αh
ij is computed via a Softmax over a compatibility func-

tion that compares the query vector qh
i with key vectors of all the input tokens

kh
j , j ∈ [1, . . . , N ]:

αij = Softmax
(

qh
i (kh

j )T
√

dh

)

. (2)

The computation in Eq. (1) and Eq. (2) can be more compactly written as:

headh = Ah(Qh, Kh, V h) = Softmax
(

Qh(Kh)T√
dh

)

V h ∀h = [1, . . . , H]. (3)
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The output of all heads are then concatenated followed by a linear transformation
with weights WO ∈ R

(dh·H)×dx . Therefore, in the case of multi-head attention,
we obtain the attended sequence X̃ = (x̃i, . . . , x̃N ) from

X̃ = A(Q, K, V ) = [head1, . . . , headH ] WO. (4)

Application to Multi-modal Tasks: For multi-modal tasks, the self-attention
is often modified to model cross-attention from one modality Ui to another
modality Uj as A(QUi

, KUj
, VUj

) or intra-modality attention A(QUi
, KUi

, VUi
).

Note, Ui, Uj are simply sets of indices which are used to construct sub-matrices.
Some architectures like M4C [14] use the classical self-attention layer to model
attention between tokens of all the modalities as A(QU , KU , VU ) where U =
U1 ∪ U2 ∪ · · · ∪ UM is the union of all M input modalities.

3.2 Limitations

The aforementioned self-attention layer exposes two limitations: (1) self-
attention layers model the global context by encoding relations between every
single pair of input tokens. This disperses the attention across every input token
and overlooks the importance of semantic structure in the sequence. For instance,
in the case of language modeling, it has proven beneficial to capture local-context
[47] or the hierarchical structure of the input sentence by encoding the depth
of each word in a parsing tree [45], (2) multiple heads allow self-attention lay-
ers to jointly attend to different context in different heads. However, each head
independently looks at the entire global information and there is no explicit mech-
anism to ensure that different attention heads capture different context. Indeed,
it has been shown that the heads can be pruned away without substantially
hurting a model’s performance [29,44] and that different heads learn redundant
features [27].

4 Approach

To address both limitations, we extend the self-attention layer to utilize a graph
over the input tokens. Instead of looking at the entire global context, an entity
attends to just the neighboring entities as defined by a relationship graph. More-
over, heads consider different types of relations which encodes different context
and avoids learning redundant features. In what follows, we introduce the nota-
tion for input token representations. Next, we formally define the heterogeneous
graph over tokens from multiple modalities which are connected by different edge
types. Finally, we describe our approach to adapt the attention span of each head
in the self-attention layer by utilizing this graph. While our framework is general
and easily extensible to other tasks, we present our approach for the TextVQA
task.
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4.1 Graph over Input Tokens

Let us define a directed cyclic heterogeneous graph G = (X, E) where each node
corresponds to an input token xi ∈ X. E is a set of all edges ei→j , ∀xi,xj ∈ X.
Additionally, we define a mapping function Φx : X → T x that maps a node
xi ∈ X to one of the modalities. Consequently the number of node types is equal
to the number of input modalities, i.e., |T x| = M . We also define a mapping
function Φe : E → T e that maps an edge ei→j ∈ E to a relationship type tl ∈ T e.

We represent the question as a set of tokens, i.e., Xques = {x ∈ X : Φx(x) =
ques}. The visual content in the image is represented via a list of object region
features Xobj = {x ∈ X : Φx(x) = obj}. Similarly, the list of OCR tokens present
in the image is referred to as Xocr = {x ∈ X : Φx(x) = ocr}. Following M4C,
the model decodes multi-word answer Y ans = (yans

1 , . . . ,yans
T ) for T time-steps.

Fig. 2. (a) The spatial-relations graph encodes twelve type of relations between two
object or OCR tokens ri, rj ∈ R. (b) Denotes the attention mask between different
data modalities. In our spatially aware self-attention layer, object and OCR tokens
attend to each other based on a subset of spatial relations T h ⊆ T spa. They also
attend to question tokens via timp relation. Any input token x ∈ X do not attend to
answer token yans ∈ Y while yans can attend to tokens in X as well as previous answer
tokens yans

<t .

Spatial Relationship Graph: Answering questions about text in the image
involves reasoning about the spatial relations between various OCR tokens and
objects present in the image. For instance, the question “What is the letter on
the player’s hat?” requires to first detect a hat in the image and then reason
about the ‘contains’ relationship between the letter and the player’s hat.

To encode these spatial relationships between all the objects Xobj and OCR
tokens Xocr present in the image, i.e., all the regions r ∈ R = Xobj ∪ Xocr,
we construct a spatial graph Gspa = (R, Espa) with nodes corresponding to the
union of all objects and OCR tokens. The mapping function Φspa : Espa →
T spa assigns a spatial relationship tl ∈ T spa to an edge e = (ri, rj) ∈ Espa.
The mapping function utilizes the rules introduced by Yao et al. [48] which we
illustrate in Fig. 2(a). We use a total of twelve types of spatial relations (e.g.,
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〈ri − contains− rj〉, 〈ri − is-inside− rj〉 as well as a ‘self-relation’). Note
that Gspa is symmetric, i.e., for every edge ei→j there is a reverse edge ej→i.
Implicit Relationship between Objects, OCR and Question Tokens:
For the TextVQA task, different types of spatial relations might be useful for
different question types. For instance, a question asking about ‘what is written
on the player’s jersey’ might focus on the contains relationship, whereas a
question asking about ‘what sponsor is to the right of the player’ might utilize
the right relationship. Thus, to inject semantic information from the question
into the object and OCR representation, we allow object and OCR tokens to
attend to question tokens. In our general framework, we accomplish this via a
bipartite graph Gimp(R, Xques, Eimp) connecting all the object and OCR tokens
ri ∈ R to all question tokens xj ∈ Xques via an implicit edge ei→j of type
timp. Thus, by attending to question tokens, each object and OCR token learns
to implicitly incorporate useful semantic information from the question into its
representation.

(a) (b) (c)

Fig. 3. (a) Spatially aware attention layer uses a spatial graph to guide the attention in
each head of the self-attention layer. (b) The spatial graph is represented as a stack of
adjacency matrices, each for a given relationship te (c) Each head indexed by h looks at
a subset of relationships T h defined by the size of the context (c = 2 here), e.g. head1
looks at a two types of relation (T 1 = {t1, t2}). When edge ei→j ∈ T h (black box), bias
term is set to βh

i,j = 0, otherwise when ei→j /∈ T h (white blocks), ei→j /∈ T h = −∞.

4.2 Spatially aware Self-Attention Layer

As mentioned in Sect. 3, attention in a single-head h of a self-attention layer can
be computed by the compatibility function defined in Eq. (2). The compatibility
function computes a similarity between a query qh

i corresponding to input xi,
and the key vector kh

j of input token xj . Within a single head we want attention
to only look at relevant tokens. We model it by allowing each head to focus on
only a subset of edge types T h ⊆ T e. In other words, we want each token xi

to only focus on tokens xj when they are connected via an edge ei→j of type
Φe(ei→j) ∈ T h.
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In the context of TextVQA, we use the combination of two graphs, Gspa ∪
Gimp, defined over tokens from all the input data modalities x ∈ X. The subset
of relations T h each head h attends to is subset of c spatial relationships between
(xi,xj) and one implicit relationship between question and image tokens, i.e.,

T h = {timp, th, th+1, · · · , t(h+c) mod |T spa|}, t ∈ T e = T spa ∪ timp.

When c > 1, multiple heads are aware of a given spatial relationship and
we are encouraging the models to jointly attend to information from different
representation subspaces [42]. When c = 1, each head only focuses on a one type
of spatial relationship. Similarly when c = |T spa| + 1, each head attends to all
the spatial relationships as well as the implicit relationship timp. We empiricaly
observed that c = 2 works best for our setting.

As illustrated in Fig. 3, to weigh the attention in each head based on the
subset of spatial relationships T h, we introduce a bias term defined as

bhi,j =
{

βh
tl

tl ∈ T h, xi,xj ∈ X

−∞ otherwise
, (5)

to modify the computation of the attention weights αh
ij over different tokens.

Specifically, we compute attention weights as follows2:

αh
ij = Softmax

(

qh
i (kh

j )T + bhi,j√
dh

)

. (6)

Intuitively, as illustrated in Fig. 3 if there is no edge ei→j of type tl ∈ T h between
nodes xi and xj , then the compatibility score qh

i (kh
j )T + bhi,j is negative infinity

and the attention weights αh
ij become zero. Otherwise, the attention weights can

be modulated based on the specific edge type tl = Φe(ei→j) by learning a bias
term for each edge type βh

tl
∈ {βh

t1 , . . . , βh
|T e|}. Alternatively, we can set βh

tl
to

zero if we do not want to modulate attention based on the edge type between
a pair of tokens. Classical self-attention layers described in Sect. 3.1 are hence a
special case which is obtained when |T e| = 1 and G is a fully connected graph.

Specifically, for TextVQA, as illustrated in Fig. 2(b), all object and OCR
tokens attend to each other based on that subset of relations T h that a head
is responsible for. Since we want the representations of object and OCR tokens
to contain information about the question, all object and OCR tokens attend to
all question tokens via the edge of type timp. For simplicity, we don’t learn this
relation-dependent bias and run all our experiments with βh

tl
set to zero.

Importantly, our graph-aware self attention layer overcomes the aforemen-
tioned two limitations of classical self-attention layers. First, each head is able
to focus on a subset of relations T h ⊆ T e. Consequently, the attention is not dis-
tributed over the entire sequence of tokens and each token gathers information
from only a specific subset of tokens. Second, we are forcing each head to look at
a different context which prevents the heads from learning redundant features.
2 If for a given xi, Φe(ei→j) /∈ T h, ∀j ∈ [1, N ], then we explicitly set αh

i,j = 0,.
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Causal Attention for Answer Tokens: During decoding, the M4C model
generates answer tokens yans

t ∀t one step at a time. Inspired by the success of
several text-to-text models [12,25], the M4C architecture uses a causal attention
mask where yans

t attends to all question, image, and OCR tokens x ∈ X along
with entries in the answer yans

<t prior to time t. We follow [14,36] to generate the
answer tokens. During decoding, at each step the model transforms the predicted
token from the previous step to a d-dimensional vector zt. We use zt to compute
similarity with all OCR-tokens and vocabulary words and pick the most similar
one. We iteratively decode the answer over 12 time steps.

4.3 Implementation Details

Following M4C [14], the input to our multimodal transformer consists of three
different modalities – 1) 20 Question tokens, 2) 100 Object tokens, and 3) 50
OCR tokens. Below, we briefly describe the construction of each of the modal
features. For a detailed discussion we refer the reader to M4C [14].

Question Features: We encode the question text using three layers of a
BERT [11] model pre-trained on English Wikipedia and Book-Corpus [51].

Object Features: We encode the object regions by extracting features
from a ResNeXT-152 [46] based Faster R-CNN model [34] trained on Visual
Genome [19] with attribute loss. We then add an absolute-location embedding
to these features by using the bounding box coordinates.

OCR Features: Similarly, for OCR, we extract region features using the same
object detector and we append an embedding obtained from FastText [8] and
PHOC features [1] of the ocr-text. We also add an absolute-location embed-
ding by using the bounding box coordinates of the OCR token similar to object
features.

5 Experiments

We evaluate our model on the TextVQA dataset [36] and the ST-VQA dataset
[7]. Our model outperforms previous work by a significant margin and sets the
new state-of-the-art on both datasets.

5.1 Evaluation on TextVQA Dataset

The TextVQA dataset [36] contains 28,408 images from the Open Images
dataset [20], with human-written questions asking about text in the image. Fol-
lowing VQAv2 [3], each question in the TextVQA dataset has 10 free-response
answers, and the final accuracy is measured via soft voting of the 10 answers
(VQA Accuracy). Following the M4C model [14], we collect the top 5000 fre-
quent words from the answers in the training set as our answer vocabulary. We
compare our method with the recent proposed LoRRA [36], M4C [14] and 2019
TextVQA Challenge leaderboard entires [24,38].
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Table 1. Results on TextVQA [36] dataset. We compare our model (rows 11–13) against
the prior works (row 1–5) and the improved baselines (rows 6–10). † Indicates our
ablations for improved baseline. †† Indicates the best model from improved baseline.

Method Structure OCR
system

DET
backbone w/ST-VQA Beam

size
Accu.
on val

Accu.
on test

1 LoRRA [36] − R-ml ResNet ✗ − 26.5 27.6
2 DCD [24] − − − − − 31.4 31.4
3 MSFT [38] − − − − − 32.9 32.4
4 M4C [14] 4N R-en ResNet ✗ 1 39.4 39.0
5 M4C [14] 4N R-en ResNet ✓ 1 40.5 40.4

6 M4C [14]† 4N G ResNet ✗ 1 41.8 −
7 M4C [14]† 4N G ResNeXt ✗ 1 42.0 −
8 M4C [14]† 6N G ResNeXt ✗ 1 42.7 −
9 M4C [14]† 6N G ResNeXt ✓ 1 43.3 −
10 M4C [14]†† 6N G ResNeXt ✓ 5 43.8 42.4

11 SA-M4C (ours) 2N→4S G ResNeXt ✗ 1 43.9 −
12 SA-M4C (ours) 2N→4S G ResNeXt ✓ 1 45.1 −
13 SA-M4C (ours) 2N→4S G ResNeXt ✓ 5 45.4 44.6

Improved M4C Baseline (M4C†). To establish a strong baseline we further
improve M4C by replacing the Rosetta-en OCR system with the Google OCR
system3 which we qualitatively find to be more accurate, detecting text with
higher recall and having fewer spelling errors. This improves the performance
from 39.4% to 41.8% (Rows 4 and 6 in Table 1). Next, we replace the ResNet-
101 [13] backbone of the Faster R-CNN [34] feature-extractor with a ResNeXt-151
backbone [46] as recommended by [27]. This further improves the performance
from 41.8% to 42.0 % (Rows 6 and 7). Finally, we add two additional transformer
layers (Row 8), jointly train M4C on ST-VQA [7] (Row 9) and use beam search
decoding (Row 10) to establish the final improved baselines 43.8% and 42.4%
on validation and test set respectively.

Our Results (SA-M4C). Our model consist of 2 normal self-attention layers
and 4 spatially aware self-attention layers (2N→4S). As shown in Table 1 Row 13,
our model is 2.2% (absolute) higher than it’s counterpart in Row 10 and 4.4%
better than the baseline M4C model (Row 5). Note that the improved M4C
model in Row 10 and our method use the same input features, equal number of
transformer layers and have the same number of parameters. Next, we perform
model ablations to analyze the source of the gains in our method.

Model Structure Ablations. We answer the question, “How many spatially
aware self-attention layers are helpful?”, by incrementally replacing the self-
attention layers in M4C with the proposed spatially aware self-attention layers.

3 https://cloud.google.com/products/ai/.

https://cloud.google.com/products/ai/
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Table 2. Ablations on TextVQA.

Method Struc. Context Accu. (val)

1 M4C [14]† 6N − 42.70

2 SA-M4C (ours) 4N→2S 1 43.19
3 SA-M4C (ours) 2N→4S 1 43.80

4 M4C-Random 2N→4S 1 42.09
5 M4C-Top-9 [49] 2N→4T − 43.26
6 M4C-ReGAT [22] 2N→4Re − 43.20
7 SA-M4C (ours) 2N→4S 2 43.90

Table 3. Results on ST-VQA dataset.

Method Struc. Beam
size VQA Accu. ANLS

on val
ANLS
on test

1 SAN+STR [7] − − − − 0.135
2 VTA [6] − − − − 0.282
3 M4C [14] 4N 1 38.05 0.472 0.462
4 M4C [14]† 6N 1 40.71 0.499 -

5 SA-M4C (ours) 2N→4S 1 42.12 0.510 -
6 SA-M4C (ours) 2N→4S 5 42.23 0.512 0.504

Table 2 Row 1, 2 and 3 show that the performance improves as we replace nor-
mal self-attention layers with spatially aware self-attention. We achieve the best
performance after replacing 4 out of 6 self-attention layers (43.19% vs. 43.80%).
It’s important to note that keeping the bottom self-attention layer is critical to
model attention across modalities since attention for question tokens are masked
in spatially aware self-attention.
Span of Spatially Aware Self-attention Head. Recall that the context-size
parameters (c) is the number of relationships |T h| each attention head looks at,
and controls the sparsity of each head in spatially aware self-attention. When
c > 1, multiple heads are aware of a given spatial relationships which jointly
attend information from different representation subspaces. Sweeping over the
context-size (c) we find that c = 2 works the best (Row 7 in Table 2).
Comparing with Other Methods that Induce Sparsity into Trans-
former. We further compare our approach with other formulations [22,49] that
induce sparsity in the Transformer architectures as well as randomly mask atten-
tion heads. We describe each setting as follows.

– Random masking (M4C-Random). We randomly initialize a spatial
graph by assigning an edge of a given type between two nodes including a no-
edge with equal probability. We use this graph as input to our spatially aware
self-attention layer. Through this comparison, we want to establish the impor-
tance of spatial graph induced sparsity vs random sparsity in self-attention
layers. We report this baseline by averaging across 5 different seeds.

– Top-k Attention (M4C-Top-k). Instead of masking the attention weights
based on a graph, we explicitly select the top-k attention weights and mask
the rest [49]. We use k = 9 which corresponds to inducing the same level of
sparsity as our baseline model. This helps to establish the need of guiding the
attention based on spatial relationships.

– Graph Attention (M4C-ReGAT). We implement ReGAT-based atten-
tion layer Li et al. [22] which endows Graph Attention Network [43] encoding
with spatial information by adding a bias term specific to each relation.4. The

4 We use the code released by the authors https://github.com/linjieli222/
VQA_ReGAT/.

https://github.com/linjieli222/VQA_ReGAT/
https://github.com/linjieli222/VQA_ReGAT/
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goal is to establish the improvements of our spatially aware self-attention layer
compared to prior work.

Table 2 Row 4 - Row 7 show these comparisons. We observe that random
masking decreases the performance on TextVQA dataset by 1.2% which verifies
the importance of a correct spatial relationship graph. By selecting the top-k con-
nections (M4C-Top-9), we observe an improvement of 0.66% compared to M4C-
Random. However, M4C-Top-9 still underperforms compared to our proposed
SA-M4C model by 0.64%. Similarly, our proposed SA-M4C model outperforms
the graph attention version (M4C-ReGAT) by 0.7%.

5.2 Evaluation on ST-VQA

We also report results on the ST-VQA [7] dataset which is another recently
proposed dataset for the TextVQA task. ST-VQA contains 18,921 training and
2,971 test images sourced from several datasets [5,16,17,19,30]. Following M4C,
we report results on the Open Dictionary (Task-3) as it matches the TextVQA
setting where no answer candidates are provided at test time.

The ST-VQA dataset adopts Average Normalized Levenshtein Similarity
(ANLS) defined as 1 − dL(apred, agt)/ max(|apred|, |agt|) averaged over all ques-
tions. apred and agt refer to prediction and ground-truth answers respectively
while dL is edit distance. The metric truncates scores lower than 0.5 to 0 before
averaging. We use both VQA accuracy and ANLS as the evaluation metric to
facilitate comparison with prior work.

For training and validation on ST-VQA we use the same splits used by
M4C [14] generated by randomly selecting 17,028 images for training and the
remaining 1,893 for validation. We train the improved baseline model and our
best model (spatially aware self-attention) on ST-VQA and report results in
Table 3. Following prior works [7,14] we show VQA Accuracy and ANLS both
on validation set and only the latter on the test set. On the validation set
our improved baseline achieves an accuracy of 40.71% and an ANLS of 0.499
improving by 2.66% and 0.027 absolute. Further, the final model with spatially
aware self-attention layers achieves an accuracy of 42.23% and an ANLS of 0.512
improving by 1.52% and 0.013 in absolute gains on the validation set. On the
test set, our best model achieves state-of-the-art performance of 0.504 ANLS.

6 Analysis

Spatial Reasoning: We look at the source of improvements in our model both
quantitatively and qualitatively. First, we look at the performance of our model
on subset of questions from TextVQA validation dataset that involve spatial
reasoning. For this, we carefully curate a list of spatial-prepositions (see Supple-
mentary for detail), and filter questions based on occurrence of one or more of
these spatial-prepositions. After applying this filter, We observe that ∼14% of
the questions (709/5000) are retained. On this subset Dspa, our model perform
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2.83% better than M4C. Since, OCR tokens can answer only ∼65% of the ques-
tions in the validation set, we also look at the subset of questions that require
spatial reasoning and has a majority answer in OCR tokens. On this subset
Dspa+ocr (409/5000 questions), our model performs 4.62% better than M4C.

Visual Grounding: As a proxy to analyze visual grounding of our model, we
look at instances in which models predict the answer using the list of OCR tokens
without relying on the vocabulary. Our model picks an answer from the list of
OCR tokens on 368/701 questions from the Dspa subset, and achieves 52.85%
accuracy. This greatly improves the performance over M4C which only achieves
44.05% accuracy on a similar number (398/709) of questions that were answered
using OCR tokens. The increase in performance is similar on Dspa+ocr where we
achieve a score of 67.95% on 260/401 questions compared to 59.27% achieved by
M4C over 273/401 questions.

Qualitative Analysis: In Fig. 4, we can qualitatively see how our models can
reason about relative positions of object and text in the image. Our model picks
the correct answer by reasoning about relations like ‘right’, ‘top-left’. Our
model can also reason about spatial relations between object (‘green square’)
and text (‘lime’). In the last row, we show instances where based on the type of
spatial relationship mentioned in the question, our model changes the answer.

Fig. 4. Qualitative Examples: Top row shows the output of M4C and our method
on several image-question pairs. The bottom row show examples where we flipped the
spatial relation in the original question to see whether the models change their answers.
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Potential Sources of Error: While our model improves performance by encod-
ing spatial relationships, we are still far away from human baseline. The model is
not robust to spelling mistakes in the OCR tokens. Secondly, these models have
trouble generating the stop condition during decoding. Finally, while our model
can encode relative spatial relationships, for reasoning about absolute positions
in the image, our model can benefit from stronger cues about absolute locations.

7 Conclusion

We developed a spatially aware self-attention layer in which each input entity
only looks at neighboring entities as defined by a spatial graph. This allows each
input to focus on a local context instead of dispersing attention amongst all other
entities. Each head also focuses on a different subset of the spatial relations which
avoids learning redundant features. We apply our general framework on the task
of TextVQA by constructing a spatial graph between object and OCR tokens and
utilizing it in the spatially aware self-attention layers. We found this graph-based
attention to significantly improve results achieving state-of-the-art performance
on the TextVQA and ST-VQA dataset. Finally, we present our analysis showing
how our method improves visual grounding.
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Abstract. A domain adaptive object detector aims to adapt itself to
unseen domains that may contain variations of object appearance, view-
points or backgrounds. Most existing methods adopt feature alignment
either on the image level or instance level. However, image-level align-
ment on global features may tangle foreground/background pixels at
the same time, while instance-level alignment using proposals may suffer
from the background noise. Different from existing solutions, we propose
a domain adaptation framework that accounts for each pixel via pre-
dicting pixel-wise objectness and centerness. Specifically, the proposed
method carries out center-aware alignment by paying more attention to
foreground pixels, hence achieving better adaptation across domains. We
demonstrate our method on numerous adaptation settings with exten-
sive experimental results and show favorable performance against exist-
ing state-of-the-art algorithms. Source codes and models are available at
https://github.com/chengchunhsu/EveryPixelMatters.

1 Introduction

As a key component to image analysis and scene understanding, object detection
is essential to many high-level vision applications such as instance segmentation
[4,10–12], image captioning [20,37,38], and object tracking [18]. Although signif-
icant progress on object detection [9,26,29] had been made, an object detector
that can adapt itself to variations of object appearance, viewpoints, and back-
grounds [2] is always in demand. For example, a detector used for autonomous
driving is required to work well under diverse weather conditions, even if training
data may be acquired under some particular weather conditions.
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Fig. 1. Comparisons between different alignment methods. 1) For image-level
alignment, it considers both foreground/background pixels, which may lead to noisy
alignment and focus more on background pixels. 2) Instance-level alignment is per-
formed on proposals, in which the pooled feature on all the pixels within the proposal
could mix foreground/background signals. In addition, proposals in the target domain
may contain much more background pixels due to the domain gap. 3) The proposed
center-aware alignment focuses on foreground pixels with higher confidence scores of
objectness and centerness, i.e., those marked by larger “+” showing higher centerness
response, which play a crucial role to reduce the confusion during alignment.

To address this challenge, unsupervised domain adaptation (UDA) methods
[7,28,31,35,36] have been developed to adapt models trained on an annotated
source domain to another unlabeled target domain. Adopting a similar strategy
to the classification task [36] using adversarial feature alignment, numerous UDA
methods for objection detection [1,2,14–16,21,22,32] are proposed to reduce the
domain gap across source and target domains. However, such alignment is usually
performed on the image level that adapts global features, which is less effective
when the domain gap is large [5,32]. To improve upon global alignment1, existing
methods [2,14,41] adapt instance-level distributions that pool features of all the
pixels within a proposal. However, since pixel distributions are unknown in the
target domain, the proposal extracted from the target domain could contain
many background pixels. As a result, this may significantly confuse the alignment
procedure when adapting instance-level features of target proposals to the source
distribution that contains mostly foreground pixels (Fig. 1).

In this paper, we propose to take every pixel into consideration when align-
ing feature distributions across two domains. To this end, we design a module to
estimate pixel-wise objectness and centerness of the entire image, which allows

1 In this paper, we use image-level alignment and global alignment interchangeably.
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our alignment process to focus on foreground pixels, instead of the proposal that
may contain tangled foreground/background pixels as considered in the prior
work. In order to predict the pixel-wise information, we revisit the object detec-
tion framework and adopt fully-convolutional layers. As a result, our method
aims to align the centered discriminative part of the objects across domains,
namely the regions with high objectness scores and close to the object centers
(see Fig. 1). Thereby, these regions are less sensitive to irrelevant background
pixels in the target domain and facilitate distribution alignment. To the best of
our knowledge, we make the first attempt to leverage pixel-wise objectness and
centerness for domain adaptive object detection.

To validate the proposed method, we conduct extensive experiments on three
benchmark settings for domain adaptation: Cityscapes [3] → Cityscapes Foggy
[33], Sim10k [17] → Cityscapes, and KITTI [8] → Cityscapes. The experimental
results show that our center-aware feature alignment performs favorably against
existing state-of-the-art algorithms. Furthermore, we provide ablation study to
demonstrate the usefulness of each component in our method. The major con-
tributions of this paper are summarized as follows. First, we propose to discover
discriminative object parts on the pixel level and better handle the domain
adaptation task for object detection. Second, center-aware distribution align-
ment with its multi-scale extension is presented to account for object scales and
alleviate the unfavorable effects caused by cluttered backgrounds during adap-
tation. Third, comprehensive ablation studies validate the effectiveness of the
proposed framework with center-aware feature alignment.

2 Related Work

In this section, we review a few research topics relevant to this work, including
object detection and domain adaptive object detection.

2.1 Object Detection

Object detection studies can be categorized into anchor-based and anchor-free
detectors. Anchor-based detectors compile a set of anchors to generate object pro-
posals, and formulate object detection as a series of classification tasks over the
proposals. Faster-RCNN [30] is the pioneering anchor-based detector, where the
region proposal network (RPN) is employed for proposal generation. Owing to its
effectiveness, RPN is widely adopted in many anchor-based detectors [25,26].

Anchor-free detectors skip proposal generation, and directly localize objects
based on the fully convolutional network (FCN) [27]. Recently, anchor-free meth-
ods [6,23,40] leverage keypoint (i.e., the center or corners of a box) localization
and achieve comparable performance with anchor-based methods. Yet, these
methods require complex post-processing for grouping the detected points. To
avoid such a process, FCOS [34] proposes per-pixel prediction, and directly pre-
dicts the class and offset of the corresponding object at each location on the
feature map. In this work, we take advantages of the property in anchor-free
methods to identify discriminate areas for the alignment procedure.
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Table 1. Alignment schemes adopted by existing methods, including global
alignment (G), instance-level alignment (I), low-level feature alignment (L), pixel-
level alignment (P ) via style transfer or CycleGAN, pseudo-label re-training (PL), and
the proposed center-aware alignment (CA) that considers pixel-wise objectness and
centerness. ∗ indicates that pixel-level alignment is only applied during adapting from
Sim10k to Cityscapes.

Method G I L P PL CA

DAF [2] CVPR’18
√ √

SC-DA [41] CVPR’19
√ √

SW-DA [32] CVPR’19
√ √ √

*

DAM [22] CVPR’19
√ √

MAF [14] ICCV’19
√ √

MTOR [1] CVPR’19
√ √

STABR [21] ICCV’19
√ √

PDA [15] WACV’20
√ √

Ours
√ √

2.2 UDA for Object Detector

Che et al. [2] first present two alignment practices, i.e., image-level and instance-
level alignments, by adopting adversarial learning at image and instance scales,
respectively. For image-level alignment, Saito et al. [32] further indicate that
aligning lower-level features is more effective since global feature alignment suf-
fers from the cross-domain variations of foreground objects and background clut-
ter. To improve instance-level alignment, Zhu et al. [41] apply k-means clustering
to group proposals and obtain the centroids of these clusters, which achieves a
balance between global and instance-level alignment. However, their method
introduces additional data-independent hyper-parameters for clustering and is
not end-to-end trainable. Other variants improve feature alignment based on a
hierarchical module [14], a style-transfer based method to address the source-
biased issue [22], a teacher-student scheme to explore object relations [1], and a
progressive alignment scheme [15].

While the above methods are based on two-stage detectors, Kim et al. [21]
propose a one-stage adaptive detector for faster inference, via a hard negative
mining technique for seeking more reliable pseudo-labels. However, their method
only partially alleviates the issues brought by background and does not consider
every pixel during feature alignment to reduce the domain gap. We also note that
all aforementioned methods are based on anchors, in which performing instance-
level alignment would be sensitive to inaccurate proposals in the target domain
and the mixture of foreground/background pixels in a proposal. In contrast,
we address these drawbacks by predicting pixel-wise objectness and proposing
center-aware feature alignment, which only focuses on the discriminative parts
of objects at the pixel scale. In Table 1, we summarize the alignment methods
used in the aforementioned techniques for domain adaptive object detection.
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3 Proposed Method

In this section, we first describe global feature alignment, and then introduce the
proposed center-aware alignment that utilizes pixel-wise objectness and ceter-
ness. To improve the performance, we further incorporate multi-scale alignment
that takes object scale into account during adaptation.

Fig. 2. Proposed framework for domain adaptive object detection. Given the
source and target images, we feed them to a shared feature extractor G to obtain
their features F . Then, the global alignment on these features is performed via a
global discriminator DGA and a domain prediction loss LGA. Next, we pass the feature
through the fully-convolutional module P to produce the classification and centerness
maps. These maps and the feature F are utilized to generate the center-aware features.
Finally, we use a center-aware discriminator DCA and another domain prediction loss
LCA to perform the proposed center-aware feature alignment. Note that the bounding
box prediction loss Ldet is only operated on source images using their corresponding
ground-truth bounding boxes.

3.1 Algorithm Overview

Given a set of source images Is, their ground-truth bounding boxes Bs, and
unlabeled target images It, our goal is to predict bounding boxes Bt on the target
image. To this end, we propose to utilize two alignment schemes that complement
each other: global alignment that accounts for image-level distributions and the
proposed center-aware alignment that focuses more on foreground pixels. The
overall procedure is illustrated in Fig. 2. Given a shared feature extractor G
across domains, we first extract features F = G(I) and perform global alignment
via using a global discriminator and a domain prediction loss. Second, followed
by G, a fully-convolutional module P is adopted to predict pixel-wise objectness
and centerness maps. Through combining these maps with the feature F , we
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employ another center-aware discriminator and its domain prediction loss to
perform center-aware alignment.

3.2 Global Feature Alignment

The goal of global alignment is to align the feature maps on the image level to
reduce the domain gap. To this end, we apply the adversarial alignment technique
[2] via utilizing a global discriminator DGA, which aims to identify whether the
pixels on each feature map come from the source or the target domain.

Particularly, given the K-dimensional feature map F ∈ R
H×W×K of the

spatial resolution H × W from the feature extractor G, the output of DGA is
a domain classification map that has the same size as F , while each location
represents the domain label corresponding to the same location on F . Note that
we set the domain label z of source and target domain as 1 and 0, respectively.
Therefore, the discriminator can be optimized by minimizing the binary cross-
entropy loss. For a location (u, v) on F , the loss function can be written as

LGA(Is, It) = −
∑

u,v

z log(DGA(Fs)(u,v)) + (1 − z) log(1 − DGA(Ft)(u,v)). (1)

To perform adversarial alignment, we apply the gradient reversal layer (GRL)
[7] to feature maps of both source/target images, in which the sign of the gradient
is reversed when optimizing the feature extractor via the GRL layer. Then the
mechanism works as follows. The loss for the discriminator is minimized via (1),
while the feature extractor is optimized by maximizing this loss, in order to
deceive the discriminator. We also note that most existing methods (those in
Table 1) utilize such global alignment that focuses on image-level distributions
(i.e., more background pixels in reality). We also use global alignment in our
framework to complement the proposed center-aware alignment that focuses on
foreground pixels.

3.3 Center-Aware Alignment

As mentioned in Sect. 1 and Table 1, existing methods [2,14,41] for instance-level
alignment are based on proposals, and thus these approaches may suffer from
the background effect. In order to address this issue, we propose a center-aware
alignment method that allows us to focus on discriminative object regions. To
this end, we adopt a center-aware discriminator DCA for aligning features in the
high-confidence area on the pixel level.

Definition. With a designed fully-convolutional network P (as detailed in Sect.
3.5) and feature map F ∈ R

H×W×K from the feature extractor G, we pass F
through P , and obtain a classification output Mcls ∈ R

H×W×C and a class-
agnostic centerness output Mctr ∈ R

H×W , where C is the number of categories.
Each location on the classification and centerness maps indicates corresponding
objectness and centerness scores, respectively.
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Fig. 3. Proposed center-aware alignment. Given the classification output Mcls, we
first convert it to a class-agnostic map Mobj , which is then merged with the centerness
output Mctr into a center-aware map MCA via (2) to identify potential object locations.
Next, we use this map MCA as the guidance to weight the global feature map F . Finally,
this weighted feature map serves as the input to the center-aware discriminator DCA

to enable the proposed center-aware alignment in the feature space via (3).

Discover Object Region. In order to find the confident area containing fore-
ground objects, we utilize two cues derived from our object detector as mentioned
above: 1) a class-agnostic map of the objectness scores and 2) a centerness map
that highlight object centers, so that the alignment can focus more on object
parts. First, the objectness map can be obtained from the classification output
Mcls. To obtain the class-agnostic map, we apply the sigmoid activation on each
channel and take the max operation over categories. Similarly, the final class-
agnostic centerness map is obtained via applying the sigmoid activation on the
centerness output Mctr. Overall, the final map MCA to guide our center-aware
alignment is calculated as follows:

Mobj = max
c

(σ(Mcls)),

MCA = σ(δ Mobj � σ(Mctr)), (2)

where σ represents the sigmoid activation and � denotes the element-wise prod-
uct, i.e., Hadamard product, on the spatial maps. Since the values in Mobj and
σ(Mctr) are ranged from 0 to 1, a scaling factor δ is introduced for preventing
the value from being too small after the multiplication. The factor δ is set to 20
in all experiments.

Perform Alignment. With the center-aware map MCA, we are able to highlight
the area where alignment on the pixel level should pay attention. To use this
map as the guidance to our center-aware alignment, we multiply it by the feature
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map F and then feed it into the center-aware discriminator DCA:

LCA(Is, It) = −
∑

u,v

z log(DCA(Ms
CA � Fs)(u,v))

+ (1 − z) log(1 − DCA(M t
CA � Ft)(u,v)). (3)

We note that, since MCA is a map of resolution H × W , we duplicate it
for K channels to compute its element-wise product with the feature map
F ∈ R

H×W×K . Then, we adopt a similar alignment process as described in
(1) via the GRL layer. As a result, different from the global alignment method
as described in Sect. 3.2, our model aligns pixel-wise features that are likely to
be the object and hence mitigates the non-matching issue between foregrounds
and backgrounds. The entire process of center-aware alignment is illustrated in
Fig. 3.

3.4 Overall Objective for Proposed Framework

Given source images Is, target image It, and the ground-truth bounding boxes Bs

in the source domain, our goal is to predict bounding boxes Bt on the unlabeled
target data. We have described the objective for feature alignment on both
source and target images. Here, we introduce the details of the object detection
objective on the source domain using Is and Bs.

Objective for Object Detector. Motivated by the anchor-free detector [34],
our fully-convolutional module P consists of the classification, centerness, and
regression branches. The three branches output the objectness map Mobj , cen-
terness map Mctr, and regression map Mreg, respectively. For the classification
and regression branches, their goals are to predict the classification score and the
distance to the four sides of the corresponding object box for each pixel, respec-
tively. We denote their loss functions as Lcls and Lreg, which can be optimized
via the focal loss [25] and IoU loss [39], respectively. For the centerness branch,
it predicts the distance between each pixel and the center of the corresponding
object box and can be optimized by the binary cross-entropy loss [34] denoted
as Lctr. The overall objective for the detector on the source domain is:

Ldet(Is, Bs) = Lcls + Lreg + Lctr. (4)

Here, we omit the argument (Is, Bs) of each loss function for simplicity.

Overall Objective. In order to obtain domain-invariant features across the
source and target domains, we apply adversarial learning to feature maps using
two discriminators, DGA and DCA, which perform the global alignment and
center-aware alignment by minimizing the objective functions LGA and LCA,
respectively. The details can be found in Sect. 3.2 and Sect. 3.3. The overall loss
function can be expressed as:

L(Is, It, Bs) = Ldet(Is, Bs) + αLGA(Is, It) + βLCA(Is, It), (5)

where α and β are the weights used to balance the three terms.
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3.5 Network Architecture and Discussions

Different from the prior work [2,14,41] that focuses on instance-level alignment,
our center-aware feature alignment requires pixel-wise predictions for objectness
and centerness maps, so we cannot directly adopt the network architecture in
previous methods. In this section, we introduce our architecture via using a fully-
convolutional module for producing pixel-wise predictions, as well as a multi-
scale extension to account for the object scale during adaptation.

Network Architecture. As mentioned in Sect. 3.4, we connect feature map
F with the fully-convolutional detection head P that contains three branches:
the classification, centerness, and regression branches. Different from previous
methods, all branches are constructed by the fully-convolutional network, so that
the predictions are performed on the pixel level. Specifically, the three branches
consist of four 3 × 3 convolutional layers, and each of them has 256 filters. For
both discriminators in global and center-aware alignments, i.e., DGA and DCA,
we use the same fully-convolutional architecture as the detection branch, in order
to maintain the consistency of the output size and thus map to the original input
image.

Multi-scale Alignment. We observe that such a fully-convolutional architec-
ture is not robust to the object scale, which is crucial to the performance of fea-
ture alignment. Therefore, in the feature extractor G, we use the feature pyramid
network (FPN) [24] to handle different sizes of objects. Particularly, FPN utilizes
five levels of feature map, which can be denoted as F i for i = {3, 4, ..., 7}. The
feature map F 3 is responsible for the smallest objects, while the feature map F 7

focuses on the largest objects. Each of the feature maps in the pyramid, i.e., F i,
has 256 channels.

We connect each layer with one head that contains three detection branches
and two discriminators, i.e., DGA and DCA, and thus the loss function in (5)
can be extended to the feature map of each layer. As a result, we are able to
align each individual feature map F i via global and center-aware alignments via
(1) and (3). It follows that each aligned layer is responsible for a certain range
of object size while making the overall alignment process consistent.

How Pixel-wise Prediction Helps Feature Alignment. It is worth men-
tioning that we take advantage of the pixel-wise prediction for the following
reasons: 1) Pixel-wise prediction does not involve any fixed anchor-related hyper-
parameters to produce proposals, which could be biased to the source domain
during training; 2) Pixel-wise prediction considers all the pixels during training,
which helps increase the capability of the model to identify the discriminative
area of target objects; 3) The alignment can be performed on the pixel level and
focuses on foreground pixels, which enables the model to learn better feature
alignment. Note that the proposed method only depends on pixel-wise predic-
tion, in which our method can be also applied to other similar detection models
using the fully-convolutional module.
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4 Experimental Results

We first provide the implementation details, and then describe datasets and eval-
uation metrics. Next, we compare our method with the state-of-the-art methods
on multiple benchmarks. Finally, we conduct further analysis to understand the
effect of each component in our framework. All the source code and models will
be made available to the public.

4.1 Implementation Details

We implement our method with the PyTorch framework. In all the experiments,
we set α and β in (5) as 0.01 and 0.1, respectively. Considering that center-aware
alignment involves the detection output from (2), we first pre-train the detector
only with the global alignment as a warm-up stage to ensure the reliability of
detection before applying center-aware alignment and training the full objective
in (5). Note that we set a larger α as 0.1 during pre-training for a faster con-
vergence. For the adversarial loss using reversed gradients via GRL, we set the
weight as 0.01 and 0.02 for DGA and DCA, respectively. The model is trained
with learning rate of 5 × 10−3, momentum of 0.9, and weight decay of 5 × 10−4.
The input images are resized with their shorter side as 800 and longer side less
or equal to 1333.

4.2 Datasets

We follow the dataset setting as described in [2] and perform experiments for
weather, synthetic-to-real and cross-camera adaptations on road-scene images.

Weather Adaptation. Cityscapes [3] is a scene dataset for driving scenar-
ios, which are collected in dry weather. It consists of 2975 and 500 images in
the training and validation set, respectively. The segmentation mask is pro-
vided for each image, consisting of eight categories: person, rider, car, truck,
bus, train, motorcycle and bicycle. The Foggy Cityscapes [33] dataset is synthe-
sized from Cityscapes as foggy weather. In the experiment, we adapt the model
from Cityscapes to Foggy Cityscapes for studying the domain shift caused by
the weather condition.

Synthetic-to-Real. Sim10k [17] is a collection of synthesized images, which
consists of 10,000 images and their corresponding bounding box annotations.
We use images of Sim10k as the source domain, while Cityscapes is considered
as the target domain. The adaptation from Sim10k to Cityscapes is used to
evaluate the adaptation ability from synthesized to real-world images. Following
the literature, only the class car is considered.

Cross-camera Adaptation. KITTI [8] is similar to Cityscapes as a scene
dataset, except that KITTI has a different camera setup. The training set of
KITTI consists of 7,481 images. We use the KITTI and Cityscapes as the source
domain and target domain respectively, and evaluation the capability of cross-
camera adaptation. Following the literature, only the class car is considered.
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Table 2. Results of adapting Cityscapes to Foggy Cityscapes. The first and
second groups adopt VGG-16 and ResNet-101 as the backbone, respectively. Note that
results of each class are evaluated in mAPr

0.5.

Method Cityscapes → Foggy Cityscapes

Backbone person rider car truck bus train mbike bicycle mAPr
0.5

Baseline (F-RCNN) VGG-16 17.8 23.6 27.1 11.9 23.8 9.1 14.4 22.8 18.8

DAF [2] CVPR’18 25.0 31.0 40.5 22.1 35.3 20.2 20.0 27.1 27.6

SC-DA [41] CVPR’19 33.5 38.0 48.5 26.5 39.0 23.3 28.0 33.6 33.8

MAF [14] ICCV’19 28.2 39.5 43.9 23.8 39.9 33.3 29.2 33.9 34.0

SW-DA [32] CVPR’19 29.9 42.3 43.5 24.5 36.2 32.6 30.0 35.3 34.3

DAM [22] CVPR’19 30.8 40.5 44.3 27.2 38.4 34.5 28.4 32.2 34.6

Ours (w/o adapt.) 30.5 23.9 34.2 5.8 11.1 5.1 10.6 26.1 18.4

Ours (GA) 38.7 36.1 53.1 21.9 35.4 25.7 20.6 33.9 33.2

Ours (CA) 41.3 38.2 56.5 21.1 33.4 26.9 23.8 32.6 34.2

Ours (GA+CA) 41.9 38.7 56.7 22.6 41.5 26.8 24.6 35.5 36.0

Oracle 47.4 40.8 66.8 27.2 48.2 32.4 31.2 38.3 41.5

Ours (w/o adapt.) ResNet-101 33.8 34.8 39.6 18.6 27.9 6.3 18.2 25.5 25.6

Ours (GA) 39.4 41.1 54.6 23.8 42.5 31.2 25.1 35.1 36.6

Ours (CA) 40.4 44.9 57.9 24.6 49.6 32.1 25.2 34.3 38.6

Ours (GA+CA) 41.5 43.6 57.1 29.4 44.9 39.7 29.0 36.1 40.2

Oracle 44.7 43.9 64.7 31.5 48.8 44.0 31.0 36.7 43.2

4.3 Overall Performance

We compare our method with existing state-of-the-art approaches in Table 2
and Table 3, while the results evaluated by other metrics are provided in Table
4. We present two baselines: proposal-based Faster R-CNN [30] and our fully-
convolutional detector denoted as “Ours (w/o adapt.)”, both without adapta-
tion. In all the tables, we denote global alignment and center-aware alignment as
“GA” and “CA”, respectively. To understand how much domain gap our model
reduces, we also present the “Oracle” results, in which the model is trained and
tested on the target domain using our model. Moreover, we consider two back-
bone architectures as our feature extractor: VGG-16 [19] or ResNet-101 [13].

Weather Adaptation. In Table 2, we notice that our baseline without adap-
tation performs similarly (i.e., around 18%) to the F-RCNN baseline, using the
VGG-16 backbone. After adaptation, our method (GA + CA) improves our
baseline by 17.6% and performs the best compared to other methods in mAPr

0.5,
especially against the ones [2,14,41] that adopt both global and instance-level
alignments. Overall, for both architectures, we consistently show that using the
proposed center-aware alignment performs better than global alignment, and
combining both is complementary and achieves the best performance.
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Table 3. Results of adapting Sim10k/KITTI to Cityscapes. The first and sec-
ond groups adopt VGG-16 and ResNet-101 as the backbone, respectively. The symbol ∗
indicates that additional training images generated via pixel-level adaptation are used.

Sim10k KITTI

Method Backbone mAPr
0.5 mAPr

0.5

Baseline (F-RCNN) VGG-16 30.1 30.2

DAF [2] CV PR′18 39.0 38.5

MAF [14] ICCV ′19 41.1 41.0

SW-DA [32] CV PR′19 42.3 -

SW-DA* [32] CV PR′19 47.7 -

SC-DA [41] CV PR′19 43.0 42.5

Ours (w/o adapt.) 39.8 34.4

Ours (GA) 45.9 39.1

Ours (CA) 46.6 41.9

Ours (GA+CA) 49.0 43.2

Oracle 69.7 69.7

Ours (w/o adapt.) ResNet-101 41.8 35.3

Ours (GA) 50.6 42.3

Ours (CA) 51.1 43.6

Ours (GA+CA) 51.2 45.0

Oracle 70.4 70.4

Table 4. More mAP metrics of adapting Sim10k/KITTI to Cityscapes using ResNet-
101 as the backbone.

Method Sim10k → Cityscapes KITTI → Cityscapes

mAPmAPr
0.5mAPr

0.75mAPr
SmAPr

M mAPr
LmAPmAPr

0.5mAPr
0.75mAPr

SmAPr
M mAPr

L

Ours (w/o adapt.) 23.1 41.8 22.4 5.1 26.8 46.6 15.9 35.3 12.8 1.5 17.8 36.5

Ours (GA) 26.4 50.6 25.2 5.7 26.3 57.3 18.8 42.3 14.7 5.0 24.5 35.9

Ours (CA) 26.8 51.1 26.3 7.5 27.9 54.6 20.3 43.6 17.3 4.1 25.4 40.8

Ours (GA+CA) 28.6 51.2 27.4 7.1 30.2 58.3 22.2 45.0 20.0 5.3 28.1 43.1

Oracle (ResNet-101)44.6 70.4 46.2 15.7 49.2 79.2 44.6 70.4 46.2 15.7 49.2 79.2

Synthetic-to-Real. In the left part of Table 3, we show that our final model
(GA+CA) using the VGG-16 backbone performs favorably against existing
methods. We note that, compared to a recent method, SW-DA* [32], that adds
the augmented data into training via the pixel-level adaptation technique, our
result is still better than theirs. We also notice that the improvement from GA-
only to GA+CA using the ResNet-101 backbone is not significant. However, we
will show that more performance gain can be achieved when using other mAP
metrics with a higher standard later.
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Cross-camera Adaptation. In the right part of Table 3, we show that our
method achieves favorable performance against others, and adding CA consis-
tently improves the results, e.g.., 8.8% and 9.7% gain compared to the baseline
without adaptation, using VGG-16 or ResNet-101, respectively.

More Discussions. Although the CA-only model performs competitively
against the GA-only model, they essentially focus on different tasks. For global
alignment, it tries to align image-level distributions, which is necessary to help
reduce the domain gap but may focus too much on background pixels. For our
center-aware alignment, we focus more on pixels that are likely to be the fore-
ground, in which the alignment process considers foreground distributions more.
As such, they act as a different role, in which combing both is complementary
to further improve the performance (i.e., GA+CA).

In addition, in Table 2, we notice that the performance of some categories
that are underrepresented such as truck and mbike is lower than that of other
categories. One reason is that these categories contain less foreground pixels in
the source domain, in which our center-aware alignment may pay less attention
to them. One could adopt a stronger backbone (e.g.., ResNet-101 in Table 2)
to improve the performance or use the category prior that allows the model to
focus more on those underrepresented categories, which is not in the scope of
this work and could be one future work.

4.4 More Results and Analysis

In this section, we provide detailed analysis in the proposed method with more
mAP measurements. In addition, we visualize our center-aware maps and more
results are provided in the supplementary material.

More mAP Metrics. In Table 4, we show more mAP metrics than mAPr
0.5,

to analyze where our method helps the detector adapting to different scenarios.
On the Sim10k case, as discussed in Sect. 4.3, we observe that our full model
using ResNet-101 does not improve mAPr

0.5 a lot compared with the GA-only
model. However, we show that under a more challenging case, e.g., mAPr

0.75,
mAPr

S and mAPr
M , adding CA improves results over GA-only by 2.2%, 1.4%,

and 3.9%, respectively. It validates the usefulness of our center-aware alignment
for challenging adaptation cases. Similar observations could be found in the
KITTI case. Such measurements also suggest an interesting aspect for domain
adaptive object detection to better understand its challenges.

Multi-scale Alignment. To verify the effectiveness of our multi-scale align-
ment scheme, we conduct an ablation study on Sim10k → Cityscapes using the
ResNet-101. In Table 5, we compare results using all the scales (F 3 ∼ F 7), three
scales (F 5 ∼ F 7) via removing the bottom two scales, three scales (F 3 ∼ F 5)
via removing the top two scales, and a single scale F 5. Note that, we choose
the single scale as F 5 since it is the middle scale, which has the most influential
impact. We show that adding more scales gradually improves the performance
on all the metrics, which validates the usefulness of our proposed multi-scale
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Target Image w/o Adaptation GA GA + CA

Fig. 4. Comparisons of response maps on Sim10k-to-Cityscapes. The maps on
the first row are extracted from the feature layer F 3 which focuses on smaller objects,
while the second row is for the feature layer F 6. After adding the proposed center-aware
alignment, the model could focus more on the objects and reduce background noises.

Table 5. Ablation study of our multi-scale alignment using ResNet-101.

Sim10k → Cityscapes

Aligned Scale mAP mAPr
0.5 mAPr

0.75 mAPr
S mAPr

M MAPr
L

w/o adapt. 23.1 41.8 22.4 5.1 26.8 46.6

F 5 24.2 48.9 22.4 5.7 24.0 52.4

F 3 ∼ F 5 26.2 48.7 25.0 6.9 28.7 53.0

F 5 ∼ F 7 26.1 49.2 25.8 6.2 26.8 54.8

F 3 ∼ F 7 28.6 51.2 27.4 7.1 30.2 58.3

alignment method. Moreover, F 3 ∼ F 5 is responsible for smaller objects, in
which the mAPr

S/mAPr
M results are better than the F 5 ∼ F 7 ones. In contrast,

mAPr
L is better for F 5 ∼ F 7 as it handles larger objects. This indicate that our

multi-scale alignment is effective for handling various size of objects.

Qualitative Analysis. We first show some example results of the response
map that our method tries to localize the object. In Fig. 4, the baseline with-
out adaptation has difficulty to find any object centers, while our global align-
ment method is able to localize some objects. Adding the proposed center-aware
alignment enables our method to discover more object centers at different object
scales. We also note that, each scale in our model may focus on a different size
of object, e.g., the upper example in Fig. 4 may miss larger objects. However,
those objects missing at a smaller scale could be identified at another scale.

5 Conclusions

In this paper, we propose a center-aware feature alignment method to tackle the
task of domain adaptive object detection. Specifically, we propose to generates
pixel-wise maps for localizing object regions, and then use them as the guidance
for feature alignment. To this end, we develop a method to discover center-aware
regions and perform the alignment procedure via adversarial learning that allows
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the discriminator to focus on features coming from the object region. In addition,
we design the multi-scale feature alignment scheme to handle different object
sizes. Finally, we show that incorporating global and center-aware alignments
improves domain adaptation for object detection and achieves state-of-the-art
performance on numerous benchmark datasets and settings.
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Abstract. Despite the great advances in visual recognition, it has been
witnessed that recognition models trained on clean images of common
datasets are not robust against distorted images in the real world. To
tackle this issue, we present a Universal and Recognition-friendly Image
Enhancement network, dubbed URIE, which is attached in front of exist-
ing recognition models and enhances distorted input to improve their
performance without retraining them. URIE is universal in that it aims
to handle various factors of image degradation and to be incorporated
with any arbitrary recognition models. Also, it is recognition-friendly
since it is optimized to improve the robustness of following recognition
models, instead of perceptual quality of output image. Our experiments
demonstrate that URIE can handle various and latent image distortions
and improve the performance of existing models for five diverse recogni-
tion tasks where input images are degraded.

Keywords: Visual recognition · Image enhancement

1 Introduction

The development of deep learning has made the great advances in visual recog-
nition. Especially, the recent advances in this field have been concentrated on
accurate and comprehensive understanding of high-quality images taken in lim-
ited environments. However, images in the real world are often corrupted by
various factors including adverse weather conditions, sensor noise, under- or
over-exposure, motion blur, and compression artifact. Since most of existing
recognition models do not consider these factors, their performance could be
easily degraded when input image is corrupted [4,11,42], which could be fatal in
safety-critical applications like autonomous driving.

A straightforward way to resolve this issue is to improve the quality of input
image fed to recognition models by a preprocessing method. Image restoration
Electronic supplementary material The online version of this chapter (https://
doi.org/10.1007/978-3-030-58545-7 43) contains supplementary material, which is
available to authorized users.
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Fig. 1. Overall architecture of URIE. The Selective Enhancement Modules (SEM) are
indicated by gray rectangles. Details of these modules are illustrated in Fig. 2.

seems suited to this purpose at first glance, but unfortunately, it is not in general
for the following reasons. First, most of restoration methods assume that images
are degraded by a single and known factor of corruption. They are thus hard to
handle realistic recognition scenarios where images can be corrupted by various
factors whose types and degrees are hidden. Second, they are not trained for
visual recognition but for human perception. Hence input images restored by
them do not always guarantee performance improvement of recognition models
as demonstrated in [4,16,24,35]. Finally, recent restoration networks tend to be
heavy in computation, thus could make the entire system overly expensive when
integrated with recognition models.

This paper addresses the problem through a novel image enhancement model
dedicated to robust visual recognition in the wild. We call our model Universal
and Recognition-friendly Image Enhancement network, dubbed URIE, since we
keep the following properties in our mind when developing the model. (1) Uni-
versally applicable: Our model aims to be attached in front of any existing recog-
nition models to improve their robustness in any situations without retraining
them. To this end, it has to deal with various factors of degradation whose types
and intensities are latent, and be applicable to diverse recognition tasks and
models. (2) Recognition friendly : Our model should be optimized for improving
the performance of following recognition models, instead of making images look-
ing plausible. (3) Computationally efficient : The complexity of our model has to
be low to minimize the computational burden it additionally imposes.

We come up with a new network architecture and its own training strategy
to implement these properties. In particular, the architecture of URIE is devised
to deal with various and latent distortions efficiently and effectively. To handle
diverse image distortions, URIE runs a large number of different image enhance-
ment procedures internally by a single feed-forward path. At the same time,
it has the capability to select enhancement procedures appropriate for dealing
with the latent type of input distortion. These features are given by Selective
Enhancement Module (SEM), a basic building block of URIE. The architecture
of URIE composed of SEMs is illustrated in Fig. 1. Each SEM provides two
different steps towards image enhancement. Hence, by concatenating SEMs, the
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network will have an exponentially large number of enhancement procedures.
Moreover, each SEM has an attention mechanism that assigns a larger attention
weights to its enhancement step more appropriate to deal with the input distor-
tion than the other; this enables URIE to dynamically select useful enhancement
procedures depending on the latent type of distortion.

In addition, our new training method enables URIE to be recognition-friendly
as well as universal. During training, URIE is coupled to an image classification
network pretrained on the original ImageNet dataset [3]. It is then trained in
an end-to-end manner to improve the performance of the classifier on distorted
images. As training data, we adopt ImageNet-C [11], in which images of the
original ImageNet are degraded by 19 classes of distortion. This training strategy
gives URIE the recognition-friendly property since the training objective is not
the perceptual quality of output image but the recognition performance of the
coupled classifier. In addition, we expect that training on such a large-scale
dataset with a variety of corruptions allows our model to be less sensitive to
the task and architecture of the following recognition model, analogously to
ImageNet pretrained networks that have been used for various purposes [22,23,
30] other than their original target.

The efficacy of URIE is evaluated on five different recognition tasks, in which
recognition models are pretrained on clean images and tested with URIE on
corrupted ones with no finetuning. Experimental results demonstrate that URIE
improves recognition performance in the presence of image distortions including
those unseen during training, and regardless of target tasks and recognition
networks coupled with it. URIE is also compared with the state-of-the-art image
restoration model [32], and outperforms it in terms of both recognition accuracy
and computational efficiency. In summary, our contribution is four-fold:

• We introduce a new method towards robust visual recognition. Our method
improves the robustness of existing recognition models without retraining
them through a single and universal image enhancement module.

• We propose a novel network architecture for image enhancement that can
handle various and latent types of image distortions effectively and efficiently.

• We present a new training strategy that enables our enhancement model to
be universally applicable and recognition-friendly.

• In our experiments, our model improves the recognition performance of exist-
ing models substantially in the presence of various image distortions regard-
less of tasks and models it is tested on.

2 Related Work

2.1 Fragility of Visual Recognition Models

Fragility of deep neural networks for visual recognition has been studied to
comprehend their robustness against challenging conditions that they often
encounter in the real world. Diamond et al. [4] demonstrated that image classi-
fication networks are sensitive to noise and blur. Similarly, Pei et al. [24] showed
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that haze can degrade the performance of classification networks. On the other
hand, Zendel et al. [42] defined various factors of image degradation appear-
ing frequently in autonomous driving scenarios, and analyzed the robustness of
existing semantic segmentation networks to them. Hendrycks and Dietterich [11]
studied performance degradation of image classifiers by simulated image distor-
tions. These results indicate that existing recognition networks trained on clean
images are fragile in the presence of image distortion. Geirhos et al. [7] showed
that one way to resolve this issue is to finetune models to distorted images but
such models are not well generalized when tested on other distortion types.

Our work is motivated by these observations. We address the above prob-
lem through an image enhancement model that deals with a variety of image
distortions and is optimized to improve the robustness of recognition models.

2.2 Recognition of Distorted Images

Previous methods to robust recognition of distorted images can be grouped into
two classes: direct recognition and recognition-friendly image enhancement.

Direct Recognition of Corrupted Images. Classical methods in this cate-
gory rely on visual features robust against image distortions like blur-invariant
features [9,38]. Recent methods focus on developing new network architectures
and training strategies dedicated to the robust recognition. Wang et al. [36] and
Singh et al. [31] developed neural networks for classifying low resolution images,
and Lee et al. [14] proposed a multi-task network for understanding road mark-
ings in rainy days and nighttime. Also, domain adaptation techniques have been
widely adopted for corruption-aware training of recognition models. Consider-
ing different types of degradation as individual domains, they allow models for
object detection and semantic segmentation to be adapted to adverse weather
conditions [2,27,39] and nighttime images [26].

Recognition-Friendly Image Enhancement. Models in this category are
designed and trained to enhance input images so that it becomes more infor-
mative and task-optimized for following recognizers. Diamond et al. [4] pro-
posed a differentiable image processing module learned jointly with a classifier
for improved classification of noisy and blurred images. Similarly, Liu et al. [19]
developed denoising networks for classification and semantic segmentation of
noisy images. Gomez et al. [8] studied network architectures that enhance images
taken in difficult illumination conditions for robust visual odometry. Sharma
et al. [29] investigated a way to dynamically predict image processing filters
that are applied to input images and make them more classification-friendly.

The aforementioned methods of both categories are limited in terms of uni-
versality as they handle a single degradation type and/or are optimized for only
one recognition task. On the other hand, our goal is to build a single enhancement
model that can cope with various types of image degradation and be attached
to any architectures for any recognition tasks.
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2.3 Image Restoration

Most of image restoration methods focus on a single type of image distortion
(e.g., denoising [43], deblurring [21], dehazing [15], deraining [40], and super-
resolution [5]), and consequently they are incapable of handling real world images
where the type and intensity of distortion are hidden in general. A few network
architectures for image restoration are designed to handle various types of degra-
dation [18,33], but not at the same time as they have to be trained for each
restoration objective. Recently, the above issue of conventional image restora-
tion has been addressed by new architectures that can deal with various and
latent factors of degradation [32,41]. However, they are not optimized for image
recognition, thus may not guarantee improved performance of coupled visual
recognition models. In addition, since they are computationally heavy, they will
increase the complexity of overall system significantly if integrated.

3 URIE: Architecture and Training

Our final target in this paper is to improve the robustness of existing recognition
models to diverse image distortions without retraining them. URIE is proposed
to address this challenging problem by converting an input image degraded by
latent distortion into another that can be recognized more reliably by any exist-
ing models. To this end, it is designed and trained to be universally applicable to
various image distortions and recognition architectures, while being recognition-
friendly for improved performance of the following recognition models.

Specifically, URIE is devised to derive many different enhancement proce-
dures from a single feed-forward architecture, and at the same time, to dynam-
ically select procedures useful to handle the input distortion. Thanks to these
features, URIE can be universally applicable to a large variety of image dis-
tortions whose types and intensities are latent. This architecture is embodied
by a series of basic building blocks, which we call SEMs. Furthermore, we pro-
vide a new training method that enables URIE to be recognition-friendly and
universally applicable to any recongnition models.

The remainder of this section presents details of SEM, discusses overall archi-
tecture and other design points of URIE, and describes our training strategy that
makes URIE universally applicable and recognition-friendly.

3.1 Selective Enhancement Module

In URIE, an image enhancement procedure is represented as a sequence of con-
volution layers. As a basic building block of the network, SEM provides individ-
ual steps towards image enhancement (i.e., convolution layers) so that a series
of such steps forms an enhancement procedure. To be specific, a single SEM
presents two diverse enhancement steps, and has the capability to estimate which
one among them is more appropriate to deal with the input distortion. The
detailed architecture of SEM is illustrated in Fig. 2.
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Fig. 2. Details of SEM. ⊕ and ⊗ indicate element-wise summation and multiplication
between feature maps, respectively.

The two enhancement steps in SEM have separate convolution layers asso-
ciated with different normalization operations, Instance Normalization (IN) [34]
and Batch Normalization (BN) [12]. We adopt these two different normalization
operations to learn a pair of diverse and complementary enhancement functions.
IN has been used in neural style transfer to normalize the style of image while
keeping its major content by normalizing statistics per image independently.
Regarding a distortion type as an image style, we expect the enhancement step
with IN to moderate the effect of distortion for individual images. On the other
hand, the enhancement step with BN maintains the distortion information dis-
regarded by the other, and is trained by considering a variety of distorted images
together within each minibatch. We thus expect that it is complementary to its
IN counterpart and useful for understanding input distortion. Empirical justifi-
cation of using IN and BN can be found in the supplementary material.

The two outputs of these enhancement steps are fed to the attention module
that determines which one among them is more useful to deal with the input
distortion for each channel and each local patch of the input image. Let Fin ∈
R

w×h×C and Fbn ∈ R
w×h×C be the output feature maps of the two enhancement

steps with resolution of w × h and C channels. They are first aggregated by
element-wise summation into a single feature map, then we divide it into the 4×4
regular grid and conduct average pooling on each cell so that feature vectors for
16 local patches are obtained. The local feature vectors are then concatenated
into one large vector, which is in turn fed to the following fully connected layers.
The final output of the fully connected layers are two score vectors sin ∈ R

16C

and sbn ∈ R
16C , each of whose elements indicates how useful a specific channel

of Fin or Fbn is for handling the distortion in a specific local patch.
The score vectors sin and sbn are used to compute attention weights. They

are first reshaped into score tensors Sin ∈ R
4×4×C and Sbn ∈ R

4×4×C , then
converted to attention weight tensors Ain and Abn of the same dimension through
the element-wise softmax operation:
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Ain[i, j, c] =
expSin[i, j, c]

expSin[i, j, c] + expSbn[i, j, c]
, (1)

Abn[i, j, c] =
expSbn[i, j, c]

expSin[i, j, c] + expSbn[i, j, c]
. (2)

The spatial dimension of the two attention tensors are enlarged to w × h by
bilinear interpolation to be multiplied to the outputs of the two enhancement
steps, Fin and Fbn. The final output of SEM, denoted by Y ∈ R

w×h×C , is then
computed by weighted summation of Fin and Fbn:

Y =
(
A′

in ⊗ Fin

) ⊕ (
A′

bn ⊗ Fbn

)
, (3)

where A′
in and A′

bn are the resized attention tensors, ⊗ indicates element-wise
multiplication, and ⊕ denotes element-wise summation.

Note that the attention tensors have both spatial (i.e., patch) and channel
dimensions. In Eq. (3), the channel-wise attention facilitates more flexible and
diverse integration of the two enhancement steps since different channels can
be processed by different enhancement steps; although a SEM provides only
two enhancement steps, the number of their output combinations is in principle
extremely large. On the other hand, the patch-wise attention allows to process
different image regions with different enhancement processes.

3.2 Overall Architecture

Table 1. Details of URIE. W × H
denotes the input resolution.

Output Layer specification
(1) W × H 9 × 9 conv, 32, stride 1
(2) W/2 × H/2 2 × 2 max pool, stride 2
(3) W/2 × H/2 SEM[3 × 3, 64, stride 1]
(4) W/4 × H/4 2 × 2 max pool, stride 2
(5) W/4 × H/4 SEM[3 × 3, 64, stride 1]
(6) W/2 × H/2 2× bilinear upsampling
(7) W/2 × H/2 concat[(3), (6)]
(8) W/2 × H/2 SEM[3 × 3, 32, stride 1]
(9) W × H 2× bilinear upsampling
(10) W × H concat[(5), (9)]
(11) W × H SEM[3 × 3, 16, stride 1]
(12) W × H 3 × 3 conv, 3, stride 1

The overall architecture of URIE is illus-
trated in Fig. 1. Its structure resembles
U-Net [25], but is clearly distinct from the
conventional U-Net architectures in that its
all layers, except for the first and the last,
are not ordinary convolution layers but SEMs
introduced in Sect. 3.1. The reason for follow-
ing the design principle of U-Net is two-fold.
First, it effectively enlarges the receptive field
so as to capture high-level semantic informa-
tion. This is essential for URIE that performs
recognition-aware image enhancement, unlike
ordinary restoration models that do not nec-
essarily need to understand image contents.
Second, it is computationally efficient since
it reduces the sizes of intermediate features
using pooling operations. Reducing feature resolution may degrade the percep-
tual quality of output as a side effect, which however is not our concern since our
objective is improved recognition performance of following recognition model.

The key components in this architecture are SEMs, which allow URIE to
handle multiple and latent factors of image degradation efficiently and effectively.
Since each SEM provides two enhancement steps and a sequence of such steps
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can be regarded as an individual enhancement procedure, the concatenation of
SEMs leads to an exponentially large number of enhancement procedures, which
can handle a large variety of distortions. Moreover, through the attentions drawn
by SEMs, URIE can dynamically select enhancement procedures depending on
the latent type of input distortion. Since the selection is done for each local patch
of the input image through the patch-wise attentions, URIE can handle different
image regions with different enhancement procedures. This is more useful and
realistic than applying a single enhancement function to the whole input image
since individual regions of the input could be distorted by different factors in
realistic scenarios, e.g., images with locally different haze densities with respect
to depths, and images partially over- and under-exposed at the same time.

The specification of URIE, including the size of convolution kernels and the
number of channels per layer, is given in Table 1. In the table, SEM[k × k, C,
stride s] means that each convolution layer in the SEM consists of C number of
k × k kernels with stride s. Note that we set the size of convolution kernels for
the first layer especially large to capture rich information about image distortion
and to enlarge the receptive field of our shallow network architecture.

3.3 Training Strategy

Our training scheme for URIE is based on two key ideas. (1) Recognition-aware
loss: We employ a pretrained recognition network to provide URIE with supervi-
sory signals that lead it to be recognition-friendly. Specifically, URIE is coupled
with a recognition network that is pretrained on clean images and frozen during
training. It is then trained to minimize a recognition loss of the pretrained model
on distorted images in an end-to-end manner. (2) Large-scale learning with dis-
torted images: We suggest learning URIE using a large-scale image dataset in
the presence of diverse distortions so that it may learn enhancement functions
insensitive to distortion types and recognition models. This is motivated by the
fact that deep neural networks trained in large-scale datasets have been used
for various purposes other than their original targets (e.g., ImageNet pretrained
classifiers used for other recognition tasks [22,23,30]).

In detail, we employ ResNet-50 [10] pretrained on the original ImageNet [3]
as the coupled recognition model, and adopt the ImageNet-C dataset [11] as our
training data. URIE is then trained on the ImageNet-C to minimize the cross-
entropy loss of the pretrained model. The training dataset consists of images from
the original ImageNet yet corrupted artificially by in total 19 different distortions
with 5 intensity levels. We use only 15 distortion classes1 among them to degrade
training images, and call them seen corruptions. The other distortion classes2

are kept as unseen corruptions for evaluating the generalization ability of our
model in testing. Note that clean images from the original ImageNet are also
used for training to prevent URIE from being biased to distortions.

1 Gaussian noise, shot noise, impulse noise, defocus blur, glass blur, motion blur, zoom
blur, snow, frost, fog, brightness, contrast, elastic transform, pixelation, jpeg.

2 Speckle noise, Gaussian blur, spatter, saturation.
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(a) (b) (c) (d)

Fig. 3. Example outputs of URIE. (a) Distorted input images. (b) Outputs of URIE.
(c) Ground-truth images. (d) Magnitudes of per-pixel intensity change by URIE.

3.4 Discussion

How Our Model Works. To investigate how URIE works, we apply the model
trained in Sect. 3.3 to random images sampled from other datasets and cor-
rupted by the same synthetic distortions with the ImageNet-C. Note that URIE
is directly used as-is with no finetuning. Qualitative results of URIE on these
images are given in Fig. 3. Interestingly, URIE does alleviate the effect of distor-
tions to some degree although it is not trained explicitly for that purpose. More
importantly, Fig. 3(b) and 3(d) demonstrate that it tends to manipulate salient
local areas only (e.g., object parts) and ignore remainders (e.g., background).
This behavior is a result of the recognition-aware learning in Sect. 3.3 that
prompts the model to focus more on image regions important for recognition.

Comparison to SKNet. URIE shares a similar idea with the Selective Kernel
Network (SKNet) [17] that adopts a self-attention mechanism to utilize inter-
mediate feature maps selectively. However, the two models are clearly distinct
since their overall architectures and training schemes are totally different due
to their different objectives: image classification in SKNet, and image enhance-
ment in URIE. Besides the above, their attention mechanisms are different in
the following aspects. First, SKNet selects from convolution layers of different
kernel sizes to implement dynamic receptive fields, but URIE selects from those
with different normalization operations, IN and BN, to adapt dynamically to
the latent input distortion. Second, SKNet draws only channel-wise attentions,
but URIE takes both channel and spatial locations into account when drawing
attentions to treat different image regions differently.

Comparison to OWAN. OWAN [32] is the current state of the art in image
restoration. It is similar with URIE in that both models consider multiple and
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latent types of image distortion and use attentions to select appropriate image
manipulation process dynamically. The major differences between URIE and
OWAN lie in their techniques impelementing the ideas. OWAN draws attentions
on a number of convolution layers to select useful ones among them, thus has
to compute individual feature maps of the layers, which is time consuming. On
the other hands, URIE selects from only two enhancement steps, but mix their
outputs up in a patch- and channel-wise manner by drawing attention weights
on individual channels and local patches. This scheme allows our model to enjoy
an extremely large number of output combinations while keeping computational
efficiency. Thanks to these differences, URIE is substantially more efficient than
OWAN, about 6 times faster in terms of multiply-accumulate operations.

4 Experiments

In this section, we empirically verify that URIE improves performance of diverse
recognition models for image classification, object detection, and semantic seg-
mentation on real and artificially degraded images. For image restoration per-
formance of URIE, refer to Table 5 of the supplementary material.

4.1 Training Configurations

Each training image is first resized to 256 × 256, cropped to 224 × 224, and
flipped horizontally at random for data augmentation. It is then degraded on-
the-fly by the synthetic distortion generator of the ImageNet-C [11], where the
type and intensity of distortion are chosen at random. Note that only the 15 seen
corruptions are used during training as described in Sect. 3.3. For optimization,
we employ Adam [13] with learning rate 0.001, and decay the learning rate every
8 epochs by 10. Our model is trained for 30 epochs with mini-batches of size 112.

4.2 Experimental Configurations

For evaluation of our model, we employ widely used image recognition datasets,
ImageNet [3], CUB [37], and PASCAL VOC [6], and generate three different
versions of their test or validation sets: Clean–original uncorrupted images, Seen–
images degraded by the 15 seen corruptions, and Unseen–images degraded by
the 4 unseen corruptions. We did not generate the datasets on-the-fly but prior
to evaluation so that they are fixed during testing. In addition, our model is
evaluated on the collection of real haze images introduced in [24].

To verify the effectiveness of URIE, it is compared with two different image
processing models. One of them is OWAN [32], the state-of-the-art image restora-
tion model devised to deal with multiple and latent types of image distortion.
OWAN is trained on the same data with ours for fair comparisons, but by using
the original loss proposed in [32] since it is not straightforward to train this model
with our recognition-aware loss on the large-scale dataset due to its heavy com-
putational complexity (refer to Sect. 3.4). The other one is URIE-MSE, which
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Table 2. Classification accuracy on the ImageNet dataset. The numbers in parentheses
indicate the differences from the baseline. V16, R50, and R101 denote VGG-16, ResNet-
50, and ResNet-101, respectively.

Table 3. Classification accuracy on the CUB dataset. The numbers in parentheses
indicate the differences from the baseline. V16, R50, and R101 denote VGG-16, ResNet-
50, and ResNet-101, respectively.
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Fig. 4. Qualitative results on the CUB dataset. (a) Input distorted images. (b) OWAN.
(c) URIE-MSE. (d) URIE. (e) Ground-truth images. For all images, their grad-CAMs
drawn by the ResNet-50 classifier are presented alongside. Examples in the first row
are degraded by seen corruptions and the others are by unseen corruptions.

is a restoration-oriented variant of URIE and trained using a Mean-Squared-
Error loss instead of the recognition-aware loss. URIE and these two models are
evaluated in terms of performance of coupled recognizers on the aforementioned
datasets. Note that they are never finetuned to test datasets, and all the rec-
ognizers coupled with them are trained on the clean images and tested on the
distorted images as-is.
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Table 4. Object detection performance of SSD 300 in mAP (%) on the VOC 2007
dataset. The numbers in parentheses indicate the differences from the baseline.
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Fig. 5. Qualitative results of SSD 300 on the VOC 2007 dataset. (a) Corrupted input.
(b) OWAN. (c) URIE-MSE. (d) URIE. (e) Ground-truth. Examples in the top three
rows are degraded by seen corruptions and the others are by unseen corruptions.

4.3 Performance Evaluation

Classification on ImageNet. We first evaluate and compare the effectiveness
of URIE and the other two models for classification on the ImageNet valida-
tion set. For evaluation, they are integrated with three different classification
networks: VGG-16 [30], ResNet-50 [10] and ResNet-101 [10]. As can be seen in
Table 2, the performance improvement by URIE is substantial in the case of
seen corruptions and nontrivial for unseen corruptions as well, regardless of the
classification network it is integrated with. These results suggest that URIE is
universally applicable to diverse corruptions and to various recognition models.
Also, the performance gap between URIE and the other two methods is signif-
icant, which verifies the advantage of our method. In particular, the difference
between URIE and URIE-MSE in performance shows the clear advantage of
our recognition-aware training. Moreover, URIE-MSE is comparable to OWAN,
although it is six times more efficient as discussed in Sect. 3.4. This demon-
strates the advantage of the network architecture we proposed. Unfortunately,
URIE marginally degrades the performance in the case of clean; we suspect that
the architecture of URIE could be biased to distortions while OWAN has more
skip connections and better preserves input consequently.

Fine-grained Classification on CUB. Our model and the others are evalu-
ated on the CUB validation set to examine if they work universally even in other
domains where data distributions are different from that of the training data,
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Table 5. Semantic segmentation performance of DeepLab v3 in mIoU (%) on the VOC
2012 dataset. The numbers in parentheses indicate the differences from the baseline.
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Fig. 6. Qualitative results of DeepLab v3 on the VOC 2012 dataset. (a) Corrupted
input. (b) OWAN. (c) URIE-MSE. (d) URIE. (e) Ground-truth. Examples in the top
two rows are degraded by seen corruptions and the others are by unseen corruptions.

i.e., ImageNet. The evaluation setting in this dataset is the same with that of
the ImageNet classification. As summarized in Table 3, all models turn out to
be transferable to some degree in spite of the domain gap between the ImageNet
and CUB datasets; we suspect that this is an effect of the large-scale training
using the ImageNet-C. However, URIE demonstrates its superiority over the
other models by outperforming them substantially. Figure 3 presents qualitative
results of the models and their grad-CAMs [28] computed by the ResNet-50 clas-
sifier using the ground-truth labels. In this figure, grad-CAMs computed from
the results of URIE are closest to those of ground-truth images, which means
that URIE best recovers image regions critical for correct classification.

Object Detection and Segmentation on PASCAL VOC. This time we
evaluate the effectiveness of our model for object detection and semantic seg-
mentation on the PASCAL VOC dataset to validate its universal applicability
to totally different recognition tasks. We employ SSD 300 [20] for object detec-
tion and DeepLab v3 [1] for semantic segmentation as the recognition models.
Following the convention, the object detection model is evaluated on the VOC
2007 test set while the segmentation model is tested on the VOC 2012 validation
set. Table 4 and 5 summarize performance of the two recognition models, and
Fig. 5 and 6 present their qualitative results when coupled with URIE and the
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Table 6. Accuracy of the ResNet-50 classifier on the Haze-20 and HazeClear-20
datasets. The numbers in parentheses indicate the differences from the baseline.
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Fig. 7. Qualitative results on the Haze-20 dataset. (a) Corrupted input. (b) OWAN.
(c) URIE-MSE. (d) URIE. Top-1 prediction of the ResNet-50 classifier together with
its confidence score and grad-CAM are presented alongside per example.

two restoration models. In both of object detection and semantic segmentation,
URIE improves recognition performance noticeably, and clearly outperforms the
other two models for both seen and unseen corruptions.

Classification on Haze-20. Finally, the effectiveness of URIE is evaluated on
the Haze-20 dataset [24], containing haze images of 20 object classes captured
in real environments. This dataset is paired with another set, HazeClear-20, a
collection of real haze-free images of the same 20 object categories. URIE and
the two restoration models are applied to both of datasets and evaluated in
terms of performance of a ResNet-50 classifier taking their results as input. This
setting is challenging for the three models since they are trained only with syn-
thetically distorted images. Moreover, Pei et al. [24] demonstrated by extensive
experiments that existing dehazing algorithms do not help improve classification
performance on the Haze-20 dataset. Nevertheless, as summarized in Table 6,
URIE is still able to improve the classification accuracy in the presence of real-
world haze, and at the same time, outperforms the two restoration methods.
Figure 7 shows that URIE enhances areas around objects better than OWAN
and URIE-MSE, and consequently allows the coupled classifier to predict the
correct class label and draw attention most accurately.
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5 Conclusion

This paper has presented a new image enhancement network dedicated to robust
visual recognition in the presence of input distortion. Our network is universally
applicable to various types of image distortions and many different recogni-
tion models. At the same time, it is recognition-friendly since it is optimized
to improve robustness of recognition models taking its output as input. These
features of our model are given by a novel network architecture and a training
strategy we carefully designed. The advantages of our model have been verified
throughout experiments in various settings. We however have found that our
model marginally degrades performance on distortion-free images. Next on our
agenda is to resolve this issue by revising the model architecture.
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Abstract. In this paper, we propose an effective and efficient pyra-
mid multi-view stereo (MVS) net with self-adaptive view aggregation
for accurate and complete dense point cloud reconstruction. Different
from using mean square variance to generate cost volume in previous
deep-learning based MVS methods, our VA-MVSNet incorporates the
cost variances in different views with small extra memory consump-
tion by introducing two novel self-adaptive view aggregations: pixel-wise
view aggregation and voxel-wise view aggregation. To further boost the
robustness and completeness of 3D point cloud reconstruction, we extend
VA-MVSNet with pyramid multi-scale images input as PVA-MVSNet,
where multi-metric constraints are leveraged to aggregate the reliable
depth estimation at the coarser scale to fill in the mismatched regions at
the finer scale. Experimental results show that our approach establishes
a new state-of-the-art on the DTU dataset with significant improve-
ments in the completeness and overall quality, and has strong general-
ization by achieving a comparable performance as the state-of-the-art
methods on the Tanks and Temples benchmark. Our codebase is at
https://github.com/yhw-yhw/PVAMVSNet.

Keywords: Multi-view stereo · Deep learning · Self-adaptive view
aggregation · Multi-metric pyramid aggregation

1 Introduction

Multi-view Stereo (MVS) aims to recover dense 3D representation of scenes
using stereo correspondences as the main cue given multiple calibrated images
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Fig. 1. VA-MVSNet performs an efficient and effective multi-view stereo with self-
adaptive view aggregation to generate an accurate depth map. Cast in pyramid images
additionally, PVA-MVSNet aggregates multi-scale depth maps with multi-metric con-
straints to boost the point cloud reconstruction with high accuracy and completeness.

[23,28,32,35]. Although they have achieved great success on MVS benchmarks [1,
22,31], many of them still have limitations in handling matching ambiguity and
usually have a low completeness of 3D reconstruction. Recently, the deep neural
network has made tremendous progress in multi-view stereo [17,18,42]. These
methods learn and infer the information hardly obtained by stereo correspon-
dences in order to handle matching ambiguity. However, they do not learn and
utilize the following important information (Fig. 1).

First, the one-stage end-to-end deep MVS architectures [18,42,43] that
directly learn from images all follow the philosophy that all view images con-
tribute equally to the matching cost volume [13]. For instance, MVSNet [42]
and R-MVSNet [43] both apply the mean square variance operation on multiple
cost volumes, and DPSNet [18] selects the mean average operation. However,
images from different views lead to heterogeneous image capture characteris-
tics due to different illumination, camera geometric parameters, scene content
variability, etc. Based on this observation, we propose a self-adaptive view aggre-
gation module to learn the different significance in multiple matching volumes
among images from different views. Our module benefits from the aggregated
features by a self-adaptive fusion, where better element-wise matched regions
are enhanced while the mismatched ones suppressed.

Second, the multi-scale information is not leveraged well to improve the
robustness and completeness of 3D reconstruction. Unlike ACMM [40] where
pyramid images are processed progressively to regress the depth map in a coarse-
to-fine manner, we propose a novel way to aggregate multi-scale pyramid depth
maps which are generated in parallel by multi-metric constraints to a refine
depth map. In particular, to correct the mismatched regions at the finer depth
map, we progressively aggregate the reliable depth at the coarser level to refine
the finer depth map but do not introduce quantization errors benefiting from
our multi-metric constraints.

To this end, we propose a novel efficient and effective pyramid multi-view
stereo network with self-adaptive view aggregation, denoted as PVA-MVSNet.
Our method constructs multi-scale pyramid images and processes them in paral-
lel by VA-MVSNet to produce pyramid depth maps. To regularize 3D warping
feature volumes from different views, we propose two self-adaptive element-wise
view aggregation modules to learn different variance of different views in an
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order-independent manner. Through a depth map estimator, 3D cost volume
is utilized to estimate the corresponding depth map. To further improve the
robustness and completeness of 3D reconstruction generated by VA-MVSNet,
our proposed multi-metric pyramid depth aggregation corrects the mismatched
regions at finer depth maps using the reliable depths at coarser depth maps by
checking photometric and geometric consistency.

Our main contributions are listed below:

– We propose self-adaptive view aggregation to incorporate the element-wise
variances among images from different views, guiding the multiple cost vol-
umes to aggregate a normalized one.

– We investigate to incorporate multi-scale information by our multi-metric
pyramid depth maps aggregation in PVA-MVSNet, to further improve the
robustness and completeness of 3D reconstruction.

– Our method establishes a new state-of-the-art on the DTU and a comparable
performance as the state-of-the-art methods on the Tanks and Temples.

2 Related Work

Traditional MVS Reconstruction: Traditional MVS reconstruction algorithms
can be divided into four types: voxel based [33,38], surface based [6,15], patch
based [9,11] and depth map based methods [2,9,10,29,36,44]. Among those
methods, the depth map based approaches are more concise and flexible.
Recently, many advanced MVS algorithms estimate high quality depth maps by
view selection, local propagation and multi-scale aggregation strategies. Zheng
et al. [44] propose a depth map estimation method by solving a probabilis-
tic graphical model. Schönberger et al. [29] present a new MVS system named
COLMAP where geometric priors are used to better depict the probability of
their graphical model. Xu et al. [40] propose a multi-scale MVS framework with
adaptive checkerboard propagation and multi-hypothesis joint view selection to
improve the performance. These works utilize predefined criteria for pixel-wise
view selection, which cannot be adaptive for different scenes.

Learning Based Stereo Matching: Recently, the convolutional neural network
(CNN) has made tremendous progress in many vision tasks [7,20,27,34,41],
including several attempts on multi-view stereo. Early learning-based meth-
ods [8,17,19] pre-warp the images to generate plane-sweep volumes as the input.
Two promising approaches [18,42] both propose the differential homography
warping, which implicitly encodes multi-view camera geometries into the net-
work and enables an end-to-end training fashion. Furthermore, R-MVSNet [43]
replaces 3D-CNN in MVSNet [43] by the gated recurrent unit (GRU) to reduce
memory consumption during the inference phase. Gu et al. [12] and Cheng
et al. [5] both propose a cascaded MVS network through constructing coarse-
to-fine cost volume which eases the memory limitation of the volume resolution
in comparison with uniformly sampled cost volume [3,42,43]. P-MVSNet [24]
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Fig. 2. Overview of PVA-MVSNet. We firstly input multi-scale pyramid images to
VA-MVSNet to generate corresponding pyramid depth maps in parallel. Then we pro-
gressively replace the mismatched depths in the finer depth map with more reliable
depths from a coarser level to achieve a refined depth map. Finally, we reconstruct the
point cloud by filter and fusion through all estimated depth maps of the image set.

proposes a patch-wise matching module to learn the isotropic matching confi-
dence inside the cost volume. Particularly, those methods follow the philosophy
that the feature volumes from different view images contribute equally, neglect-
ing heterogeneous image capturing characteristics due to different illumination,
camera geometric parameters and scene content variability. PointMVSNet [4] is
a two-stage coarse-to-fine method which needs a coarse depth map by a lower-
resolution version MVSNet [42].

Based on the above analysis, we propose a self-adaptive view aggregation
module to incorporate the different significance in multiple feature volumes from
different views, where better element-wise matched features can be enhanced
while the mismatched errors can be suppressed. To further improve the robust-
ness and completeness of 3D reconstruction point cloud, we propose a multi-
metric pyramid depth aggregation to aggregate multi-scale information in pyra-
mid images. The mismatched depth value generated by the original image can be
filled-in by the reliable depth value from the downsized image under photometric
and geometric consistency.

3 Method

We first describe the overall architecture of PVA-MVSNet in Sect. 3.1. Then,
we introduce the details of VA-MVSNet in Sect. 3.2. Finally, we present the
multi-metric pyramid depth aggregation in Sect. 3.4.

3.1 Overall

Given a reference image Ii=0 and Ii=1,··· ,N−1 neighboring images and corre-
sponding calibrated camera parameters Qi=0 and Qi=1,··· ,N−1, where N repre-
sents the number of multi-view images, our goal is to estimate the depth map for
each reference image. Afterwards, we filter and fuse all estimated depth maps to
reconstruct 3D point clouds.
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Fig. 3. The network architecture of VA-MVSNet. Multi-view images go through 2D
U-Net and differentiable homography warping to generate 3D feature volumes. Cost
variances in different views are encoded in self-adaptive view aggregation to aggregate
the 3D cost volumes which is regularized by 3D U-Net to regress the depth map.

For the depth estimation of a reference image, our main architecture is illus-
trated in Fig. 2. We construct an image pyramid with K multiple scales for all
images with a downsampling scale factor η. We denote k-level pyramid images
and corresponding camera parameters as Iki=0,··· ,N−1 and Qk

i=0,··· ,N−1 respec-
tively, where k = 0, · · · ,K − 1. The scale k = 0 of the pyramid represents the
original image. We process each level images in the pyramid by VA-MVSNet to
obtain depth maps of different scales in parallel. Then we progressively prop-
agate the reliable depths from images with the lower resolution, which satisfy
multi-metric constraints, to correct the mismatched errors of images with the
higher resolution by replacements. Finally, we obtain the refined depth map of
the raw image. We term our whole method PVA-MVSNet.

3.2 Self-adaptive View Aggregation

In VA-MVSNet in Fig. 3, we first design a 2D U-Net to extract {Fi}N−1
i=0 feature

maps with larger receptive fields from the N input images. For efficient com-
putation, the output feature map is downsampled by four to the original image
size with 32 channels.

Then each feature map from different views will be warped to the refer-
ence camera frustum by the differential homography [18,42] with sampling Di

layers to build 3D plane-sweep feature volumes Vi. To handle arbitrary N -
view images input and the variances among images from different sources, we
propose self-adaptive view aggregation to merge Vi=0,··· ,N−1 3D feature vol-
umes into one cost volume C. Let Wi,Hi,Di, Ci denote the width, height,
depth sample number and channel number of the input 3D warping feature
volume from image i respectively, the feature volume size can be represented
as Si = Wi · Hi · Di · Ci, the cost volume Ci aggregation can be defined as a
function: M : RSi × · · · × R

SN−1

︸ ︷︷ ︸

N

→ R
S . In previous work [18,42,43], this is a

constant function where all views contribute equally, which is the mean square
error of all input feature volumes. However, it is not reasonable due to different
illumination, camera position, occlusion and image content etc, where a near
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Fig. 4. Illustration of two different self-adaptive element-wise view aggregation mod-
ules, a) pixel-wise view aggregation, b) voxel-wise view aggregation.

reference image with no occlusion can provide more accurate geometric and
photometric information than a far one with partial occlusion. Thus, we propose
to employ self-adaptive view aggregation as this function to flexibly learn the
potential different view variance from training data. To achieve this goal, we
develop and investigate two different self-adaptive view aggregation modules in
Fig. 4, which shows how the self-adaptive view selection incorporates the vari-
ance between different views. We introduce the attention mechanism [37,39] for
guiding the network to select important matching information in different views.
In the point-wise view selection, similar as ACMM [40], we consider that each
pixel in the height and width dimension of 3D cost volume has different saliency
but is consistent in the depth dimension. The voxel-wise view selection module
is a 3D attention-guided mechanism to guide each voxel in 3D feature volumes
to learn its own weight.

Pixel-Wise View Aggregation. The pixel-wise view aggregation introduces a
selective weighted attention map in the height and width dimension which con-
siders the depth number hypothesis sharing common focusing weight. Given
multi-view feature volumes Vi=0···N−1, our regularized cost volumes are aggre-
gated as cd,h,w:

v′
i,d,h,w = vi,d,h,w − v0,d,h,w, (1)

cd,h,w =

∑N−1
i=1 (1 + wh,w) � v′

i,d,h,w

N − 1
, (2)

where wh,w represents a 2D weighted attention map to encode the various pixel-
wise saliency among images from different sources and the reference view, and
� represents element-wise multiply operation.

To generate a 2D weighted attention map, we design a PA-Net in Table 1
which consists of several 2D convolutional filters and a ResNet block [14] with
the squeezing 2D features from V ′

i as input to learn the wh,w:

wh,w = PA-Net(fh,w), (3)
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fh,w = CONCAT(max pooling(
∥

∥v′
d,h,w

∥

∥

1
), avg pooling(

∥

∥v′
d,h,w

∥

∥

1
)), (4)

where both max pooling and avg pooling are used to extract the highest and
average cost matching information in the depth dimension, and CONCAT(·)
denotes the concatenation operation.

Voxel-Wise View Aggregation. The voxel-wise view aggregation module consid-
ers that each pixel with different depth layer hypothesis d is treated differently,
where each voxel in 3D feature volume learns its own importance. Based on this,
we design a VA-Net as shown in Table 1 to directly learn the 3D weighted atten-
tion map with 3D convolutional filters for selecting useful cost information. The
regularized 3D cost volumes cd,h,w are aggregated by v′

i,d,h,w:

cd,h,w =

∑N−1
i=1 (1 + wd,h,w) � v′

i,d,h,w

N − 1
. (5)

3.3 Depth Map Estimator

We design a 3D convolutional U-Net by leveraging different level information
and expanding receptive fields to generate the probability volume P with a
softmax operation along the depth dimension. The details of 3D U-Net are in
the supplementary material.

To produce a continuous depth estimation, we use soft argmin operation [16]
on the output probability volume P to estimate the depth E:

E =
dmax
∑

d=dmin

d × P (d), (6)

where P (d) denotes the estimated probability of all pixels for the depth hypoth-
esis d. Following MVSNet [42], the probability map is calculated by the sum
over the nearest four hypotheses in the 3D probability volume to measure the
estimation quality. Comparing the estimated depth map and confidence map in
Fig. 5 with [42], VA-MVSNet generates more reliable and accurate depth map
with higher confidence benefiting from self-adaptive view aggregation.

Training Loss. We use the same training losses in MVSNet [42], which is the
mean absolute error defined as L:

L =
∑

x∈xvalid

∥

∥

∥d(x) − d̂(x)
∥

∥

∥

1
, (7)

where xvalid denotes the set of valid pixels in the ground truth, d(x) and d̂(x)
represent the estimated depth map and the ground truth respectively.
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Table 1. The details of PA-Net and VA-Net. We denote Conv, Conv3D as 2D and 3D
convolution respectively, and use GR to represent the abbreviation of group normaliza-
tion and the Relu. + and & represent the element-wise addition and concatenation. K,
S, F are the kernel size, stride and output channel number. N, H, W, D denote input
view number, image height, image height and depth hypothesis number.

Input Layer Output Output Size

PA-Net

fh,w ConvGR, K = 3, S = 1, F = 16 wc 0 W ×H × 16

wc 0 ResBlockGR, K = 3, S = 1, F = 16 wres 1 W ×H × 16

wres 1 Conv, K = 3, S = 1, F = 1 wc 2 W ×H × 1

wc 2 Sigmoid Weight W ×H × 1

VA-Net

v
′

Conv3DGR,K=3,S=1,F=1 wc3d 0 D ×W ×H × 1

wc3d 0 Conv3D, K = 3, S = 1, F = 1 wc3d 1 D ×W ×H × 1

wc3d 1 Sigmoid weight3d D ×W ×H × 1

Fig. 5. Comparison on the regressed depth map, probability map and probability dis-
tribution with MVSNet [42]. (a) One reference image of Scan 12; (b) the inferred depth
map; (c) the probability map; (d) the distribution of the probability map. Our self-
adaptive view aggregation enhances the multi-view stereo network to generate more
delicate and accurate depth estimations with higher confidence.

3.4 Multi-metric Pyramid Depth Map Aggregation

So far, our proposed network VA-MVSNet generates good-enough depth maps
for the point cloud reconstruction. To further improve the robustness and com-
pleteness of 3D reconstruction, we propose a novel multi-metric pyramid depth
aggregation to aggregate reliable depth estimations in a lower-resolution depth
map into a higher-resolution depth map, by replacing corresponding mismatched
errors.

In a higher-resolution fine estimated depth map, there are still some inac-
curate depths with low confidences due to the matching ambiguity. Note that
the same convolutional filter generally extracts less local-wise, but more global
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Fig. 6. Illustration of multi-metric pyramid depth map aggregation, where the reliable
depth at a lower scale level k+1 selected by multi-metric constraints, are used to fill-in
the mismatched errors at a higher scale level k by upsampling and aggregation.

information due to a larger receptive field from a downsampled image in com-
parison to the original image. Quite different from ACMM [40], which casts a
image pyramid into VA-MVSNet to generate multi-scale depth maps in parallel,
we propose to utilize multi-metric constraints, specifically, geometric and photo-
metric consistency to progressively replace the ambiguous depth estimations at
the higher scale by reliable depths at the lower scale. As a result, we optimize
both depth and probability maps in Fig. 6.

Considering a pyramid depth map Dk=0,··· ,K−1 and a corresponding proba-
bility map P k=0,··· ,K−1 from VA-MVSNet, we use the photometric consistency
to measure the matching quality through the probability map and geometric con-
sistency to measure the depth consistency between multiple images. To select
accurate and well-matched depth value in the lower scale k + 1 depth maps, we
only select the estimated depth which satisfies both the photometric and geomet-
ric consistency. Firstly, for the photometric consistency, we expect to iteratively
replace unreliable depth values with low confidence P k(p) < εlow at the scale
k by reliable depths P k+1(p) > εhigh at the downsampling scale k + 1, where
P k(p) denotes the confidence of pixel p in the probability map P k and ε represent
the filtering confidence threshold. After discarding mis-matched errors through
the photometric consistency, we project a reference pixel p of image Ii to the
corresponding pixel pproj in the neighbor image Ij through Di(p) and camera
parameters. In turn, we reproject pproj through Dj(pproj) back to the reference
image as preproj with dreproj . We remain the pixeles which satisfy the following
geometric constraints in at least three neighbor views:

‖p − preproj‖2 < τ1, (8)

‖Di(p) − dreproj‖1 < τ2 · Di(p). (9)

Through our multi-metric pyramid depth map aggregation, the reliable
depths at a lower scale k + 1 can be progressively propagated to replace the
mismatched depths at k scale until it leads to a final refinement at k = 0 scale,
which improves the robustness and completeness of 3D point cloud.
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4 Experiments

4.1 Implementation Details

Training. We train VA-MVSNet on the DTU dataset [1], which consists of 124
different indoor scenes scanned by fixed camera trajectories in 7 different light-
ing conditions. Following the common practices [4,17,19,42,43], we train our
network on the training split and evaluate on the evaluation part and use the
same depth maps provided by MVSNet [42]. During training, the input image
size is set to W × H = 640 × 512 and the number of input images N = 5.
The depth hypotheses are sampled from 425 mm to 935 mm with depth plane
number D = 192 in an inverse manner as illustrated in R-MVSNet [43]. We
implement our network on PyTorch [26] and train it end-to-end for 16 epochs
using Adam [21] with an initial learning rate 0.001 which is decayed by 0.9 every
epoch. Batch size is set to 4 on 4 NVIDIA TITANX graphics cards.

Evaluation. For testing, we use N = 7 image views and D = 192 for depth plane
sweeping in an inverse depth setting. We evaluate our methods on DTU with
an original input image resolution: 1600 × 1184. For Tanks and Temples, the
camera parameters are computed by OpenMVG [25] following MVSNet [42] and
the input image resolution is set to 1920 × 1056. We use the same multi-metric
constraint parameters, where εlow = 0.5, εhigh = 0.9, τ1 = 1 and τ2 = 0.01.

Filtering and Fusion. We fuse all depth maps into a complete point cloud as
in [10,42]. In our experiments, we only consider the reliable depth values with
confidence larger than ε = 0.9 and utilize the aforementioned geometric consis-
tency to select those pixels occurring in more than three neighbor views. Finally,
the depths are projected to 3D space and fused to produce a 3D point cloud.

Table 2. Quantitative results on the DTU evaluation dataset [1] (lower is better).
Our VA-MVSNet and PVA-MVSNet (with voxel-wise view aggregation) outperform all
methods in terms of completeness and overall quality with a significant improvement.

Method Mean Distance (mm)

Acc Comp overall

Colmap [29] 0.400 0.664 0.532

Gipuma [10] 0.283 0.873 0.578

MVSNet [42] 0.396 0.527 0.462

R-MVSNet [43] 0.385 0.459 0.422

P-MVSNet [24] 0.406 0.434 0.420

PointMVSNet [4] 0.361 0.421 0.391

PointMVSNet-HiRes [4] 0.342 0.411 0.376

VA-MVSNet 0.378 0.359 0.369

PVA-MVSNet 0.379 0.336 0.357
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a)Ref. image b)GT depth c)MVSNet d)R-MVSNet e)VA-MVSNet f)PVA-MVSNet

Fig. 7. Comparison of depth map estimations of Scan 13 and 11 in the DTU [1]. Our
VA-MVSNet and PVA-MVSNet achieve more accurate, continuous and complete depth
map in comparison to [42,43] methods [42,43].

Fig. 8. Comparison of reconstruction point clouds for the model Scan 15 in the bench-
mark DTU [1]. Our method generates denser, smoother and more complete point cloud
compared with other methods [42,43].

4.2 Benchmarks Results

DTU Dataset. We evaluate our proposed method on the DTU [1] evaluation
set. Quantitative results are shown in Table 2. The accuracy and completeness
are calculated using the official matlab script provided by the DTU [1] dataset.
The overall reconstruction quality is evaluated by calculating the average of the
accuracy and completeness, as mentioned in [1,42]. While Gipuma [10] performs
the best regarding to accuracy, our PVA-MVSNet and VA-MVSNet establish
a new state-of-the-art both in completeness and overall quality with a signifi-
cant margin compared with all previous methods [4,36,42,43]. We compare our
depth maps with [42,43] in Fig. 7. VA-MVSNet predicts a more accurate, deli-
cate and complete depth map by introducing different variances in multi-views
through our proposed self-adaptive view aggregation. Moreover, PVA-MVSNet
further fill-in the mismatched errors with reliable depths in the pyramid depth
maps by our multi-metric pyramid depth map aggregation. Benefiting from more
accurate, smooth and complete depth map estimation, our method can generate
denser and more complete and delicate point clouds in Fig. 8.
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Table 3. Quantitative results on the Tanks and Temples benchmark [22]. The evalu-
ation metric is f-score which higher is better. (L.H. and P.G. are the abbreviations of
Lighthouse and Playground dataset respectively).

Method Rank Mean Family Francis Horse L.H M60 Panther P.G Train

MVSNet [42] 52.75 43.48 55.99 28.55 25.07 50.79 53.96 50.86 47.90 34.69

R-MVSNet [43] 42.62 48.40 69.96 46.65 32.59 42.95 51.88 48.80 52.00 42.38

Point-MVSNet [4] 40.25 48.27 61.79 41.15 34.20 50.79 51.97 50.85 52.38 43.06

P-MVSNet [24] 17.00 55.62 70.04 44.64 40.22 65.20 55.08 55.17 60.37 54.29

PVA-MVSNet 21.75 54.46 69.36 46.80 46.01 55.74 57.23 54.75 56.70 49.06

Fig. 9. The visualization of our partial point cloud results and the comparison
with [42,43] on the Precision and Recall of Horse dataset on the Tanks and Tem-
ples [22] benchmark. The darker means the bigger error.

Tanks and Temples Benchmark. To explore the generalization of PVA-MVSNet,
we compare our method without any fine-tuning with other baselines [3,4,
42,43] on the Tanks and Temples, which is a more complicated outdoor dataset.
Table 3 summarizes the results. The mean f-score increases from 43.48 to 54.46
(larger is better, date: Mar. 5, 2020) compared with MVSNet [42], which demon-
strates the efficacy and strong generalization of PVA-MVSNet. Our method out-
performs Point-MVSNet [4] significantly with a higher 13% mean f-score, which
is the best baseline on DTU dataset. And we achieve a comparable result with
P-MVSNet [24]. The simple fusion process we adopted achieves a comparable
result with P-MVSNet [24], which uses an extra refinenet and more depth fil-
tering process to pursue better performance. Our partial reconstructed point
clouds are shown in Fig. 9, and we compare the Precision and Recall of the
Horse dataset with [42,43], which is provided by the Tanks and Temples [22]
benchmark. Our method generates more accurate and complete point clouds
with higher precision and recall than the others [42,43], due to the enhanced
accuracy from self-adaptive view aggregation and the increased completeness
and robustness from our multi-metric pyramid depth map aggregation.
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Fig. 10. Validation results of the
mean average depth error with dif-
ferent components in VA-MVSNet
during training.

Table 4. Contributions of different components in
our architecture on the evaluation DTU [1].

Components Acc Comp Overall

Baseline 0.454 0.372 0.413

+PixelVA 0.390 0.369 0.379

+VoxelVA 0.378 0.359 0.369

+PixelVA+MMP 0.392 0.341 0.366

+VoxelVA+MMP 0.379 0.336 0.357

4.3 Ablation Studies

In this section, we provide ablation experiments to analyze the strengths of the
key components of our architecture. For following studies, to eliminate the non-
learning influence, all experiments use the same consistency-check parameters in
Sect. 4.1 and are tested on the evaluation and validation DTU [1] dataset.

Self-adaptive View Aggregation. As shown in Table 4, compared with our baseline
method which is using the same mean square error as cost volume aggregation
in MVSNet [42], both PixelVA and VoxelVA can improve the results of 3D
reconstruction point cloud with a significant margin, especially on the accuracy
of reconstruction quality. Specifically, the VoxelVA provides a 16.7% increase on
accuracy, which is better than the PixelVA 14.1% due to the learning variance
of the depth wise hypothesis. Besides, the VoxelVA has more parameters but
less operations compared with PixelVA as denoted in Table 1. During training,
as shown in Fig. 10, the depth error on validation dataset drops significantly by
introducing our proposed novel self-adaptive view aggregation.

Number of Views. We investigate the influence of variant numbers of views N
in different phases on DTU evaluation dataset. VA-MVSNet can process an
arbitrary number of views and well leverage the variant importance in multi-
views due to our proposed self-adaptive view aggregation. In the test phase, we
use the model trained on 3 views to compare the reconstruction results with
different numbers of views N = 2, 3, 5, 7. As shown in Table 5, the result with
N = 5 achieves a great improvement compared with N = 2, 3, but the influence
from two more extra views in N = 7 is quite small which can be ignored. It
demonstrates that our proposed self-adaptive view aggregation can well enhance
the valid information in the good neighbor views and eliminate bad information
in farrer views (the neighbor views are ranked by the matching quality with the
reference view in SfM [30]). In the training phase, we compare the results on the
input view N = 7 using the models trained on N = 3, 4, 5. The model trained
on N = 5 is slightly better than N = 3 but with more training time.

Multi-metric Pyramid Depth Aggregation. As shown in Table 4, The complete-
ness can be averagely improved by 7.0% while introduce a negligible drop 0.39%,
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Table 5. Ablation study on different number of views N in training and testing phase
and different numbers of image pyramid on DTU [1] evaluation dataset.

Number of views Number of pyramid Acc. (mm) Comp. (mm) Overall (mm)

Training Test

N = 3 N = 2 \ 0.415 0.467 0.441

N = 3 N = 3 \ 0.380 0.379 0.380

N = 3 N = 5 \ 0.381 0.361 0.371

N = 3 N = 7 \ 0.380 0.361 0.370

N = 4 N = 7 \ 0.380 0.359 0.370

N = 5 N = 7 \ 0.378 0.359 0.369

N = 5 N = 7 K = 1 0.372 0.350 0.361

N = 5 N = 7 K = 2 0.378 0.341 0.360

N = 5 N = 7 K = 3 0.379 0.336 0.357

Table 6. Comparisons on the time and memory cost on the evaluation DTU [1] dataset.
MVSNet and R-MVSNet are implemented in TensorFlow while others in PyTorch.

Methods H,W,D Mem Time Overall

MVSNet 1600, 1184, 256 15.4 GB 1.18 s 0.462

R-MVSNet 1600, 1184, 512 6.7GB 2.35s 0.422

PointMVSNet 1280, 960, 96 7.2 GB 1.69 s 0.391

PointMVSNet-HiRes 1600, 1152, 96 8.7 GB 5.44 s 0.376

VA-MVSNet 1600, 1184, 192 18.1 GB 0.91 s 0.369

PVA-MVSNet 1600, 1184, 192 24.87 GB 1.01s 0.357

benefiting from “MMP” (multi-metric pyramid depth aggregation). As denoted
in e) and f) in Fig. 7, PVA-MVSNet improves VA-MVSNet by generating more
delicate and complete depth maps. To better analyse the improvement from
different pyramid level image, we explore the influence by different numbers of
image pyramid in Table 5. The K = 1 level pyramid image improves both accu-
racy and completeness with a big margin. A trade-off between accuracy and
completeness is achieved by using more pyramid images k = 2 and k = 3, it
leads to reconstructed 3D point cloud with better overall quality.

4.4 Runtime and Memory Performance

Given time and memory performance in Table 6, all methods are tested on
GeForce RTX 2080 Ti. VA-MVSNet runs fast at a speed of 0.91 s/view, even if
it runs with the biggest memory consumption. Unlike PointMVSNet [4], multi-
scale pyramid images can be processed independently in parallel. Therefore, with
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little extra time about 0.1s for multi-metric pyramid depth aggregation, the
performance of 3D point cloud reconstruction increases significantly from 0.369
to 0.357 in PVA-MVSNet on DTU [1] dataset.

5 Conclusion

We present a novel pyramid multi-view stereo network with the self-adaptive
view aggregation. The proposed VA-MVSNet dynamically selects the element-
wise feature importance while suppresses the mismatching cost, which is quite
efficient and effective. Casting in multi-scale pyramid images, benefiting from uti-
lizing multi-metric constraint, PVA-MVSNet estimates a refined depth map for
further improving the robustness and completeness of 3D reconstruction. Experi-
mental results demonstrate that our proposed method PVA-MVSNet establishes
a new state-of-the-art on the DTU dataset and shows great generalization by
achieving a comparable performance as other state-of-the-art methods on Tanks
and Temples benchmark without any fine-tuning.
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Abstract. Although significant progress achieved, multi-label classifi-
cation is still challenging due to the complexity of correlations among
different labels. Furthermore, modeling the relationships between input
and some (dull) classes further increases the difficulty of accurately pre-
dicting all possible labels. In this work, we propose to select a small sub-
set of labels as landmarks which are easy to predict according to input
(predictable) and can well recover the other possible labels (representa-
tive). Different from existing methods which separate the landmark selec-
tion and landmark prediction in the 2-step manner, the proposed algo-
rithm, termed Selecting Predictable Landmarks for Multi-Label Learning
(SPL-MLL), jointly conducts landmark selection, landmark prediction,
and label recovery in a unified framework, to ensure both the represen-
tativeness and predictableness for selected landmarks. We employ the
Alternating Direction Method (ADM) to solve our problem. Empirical
studies on real-world datasets show that our method achieves superior
classification performance over other state-of-the-art methods.

Keywords: Multi-label learning · Predictable landmarks · A unified
framework

1 Introduction

Multi-label classification jointly assigns one sample with multiple tags reflecting its
semantic content, which has been widely used in many real-world applications. In
document classification, there are multiple topics for one document; in computer
vision, one image may contain multiple types of object; in emotion analysis, there
may be combined types of emotions, e.g., relaxing and quiet. Though plenty of
multi-label classification methods [12,19,21,22,27,31,32,37] have been proposed,
multi-label classification is still a recognized challenging task due to the complexity
of label correlations, and the difficulty of predicting all labels.

c© Springer Nature Switzerland AG 2020
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Fig. 1. Why landmarks should be predictable? With a test image, although the other
related labels (e.g., “street”, “road”) can be inferred from “sign”, the landmark label
“sign” itself is difficult to accurately predict (bottom row). While based on the image,
the label “street” is more predictable, and accordingly, more related labels are correctly
inferred (top row).

In real-world applications, labels are usually correlated, and simultaneously
predicting all possible labels is usually rather difficult. Accordingly, there are
techniques aiming to reduce the label space. The representative strategy is land-
mark based multi-label classification. Landmark based methods first select a
small subset of representative labels as landmarks, where the landmark labels
are able to establish interdependence with other labels. The algorithm [1] employ
group-sparse learning to select a few labels as landmarks which can reconstruct
the other labels. However, this method divides the landmark selection and land-
mark prediction as two separate processes. The method [3] performs label selec-
tion based on randomized sampling, where the sampling probability of each class
label reflects its importance among all the labels. Another representative strat-
egy is label embedding [7,13,24,39,40], which transforms label vectors into low-
dimensional embeddings, where the correlations among labels can be implicitly
encoded.

Although several methods have been proposed to reduce the dimensionality
of label space, there are several limitations left behind these methods. First,
existing landmark-based methods usually separate the landmark label selection
and landmark prediction into two independent steps. Therefore, even the other
labels could be easily recovered from the selected landmarks, but the landmarks
themselves may be difficult to be accurately predicted with input (as shown in
Fig. 1). Second, the label-embedding-based methods usually project the original
label space into a low-dimensional embedding space, where embedded vectors
can be used to recover the full-label set. Although the embedded vectors may be
easy to predict, the embedding way (i.e., dimensionality reduction) may cause
information loss, and the label correlations are implicitly encoded thus lack inter-
pretability. Considering the above issues, we jointly conduct landmarks selection,
landmarks prediction and full-label recovery in a unified framework, and accord-
ingly, propose a novel multi-label learning method, termed Selecting Predictable



SPL-MLL: Selecting Predictable Landmarks for Multi-label Learning 785

Landmarks for Multi-Label Learning (SPL-MLL). The overview of SPL-MLL
is shown in Fig. 2. The main advantages of the proposed algorithm include: (1)
compared with existing landmark-based multi-label learning methods, SPL-MLL
can select the landmarks which are both representative and predictable due to
the unified objective; (2) compared with the embedding methods, SPL-MLL is
more interpretable due to explicitly exploring the correlations with landmarks.

The contributions of this work are summarized as:

– We propose a novel landmark-based multi-label learning algorithm for com-
plex correlations among labels. The landmarks bridge the intrinsic correla-
tions among different labels, while also reduce the complexity of correlations
and possible label noise.

– To the best of our knowledge, SPL-MLL is the first algorithm which simul-
taneously conducts landmark selection, landmark prediction, and full-label
recovery in a unified objective, thus taking both representativeness and pre-
dictability for landmarks into account. This is quite different from the 2-step
manner separating landmark selection and prediction.

– Extensive experiments on benchmark datasets are conducted, validating the
effectiveness of the proposed method over state-of-the-arts.

2 Related Work

Generally, existing multi-label methods can be roughly categorized into three
lines based on the order of label correlations [37]. The first-order strategy [4,36]
tackles multi-label learning problem in the label-by-label manner, which ignores
the co-existence of other labels. The second-order strategy [8,10,11] conducts
multi-label learning problem by introducing the pairwise relations between dif-
ferent labels. For high-order strategy [14,22,28,30], multi-label learning problem
is solved by establishing more complicated label relationships, which makes these
approaches tend to be quite computationally expensive.

In order to reduce label space, there are approaches based on label embed-
ding, which searches a low-dimensional subspace so that correlations among
labels can be implicitly expressed [7,13,15,16,18,23,24,34,39,40]. Based on the
low-dimensional latent label space, one can effectively reduce computation cost
while performing multi-label prediction. The representative embedding based
methods include: label embedding via random projections [13], principal label
space transformation (PLST) [24] and its conditional version (CPLST) [7].
Beyond considering linear embedding functions, there are several approaches
employing standard kernel functions (e.g., low-degree polynomial kernels) for
nonlinear label embedding. The work in [33] proposes a novel DNN architec-
ture of Canonical-Correlated Autoencoder (C2AE), which is a DNN-based label
embedding framework for multi-label classification, which is able to perform
feature-aware label embedding and label-correlation aware prediction.

To explore label correlations, there are several landmark based multi-label
classification models aiming to reduce the label space [1,3,5,40]. They usually
first select a small subset of labels as landmarks, which are supposed to be
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representative and able to establish interdependency with other labels. The work
in [1] models landmark selection with group-sparsity technique. Following the
assumption in [1], the method in [3] alleviates this problem of computation cost
by proposing an valid label selection method based on randomized sampling,
and utilizes the leverage score in the best rank-k subspace of the label matrix to
obtain the sampling probability of each label. It is noteworthy that these methods
separate the landmark selection and landmark prediction in a 2-step manner,
which can not simultaneously guarantee the representativeness and predictability
of landmarks.

Fig. 2. Overview of SPL-MLL. The key component of our model is the landmark
selection strategy, which induces the explicit landmark label matrix YL. The matrix
B, termed as landmark selection matrix, is used to construct the landmark label matrix
explicitly, while the matrix A is used to reconstruct all possible labels from landmarks.
Benefitting from the explicit landmark label matrix YL, the input is also able to be
taken into account to ensure the predictable property for landmarks.

3 Our Algorithm: Selecting Predictable Landmarks
for Multi-label Learning

For clarification, we first provide the definitions for symbols and variables used
through out this paper. Let X = R

D and Y = {0, 1}C denote the feature space
and label space, where D and C are the dimensionality of feature space and label
space, respectively. Given training data with the form of instance-label pairs
{xi,yi}Ni=1, accordingly, the feature matrix can be represented as X ∈ R

N×D,
and the label matrix is represented as Y ∈ R

N×C . The goal of multi-label
learning is to learn a model f : X → Y, to predict possible labels accurately for
new coming instances. Motivated by the landmark strategy, we propose a novel
algorithm for multi-label learning, termed SPL-MLL, i.e., Selecting Predictable
Landmarks for Multi-Label Learning. SPL-MLL consists of two key components,
i.e., Explicit Landmark Selection and Predictable Landmark Classification.
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3.1 Explicit Landmark Selection

Different from the 2-step manner [1] which only focuses on selecting landmarks
that are most representative, our goal is to select landmarks which are both
representative and predictable. There are two designed matrixes which are the
keys to realize this goal. The first matrix is the label correlation matrix
(LCM) A used for recovering other labels with landmarks. In self-representation
manner, the matrix A ∈ R

C×C is obtained which captures the correlation among
labels and explores the interdependency between landmark labels and the others.
In the work [1], the landmarks are selected implicitly. Specifically, the underlying
assumption is Y = YA, where A is constrained by minimizing ||A||2,1 to enforce
the reconstruction of Y mainly base on a few labels, i.e., landmarks. In our
model, although the linear self-representation manner is also introduced in our
model, we try to obtain the landmark label matrix explicitly in the objective
function.

The second critical matrix is the landmark selection matrix (LSM) B.
Note that, in the work [1], there is no explicit landmark label matrix constructed
and the selection result is implicitly encoded in A due to its sparsity in row. Both
YA and Y (YA ≈ Y) in [1] are full-label matrix. Different from [1], since we
aim to jointly conduct landmark selection and learn a model to predict these
selected landmarks instead of all labels, we need to explicitly derive a label matrix
encoding the landmarks. To this end, we introduce the matrix B ∈ R

C×C which
is a diagonal matrix, and each diagonal element is either 0 or 1, i.e., Bii ∈ {0, 1}.
Then, we can obtain the explicit landmark label matrix YL with YL = YB. In
this way, the columns corresponding to the landmarks in YL unchanged while
the elements of other columns (corresponding to non-landmark labels) will be 0.
It is noteworthy that B is learned in our model instead of being fixed in advance.
Accordingly, the explicit landmark selection objective to minimize is induced as:

Γ(B,A) = ‖Y − YLA‖2F + Ω(B)

= ‖Y − YBA‖2F + Ω(B),
s.t. Bij = 0, i �= j; Bij ∈ {0, 1}, i = j.

(1)

Since it is difficult to strictly ensure the diagonal property for B, a soft constraint
Ω(B) is introduced as follows:

Ω(B) = λ1‖B − I‖2F + λ2‖B‖2,1, (2)

where the structure sparsity ||B||2,1 =
∑C

i=1

√∑C
j=1 B2

ij is used to select a few
landmarks, and the approximation to the identity matrix I ensures the labels
corresponding to landmarks unchanged. The regularization parameter λ1 and λ2

control the degree of diagonal and sparsity property for B, respectively. Notice
that the label correlation matrix A is learned automatically without constraint,
the underlying assumption for the correlation is sparse (similar to the existing
work [1]) which is jointly ensured by the sparse landmark selection matrix B.
Then, we can obtain the explicit landmark label matrix YL = YB, and train a
prediction model exactly for the landmarks.
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3.2 Predictable Landmark Classification

Now, we firstly consider learning the classification model for accurately predict-
ing landmarks instead of all possible labels. Beyond label correlation, modeling
X → Y is also critical in multi-label classification. However, the traditional
landmark-based multi-label classification algorithms usually separate landmark
selection and landmark prediction, which may result in unpromising classifica-
tion accuracy because the selected landmarks may be representative but difficult
to be predicted (see Fig. 1). Recall that the goal of our model is to recover full
labels with landmark labels, so our classification model only focuses on predicting
landmarks YL based on X instead of full labels Y. Accordingly, our predictable
landmark classification objective to minimize is as follows:

Φ(B,Θ) = ‖f(X;Θ)B − YL‖2F
= ‖(f(X;Θ) − Y)B‖2F ,

(3)

where f(·;Θ) is the neural networks (parameterized by Θ) used for feature
embedding and conducting classification for landmarks, which is implemented
by fully connected neural networks.

3.3 Objective Function

Based on above considerations, a novel landmark-based multi-label classification
algorithm, i.e., Selecting Predictable Landmarks for Multi-Label Learning (SPL-
MLL), is induced, which jointly learns landmark selection matrix, label correla-
tion matrix, and landmark-oriented feature embedding in a unified framework.
Specifically, the objective function of SPL-MLL for us to minimize is as follows:

L(B,Θ,A) = Φ(B,Θ) + Γ(B,A)

= ‖(f(X;Θ) − Y)B‖2F
+ ‖Y − YBA‖2F + λ1‖B − I‖2F + λ2‖B‖2,1.

(4)

It is noteworthy that the critical role of matrix B, which bridges the land-
mark selection and landmark classification model. With this strategy, the pro-
posed model jointly selects predictable landmark labels, captures the correlations
among labels, and discovers the nonlinear correlations between features and land-
marks, accordingly, promotes the performance of multi-label prediction.

Algorithm 1: Algorithm of SPL-MLL
Input: Feature matrix X ∈ R

N×D, label matrix Y ∈ R
N×C , parameters λ1, λ2.

Initialize: B = I, initialize randomly A.
while not converged do

Update the parameters Θ of f (·;Θ);
Update B by Eq. (5);
Update A by Eq. (6);

end
Output: f (·;Θ),B,A.
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3.4 Optimization

Since the objective function of our SPL-MLL is not jointly convex for all the
variables, we optimize our objective function by employing Alternating Direction
Minimization(ADM) [17] strategy. To optimize the objective function in Eq. (4),
we should solve three subproblems with respect to Θ, B and A, respectively. The
optimization is cycled over updating different blocks of variables. We apply the
technique of stochastic gradient descent for updating Θ, B and A. The details
of optimization are demonstrated as follows:

• Update networks. The back-propagation algorithm is employed to update the
network parameters.

• Update B. The gradient of L with respect to B can be derived as:

∂L
∂B

= 2(f(X;Θ) − Y)T (f(X;Θ) − Y)B

− 2YT (Y − YBA)AT + 2λ1(B − I) + 2λ2DB,
(5)

where D is a diagonal matrix with Dii = 1
2||Bi|| . Accordingly, gradient descent

is employed based on Eq. (5).
• Update A. The gradient of L with respect to A can be derived as:

∂L
∂A

= −2BTYT (Y − YBA). (6)

then A is updated by applying gradient descent based on Eq. (6). The opti-
mization procedure of SPL-MLL is summarized as Algorithm 1.

Once the model of SPL-MLL is obtained, it can be easily applied for predict-
ing the labels of test samples. Specifically, given a test input x, it will be first
transformed into f(x;Θ), followed by utilizing the learned mappings B and A
to predict its all possible labels with y = f(x;Θ)BA.

4 Experiments

4.1 Experiment Settings

We conduct experiments on the following benchmark multi-label datasets: emo-
tions [26], yeast [8], tmc2007 [6], scene [4], espgame [29] and pascal VOC 2007 [9].
Specifically, emotions and yeast are used for music and gene functional classifica-
tion, respectively; tmc2007 is a large-scale text dataset, while scene, espgame and
pascal voc 2007 belong to the domain of image. The description of features for
emotions, yeast, tmc2007 and scene could be referred in [4,6,8,26]. For espgame
and pascal voc 2007, the local descriptor DenseSift [20] is used. These datasets
can be found in Mulan1 and LEAR websites2. The detailed statistics informa-
tion of each dataset is listed in Table 1. We employ the standard partitions for
training and testing sets (see footnote 1, 2).
1 http://mulan.sourceforge.net/datasets-mlc.html.
2 http://lear.inrialpes.fr/people/guillaumin/data.php.

http://mulan.sourceforge.net/datasets-mlc.html
http://lear.inrialpes.fr/people/guillaumin/data.php
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For the proposed SPL-MLL, we utilize neural networks for feature embedding
and classification. The networks consists of 2 layers: for the first and second fully
connected layer, 512 and 64 neurons are deployed, respectively. A leaky ReLU
activation function is employed with the batch size being 64. In addition, we
initialize the matrix B with B = I which captures the most sparse correlation
among labels and is beneficial to landmark selection. The regularization param-
eters, i.e., λ1 and λ2 are both fixed as 0.1 for all datasets and promising perfor-
mance is obtained. In our experiments, we set the constraint Bij = 0, i �= j in
each iteration of optimization. This strictly guarantees the diagonal property and
can provide clear interpretability for landmarks. The experimental results show
that both convergence of our model and promising performance are achieved with
this constraint. Five diverse metrics are employed for performance evaluation.
For Hamming loss and Ranking loss, smaller value indicates better classifica-
tion quality, while larger value of Average precision, Macro-F1 and Micro-F1
means better performance. These evaluation metrics evaluate the performance
of multi-label predictor from various aspects, and details of these evaluation met-
rics can be found in [37]. 10-fold cross-validation is performed for each method,
which randomly holds 1/10 of training data for validation during each fold. We
repeat each experiment 10 times and report the averaged results with standard
derivations.

Table 1. Statistics of datasets.

Dataset #instances #features #labels Cardinality Domain

Emotions 593 72 6 1.9 Music

Scene 2407 294 6 1.1 Image

Yeast 2417 103 14 4.2 Biology

tmc2007 28596 500 22 2.2 Text

Espgame 20770 1000 268 4.7 Image

Pascal VOC 2007 9963 1000 20 1.5 Image

4.2 Experimental Results

Comparison with State-of-the-Art Multi-label Classification Meth-
ods. We compare our algorithm with both baseline and state-of-the-art multi-
label classification methods. The binary relevance (BR) [27] and label power-
set (LP) [4] act as baselines. We also compare ours with two ensemble meth-
ods, i.e., ensemble of pruned sets (EPS) [21] and ensemble of classifier chains
(ECC) [22], second-order approach - calibrated label ranking (CLR) [10] and
high-order approach - random k-labelsets (RAkEL) [28], the lazy multi-label
methods based on k-nearest neighbors (ML-kNN)[36] and feature-aware app-
roach - multi-label manifold learning (MLML) [12], labeling information enrich-
ment approach - Multi-label Learning with Feature-induced labeling information
Enrichment(MLFE) [38] and robust approach for data with hybrid noise - hybrid
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Table 2. Comparing results (mean ± std.) of multi-label learning algorithms. ↓ (↑)
indicates the smaller (larger), the better. The values in red and blue indicate the best
and the second best performances, respectively. • indicates that ours is better than the
compared algorithms.

Datasets Methods Ranking loss ↓ Hamming loss ↓Average precision ↑Micro-F1 ↑ Macro-F1 ↑
EmotionsBR [27] 0.309± 0.021•0.265± 0.015• 0.687± 0.017• 0.592± 0.025•0.590± 0.016•

LP [4] 0.345± 0.022•0.277± 0.010• 0.661± 0.018• 0.533± 0.016•0.504± 0.019•
ML-kNN [36]0.173± 0.015•0.209± 0.021• 0.794± 0.016• 0.650± 0.031•0.607± 0.033•
EPS [21] 0.183± 0.014•0.208± 0.010• 0.780± 0.017• 0.664± 0.012•0.655± 0.018•
ECC [22] 0.198± 0.021•0.228± 0.022• 0.766± 0.014• 0.617± 0.013•0.597± 0.019•
RAkEL [28] 0.217± 0.026• 0.219± 0.013• 0.766± 0.031• 0.634± 0.023•0.618± 0.036•
CLR [10] 0.199± 0.024• 0.255± 0.012• 0.762± 0.024• 0.614± 0.037• 0.601± 0.038•
MLML [12] 0.184± 0.015• 0.197± 0.013• 0.719± 0.018• 0.661± 0.039• 0.650± 0.047•
MLFE [38] 0.181± 0.012• 0.217± 0.020• 0.782± 0.013• 0.674± 0.026• 0.663± 0.021•
HNOML [35] 0.173± 0.012• 0.192± 0.005• 0.784± 0.011• 0.672± 0.014• 0.660± 0.029•
Ours (linear)0.172± 0.006 0.184± 0.015 0.798± 0.011 0.686± 0.013 0.675± 0.031

Ours 0.170± 0.004 0.175± 0.021 0.815± 0.014 0.698± 0.021 0.687± 0.024

Yeast BR [27] 0.322± 0.011• 0.253± 0.004• 0.614± 0.008• 0.569± 0.014• 0.386± 0.011•
LP [4] 0.408± 0.008• 0.282± 0.005• 0.566± 0.008• 0.519± 0.023• 0.361± 0.025•
ML-kNN [36]0.171± 0.006 0.218± 0.004• 0.757± 0.011• 0.636± 0.012• 0.357± 0.021•
EPS [21] 0.205± 0.003• 0.214± 0.005• 0.731± 0.017• 0.625± 0.015• 0.372± 0.014•
ECC [22] 0.187± 0.007• 0.209± 0.009• 0.745± 0.012• 0.618± 0.013• 0.369± 0.017•
RAkEL [28] 0.250± 0.005• 0.232± 0.005• 0.710± 0.009• 0.632± 0.009• 0.430± 0.012•
CLR [10] 0.187± 0.005• 0.222± 0.005• 0.745± 0.008• 0.628± 0.012• 0.400± 0.018•
MLML [12] 0.178± 0.002• 0.224± 0.005• 0.757± 0.009• 0.641± 0.014• 0.443± 0.025•
MLFE [38] 0.169± 0.021 0.227± 0.010• 0.754± 0.012• 0.646± 0.013• 0.415± 0.011•
HNOML [35] 0.179± 0.007• 0.222± 0.004• 0.757± 0.011• 0.648± 0.006• 0.421± 0.016•
Ours (linear)0.172± 0.003 0.210± 0.008 0.769± 0.006 0.659± 0.012 0.443± 0.016

Ours 0.171± 0.004 0.201± 0.006 0.786± 0.005 0.667± 0.011 0.451± 0.023

Scene BR [27] 0.236± 0.017• 0.136± 0.004• 0.715± 0.011• 0.609± 0.014• 0.616± 0.025•
LP [4] 0.219± 0.010• 0.149± 0.006• 0.722± 0.010• 0.585± 0.016• 0.592± 0.011•
ML-kNN [36]0.093± 0.009• 0.095± 0.008• 0.851± 0.016• 0.718± 0.015• 0.719± 0.024•
EPS [21] 0.113± 0.007• 0.103± 0.017• 0.825± 0.013• 0.686± 0.018• 0.688± 0.018•
ECC [22] 0.103± 0.010• 0.104± 0.012• 0.832± 0.015• 0.668± 0.017• 0.671± 0.016•
RAkEL [28] 0.106± 0.005• 0.106± 0.005• 0.829± 0.007• 0.636± 0.023• 0.644± 0.019•
CLR [10] 0.106± 0.003• 0.138± 0.003• 0.817± 0.006• 0.612± 0.026• 0.620± 0.025•
MLML [12] 0.079± 0.004• 0.098± 0.013• 0.862± 0.010• 0.728± 0.029• 0.729± 0.029•
MLFE [38] 0.079± 0.002• 0.094± 0.003• 0.858± 0.013• 0.732± 0.021• 0.734± 0.019•
HNOML [35] 0.103± 0.005• 0.110± 0.003• 0.832± 0.108• 0.733± 0.011• 0.736± 0.013•
Ours (linear)0.073± 0.003 0.083± 0.006 0.861± 0.005 0.738± 0.012 0.742± 0.021

Ours 0.067± 0.003 0.074± 0.004 0.884± 0.005 0.746± 0.016 0.753± 0.024

Espgame BR [27] 0.266± 0.003• 0.019± 0.002• 0.221± 0.001• 0.205± 0.004• 0.116± 0.001•
LP [4] 0.496± 0.003• 0.031± 0.001• 0.055± 0.004• 0.109± 0.003• 0.060± 0.002•
ML-kNN [36]0.238± 0.001• 0.017± 0.002 0.255± 0.003• 0.039± 0.002• 0.020± 0.001•
EPS [21] 0.380± 0.001• 0.017± 0.001 0.200± 0.003• 0.083± 0.002• 0.065± 0.001•
ECC [22] 0.230± 0.001• 0.020± 0.002• 0.282± 0.001• 0.245± 0.004• 0.123± 0.001•
RAkEL [28] 0.343± 0.001• 0.019± 0.001• 0.211± 0.003• 0.150± 0.003• 0.059± 0.001•
CLR [10] 0.196± 0.001 0.019± 0.001• 0.305± 0.003 0.266± 0.004• 0.143± 0.001•
MLML [12] 0.317± 0.000• 0.019± 0.003• 0.086± 0.002• 0.103± 0.003• 0.060± 0.002•
MLFE [38] 0.312± 0.012• 0.020± 0.001• 0.268± 0.011• 0.260± 0.003• 0.134± 0.004•
HNOML [35] 0.221± 0.001• 0.019± 0.003• 0.271± 0.003• 0.263± 0.006• 0.132± 0.004•
Ours (linear)0.223± 0.002 0.017± 0.001 0.289± 0.002 0.269± 0.002 0.143± 0.002

Ours 0.220± 0.003 0.016± 0.001 0.291± 0.002 0.276± 0.004 0.149± 0.001

(continued)
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Table 2. (continued)

DatasetsMethods Ranking loss ↓Hamming loss ↓Average precision ↑Micro-F1 ↑ Macro-F1 ↑
tmc2007BR [27] 0.037± 0.007• 0.031± 0.004• 0.899± 0.025• 0.834± 0.014•0.719± 0.011•

LP [4] 0.324± 0.018• 0.041± 0.006• 0.594± 0.012• 0.791± 0.008•0.721± 0.004•
ML-kNN [36]0.031± 0.006• 0.058± 0.004• 0.844± 0.017• 0.682± 0.003•0.493± 0.002•
EPS [21] 0.021± 0.004• 0.033± 0.005• 0.927± 0.007• 0.829± 0.009•0.722± 0.010•
ECC [22] 0.017± 0.006• 0.026± 0.003• 0.925± 0.006• 0.862± 0.014•0.763± 0.007•
RAkEL [28] 0.038± 0.008• 0.024± 0.002• 0.923± 0.005• 0.870± 0.011•0.756± 0.006•
CLR [10] 0.018± 0.005• 0.034± 0.004• 0.923± 0.011• 0.825± 0.013•0.711± 0.011•
MLML [12] 0.018± 0.001• 0.021± 0.001• 0.921± 0.002• 0.865± 0.011•0.769± 0.008•
MLFE [38] 0.021± 0.002• 0.022± 0.001• 0.924± 0.013• 0.873± 0.015•0.771± 0.011•
HNOML [35] 0.023± 0.002• 0.017± 0.001• 0.919± 0.003• 0.858± 0.014•0.762± 0.016•
Ours (linear)0.015± 0.003 0.013± 0.002 0.937± 0.007 0.912± 0.008 0.781± 0.005

Ours 0.012± 0.004 0.011± 0.001 0.945± 0.007 0.944± 0.007 0.792± 0.010

noise-oriented multilabel learning (HNOML) [35]. We try our best to tune the
parameters of all the above compared methods to the best performance accord-
ing to the suggested ways in their literatures.

Table 3. Performance comparisons with approaches based on label space reduction.

Datasets tmc2007 Espgame

Methods/Metrics Micro-F1↑ Macro-F1↑ Micro-F1↑ Macro-F1↑
MOPLMS [1] 0.556± 0.012 0.421± 0.013 0.032± 0.006 0.025± 0.005

ML-CSSP [3] 0.604± 0.014 0.432± 0.015 0.035± 0.004 0.023± 0.006

PBR [7] 0.602± 0.034 0.422± 0.025 0.021± 0.008 0.014± 0.003

CPLST [7] 0.643± 0.027 0.437± 0.031 0.042± 0.005 0.023± 0.004

FAIE [18] 0.605± 0.011 0.458± 0.015 0.072± 0.008 0.026± 0.003

Deep CPLST 0.786± 0.021 0.601± 0.031 0.074± 0.004 0.016± 0.002

Deep FAIE 0.604± 0.016 0.435± 0.029 0.121± 0.011 0.024± 0.003

LEML [34] 0.704± 0.013 0.616± 0.022 0.148± 0.004 0.082± 0.001

SLEEC [2] 0.607± 0.031 0.586± 0.011 0.226± 0.016 0.108± 0.009

DC2AE [33] 0.808± 0.017 0.757± 0.027 0.256± 0.013 0.121± 0.009

Ours 0.944 ± 0.007 0.792 ± 0.010 0.276 ± 0.004 0.149 ± 0.001

As shown in Table 2, we report the quantitative experimental results of dif-
ferent methods on the benchmark datasets. Because above comparison methods
are not based on neural networks, for fair comparisons, we also report the results
of our model using the linear projections instead of neural networks for feature
embedding. For each algorithm, the averaged performance with standard devia-
tion are reported in terms of different metrics. As for each metric, “↑” indicates
the larger the better while “↓” indicates the smaller the better. The red number
and blue number indicate the best and the second best performances, respec-
tively. According to Table 2, several observations are obtained as follows: 1)
Compared with other multi-label classification methods, our algorithm achieves
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competitive performance on all the five benchmark datasets. For example, on
emotions, scene and tmc2007, our SPL-MLL ranks as the first in terms of all
metrics. 2) Compared with BR and LP, our SPL-MLL obtains much better per-
formance on all datasets. The reason may be that these methods lack of sufficient
ability to explore complex correlations among labels. 3) Compared with the three
ensemble methods EPS, ECC and RAkEL, our algorithm always performs bet-
ter, which further verifies the effectiveness of our SPL-MLL. 4) We also note that
the performances of ML-kNN, CLR and MLML are also competitive, and the
performances of CLR are slightly better than ours on espgame in terms of some
metrics. However, the performances of ours are more stable and robust for differ-
ent datasets. For example, CLR performs unpromising on emotions, yeast, and
scene. 5) Furthermore, compared with the latest and most advanced approaches
MLFE and HNOML, our model outperforms them on all datasets in terms of
most metrics. In short, our proposed SPL-MLL achieves promising and stable
performance compared with state-of-the-art multi-label classification methods.

Fig. 3. Visualization of the number of co-occurrence labels on emotions. ‘+’ and ‘−’
denote co-occurrence and no co-occurrence of two labels, respectively.

Comparison with Label Space Reduction Methods. We compare our
method with two typical landmark selection methods which conduct land-
mark selection with group-sparsity technique (MOPLMS) [1] and an efficient
randomized sampling procedure (ML-CSSP) [3]. Moreover, we compare our
method with the label embedding multi-label classification methods, which
jointly reduce the label space and explore the correlations among labels. Specifi-
cally, we conduct comparison with the following label embedding based methods:
Conditional Principal Label Space Transformation (CPLST) [7], Feature-aware
Implicit Label space Encoding (FaIE) [18], Low rank Empirical risk minimization
for Multi-Label Learning (LEML) [34], Sparse Local Embeddings for Extreme
Multi-label Classification (SLEEC) [2], and the baseline method of partial binary
relevance (PBR) [7]. Furthermore, we replace the linear regressors in CPLST and
FAIE with DNN regressors, and name them as Deep CPLST and Deep FAIE,
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Fig. 4. Visualization of the landmark selection matrix B.

respectively. The work in [33] proposes a novel DNN architecture of Canonical-
Correlated Autoencoder (C2AE), which can exploit label correlation effectively.
Since some methods (e.g., C2AE) reported the results in terms of Micro-F1 and
Macro-F1 [25], we also provides results of different approaches in terms of these
two metrics for convenient comparison as shown in Table 3. According to the
results, it is observed that the performance of our model is much better than the
landmark selection methods [1,3] which separate landmark selection and pre-
diction in 2-step manner. Moreover, our SPL-MLL performs superiorly against
these label embedding methods.

Table 4. Ablation studies for our model on different setting on pascal VOC 2007.

Methods Ranking loss ↓ Hamming loss ↓ Average precision ↑ Micro-F1 ↑ Macro-F1 ↑
MLFE [38] 0.232± 0.013 0.162± 0.012 0.565± 0.022 0.436± 0.026 0.357± 0.011

HNOML [35] 0.227± 0.012 0.123± 0.008 0.593± 0.023 0.443± 0.024 0.368± 0.019

NN-embeddings 0.324± 0.016 0.266± 0.011 0.431± 0.013 0.308± 0.011 0.287± 0.016

Ours(NN + separated) 0.243± 0.014 0.194± 0.015 0.521± 0.024 0.384± 0.009 0.311± 0.017

Ours(joint + linear) 0.192± 0.011 0.095± 0.012 0.608± 0.021 0.516± 0.025 0.422± 0.024

Ours(joint + NN) 0.184 ± 0.012 0.083 ± 0.013 0.616 ± 0.018 0.586 ± 0.018 0.495 ± 0.017

Ablation Studies. To investigate the advantage of our model on jointly con-
ducting landmark selection, landmark prediction and label recovery in a unified
framework, we further conduct comparison and ablation experiments on pascal
VOC 2007. Specifically, we conduct ablation studies for our model under the fol-
lowing settings: (1) NN-embeddings: the features are directly encoded by neural
network for full label recovery without landmark selection and landmark pre-
diction; (2) Ours (NN + separated): our model is still based on the landmark
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selection strategy, but separates the landmark selection and landmark predic-
tion in the 2-step manner like the work [1]; (3) Ours (joint + linear): our model
employs the linear projections instead of neural networks for feature embedding.
To further validate the performance improvement from our model, we also report
the results of the latest and most advanced approaches MLFE [38] and HNOML
[35]. The comparision results are shown in Table 4, which validates the superi-
ority of conducting landmark selection, landmark prediction and label recovery
in a unified framework.

Insight for Selected Landmarks. To investigate the improvement of SPL-
MLL, we visualize the landmark selection matrix B on emotions and scene. As
illustrated in Fig. 4, the values in yellow on the diagonal are much larger than the
values in other colors, where the corresponding labels are selected landmarks.
For emotions, “Amazed” and “Quiet” are most likely to be landmark labels,
and “Amazed” is often accompanied by “Angry” in music, “Quiet” tends to
occur simultaneously with “Relaxing” or “Sad”. Thus, we can utilize the selected
landmark labels to recover other related labels effectively. Similar, for scene, the
label “FallFoliage” and “Field” are most likely to be landmark labels.

As shown in Fig. 3, we count the number of those samples with or without
“Angry” when having “Amazed”, which is represented as “Amazed ± Angry”,
and similarly we obtain “Quiet ± Relaxing” and “Quiet ± Sad”. According to
Fig. 3, it is observed that when the “Amazed” (“Quiet”) emotion occurs, the
probability that “Angry” (“Relaxing” and “Sad”) occur simultaneously is 56%
(70% and 71%). This statistics further support the reasonability of the selected
landmark labels.

 FallFoliage Field

Kitchen, Dining
Table, Chair, Room,  

Light, Restaurant, Door,
Sun, Flower

Kids, Table 
People, Girls, 

Chairs, Window,
House, Craft

Mountain Mountain
FallFoliage

Field, Mountain
Field

Mountain
Sky, Man, Parachuting
Cloud, Sun, Falling, Fall, 
Skydiving, Parachute

Pool, Sky, Trees 
Water, Swim, Blue, 
Cloud, Clear, Green,

Landscape

Sunset, Beach 
Night, Water, 
Cloud, Sand,

Leaves

House, Grass
Mansion, Trees, 

Sky, Blue, 
Cloud, Arch

Fig. 5. Example predictions on espgame and scene.
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Result Visualization and Convergence Experiment. For intuitive anal-
ysis, Fig. 5 shows some representative examples from espgame and scene. The
correctly predicted landmark labels from our model are in red, while the labels
in green, gray and black indicate the successfully predicted, missed predicted
and wrongly predicted labels. Generally, although multi-label classification is
rather challenging especially for the large label set, our model achieves com-
petitive results. We find that a few labels of some samples are not correctly
predicted, and the possible reasons are as follows. First, a few labels on some
samples do not obviously correlate with other labels, which makes it difficult to
accurately recover given selected landmark labels. Second, a few labels for some
samples are associated with very small parts in images, making it difficult to
predict accurately even taking the feature of images into account in our model.
For example, the image labeled with “Kitchen” and “Dining” as landmark labels
has the following labels predicted correctly: “Table”, “Chair”, “Room”, “Light”,
“Restaurant” and “Door”. However, there are labels: “Sun” and “Flower” failed
to be predicted. The main reasons is that the label “Sun” and “Flower” may be
not strongly correlated with the selected landmark labels in the dataset.

There are a few landmarks failed to be predicted for some samples, even
though our model aims to select predictable landmark labels. For example, for
the rightmost picture in the bottom of Fig. 5, we predict successfully “Sky” and
“Man” as landmarks while not able to obtain the more critical landmark label
“Parachuting”, which leads to failure prediction for “Falling”, “Fall”, “Skydiv-
ing”, “Parachuting”. It can be seen that the parachute is rather difficult to
predict due to the strong illumination.

(a) emotions (b) tmc2007 (c) yeast

Fig. 6. Convergence experiment.

Figure 6 gives the convergence experiments on emotion, yeast and tmc2007.
Obviously, the results demonstrate that our method can converge within a small
number of iterations.
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5 Conclusions and Future Work

In this paper, we proposed a novel landmark-based multi-label classification
algorithm, termed SPL-MLL: Selecting Predictable Landmarks for Multi-Label
Learning. SPL-MLL jointly takes the representative and predictable proper-
ties for landmarks in a unified framework, avoiding separating landmark selec-
tion/prediction in the 2-step manner. Our key idea lies in selecting explicitly
the landmarks which are both representative and predictable. The empirical
experiments clearly demonstrate that our algorithm outperforms existing state-
of-the-art methods. In the future, we will consider the end-to-end manner to
extend our model for image annotation with large label set.

Acknowledgements. This work is supported by the National Natural Science Foun-
dation of China (Nos. 61976151, 61732011 and 61872190).
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Abstract. Unpaired image-to-image translation is a class of vision prob-
lems whose goal is to find the mapping between different image domains
using unpaired training data. Cycle-consistency loss is a widely used
constraint for such problems. However, due to the strict pixel-level
constraint, it cannot perform shape changes, remove large objects, or
ignore irrelevant texture. In this paper, we propose a novel adversarial-
consistency loss for image-to-image translation. This loss does not require
the translated image to be translated back to be a specific source image
but can encourage the translated images to retain important features
of the source images and overcome the drawbacks of cycle-consistency
loss noted above. Our method achieves state-of-the-art results on three
challenging tasks: glasses removal, male-to-female translation, and selfie-
to-anime translation.

Keywords: Generative adversarial networks · Dual learning · Image
synthesis

1 Introduction

Learning to translate data from one domain to another is an important problem
in computer vision for its wide range of applications, such as colourisation [34],
super-resolution [7,13], and image inpainting [11,25]. In unsupervised settings
where only unpaired data are available, current methods [2,6,10,15,20,27,31,33,
35] mainly rely on shared latent space and the assumption of cycle-consistency.
In particular, by forcing the translated images to fool the discriminator using a
classical adversarial loss and translating those images back to the original images,
cycle-consistency ensures the translated images contain enough information from
the original input images. This helps to build a reasonable mapping and generate
high-quality results.
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Fig. 1. Example results of our ACL-GAN and baselines. Our method does
not require cycle consistency, so it can bypass unnecessary features. Moreover, with
the proposed adversarial-consistency loss, our method can explicitly encourage the
generator to maintain the commonalities between the source and target domains.

The main problem of cycle-consistency is that it assumes the translated
images contain all the information of the input images in order to reconstruct
the input images. This assumption leads to the preservation of source domain
features, such as traces of large objects (e.g., the trace of glasses in Fig. 1(a)) and
texture (e.g., the beard remains on the face in Fig. 1(b)), resulting in unrealistic
results. Besides, the cycle-consistency constrains shape changes of source images
(e.g., the hair and the shape of the face are changed little in Fig. 1(b) and (c)).

To avoid the drawbacks of cycle-consistency, we propose a novel method,
termed ACL-GAN, where ACL stands for adversarial-consistency loss. Our goal
is to maximise the information shared by the target domain and the source
domain. The adversarial-consistency loss encourages the generated image to
include more features from the source image, from the perspective of distri-
bution, rather than maintaining the pixel-level consistency. That’s to say, the
image translated back is only required to be similar to the input source image
but need not be identical to a specific source image. Therefore, our generator is
not required to preserve all the information from the source image, which avoids
leaving artefacts in the translated image. Combining the adversarial-consistency
loss with classical adversarial loss and some additional losses makes our full
objective for unpaired image-to-image translation.

The main contribution of our work is a novel method to support unpaired
image-to-image translation which avoids the drawbacks of cycle-consistency.
Our method achieves state-of-the-art results on three challenging tasks: glasses
removal, male-to-female translation, and selfie-to-anime translation.

2 Related Work

Generative adversarial networks (GANs) [8] have been successfully applied to
numerous image applications, such as super-resolution [17] and image colourisa-
tion [34]. These tasks can be seen as “translating” an image into another image.
Those two images usually belong to two different domains, termed source domain
and target domain. Traditionally, each of the image translation tasks is solved by
a task-specific method. To achieve task-agnostic image translation, Pix2Pix [12]
was the first work to support different image-to-image translation tasks using a
single method. However, it requires paired images to supervise the training.
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Unpaired image-to-image translation has gained a great deal of attention
for applications in which paired data are unavailable or difficult to collect. A
key problem of unpaired image-to-image translation is determining which prop-
erties of the source domain to preserve in the translated domain, and how to
preserve them. Some methods have been proposed to preserve pixel-level prop-
erties, such as pixel gradients [5], pixel values [29], and pairwise sample dis-
tances [3]. Recently, several concurrent works, CycleGAN [35], DualGAN [33],
DiscoGAN [15], and UNIT [20], achieve unpaired image-to-image translation
using cycle-consistency loss as a constraint. Several other studies improve image-
to-image translation in different aspects. For example, BicycleGAN [36] sup-
ports multi-modal translation using paired images as the supervision, while
Augmented CycleGAN [1] achieves that with unpaired data. DRIT [18,19] and
MUNIT [10] disentangle domain-specific features and support multi-modal trans-
lations. To improve image quality, attention CycleGAN [23] proposes an atten-
tion mechanism to preserve the background from the source domain. In this
paper, we adopt the network architecture of MUNIT but we do not use cycle-
consistency loss.

To alleviate the problem of cycle-consistency, a recent work, Council-
GAN [24], has proposed using duplicate generators and discriminators together
with the council loss as a replacement for cycle-consistency loss. By letting differ-
ent generators compromise each other, the council loss encourages the translated
images to contain more information from the source images. By contrast, our
method does not require duplicate generators and discriminators, so it uses fewer
network parameters and needs less computation. Moreover, our method can gen-
erate images of higher quality than CouncilGAN [24], because our adversarial-
consistency loss explicitly makes the generated image similar to the source image,
while CouncilGAN [24] only compromises among generated images. Details are
described in Sect. 3.2.

3 Method

Our goal is to translate images from one domain to the other domain and support
diverse and multi-modal outputs. Let XS and XT be the source and target
domains, X be the union set of XS and XT (i.e., X = XS ∪ XT ), x ∈ X be
a single image, xS ∈ XS and xT ∈ XT be the images of different domains. We
define pX , pS and pT to be the distributions of X, XS and XT . p(a,b) is used for
joint distribution of pair (a, b), where a and b can be images or noise vectors.
Let Z be the noise vector space, z ∈ Z be a noise vector and z ∼ N (0, 1).

Our method has two generators: GS : (x, z) → xS and GT : (x, z) → xT

which translate images to domain XS and XT , respectively. Similar to [10], each
generator contains a noise encoder, an image encoder, and a decoder, in which
the noise encoder is used only for calculating the identity loss. The generators
receive input pairs (image, noise vector) where the image is from X. In detail,
the image encoder receives images sampled from X. The noise vector z obtained
from the noise encoder is only for identity loss, while for other losses, the noise
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vector z is randomly sampled from the standard normal distribution, N (0, 1).
The noise vector z and the output of the image encoder are forwarded to the
decoder and the output of the decoder is the translated image.

Moreover, there are two kinds of discriminators DS/DT and D̂. D̂ is a consis-
tency discriminator. Its goal is to ensure the consistency between source images
and translated images, and this is the core of our method. The goal of DS and
DT is to distinguish between real and fake images in a certain domain. Specifi-
cally, the task of DS is to distinguish between XS and GS(X), and the task of
DT is to distinguish between XT and GT (X).

The objective of ACL-GAN has three parts. The first, adversarial-translation
loss, matches the distributions of generated images to the data distributions in
the target domain. The second, adversarial-consistency loss, preserves signifi-
cant features of the source images in the translated images, i.e., it results in
reasonable mappings between domains. The third, identity loss and bounded
focus mask, can further help to improve the image quality and maintain the
image background. The data are forwarded as shown in Fig. 2, and the details
of our method are described below.

Fig. 2. The training schema of our model. (Left) our model contains two gener-
ators: GS : (X,Z) → XS and GT : (X,Z) → XT and three discriminators: DS , DT for
LS

adv,LT
adv and D̂ for Lacl. DS and DT ensure that the translated images belong to the

correct image domain, while D̂ encourages the translated images to preserve important
features of the source images. The noise vectors z1, z2, z3 are randomly sampled from
N (0, 1). (Right) Lidt encourages to maintain features, improves the image quality, sta-
bilises the training process and prevents mode collapse, where the noise vector is from
the noise encoder. The blocks with the same colour indicate shared parameters.

3.1 Adversarial-Translation Loss

For image translation between domains, we utilise the classical adversarial loss,
which we call adversarial-translation loss in our method, to both generators, GS

and GT , and discriminators, DS and DT . For generator GT and its discriminator
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Fig. 3. The comparison of adversarial-consistency loss and cycle-consistency
loss [35]. The blue and green rectangles represent image domains S and T, respectively.
Any point inside a rectangle represents a specific image in that domain. (Right): given
a source image xS , cycle-consistency loss requires the image translated back, x̂S , should
be identical to the source image, xS . (Left): given a source image xS , we synthesise
multi-modal images in its neighbourhood distribution x̃S , the distribution x̄T in the
target domain XT , and the distribution x̂S translated from x̄T . The distributions are
indicated by the blue and green circles. Instead of requiring the image translated back,
x̂S , to be a specific image, we minimise the distance between the distributions of x̂S

and x̃S , so that a specific x̂S can be any point around xS . By doing so, we encourage
x̄T to preserve the features of the original image xS . (Color figure online)

DT , the adversarial-translation loss is as follows:

LT
adv(GT ,DT ,XS ,XT ) = ExT ∼pT

[logDT (xT )]
+ Ex̄T ∼p{x̄T } [log(1 − DT (x̄T ))]

(1)

where x̄T = GT (xS , z1) and z1 ∼ N (0, 1). The objective is minGT
maxDT

LT
adv(GT ,DT ,XS ,XT ).

The discriminator DS is expected to distinguish between real images of
domain XS and translated images generated by GS . The generator GS tries
to generate images, x̂S and x̃S , that look similar to images from domain XS .
Therefore, the loss function is defined as:

LS
adv(GS ,DS , {x̄T },XS) = ExS∼pS

[logDS(xS)]
+ (Ex̂S∼p{x̂S} [log(1 − DS(x̂S))]

+ Ex̃S∼p{x̃S} [log(1 − DS(x̃S))])/2

(2)

where x̂S = GS(x̄T , z2), x̃S = GS(xS , z3), z2, z3 ∼ N (0, 1) and the objec-
tive is minGS

maxDS
LS
adv(GS ,DS , {x̄T },XS). In summary, we can define the

adversarial-translation loss as follows:

Ladv = LT
adv(GT ,DT ,XS ,XT ) + LS

adv(GS ,DS , {x̄T },XS) (3)

3.2 Adversarial-Consistency Loss

The Ladv loss described above can encourage the translated image, x̄T , to be in
the correct domain XT . However, this loss cannot encourage the translated image
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x̄T to be similar to the source image xS . For example, when translating a male
to a female, the facial features of the female might not be related to those of the
male. To preserve important features of the source image in the translated image,
we propose the adversarial-consistency loss, which is realised by a consistency
discriminator D̂. The consistency discriminator impels the generator to minimise
the distance between images x̃S and x̂S as shown in Fig. 3. The “real” and “fake”
images for D̂ can be swapped without affecting performance. However, letting
D̂ only distinguish x̂S and x̃S does not satisfy our needs, because the translated
images x̂S and x̃S need only to belong to domain XS ; they are not required to
be close to a specific source image. Therefore, the consistency discriminator D̂
uses xS as a reference and adopts paired images as inputs to let the generator
minimise the distances between the joint distributions of (xS , x̂S) and (xS , x̃S).
In this way, the consistency discriminator D̂ encourages the image translated
back, x̂S , to contain the features of the source image xS . As x̂S is generated
from x̄T , this can encourage the translated image x̄T to preserve the features of
the source image xS .

The input noise vector z enables multi-modal outputs, which is essential to
make our method work. Without multi-modal outputs, given a specific input
image xS , the x̃S can have only one case. Therefore, mapping (xS , x̂S) and
(xS , x̃S) together is almost equivalent to requiring x̂S and xS to be identical.
This strong constraint is similar to cycle-consistent loss whose drawbacks have
been discussed before. With the multi-modal outputs, given a specific image xS ,
the x̃S can have many possible cases. Therefore, the consistency discriminator
D̂ can focus on the feature level, rather than the pixel level. That is to say,
x̂S does not have to be identical to a specific image xS . For example, when
translating faces with glasses to faces without glasses, the x̃S and x̂S can be
faces with different glasses, e.g. the glasses have different colours and frames in
xS , x̃S and x̂S in Fig. 2. Thus, x̄T need not retain any trace of glasses at the risk
of increasing LT

adv, and Lacl can still be small.
The adversarial-consistency loss (ACL) is as follows:

Lacl = E(xS ,x̂S)∼p(XS,{x̂S}) [logD̂(xS , x̂S)]

+ E(xS ,x̃S)∼p(XS,{x̃S}) [log(1 − D̂(xS , x̃S))]
(4)

where xS ∈ XS , x̄T = GT (xS , z1), x̂S = GS(x̄T , z2), x̃S = GS(xS , z3).

3.3 Other Losses

Identity Loss. We further apply identity loss to encourage the generators to be
approximate identity mappings when images of the target domain are given to
the generators. Identity loss can further encourage feature preservation, improve
the quality of translated images, stabilise the training process, and avoid mode
collapse because the generator is required to be able to synthesise all images in
the dataset [26,35]. Moreover, the identity loss between the source image xS and
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the reconstruction image xidt
S can guarantee that xS is inside the distribution of

x̃S as shown in Fig. 3.
We formalise two noise encoder networks, Ez

S : XS → Z and Ez
T : XT → Z

for GS and GT , respectively, which map the images to the noise vectors. Identity
loss can be formalised as:

Lidt = ExS∼pS
[||xS − xidt

S ||1] + ExT ∼pT
[||xT − xidt

T ||1] (5)

where xidt
S = GS(xS , Ez

S(xS)) and xidt
T = GT (xT , Ez

T (xT )).

Bounded Focus Mask. Some applications require the generator to only mod-
ify certain areas of the source image and keep the rest unchanged. We let
the generator produce four channels, where the first three are the channels of
RGB images and the fourth is called bounded focus mask whose values are
between 0 and 1. The translated image xT can be obtained by the formula:
xT = x′T � xm + xS � (1 − xm), where � is element-wise product, xS is the
source image, x′T is the first three output channels of the generator and xm

is the bounded focus mask. We add the following constraints to the generator
which is one of our contributions:

Lmask = δ[(max{
∑

k

xm[k] − δmax × W, 0})2

+ (max{δmin × W −
∑

k

xm[k], 0})2]

+
∑

k

1
|xm[k] − 0.5| + ε

(6)

where δ, δmax and δmin are hyper-parameters for controlling the size of masks,
xm[k] is the k-th pixel of the mask and W is the number of pixels of an image.
The ε is a marginal value to avoid dividing by zero. The first term of this loss
limits the size of the mask to a suitable range. It encourages the generator
to make enough changes and maintain the background, where δmax and δmin

are the maximum and minimum proportions of the foreground in the mask.
The minimum proportion is essential for our method because it avoids x̃S being
identical to xS under different noise vectors. The last term of this loss encourages
the mask values to be either 0 or 1 to segment the image into a foreground and
a background [24]. In the end, this loss is normalised by the size of the image.

3.4 Implementation Details

Full Objective. Our total loss is as follows:

Ltotal = Ladv + λaclLacl + λidtLidt + λmaskLmask (7)

where λacl, λidt, λmask are all scale values that control the weights of different
losses. We compare our method against ablations of the full objective in Sect. 4.2
to show the importance of each component.
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Network Architecture. For generator and discriminator, we follow the design
of those in [10]. Specifically, a generator consists of two encoders and one decoder.
Besides the image encoder and decoder that together form an auto-encoder archi-
tecture, our model employs the noise encoder, whose architecture is similar to
the style encoder in [10]. Meanwhile, our discriminators use a multi-scale tech-
nique [32] to improve the visual quality of synthesised images.

Training Details. We adopt a least-square loss [22] for Ladv (Eq. 3) and Lacl

(Eq. 4). This loss brings more stable training process and better results compared
with [8]. For all the experiments, we used Adam optimiser [16] with β1 = 0.5 and
β2 = 0.999. The batch size was set to 3. All models were trained with a learning
rate of 0.0001 and the learning rate dropped by a factor of 0.5 after every 100K
iterations. We trained all models for 350K iterations. The discriminators update
twice while the generators update once. For training, we set δ = 0.001, ε = 0.01
and λidt = 1. The values of λacl, λmask, δmin and δmax were set according
to different applications: in glasses removal λacl = 0.2, λmask = 0.025, δmin =
0.05, δmax = 0.1; in male-to-female translation λacl = 0.2, λmask = 0.025, δmin =
0.3, δmax = 0.5; in selfie-to-anime translation λacl = 0.5, λmask = δmin = δmax =
0. For fair comparison, we follow the same data augmentation method described
in CouncilGAN [24].

4 Experiments

4.1 Experimental Settings

Datasets. We evaluated ACL-GAN on two different datasets, CelebA [21]
and selfie2anime [14]. CelebA [21] contains 202,599 face images with 40 binary
attributes. We used the attributes of gender and with/without glasses for eval-
uation. For both attributes, we used 162,770 images for training and 39,829
images for testing. For gender, the training set contained 68,261 images of males
and 94,509 images of females and the test set contained 16,173 images of males
and 23,656 images of females. For with/without glasses, the training set con-
tained 10,521 images with glasses and 152,249 images without glasses and the
test set contained 2,672 images with glasses and 37,157 images without glasses.
Selfie2anime [14] contains 7,000 images. The size of the training set is 3,400 for
both anime images and selfie images. The test set has 100 anime images and 100
selfie images.

Metrics. Fréchet Inception Distance (FID) [9] is an improvement of Inception
Score (IS) [28] for evaluating the image quality of generative models. FID cal-
culates the Fréchet distance with mean and covariance between the real and the
fake image distributions. Kernel Inception Distance (KID) [4] is an improved
measure of GAN convergence and quality. It is the squared Maximum Mean
Discrepancy between inception representations.

Baselines. We compared the results of our method with those of some state-of-
the-art models, including CycleGAN [35], MUNIT [10], DRIT++ [18,19], Star-
GAN [6], U-GAT-IT [14], Fixed-Point GAN [30], and CouncilGAN [24]. All
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those methods use unpaired training data. MUNIT [10], DRIT++ [18,19], and
CouncilGAN [24] can generate multiple results for a single input image and the
others produce only one image for each input. Among those methods, only Coun-
cilGAN [24] does not use cycle-consistency loss. Instead, it adopts N duplicate
generators and 2N duplicate discriminators (N is set to be 2, 4 or 6 in their
paper). This requires much more computation and memory for training. We set
N to be 4 in our comparison.

The quantitative and qualitative results of the baselines were obtained by
running the official public codes, except for the CouncilGAN, where the results
were from our reproduction.

Fig. 4. Ablation studies. The male-to-female translation results illustrate the impor-
tance of different losses. From left to right: input images; ACL-GAN (with total loss);
ACL-A (without Lacl); ACL-I (without Lidt); ACL-M (without Lmask).

Table 1. Quantitative results of different ablation settings on male-to-female
translation. For both FID and KID, lower is better. For KID, mean and standard
deviation are listed. The ACL-GAN with total loss outperforms other settings.

Model Lacl Lidt Lmask FID KID

ACL-A – � � 23.96 0.023 ± 0.0003

ACL-I � – � 18.39 0.018 ± 0.0004

ACL-M � � – 17.72 0.017 ± 0.0004

ACL-GAN � � � 16.63 0.015 ± 0.0003
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4.2 Ablation Studies

We analysed ACL-GAN by comparing four different settings: 1) with total loss
(ACL-GAN), 2) without adversarial-consistency loss Lacl ( ACL-A), 3) without
identity loss Lidt (ACL-I), and 4) without bounded focus mask and its corre-
sponding loss Lmask (ACL-M). The results of different settings are shown in
Fig. 4 and the quantitative results are listed in Table 1.

Qualitatively, we observed that our adversarial-consistency loss, Lacl, suc-
cessfully helps to preserve important features of the source image in the trans-
lated image, compared with the setting of ACL-A which already has identity loss
and bounded focus mask. For example, as the red arrows on results of ACL-A
show, without Lacl, the facial features, e.g. skin colour, skin wrinkles, and teeth,
are difficult to maintain, and the quantitative results are the worst. We found
that ACL-GAN with bounded focus mask has better perceptual quality, e.g.,
the background can be better maintained, compared with ACL-M. The quan-
titative results indicate that our bounded focus mask improves the quality of
images because the mask directs the generator to concentrate on essential parts
for translation. Even though it is difficult to qualitatively compare ACL-I with
the others, ACL-GAN achieves better quantitative results than ACL-I.

Fig. 5. Comparison against baselines on glasses removal. From left to
right: input, our ACL-GAN, CycleGAN [35], MUNIT [10], Fixed-Point GAN [30],
DRIT++ [18,19], and CouncilGAN [24].
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4.3 Comparison with Baselines

We compared our ACL-GAN with baselines on three challenging applica-
tions: glasses removal, male-to-female translation, and selfie-to-anime transla-
tion. These three applications have different commonalities between the source
and target domains, and they require changing areas with different sizes. Glasses
removal requires changing the smallest area, while the selfie-to-anime translation
requires changing the largest area. Table 2 shows the number of parameters of
our method and baselines. Table 3 shows the quantitative results for different
applications and our method outperforms the baselines. Figure 5, 6 and 7 show
the results of our method and baselines.

Glasses Removal. The goal of glasses removal is to remove the glasses of a
person in a given image. There are two difficulties in this application. First, the
area outside the glasses should not be changed, which requires the generator to
identify the glasses area. Second, the glasses hide some information of the face,
such as the eyes and eyebrows. The sunglasses in some images make it even more
difficult because the eyes are totally occluded and the generator is expected to
generate realistic and suitable eyes.

Fig. 6. Comparison against baselines on male-to-female translation. We show
two translated image of our model under different noise vectors. From left to right:
input, our ACL-GAN, CycleGAN [35], MUNIT [10], StarGAN [6], DRIT++ [18,19],
and CouncilGAN [24].
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Fig. 7. Comparison against baselines on selfie-to-anime translation. From
left to right: input, our ACL-GAN, CycleGAN [35], MUNIT [10], U-GAT-IT [14],
DRIT++ [18,19], and CouncilGAN [24].

Figure 5 shows the results of ACL-GAN and baselines for glasses removal.
Our results leave fewer traces of glasses than [10,18,19,30,35] because cycle-
consistency is not required. The left columns of Table 3 show the quantitative
results of glasses removal. Our method outperforms all baselines on both FID
and KID. It is interesting that our method can outperform CouncilGAN and
MUNIT, which use the same network architecture as ACL-GAN. Compared
with MUNIT, our method does not require the image translated back to be a
specific image so that no artefacts remain. Compared with CouncilGAN, it might
be that, rather than requiring multiple duplicate generators to compromise each
other by minimising the distances between their synthesised images, our method
explicitly encourages the generated image to be similar to the source image.

Male-to-Female Translation. The goal of male-to-female translation is to
generate a female face when given a male face, and these two faces should be
similar except for gender. Comparing with glasses removal, this task does not
require to remove objects, but there are three difficulties of this translation
task. First, this task is a typical multi-modal problem because there are many
possible ways to translate a male face to a female face e.g., different lengths of
hair. Second, translating male to female realistically requires not only changing
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Table 2. The number of parameters of our method and baselines. We set
the image size to be 256 × 256 for all methods. The parameters of U-GAT-IT [14] is
counted in light mode. The number of councils is set to be four in CouncilGAN [24].

Model CycleGAN MUNIT DRIT++ Fixed-Point GAN

Params 28.3M 46.6M 65.0M 53.2M

Model StarGAN U-GAT-IT CouncilGAN ACL-GAN

Params 53.3M 134.0M 126.3M 54.9M

Table 3. Quantitative results of glasses removal, male-to-female translation,
and selfie-to-anime translation. For KID, mean and standard deviation are listed.
A lower score means better performance. U-GAT-IT [14] is in light mode. Our method
outperforms all other baselines in all applications.

Model Glasses removal Model Male to female Model Selfie to anime

FID KID FID KID FID KID

CycleGAN 48.71 0.043 ± 0.0011 CycleGAN 21.30 0.021 ± 0.0003 CycleGAN 102.92 0.042 ± 0.0019

MUNIT 28.58 0.026 ± 0.0009 MUNIT 19.02 0.019 ± 0.0004 MUNIT 101.30 0.043 ± 0.0041

DRIT++ 33.06 0.026 ± 0.0006 DRIT++ 24.61 0.023 ± 0.0002 DRIT++ 104.40 0.050 ± 0.0028

Fixed-Point GAN 44.22 0.038 ± 0.0009 StarGAN 36.17 0.034 ± 0.0005 U-GAT-IT 99.15 0.039 ± 0.0030

CouncilGAN 27.77 0.025 ± 0.0011 CouncilGAN 18.10 0.017 ± 0.0004 CouncilGAN 98.87 0.042 ± 0.0047

ACL-GAN 23.72 0.020 ± 0.0010 ACL-GAN 16.63 0.015 ± 0.0003 ACL-GAN 93.58 0.037 ±0.0036

the colour and texture but also shape, e.g., the hair and beard. Third, the paired
data is impossible to acquire, i.e., this task can only be solved by using unpaired
training data.

Figure 6 compares our ACL-GAN with baselines for male-to-female transla-
tion. For each row, two images of ACL-GAN are generated with two random noise
vectors. This shows the diversity of the results of our method, which is the same
in Fig. 7. Our results are more feminine than baselines with cycle-consistency
loss [6,18,19,35] as our faces have no beard, longer hair and more feminine lips
and eyes. We found that MUNIT [10] can generate images with long hair and no
beard, which may contribute to the style latent code. However, the important
features, e.g. the hue of the image, cannot be well-preserved. Quantitatively, the
middle columns of Table 3 show the effectiveness of our method and it can be
also explained by the lack of cycle-consistency loss [35] and compromise between
duplicated generators [24].

Selfie-to-Anime Translation. Different from the previous two tasks, gener-
ating an animated image conditioned on a selfie requires large modifications of
shape. The structure and style of the selfie are changed greatly in the target
domain, e.g., the eyes become larger and the mouth becomes smaller. This may
lead to the contortion and dislocation of the facial features.

Figure 7 shows the results of ACL-GAN and baselines for selfie-to-anime
translation. The results of methods with cycle-consistency are less in accor-
dance with the style of anime. In contrast, without cycle-consistency loss, our
method can generate images more like an anime, e.g. the size and the layout of
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facial features are better-organized than baselines. The adversarial-consistency
loss helps to preserve features, e.g., the haircut and face rotation of the source
images. U-GAT-IT [14] utilises an attention module and AdaIN to produce more
visually pleasing results. The full mode of U-GAT-IT has 670.8M parameters,
which is more than twelve times the number of parameters our model has. For
fairness, we evaluated U-GAT-IT in light mode for comparison. Our method can
still outperform U-GAT-IT when it is in light mode, which still uses more than
twice as many parameters as ours as shown in Table 2.

Fig. 8. Typical failure cases of our method. (a) Some glasses are too inconspicuous
to be identified and they can not be completely removed by the generator. (b) We also
found that the glasses might be partly erased when translating a male to a female
and this is because of the imbalance inherent to the datasets. (c) The generated anime
image may be distorted and blurred when the face in the input image is obscured or
too small, because it is far from the main distribution of the selfie domain.

5 Limitations and Discussion

In this paper, we present a novel framework, ACL-GAN, for unpaired image-to-
image translation. The core of ACL-GAN, adversarial-consistency loss, helps to
maintain commonalities between the source and target domains. Furthermore,
ACL-GAN can perform shape modifications and remove large objects without
unrealistic traces.

Although our method outperforms state-of-the-art methods both quantita-
tively and qualitatively on three challenging tasks, typical failure cases are shown
in Fig. 8. We also tried learning to translate real images from domain XS to XT

and from domain XT to XS synchronously, but the performance was decreased,
which may be caused by the increase of network workload. In addition, our
method is not yet able to deal with datasets that have complex backgrounds
(e.g. horse-to-zebra) well. Thus, supporting images with a complex background
is an interesting direction for future studies. Nevertheless, the proposed method
is simple, effective, and we believe our method can be applied to different data
modalities.
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